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FOREWORD

I first met Andy Sleeper in the late 1980s when I was conducting several
quality-improvement training seminars for Woodward Governor Company
in Fort Collins, Colorado. A young engineer just out of college, Andy was
extremely eager to learn everything he could about how statistics could be
utilized to improve the performance of a manufacturing process. Throughout
the time I spent working for this client, I always recall being impressed by
Andy’s enthusiasm for, and instinctive understanding of, statistics because
not only did he ask a lot of questions, he asked a lot of really good questions.

Since that time, Andy has continued to passionately pursue his study of
statistics, and he is now completing his doctorate degree in this subject.
Today he operates his own highly regarded consulting firm. In addition to
joining several professional societies so he could network with others in the
quality field, Andy has written many articles about various quality-related
topics. But more importantly than just having an impressive list of cre-
dentials, Andy has demonstrated his mastery of statistics by successfully
helping numerous manufacturing companies design and produce their
products better, cheaper, and faster.

Andy was also among the first quality professionals to comprehend the
enormous potential for process improvement offered by the “Six Sigma”
philosophy. Six Sigma (6�) is all about improving the performance of your
organization by using a structured approach for minimizing mistakes and
waste in all processes. The 6� strategy was developed by Motorola, Inc. in
the mid-1980s to help boost the quality level of its products. After Motorola
became the first company to win the Malcolm Baldrige National Quality
Award in 1988, the ensuing media exposure introduced the 6� approach to
many other manufacturing companies, most notably Allied Signal (now
Honeywell International) and General Electric. Today, with thousands of
companies around the world adopting this philosophy, 6� is arguably the
most popular process improvement strategy ever devised.

Over the past several years, some quality practitioners have spent a lot of
time arguing whether or not 6� is really anything new. They point out that
most of the statistical theory and techniques associated with this approach
were developed decades before Motorola created their 6� program.
For example: Dr. Ronald Fisher had already developed the design of
experiments by the 1920s; Dr. Walter Shewhart had invented control charts

Copyright © 2006 by The McGraw-Hill Companies, Inc. Click here for terms of use.
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back in 1924; Dr. Edwards Deming had taught the Plan-Do-Check-Act
problem solving strategy to the Japanese shortly after World War II;
Dr. Armand Feigenbaum had introduced  his concept of total quality man-
agement in the late 1950s; and Dr. Joseph Juran had published his break-
through strategy in 1964. Thus, these practitioners argue, just what is really
new about this 6� approach?

Creativity often is defined as being either (1) creating of something new or
(2) rearranging of the old in new ways. I believe 6� meets this definition of
creativity on both counts. Without a doubt, 6� incorporates much of the old
quality methodology, but it is certainly arranged and applied in a novel way.
In addition, there are definitely some brand new aspects to 6� as well.

The Rearranging of the Old

6� has done an admirable job of organizing statistical techniques with a solid
strategy (DMAIC) for applying them in a logical manner to efficiently enhance
process performance. However, as mentioned in the previous paragraph, all
this has been done before in various forms. One of the reasons 6� is still around
today—and the others aren’t—is because 6� evolved from its original focus on
quality improvement to concentrate on profit improvement. 

Previous improvement strategies stressed the need for senior management
involvement. Although these managers often verbally supported the latest
quality initiative (who isn’t for better quality?), their hearts and minds never
deviated very far from the “bottom line.” If a quality program didn’t quickly
deliver better numbers for the next quarterly report, it wasn’t too long before
top managers shifted their attention elsewhere.

6� guarantees top management interest because all of its improvement activities
involve projects that are vital to the long-term success of the organization. And
because companies need to make a profit in order to remain in business, this
means that the majority of 6� projects are focused on making money for the
company. With projects that capture the attention of senior management, it is
relatively easy to secure financial and moral support for continuing 6�.

The Creation of the New

In order to align 6� projects with the long-term strategic objectives of the
organization, a new infrastructure was needed. 6� employs Champions who
are intimately aware of the company’s goals. Champions convey these



strategic aims to a Master Black Belt, who translates them into specific
projects, each of which is assigned to a Black Belt. A Black Belt then forms
a team of subject experts, often referred to as Green Belts, who will help the
Black Belt complete the project on time. This type of an extensive formal
structure, with full-time people working in the roles of Master Black Belts
and Black Belts and other personnel in part-time supporting roles, was
rarely seen in earlier quality-improvement initiatives.

As far as new statistical techniques are concerned, 6� introduced the idea of
calculating defects per opportunity. In the past, a product’s quality was often
assessed by computing the average number of defects per unit. This last metric
has the disadvantage of not being able to fairly compare the quality level of a
simple product, one with only a few things that could go wrong, to that of a
complex product, one with many opportunities for a problem. By estimating
the defects per opportunity for two dissimilar products, we now have a means
for meaningfully comparing the quality of a bolt to that for an entire engine. 

6� also created a metric known as rolled throughput yield. This new metric
includes the effects of all the hidden rework activities going on inside the plant
that were often overlooked by traditional methods of computing first-time yield.

Although it has generated a lot of discussion, both pro and con, I believe
anyone who has been introduced to the “1.5� shift” concept has to admit
that this is definitely an original method for assessing process capability.
This unique factor allows an estimate of the long-term performance of a
process to be derived by studying only the process’s short-term behavior.
The conversion is achieved by making an upward adjustment in the short-
term estimate of nonconforming parts to allow for potential shifts and drifts
of up to 1.5� that may occur in the process average over time. This modi-
fication was made to provide a more realistic expectation of the quality level
that customers will receive.

Probably one of the most important new facets of 6� is the emphasis it
places on properly designing products and processes so that they can
achieve a 6� quality level when they are manufactured. This vital aspect of
6� is the one Andy has chosen for the topic of this book.

Designing for Six Sigma (DFSS)

Initially, 6� concentrated on improving existing manufacturing processes.
But companies soon realized that it is very difficult to consistently produce
high-quality products at minimum cost on a poorly designed process.
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Growing up on a farm in northern Wisconsin, I often heard this saying, “You
can’t make a silk purse out of a sow’s ear.” Many of the processes producing
parts today were designed to achieve only a 3� (66,807 ppm), or at best, a
4� (6,210 ppm) quality level. I doubt if the engineers who designed products
and processes 25 years ago could ever have anticipated the increasing
demand of the past decade for extremely high-quality products. With skill
and hard work, a Black Belt might be able to get such a process to a 4.5�
(1,350 ppm) or even a 5� (233 ppm) level, which represents a substantial
improvement in process performance. But no matter how skilled the Black
Belt, nor how long he or she works on this process, there is little hope of
getting it to the 6� quality level of only 3.4 ppm.

Therefore, to achieve 6� quality levels on the shop floor, forward-thinking
companies must start at the beginning, with the design of the product and
the process that will produce it. Improving a product in the design phase is
almost always much easier (and much cheaper) than attempting to make
improvements after it is in production. By preventing future problems,
DFSS is definitely a much more proactive approach than the DMAIC
strategy, which is mainly used to fix existing problems.

In addition, DFSS ensures that processes will still make good products even
if the key process input variables change, as they often do over time.
Processes designed with DFSS will also be easy to maintain, have less
downtime, consume a minimum amount of energy and materials, generate
less waste, require a bare minimum of work in process, produce almost no
defects (both internal and external), operate at low cycle times, and provide
better on-time delivery. With an efficiently designed process, fewer resources
are consumed during production, thereby conserving energy, reducing
pollution, and generating less waste to dispose of—all important benefits to
society and our environment.

By designing products to be less sensitive to variation in factors that
cannot be controlled during the customer’s duty cycle, they will have
better quality, reliability, and durability. These enhancements result in a
long product life with low lifetime operating costs. If the product is
designed to be recycled, it can also help conserve our scarce natural
resources.

When DFSS is done right, a company will generate the right product, with
the right features, at the right time, and at the right cost.



About this Book

One of Andy’s goals in writing this book was to share the many valuable
insights and ideas about process improvement that he has accumulated over
his years of work in this field. In addition to accomplishing that objective,
Andy has kept his book practical; meaning that he discusses the various
statistical techniques without burying them in theoretical details. This
allows him to devote the majority of his discussion to (1) illustrating the
proper application of the methods and (2) explaining how to correctly
interpret and respond to the experimental results. I believe Andy’s approach
achieves the right balance for the majority of practicing Black Belts; not too
theoretical, not too simplistic, yet extremely useful.

You will discover that this book is written in a straightforward approach,
making the concepts presented easy to understand. It is packed with lots
of practical, real-life examples based on Andy’s extensive experiences
applying these methods in companies from numerous industries. Most of
these case studies highlight what the data can tell us and what they can’t. As
an added benefit, he includes numerous step-by-step demonstrations of how
to use Excel and/or MINITAB to handle the mundane “number crunching”
involved with most statistical analyses. 

This book would definitely make an excellent addition to every Black Belt’s
library, especially if he or she is involved with product and/or process
design.

With this book, Andy, you have certainly made this former teacher of yours
very proud of your continuing contributions to the quality field. 

Davis R. Bothe
Director of Quality Improvement

International Quality Institute, Inc.
Cedarburg, Wisconsin
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PREFACE

As an engineer realizing the benefits of statistical methods in my work,
I found few reference materials that adequately answered my questions
about statistics without inundating me by theory. The everyday challenges
of planning experiments, analyzing data, and making good decisions require
a rich variety of statistical tools with correct, concise, and clear expla-
nations. Later in my career, as a statistician and Six Sigma Black Belt,
I found that statistical books for the Six Sigma community were particularly
inadequate to address the needs of practicing engineers. In the process of
simplifying statistical tools for a mass audience, many books fail to explain
when each tool is appropriate or what to do if the tool is inappropriate. 

In this book, I attempt to fill this gap. The 59 tools described here represent
the most practical and effective statistical methods available for Six Sigma
practitioners in manufacturing, transactional, and design environments.
While reasonably priced statistical software supports most of these tools,
other tools are simple enough for hand calculations. Even in the computer
age, simple hand tools are still important. Six Sigma practitioners who can
sketch a stem-and-leaf diagram or perform a Fisher sign test or a Tukey end-
count test will enjoy the benefits of their rapid, accurate decisions.

This book differs from other statistical and Six Sigma texts in several ways:

• Tools are organized and chapters are titled according to the results to be
attained by using the tools. For example, Chapter 7 introduces hypothesis
tests under the title “Detecting Changes.” 

• As far as practical, this book presents confidence intervals with the
estimators they support. Since confidence intervals express the precision
of estimators, they ought to be an integral part of every estimation task.
Organizing the book in this way makes it easier for practitioners to use
confidence intervals effectively.

• Recipes are necessary to perform complex tasks consistently and
correctly. This book provides flow charts and step-by-step recipes for
applying each tool. Sidebar boxes provide deeper explanations and
answer common technical questions about the tools. 

As an engineer and statistician, this is a reference book I always wanted but
could not find. I am grateful for the opportunity to write this book, and
I hope others will find these tools as useful as I have.

Copyright © 2006 by The McGraw-Hill Companies, Inc. Click here for terms of use.
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Using this Book

Although the chapters in this book are sequential, each chapter is written to
minimize its dependency on earlier chapters. People who need a quick
solution may find what they need by jumping directly to the appropriate
section. Those who read the chapters in order will gain greater understanding
and insight into why the tools work and how they relate to each other and to
practical applications. 

Chapter 1 introduces DFSS terminology and lists the 59 tools discussed in
this book. An example of robust design illustrates the power of DFSS tools.

Chapter 2 focuses on graphical tools as means of visual analysis. Since graphs
play vital roles in decision making, the examples illustrate the importance of
graphical integrity. 

Chapter 3 presents rules of probability and tools for describing random
variables. This chapter provides theoretical background for the rest of the
book.

Chapter 4 introduces point estimators and confidence intervals for many
common Six Sigma situations, including reliability estimation.

Chapter 5 provides measurement systems analysis tools for variable and
attribute measurement systems.

Chapter 6 discusses process capability metrics, control charts, and capability
studies.

Chapters 7 through 9 provide tools of hypothesis testing, with applications
to Six Sigma decision-making scenarios. Chapter 7 presents tests that
assume a normal distribution. Chapter 8 presents tests for discrete and
categorical data. Chapter 9 presents goodness-of-fit tests and alternative
procedures for testing nonnormal distributions.

Chapter 10 discusses the design, execution, and analysis of experiments.
This chapter emphasizes efficient experiments that provide the right answers
to the right questions with minimal effort.

Chapter 11 teaches tolerance design tools, which engineers use to analyze
and optimize the statistical characteristics of their products, often before
they build a single prototype.  



This book includes two types of boxed sidebars containing specialized
information for quick reference.

How to . . .

Perform a Task with Software

This style of sidebar box contains click-by-click instructions for performing
a specific task using a commercial software application. Written for new or
occasional users, this sidebar box explains how to duplicate examples in the
book or how to implement statistical tools using the features provided by the
software.

Learn more about . . .

A Specific Tool

This style of sidebar provides technical background for specific tools. Optional
reading for those who simply want a recipe, these boxes answer some common
technical questions, such as “Why does the standard deviation formula have n � 1
and not n?”

The examples in this book illustrate applications of statistical tools to a
variety of problems in different industries. The most common theme of
these examples is manufacturing of electrical and mechanical products.
Other examples are from software, banking, food, medical products, and
other industries. Readers will benefit most by thinking of applications for
each tool in their own field of business. 

Many examples present data without any units of measurement. This is an
intentional device allowing readers to visualize examples with English or
SI units, as appropriate for their environment. In practice, engineers should
recognize that real data, tables, and graphs must always include appropriate
labels, including all relevant units of measurement.  

Selecting Software Applications

Most of the tools in this book require statistical software. In a competitive
market, practitioners have many software choices. This book illustrates
statistical tools using the following products, because they are mature, well-
supported products with wide acceptance in the Six Sigma community:

Preface xxi
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MINITAB® Statistical Software. Illustrations and examples use MINITAB
Release 14.

Crystal Ball® Risk Analysis Software. Crystal Ball provides simulation tools
used for tolerance design and optimization. Crystal Ball professional edition
includes OptQuest® optimization software, required for stochastic opti-
mization. Examples in this book use Crystal Ball 7.1. 
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Chapter

Engineering in
a Six Sigma Company

Throughout the journey of new product development, statistical tools
provide awareness, insight, and guidance. The process of developing new
products is a series of decisions made with partial information, with the
ultimate objective of balancing quality, cost, and time to market. Statistical
tools make the best possible use of available information, revealing stories
and relationships that would otherwise remain hidden. The design and
analysis of efficient experiments provide insight into how systems respond
to changes in components and environmental factors. Tolerance design tools
predict the statistical performance of products before any prototypes are
tested. An old product development joke is: “Good, fast or cheap—pick any
two.” In real projects, applying statistical tools early and often allows teams
to simultaneously increase quality, decrease cost, and accelerate schedules.

Engineers play many roles in twenty-first century companies. At times,
engineers invent and innovate; they investigate and infer; perhaps most
importantly, engineers instruct and communicate. Since each of these tasks
involves data in some way, each benefits from appropriate applications of
statistical tools.

As they design new products and processes, engineers apply their advanced
skills to accomplish specific tasks, but much of an engineer’s daily work
does not require an engineering degree. In the same way, an engineer need
not become a statistician to use statistical tools effectively. Software to
automate statistical tasks is widely available for users at all levels. Applying
statistical tools no longer requires an understanding of statistical theory.
However, responsible use of statistical tools requires thinking and
awareness of how the tools relate to the overall objective of the project. The
objective of this book is to provide engineers with the understanding and
insight to be proficient practitioners of practical statistics.

1

1
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2 Chapter One

The working environment of today’s engineer evolves rapidly. The worldwide
popularity of the Six Sigma process improvement methodology, and its engi-
neering counterpart—Design For Six Sigma (DFSS), creates new and
unfamiliar expectations for technical professionals. After completing Six
Sigma Champion training, many managers ask their people for statistical
measures such as CPK or gage repeatability and reproducibility (Gage R&R)
percentages. In addition to the daunting challenge of staying current in one’s
technical specialty, today’s engineer must also be statistically literate to
remain competitive. Many university engineering programs do not adequately
prepare engineers to meet these new statistical challenges. With this book and
some good software, engineers can fill this gap in their skill set.

Section 1.1 introduces basic terminology and concepts used in Six Sigma
and DFSS initiatives. Since a successful DFSS initiative depends on a sup-
portive foundation in the company culture, Section 1.2 reviews the major
elements of this foundation. Section 1.3 presents and organizes the 59 tools
of this book in a table with references to later chapters. At the end of this
chapter is a detailed example illustrating the power of DFSS statistical tools
to model and optimize real systems.

1.1 Understanding Six Sigma and DFSS Terminology

Six Sigma refers to a business initiative that improves the financial per-
formance of a business through the improvement of quality and the elim-
ination of waste.

In 1984, employees of Motorola developed the Six Sigma initiative as a
business process. In the years to follow, Motorola deployed Six Sigma
throughout its manufacturing organization. In 1988, this effort culminated in
the awarding of one of the first Malcolm Baldrige National Quality Awards to
Motorola, in recognition of their accomplishments through Six Sigma. Harry
(2003) provides a detailed, personal account of the development of Six Sigma
at Motorola.

Figure 1-1 illustrates the original meaning of Six Sigma as a statistical
concept. Suppose a process has a characteristic with an upper tolerance
limit (UTL) and a lower tolerance limit (LTL). The bell-shaped curve in this
graph represents the relative probabilities that this characteristic will assume
different values along the horizontal scale of the graph. The Greek letter s
(sigma) represents standard deviation, which is a measure of how much this
characteristic varies from unit to unit. In this case, the difference between
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LTL UTL

±6s

s

Figure 1-1 A Six Sigma Process Distribution and its Tolerance Limits

ProcessSuppliers Customers

OutputsInputs

Figure 1-2 SIPOC Diagram

the tolerance limits is 12s, which is �6s on either side of the target value in
the center. Figure 1-1 is a picture representing a process with Six Sigma
quality. This process will almost never produce a characteristic with a value
outside the tolerance limits.

Today, Six Sigma refers to a business initiative devoted to the relentless
pursuit of world-class quality and elimination of waste from all processes in
the company. These processes include manufacturing, service, financial, engi-
neering, and many other processes. Figure 1-1 represents world-class quality
for many manufacturing processes. Not every process has the same standard
of world-class quality. Practitioners need not worry that the number “six” rep-
resents an arbitrary quality standard for every application. If measured in
terms of “sigmas,” world-class quality requires fewer than six in some cases
and more than six in other cases. Nevertheless, the image of Six Sigma quality
in Figure 1-1 remains a useful benchmark for excellent performance.
Processes performing at this level rarely or never produce defects.

Every business activity is a process receiving inputs from suppliers and
delivering outputs to customers. Figure 1-2 illustrates this relationship in a
model known as Supplier–Input–Process–Output–Customer (SIPOC).
Many professionals have a narrower view of processes, perhaps limited to
applications of their particular specialty. However, SIPOC is a universal
concept. Viewing all business activity in terms of a SIPOC model is an
essential part of the Six Sigma initiative.
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Example 1.1
Alan is a project manager at an automotive supplier. One of Alan’s projects is
the development of an improved key fob incorporating biometric identification
technology. As a project manager, Alan’s process is the development and launch
of the new product. This process has many suppliers and many customers.
Figure 1-3 illustrates a few of these. Many of the suppliers for this process are
also customers.

• The original equipment manufacturering (OEM) who actually builds the
cars is a critical supplier, providing specifications and schedule requirements
for the process. The OEM is also a critical customer, since they physically
receive the product. Alan’s delivery to the OEM is the launch of the product,
which must happen on schedule.

• The research function at Alan’s company provides the technology required
for the new biometric features. This input must include verification that the
technology is ready for mass production.

• End users are customers who receive the exciting new features.
• Regulatory agencies supply regulations to the project and receive docu-

mentation of compliance.
• Workers, including engineers, technicians, and many others supply talent

required to develop and introduce the new product. In turn, a well-run project
delivers satisfaction and recognition to the workers.

• Management provides money and authority to spend money on the project.
In the end, management expects a sizeable return on investment (ROI) from
the project.

In a Six Sigma initiative, management Champions identify problems to be
solved based on their potential cost savings or revenue gained for the
business. Each problem becomes the responsibility of an expert trained to
apply Six Sigma tools, often referred to as a Six Sigma Black Belt. The
Black Belt forms and leads a cross-functional team with a charter to solve
one specific problem.

Product
development

project

Research

OutputsInputsSuppliers Process Customers

OEM

Workers

Management

Agencies

Specs, schedule

New technology

Regulations

Talent

$$$, Authority

End users

OEM

Workers

Management

Agencies

Launch on time

Exciting features

Compliance

Recognition

ROI

Figure 1-3 SIPOC Diagram of a Product Development Project
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Each Six Sigma problem-solving team follows a consistent process,
generally with five phases. These five phases, Define–Measure–Analyze–
Improve–Control, form the DMAIC roadmap to improve process per-
formance. Figure 1-4 illustrates this five phase process. Here is a brief
description of each phase:

Phase 1: Define In the Define phase, the Black Belt forms the team,
including members from different departments affected by the problem.
The team clearly specifies the problem and quantifies its financial
impact on the company. The team identifies metrics to assess the impact
of the problem in the past, and to document improvements as the
problem is fixed.

Phase 2: Measure In the Measure phase, the Black Belt team studies
the process and measurements associated with the problem. The team
produces process maps and assesses the accuracy and precision of
measurement systems. If necessary, the team establishes new metrics.
The team identifies potential causes for the problem by applying a
variety of tools.

Phase 3: Analyze In the Analyze phase, the Black Belt team determines
what actually causes the problem. To do this, they apply a variety of
statistical tools to test hypotheses and experiment on the process. Once
the relationship between the causes and effects is understood, the team
can determine how best to improve the process, and how much benefit
to expect from the improvement.

Phase 4: Improve In the Improve phase, the Black Belt team implements
changes to improve process performance. Using the metrics already
deployed, the team monitors the process to verify the expected
improvement.

Phase 5: Control In the Control phase, the Black Belt team selects and
implements methods to control future process variation. These methods
could include documented procedures or statistical process control
methods. This vital step assures that the same problem will not return
in the future. With the process completed, the Black Belt team disbands.

Since Six Sigma is, in large part, the elimination of defects, we must define
exactly what a defect is. Unfortunately, suppliers and the customers of a

Define Measure Analyze Improve Control

Figure 1-4 DMAIC–The Five-Phase Six Sigma Problem Solving Roadmap
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product see defects differently. It is largely the responsibility of the product
development team to understand this gap and close it.

In general, the supplier of a product defines defects in terms of measurable
characteristics and tolerances. If any product characteristics fall outside
their tolerance limits, the product is defective. The customer of a product
has a different viewpoint, with a possibly different conclusion. The
customer assesses the product by the functions it performs and by how well
it meets the customer’s expectations, without undesired side effects. If the
product fails to meet the customer’s expectations in the customer’s view, it
is defective. Table 1-1 describes defects from both points of view for three
types of consumer products. 

Software manufacturers test their products by inspection, or by running a
series of test cases designed to exercise all the intended functions of the
software. Even if the software passes all these tests, it still may fail to meet

Table 1-1 Defects from the Viewpoints of Supplier and Customer

Defects from Defects from 
Product Supplier’s View Customer’s View

Software Does not provide correct Software does not provide
application for answer to a test case a solution for customer’s
data analysis Locks up tester’s PC problem

Customer cannot determine 
how to analyze a particular 
problem

Documentation is inaccurate
Locks up customer’s PC

Kitchen faucet Measured characteristic Difficult to install
falls outside tolerance Requires frequent
limits maintenance

Sprays customer, not dishes

Digital camera Does not pass tests at the Requires lengthy installation
end of the production line on customer’s PC

Loses or corrupts pictures in
memory

Resolution insufficient
for customer’s need
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a customer’s expectations. The cause of this failure might lie with the
software manufacturer, or with the customer, or with other hardware or
software in the customer’s PC. Regardless of its cause, the customer
perceives the event as a defect. Many of these product defects occurred
because the software requirements did not correctly express the voice of the
customer (VOC). Software designed from defective requirements is already
defective before the first line of code is written.

A manufacturer of any product must rely on testing and measurement of
products to determine whether each unit is defective or not. But most
customers do not have test equipment. They only know whether the product
meets their personal expectations. Sometimes, what the supplier perceives as
a feature is a defect to the customer. For example, a digital camera may
require the installation of numerous applications on the customer’s computer
to enjoy the camera’s features. However, if the customer’s computer boots
and runs slower because of these features, they quickly become defects in the
customer’s mind.

This “defect gap” is a significant problem for suppliers and customers of
many products. When suppliers cannot measure what is most important to
their customers, the defect gap results in lost sales and customer dissatis-
faction that the supplier may never fully understand.

The Six Sigma initiative focuses on existing processes and production
products. Companies around the world have realized huge returns on their
investment in Six Sigma by eliminating waste and defects. However suc-
cessful they have been, these efforts are limited in their impact. When
applied to existing products and processes, Six Sigma methods cannot repair
defective requirements or inherently defective designs.

DFSS initiatives overcome this limitation by focusing on the development
of new products and processes. By incorporating DFSS tools into product
development projects, companies can invent, develop, and launch new
products that exceed customer requirements for performance, quality, reli-
ability, and cost. By selecting Critical To Quality characteristics (CTQs)
based on customer requirements, and by focusing development activity on
those CTQs, DFSS closes the defect gap. When DFSS works well, features
measured and controlled by the supplier are the ones most important to the
customer.

Just as DMAIC provides a roadmap for Six Sigma teams, DFSS teams also
need a roadmap to guide their progress through each project. A very



8 Chapter One

effective DFSS roadmap includes these five phases: Plan, Identify, Design,
Optimize, and Validate, or PIDOV. Here is a brief description of each phase
in the roadmap.

Phase 1: Plan In this phase, the DFSS leadership team develops goals
and metrics for the project, based on the VOC. Management makes
critical decisions about which ideas they will develop and how they
will structure the projects. Cooper, Edgett, and Kleinschmidt (2001)
describe best practices for this task in their book Portfolio Management
for New Products. Once the management team defines projects, each
requires a charter, which clearly specifies objectives, stakeholders, and
risks. A business case justifies the project return on investment (ROI).
The team reviews lessons learned from earlier projects and gains man-
agement approval to proceed.

Phase 2: Identify The primary objective of this phase is to identify
the product concept which best satisfies the VOC. The team identifies
which system characteristics are Critical To Quality (CTQ). The
design process will focus greater attention and effort on the CTQs, to
assure customer satisfaction. Success in this phase requires much
more investigation of the VOC, using a variety of well-established
tools. Since most of these tools are not statistical, they are outside
the scope of this book. Mello (2002) presents the best tools available
for defining customer requirements during this “fuzzy front end” of
the project.

Phase 3: Design During this phase, with clear and accurate requirements,
engineers do what they do best, which is to design the new product and
process. Deliverables in a DFSS project go beyond the usual drawings
and specifications. Focusing on CTQs, engineers develop transfer
functions, such as Y � f (X), which relate low-level characteristics X to
system-level characteristics Y. Through experiments and tolerance
design, the team determines which components X are CTQs and how to
set their tolerances. In this phase, statistical tools are vital to make the
best use of scarce data and to predict future product performance with
precision.

Phase 4: Optimize In this phase, the team achieves balance between
quality and cost. This balance is not a natural state, and it requires effort
to achieve. Invariably, when teams apply DFSS tools to measure the
quality levels of characteristics in their design, they find that some have
poor quality, while others have quality far better than required. Both
cases are off balance and require correction. During this phase, the team
applies statistical methods to find ways to make the product and process
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more robust and less sensitive to variation. Often, teams find ways to
improve robustness at no added cost.

Phase 5: Validate During this phase, the team collects data from pro-
totypes to verify their predictions from earlier phases. The team also
validates the customer requirements through appropriate testing. To
assure that the product and process will always maintain balance between
quality and cost, the team implements statistical process control methods
on all CTQs.

DFSS is relatively new, so PIDOV is not the only roadmap in use. Yang and
El-Haik (2003) present Identify–Characterize–Optimize–Verify (ICOV).
Creveling, Slutsky, and Antis (2003) describe I2DOV for technology
development (I2 � Invent and Innovate) and Concept–Design–Optimize–
Verify (CDOV) for product development. In addition to PIDOV, Brue and
Launsby (2003) list Define–Measure–Analyze–Design–Verify (DMADV)
and numerous other permutations of the same letters.

To paraphrase Macbeth, the abundance of DFSS roadmap acronyms is a tale
told by consultants, full of sound and fury, signifying nothing. All DFSS
roadmaps have the same goal: introduction of new Six Sigma products and
processes. Although the roadmaps differ, these differences are relatively
minor. The choice to begin a DFSS initiative is far more important than the
selection of a DFSS roadmap.

In a Six Sigma initiative, the DMAIC roadmap provides a problem-solving
process, where no process existed before. DFSS deployment is different. Most
companies deploying DFSS already have established stage-gate development
processes. In practice, the DFSS roadmap does not replace the existing stages
and gates. Rather, the DFSS roadmap is a guideline to fill gaps in the existing
process. The DFSS roadmap does this by assuring that the VOC drives all
development activity, and that the team optimizes quality for CTQs at all levels.

Integration of DFSS into an existing product development process is
different for every company. The net effect of this integration is the addition
of some new deliverables, plus revised procedures for other deliverables. To
use DFSS tools effectively, engineers and team members need training and
support. A successful DFSS support structure involves new roles and new
responsibilities for many people in the company.

Many companies with Six Sigma and DFSS initiatives select some of their
employees to become Champions, Black Belts, and Green Belts. Here is a
description of these roles in Six Sigma and DFSS initiatives:
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• Champions are members of management who lead the deployment
effort, providing it with vision, objectives, people, and money.
Champions generally receive a few days of training to understand their
new role and Six Sigma terminology. Since successful problem solving
and successful product development both require cross-functional
teams, the Champions provide a critical role in the success of the ini-
tiative. By working with other Champions, they enable these teams to
form and work effectively across organizational boundaries. In a DFSS
project, this activity is also known as Concurrent Engineering, which
many organizations practice with great success.

• Black Belts receive training and support to become experts in Six Sigma
tools. Champions select Black Belts based on their skills in leadership,
communication, and technology. In a Six Sigma initiative, Black Belts
become full-time problem solvers who then lead several teams through
the DMAIC process each year. Six Sigma Black Belts typically receive
four weeks of training over a period of four months. The training
includes a variety of statistical and nonstatistical tools required for the
DMAIC process. Since DFSS requires some tools not included in the
Six Sigma toolkit, DFSS Black Belts receive additional training in tools
such as quality function deployment (QFD), tolerance design, and other
topics. DFSS Champions assign DFSS Black Belts to development
projects where they act as internal consultants to the team.

• Green Belts receive training in the DMAIC problem solving process, but
not as much training as Black Belts. Many Green Belt training programs
last between one and two weeks. After training, Green Belts become
part-time problem solvers. Unlike Black Belts, Green Belts retain their
previous job responsibilities. Champions expect Green Belts to lead
occasional problem-solving teams and to integrate Six Sigma tools into
their regular job. In DFSS initiatives, the definitions and roles of Green
Belts vary by company. In general, DFSS Green Belts are engineers and
other technical professionals on the development team who become more
efficient by using statistical tools.

In addition to these roles, some organizations have Master Black Belts. In
some companies, Master Black Belts provide training, while in others, they
organize and lead Black Belts in their problem-solving projects.

Many organizations find that the system of colored belts clashes with their
corporate culture, and they choose not to use it. If people in the company
perceive the Black Belts as an exclusive club, this only limits their effec-
tiveness. Good communication and rapport are key to success with Six
Sigma, DFSS, or any other change initiative.
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1.2 Laying the Foundation for DFSS

DFSS requires changes to the corporate culture of developing products.
Certain behaviors in the corporate culture provide a firm foundation for
DFSS, so these are called foundation behaviors. If these foundation behaviors
are weak or inconsistent, any DFSS initiative will produce disappointing
results. Experience with many companies teaches that engineering man-
agement should fix defects in these foundation behaviors as the first step of a
DFSS initiative. In addition to these foundation behaviors, this section
introduces Gupta’s Six Sigma Business Scorecard and Kotter’s change model,
two valuable tools for DFSS leaders.

Foundation behaviors for DFSS fall into two broad categories—process
discipline and measurement. An organization can measure the degree of
these behaviors by making specific observations of how products are
developed. Before launching a DFSS initiative, auditing these behaviors
provides valuable information on how to prepare the organization to
succeed with DFSS.

A product development organization displays process discipline when all
projects follow a consistent process. One example of such a process is the
advanced product quality planning process described by AIAG (1995). Here
is a list of specific behaviors providing evidence of a culture of process dis-
cipline in the development of new products:

• The organization has a recognized process for developing new products.
• The development process is documented.
• The documents defining the process have revision control.
• Everyone uses the most current revision of documents defining the

process.
• The process has named stages, with named gates separating each stage.
• At each gate, management reviews the project and decides whether to

proceed, adjust, or cancel the project.
• Gates include reviews of both technical risks and business risks.
• At each gate, specific deliverables are due.
• The expectations for each deliverable are defined by templates, pro-

cedures, or published literature. As required, training is available for
those who are responsible for each deliverable.

• At gate reviews, decision makers review the content of deliverables.
These reviewers are appropriately trained to understand the content.
Reviewers may be different for each type of deliverable. Simply
verifying the existence of deliverables is insufficient.
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• No projects escape the gate review process. No projects proceed as
bootleg or underground projects.

• A healthy and productive stage-gate system results in a variation of
outcomes from gate reviews; some projects are approved without
change, some are adjusted, and some are cancelled.

• The product development process evolves over time, to reflect lessons
learned from projects and changing requirements. Engineering man-
agement reviews and approves all changes to the product development
process.

The second category of foundation behavior concerns measurement. DFSS
requires the effective use of measurement data at every step in the process.
Measurement is partly a technical issue and partly a cultural issue. Most
organizations with a quality management system (for example, ISO 9001)
satisfy the technical aspects of measurement. These include traceable cali-
bration systems for all test and measurement equipment, including equipment
used by the product development team. These basic technical aspects of meas-
urement must be present before any DFSS initiative can succeed. The tools in
this book all rely on the accuracy of measurement systems.

The cultural aspect of measurement concerns the use of data in the process
of making decisions. In some organizations, decisions are products of
opinion and emotion, rather than data. These organizations will have more
difficulty implementing DFSS or any other data-based initiative.

Here is a list of behaviors providing evidence that the cultural aspects of
measurement are sufficient to support a DFSS initiative.

• All managers and departments have quantitative metrics to measure
their performance.

• Managers track their metrics over time, producing graphs showing per-
formance over the last year or more.

• Each metric has a goal or target value.
• Each product development project has a prediction of financial per-

formance, which the team updates at each gate review.
• Management decides to cancel or proceed with a project based on data,

rather than personality.
• When a development team considers multiple concepts for a project,

the team selects a concept based on data, rather than personality.
• As the team builds and tests prototypes, they record measurement data

rather than simply pass or fail information.
• All sample sizes are greater than one.
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• Teams always calculate estimates of variation from builds of
prototype units.

• Engineers predict the variation in critical parameters caused by tol-
erances of components. (see Chapter 11)

• Engineers do not use default tolerances.
• The team assesses the precision of critical measurement systems using

Gage R&R studies. (see Chapter 5)
• New processes receive process capability studies before launch. (see

Chapter 6)
• Process capability metrics (for example CPK) have target values for

new processes.
• Critical characteristics of existing products are tracked with control

charts or other statistical process control methods. (see Chapter 6)

Very few organizations exhibit 100% of these behaviors on 100% of their
projects. Eighty% is a very good score. If an organization exhibits fewer
than 50% of the behaviors described here, these issues will obstruct suc-
cessful deployment of a DFSS initiative.

Praveen Gupta’s Six Sigma Business Scorecard (2004) provides a quan-
titative method of assessing business performance and computing an overall
corporate wellness score and sigma level. By using this scorecard, leaders
of Six Sigma or DFSS initiatives can learn where the performance of their
organization is strong, and where it is weak. Gupta’s scorecard contains 34
quantitative measures within these seven elements:

1. Leadership and Profitability
2. Management and Improvement
3. Employees and Innovation
4. Purchasing and Supplier Management
5. Operational Execution
6. Sales and Distribution
7. Service and Growth

For most companies, DFSS requires cultural change on a large scale. DFSS
is much more than a few new templates. DFSS requires engineers to think
statistically. For many, this shift in expectations can be very threatening.
Technical training received by many engineers tends to create a core belief
that every question has a single right answer. The simple recognition that
every measurement is inaccurate and imprecise appears to conflict with this
core belief. This conflict creates anxiety and, in some cases, fierce
resistance. Emotional issues can create significant barriers to the acceptance
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of DFSS. Implementing DFSS without a plan to deal with these emotional
barriers will achieve limited success.

Kotter and Cohen (2002) provide a simple plan to address these emotional
aspects of organizational culture change. Their book, The Heart of Change,
provides numerous case studies of companies who have changed their
culture. After studying how many organizations implement cultural change,
Kotter defined the following eight steps for successful cultural change.

1. Increase urgency.
2. Build the guiding team.
3. Get the vision right.
4. Communicate for buy-in.
5. Empower action.
6. Create short-term wins.
7. Don’t let up.
8. Make changes stick.

To be successful, DFSS initiatives require a strong foundation. This
foundation includes a culture of process discipline and decisions based on
measurement data. DFSS deployment leaders should correct defects or
missing elements in the foundation to enable strong and sustained results.
Before and during DFSS implementation, Gupta’s scorecard and Kotter’s
change model provide valuable roadmaps for creating a new DFSS culture
of statistical thinking, predictive modeling, and optimal new products.

1.3 Choosing the Best Statistical Tool

This book presents 59 statistical tools for diagnosing and solving problems
in DFSS initiatives. Tables in this section list the 59 tools with brief
descriptions. Successful DFSS initiatives also require many non-statistical
tools that are beyond the scope of this book. Consult the references cited in
this chapter and throughout the book for additional information on non-sta-
tistical DFSS tools.

Table 1-2 describes each tool with references to the section in this book that
first describes it. Some tools appear in several places in the book.

Many of the 59 tools are tests to decide if the available data supports a
hypothesis, based on samples gathered in an experiment. These tools of
inference are the most powerful decision making tools offered by statistics.
Chapters 7 through 9 discuss these tests in detail. To help Six Sigma practitioners
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Table 1-2 59 Statistical Tools for Six Sigma and DFSS

Number Name Purpose Section

1 Run chart Visualize a process over time 2.2

2 Scatter plot Visualize relationships between two or more variables 2.2.3

3 IX, MR Control Chart Test a process for stability over time 2.2.4

4 Dot graph Visualize distributions of one or more samples 2.3.1

5 Boxplot Visualize distributions of one or more samples 2.3.2

6 Histogram Visualize distribution of a sample 2.3.3

7 Stem-and-Leaf Displays Visualize distribution  of a sample 2.3.4

8 Isogram Visualize paired data 2.4.3

9 Tukey mean-difference plot Visualize paired data 2.4.3

10 Multi-vari plot Visualize relationships between one Y and many X variables 2.5.2

11 Laws of probability Calculate probability of events; Background for most statistical tools 3.1.2

12 Hypergeometric distribution Calculate probability of counts of defective units in a sample selected 3.1.3.2
from a finite population

13 Binomial distribution Calculate probability of counts of defective units in a sample with 3.1.3.3
a constant probability of defects 

(Continued)
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Number Name Purpose Section

14 Poisson distribution Calculate probability of counts of defects or events in a sample from 3.1.3.4
a continuous medium

15 Normal distribution Calculate probability of characteristics in certain ranges of values 3.2.3

16 Sample mean with confidence Estimate location of a population based on a sample 4.3.1
interval

17 Sample standard deviation with Estimate variation of a population based on a sample 4.3.2
confidence interval

18 Rational subgrouping Collect data to estimate both short-term and long-term process 4.3.3.1
behavior; Plan statistical process control

19 Control charts for variables: Test a process for stability over time 4.3.3.2
and

20 Statistical tolerance intervals Calculate limits which contain a percentage of a population 4.3.4
values with high probability

21 Exponential distribution Estimate reliability of systems; estimate times between independent 4.4.1
events

22 Weibull distribution Estimate reliability of systems 4.4.1

X, RX,s



17

23 Failure rate estimation with Estimate reliability of systems 4.4.2
confidence interval

24 Binomial proportion estimation Estimate probability of counts of defective units in samples 4.5.1
with confidence interval with a constant probability of defects

25 Control charts for attributes: Test a process producing count data for stability over time 4.5.2, 
np, p, c and u 4.6.2

26 Poisson rate estimation Estimate rates of defects or events in space or time 4.6.1
with confidence interval

27 Variable Gage R&R study Assess precision of variable measurement systems 5.2

28 Attribute agreement study Assess agreement of attribute measurement systems to each other 5.3.1

29 Attribute gage study Assess accuracy and precision of attribute measurement systems 5.3.2

30 Control chart interpretation Test processes for stability over time; Identify possible causes 6.1.2
of instability

31 Measures of potential Estimate potential capability of a process to produce non-defective 6.2.1
capability (CP and PP), products, if the process were centered
with confidence intervals

32 Measures of actual capability Estimate actual capability of a process to produce non-defective products 6.2.2
(CPK and PPK), with
confidence intervals

(Continued)
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Number Name Purpose Section

33 Process capability study Collect data to estimate capability of a process to produce non-defective 6.4
products

34 DFSS Scorecard Compile statistical data for many characteristics of a product or process 6.6

35 One-sample (chi-squared) Test whether the variation of a population is different from a specific 7.2.1
test value

36 F test Test whether the variation of two populations are different from each other 7.2.2

37 Bartlett’s test and Levene’s test Test whether the variation of several populations are different from each 7.2.3
other

38 One-sample t test Test whether the mean of a population is different from a specific value 7.3.1

39 Two-sample t test Test whether the means of two populations are different from each other 7.3.2

40 Paired-sample t test Test whether repeated measures of the same units are different 7.3.3

41 One-way Analysis of Test whether the means of several populations are different from 7.3.4
Variance (ANOVA) each other

42 One-sample binomial Test whether the probability of defective units is different from a 8.1.1
proportion test specific value

�2
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43 Two-sample binomial Test whether the probability of defective units is different in two 8.1.2
proportion test populations

44 One-sample Poisson rate test Test whether the rate of failures or events is different from a specific value 8.2

45 (chi-squared) test of Test for association between categorical variables 8.3
association

46 Fisher’s one-sample sign test Test whether the median of a population is different from a specific value 9.1.1

47 Wilcoxon signed rank test Test whether the median of a population is different from a specific value 9.1.1

48 Tukey end-count test Test whether the distributions of two populations are different 9.1.2

49 Kruskal-Wallis test Test whether the medians of multiple populations are different 9.1.3

50 Goodness of fit test Test whether a distribution model fits a population 9.2

51 Box-Cox transformation Transform a skewed distribution into a normal distribution 9.3.1

52 Johnson transformation Transform a non-normal distribution into a normal distribution 9.3.2

53 Two-level modeling Develop a model Y � f (X ) to represent a system 10.3
experiments (factorial and
fractional factorial)

54 Screening experiments Select X variables which have significant effects on Y 10.3
(fractional factorial and
Plackett-Burman)

(Continued)

x2
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Number Name Purpose Section

55 Central composite and Box- Develop a nonlinear model Y � f (X ) to represent a system 10.4
Behnken experiments

56 Worst-case analysis Estimate worst-case limits for Y based on worst-case limits for X, 11.3.2
when Y � f (X ) is linear

57 Root-Sum-Square analysis Estimate variation in Y based on variation of X, when Y � f (X ) 11.3.3
is linear

58 Monte Carlo analysis Estimate variation in Y based on variation of X 11.4

59 Stochastic optimization Find values of X which optimize statistical properties of Y 11.7
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select the best test for a particular situation, Table 1-3 organizes the tests
according to the types of problems they solve. Table 1-3 also lists visualization
tools that are most useful for these situations. As shown in Chapter 2, experi-
menters should always create graphs before applying other procedures. 

To use Table 1-3, first decide what types of sample data are available. In
general, testing tools analyze a sample from one population, samples from
two populations, or samples from more than two populations. In some
experiments, the same units are measured twice, perhaps before and after a
stressful event. Although this data looks like two samples, it is actually one
paired sample. Paired sample data requires special procedures, and these
procedures are more effective in reaching the correct decision than if the
two-sample procedures are incorrectly applied to a paired sample.

The most common statistical tests used by Six Sigma companies all assume
that the population has a bell-shaped normal distribution. Therefore, tools to
test the assumption of normality are also important. A histogram or a
goodness-of-fit test (49) described in Chapter 9 can determine if the pop-
ulation appears to have a nonnormal distribution. If the population is non-
normal, experimenters have several options. One option is to apply procedures
that do not assume any particular distribution, such as the Fisher (45) or
Wilcoxon (46) tests. These tests are more flexible than the normal-based tests,
but they also have less power to detect smaller signals in the data. Another
option is to transform the data into a normal distribution. The Box-Cox (50)
and Johnson (51) transformations are very useful for this task.

1.4 Example of Statistical Tools in New Product Development

The following example illustrates the power of statistical tools applied by
an engineering team with the assistance of modern statistical software. In
this example, the team performs an experiment to study a new product and
develops a model representing how the product functions. Next, the team
analyzes the model with a statistical simulator and finds a way to improve
product quality at no additional cost.

Although some terms in this example may be unknown to the reader, the
chapters to follow will fully explain the terms and tools in this example.

Example 1.2
Bill is an engineer at a company that manufactures fuel injectors. Together with
his team, Bill has designed a new injector, and prototypes are now ready to test.
The primary function of this product is to deliver 300 � 30 mm3 of fuel per cycle.
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Types of data

One Sample Two Samples Paired Sample More than Two Samples 

Visualization tools Dot graph(4) Scatter(2) Isogram(8) Multi-vari(10)
Boxplot(5) Dot graph(4) Tukey mean- Scatter(2)
Histogram(6) Boxplot(5) difference(9) Dot graph(4)
Stem-and-Leaf(7) Boxplot(5)

Tests of location One-sample t(38) Two-sample t(39) Paired-sample t(40) ANOVA(41)
(normal assumption)

Tests of location (no Fisher(46) Tukey end-count(48) Fisher(46) Kruskal-Wallis(49)
distribution assumption) Wilcoxon(47) Kruskal-Wallis(49) Wilcoxon(47)

Tests of variation One-sample (35) F (36) Bartlett (normal - 37) 
or Levene (no distribution
assumption - 37)

Tests of proportions One-sample Two-sample 
proportion (42) proportion (43)

test of association
(45)

Tests of rates Poisson rate test (44)

�2

�2
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Volume
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Dot graph of volume from first four

Figure 1-5 Dot Graph of Volume Measurements from the First Four Prototypes 

Therefore, fuel volume per cycle is one of the Critical To Quality (CTQ) charac-
teristics of the injector.

The team has built and tested four prototypes. The fuel volume for these four
units is 289, 276, 275, and 287. Figure 1-5 is a dot graph of these four numbers.
The horizontal scale of the dot graph represents the tolerance range for volume.
Bill notices that all four were within tolerance, but all were low. Also, there was
quite a bit of variation between these four units.

Bill’s team designs an experiment to determine how the volume reacts to
changes in three components that they believe to be critical. The team’s
objective is to develop a model for volume as a function of these three com-
ponents, and then to use that model to optimize the system.

Table 1-4 lists the three factors and the two levels chosen by the team for this
experiment. The experimental levels for each factor are much wider than their
normal tolerances, because the team wants to learn about how these factors
affect volume over a wide range. The table also lists Bill’s initial nominal values
and tolerances for each factor.

Bill’s team decides to run a full factorial experiment, which includes eight runs
representing all combinations of three factors at two levels. They decide to
build a total of 24 injectors for this experiment, with three injectors for each of
the eight runs.

The team builds and measures the 24 injectors in randomized order. Random-
ization is important because the team does not know what trends or biases may
be present in the system. Randomization is an insurance policy that allows the
team to detect any trends in the measurement process. Randomization also
avoids having the conclusions from the experiment contaminated by biases that
have nothing to do with the three factors.

Using MINITAB® statistical software, Bill designs the experiment and
produces a worksheet listing all 24 runs in random order.

The team performs the experiment according to Bill’s plan, collecting the data
listed in Table 1-5. Note that this table lists the measurements in standard order,
not in the random order of measurement.
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Table 1-5 Measurements of Volume from 24 Fuel Injectors

Factor Levels

Run A B C Measured Volume

1 500 6 0.3 126 141 122

2 900 6 0.3 183 168 164

3 500 9 0.3 284 283 275

4 900 9 0.3 300 318 310

5 500 6 0.6 249 242 242

6 900 6 0.6 125 128 140

7 500 9 0.6 387 392 391

8 900 9 0.6 284 269 255

Table 1-4 Factors and Levels in the Fuel Injector Experiment

Experimental Levels Initial Design

Factor Low High Nominal Tolerance

A Spring load 500 900 500 �50

B Nozzle flow 6 9 6.75 �0.15

C Shuttle lift 0.3 0.6 0.6 �0.0

The first analysis of this data in MINITAB produces the Pareto chart of effects
seen in Figure 1-6. This chart shows that four effects are statistically significant,
because four of the bars extend beyond the vertical line in the graph. These sig-
nificant effects are B, AC, A, and C, in order of decreasing effect.

After removing insignificant effects from the analysis, Bill produces the
following model representing volume of fuel delivered by the injector as a
function of the three factors:
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Figure 1-6 Pareto Chart of Effects from the Fuel Injector Experiment

In the above model A, B, and C represent the three factors coded so that they
range from �1 at the low level to �1 at the high level. This tactic makes
models easier to estimate and easier to understand. MINITAB reports that this
model explains 99% of the variation in the dataset, which is very good.
MINITAB also reports that the estimated standard deviation of flow between
injectors is s � 8.547.

Armed with this information, Bill turns to the world of simulation. The next
step is to determine how much variation the tolerances of these three com-
ponents would create in the system. Since volume is a CTQ, predicting the
variation between production units is a crucial step in a DFSS project.
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Figure 1-7 Excel Worksheet Containing Model Developed from
Experimental Data

Bill enters the model from MINITAB into an Excel spreadsheet. Figure 1-7
shows Bill’s spreadsheet ready for Monte Carlo Analysis (MCA) using Crystal
Ball® risk analysis software. During MCA, Crystal Ball replaces the four
shaded cells under the “random” label by randomly generated values for the
three coded factors, A, B, and C, plus a fourth cell representing random
variation between injectors. The shaded cell on row 23, with the value 280.88,
contains the formula forecasting the volume delivered by an injector with the
initial settings A � �1, B � �0.5, and C � 1.

Using Crystal Ball, Bill simulates 1000 injectors in less than a second. For
each of these 1000 virtual injectors, Crystal Ball generates random values
for A, B, C and for the variation between injectors. Excel calculates
volume for each virtual injector, and Crystal Ball keeps track of all the
volume predictions.

Figure 1-8 is a histogram of volume over all 1000 virtual injectors in the sim-
ulation. Since the tolerance limits for volume are 270 and 330, the simulation
shows that only 77% of the injectors have acceptable volume. Crystal Ball also
reports that volume delivered by these 1000 virtual injectors has a mean value
of 281.09 with a standard deviation of 14.50. Even if Bill adjusts the average
volume to the target value of 300, no more than �2 standard deviations would
fit within the tolerance limits. From this information, Bill calculates long-term
capability metrics PP � 0.69 and PPK � 0.25.
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Figure 1-8 Histogram of 1000 Simulated Injectors Using the Initial Design Choices

Since DFSS requires PPK 	 1.50 for CTQs, this is not an encouraging start.
However, Bill has good reason for hope. The model from the designed experiment
includes a term indicating that factors A (spring load) and C (shuttle lift) interact
with each other. Often, interactions like this provide an opportunity to reduce
variation without tightening any tolerances. In other words, interactions provide
opportunities to make the design more robust.

To explore this possibility, Bill designates the nominal values of A, B, and C as
“decision variables” in Crystal Ball. This allows Crystal Ball to explore various
design options where these three nominal values vary between �1 and �1, in
coded units. Using OptQuest® optimization software, Bill searches for better
values of the three components. OptQuest is a stochastic optimizer that is a
component of Crystal Ball Professional Edition. Within a few minutes, OptQuest
finds another set of nominal values that work better than the initial settings.
OptQuest identifies A � 0.59, B � 0.94, and C � �0.60 as a potentially better
design. In uncoded units, these settings are: spring load � 818 � 50, nozzle flow �
8.91 � 0.15, and shuttle lift � 0.36 � 0.03.

In Crystal Ball, Bill performs another simulation of 1000 virtual injectors using
the optimized nominal values, and produces the histogram of volume shown in
Figure 1-9. This simulation predicts an average volume of 299.16 and a standard
deviation of 8.94. Notice that the standard deviation dropped from 14.73 to 8.96.
Long-term capability predictions are now PP � 1.12 and PPK � 1.09. Bill has
achieved this striking improvement without tightening any tolerances, and
without adding any cost to the product.
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Figure 1-9 Histogram of 1000 Simulated Injectors Using the Optimized
Design Choices
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Figure 1-10 MINITAB Capability Analysis of Eight Injectors to Verify New Settings

Bill still needs to verify this improvement by building and testing a few more
units. To do this, Bill returns to the physical world of real injectors and the
analysis of MINITAB. Bill’s team builds eight more injectors with the optimal
spring load, nozzle flow, and shuttle lift indicated by OptQuest. The volume
measurements of these eight verification units are as follows:

290 294 296 313 295 292 285 293
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In MINITAB once again, Bill performs a capability analysis on these eight obser-
vations. Figure 1-10 shows the graphical output of this analysis. MINITAB
estimates that PPK is 0.96, with a 95% confidence interval of (0.41, 1.52). This
result is consistent with the predictions of Crystal Ball, so Bill considers the
model to be verified.

The work of Bill’s team is not finished. In this example, they have found and
exploited an opportunity to reduce variation at no added cost. This change
improves the quality of the product, but not to the extent expected from a Six
Sigma product. The team will need additional experiments to understand and
eliminate the root causes of the variation remaining in the design.

This example illustrates the power of DFSS statistical tools, in the hands of
intelligent engineers, equipped with appropriate software. The analysis for
the example, completed in a few minutes, would have required much longer
using tools available before 2004.

Crystal Ball and MINITAB software, illustrated in this example, provide a
powerful and complementary set of tools for engineers in a Six Sigma envi-
ronment. Sleeper (2004) explains how data analysis and simulation represent
dual paths to knowledge, essential for efficient engineering projects.

Engineers must have current, powerful, and user-friendly statistical
software to be successful in a DFSS initiative. If DFSS teams do not have
ready access to capable statistical automation software, the DFSS initiative
will produce limited and mediocre results.



31

Chapter

Visualizing Data

This book is a guide to making better decisions with data. The fastest and
easiest way to make decisions from data is to view an appropriate graph. A
good graph provides a visual analysis. We as humans are genetically
equipped to analyze and understand visual information faster than we can
process tables of data or theoretical relationships.

To illustrate this point, allow me to tell a story about some of my ancestors.
Approximately 11,325 years and three months ago, three siblings were
sharing a cozy three-nook cave. Although similar in many ways, Bug, Lug,
and Zug Sleeper had different strengths. Bug was talented with tables of
data. On the walls of Bug’s nook were tables of all kinds, recording many
observed phenomena such as plant clusters, sunspot data, and even bugs.
Lug was the theorist. By inferring relationships from the physical world
around her, she was able to deduce remarkable theories about causes,
effects, and the mathematical relationships between them. But Zug was a
visual guy. By glancing at the world outside, he knew at once when it was a
good time to hunt, to fish, or to hide.

Their complementary strengths served the family well, until one day when
smilodon fatalis (a saber-toothed cat) came into view. Bug said, “I haven’t
seen a smilodon for 87 days. I must make a note of this. There has been a
statistically significant increasing trend in the smilodon intra-sighting
intervals . . .”

Lug was distracted while writing E �MC2 on a rock and observed the
situation. “The last time I saw one of those, it chased, killed, and ate a deer,
which is made of meat. The time before, it was eating one of those cute little
horses, also made of meat. Now it is running at me, and therefore . . .”

Zug cried, “TIGER!! RUN!!!”

2
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X and Y
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Figure 2-1 Cognitive Process Triggered by Viewing a Graph

Sadly, only Zug, with his few words and great vision, survived long enough
to raise his own family, to whom he passed his skills of survival.

Nearly all of us whose ancestors survived the Pleistocene epoch are adept at
processing and understanding data presented in visual form. To utilize this
innate ability, we should always graph data. Even when planning to conduct
a more complex statistical analysis, graph the data first.

Figure 2-1 illustrates the cognitive process of viewing a graph and reaching
a conclusion. This process happens in two distinct steps. These two steps
happen so quickly that it seems to happen all at once. When viewing sta-
tistical graphs or any analysis, it is important to recognize these two steps
and to separate them in our minds.

The first step occurs when we view the graph. Instantly, the brain processes
the patterns in the image and interprets the patterns in terms of relationships.
For instance, when we view a pattern in a scatter plot or a line graph, we
infer whether there is a relationship between two variables.

Next, our brain searches through our database of scientific knowledge and past
experience for a suitable explanation for this relationship. This search leads to
a conclusion about causality. We may conclude that X causes Y, or Y causes
X, or an unseen third variable causes the behavior in both X and Y, or none of
the above. Most graphs and most statistical analysis indicate only where rela-
tionships exist. We must add our knowledge to inference before we can reach
a conclusion about cause and effect.

To illustrate this process, look at Figure 2-2, which shows the mileage and
engine size of all two-seater cars listed in the 2004 DOE/EPA Fuel Economy
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Figure 2-2 Scatter Plot of City Fuel Economy and Engine Size for Two-Seater
Cars Listed in The 2004 Fuel Economy Guide (United States, 2004). The Plot
Includes Jitter Added to the Data in the Y Direction

Guide. A viewer of this graph might think, “Well, duh, big engines are gas
guzzlers.” This statement expresses a conclusion about cause and effect. But
before we reach this conclusion, we interpret the pattern of the symbols on
the plot as a relationship between engine size and mileage. Only when we
combine this with our knowledge about how cars work do we conclude that
large engines consume more gas per mile.

It is good practice to recognize when we are inferring a relationship, and
to separate this process from drawing conclusions about cause and effect.
For a Black Belt or statistician, this distinction is particularly important.
When acting as a consultant, a critical role of a Black Belt or statistician
is to apply appropriate methods and infer relationships from data. To reach
conclusions about cause and effect requires participation from process
owners, engineers, technicians, and operators who understand the under-
lying process and the science behind it. The Black Belt is responsible for
understanding this distinction and for involving the process experts in the
interpretation process.

This chapter reviews several types of graphs that are useful in the product and
process development environment. Good graphs have integrity, by displaying
the data fairly and without bias. Some example graphs in this chapter lack
integrity, because they suggest an inference to the viewer that the data does
not support. As producers of graphs, we must be conscious of rules of integrity
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and careful not to deceive or confuse the viewer. Even graphs created with
good intentions may have poor design, leading to incorrect conclusions in the
mind of the viewer. Too often, graphs are intentionally designed to distort
facts for a specific purpose. As viewers of graphs, we must be aware of
common graphical design tricks so we are not fooled.

This book assumes what is generally true, that Black Belts and engineers
are ethical and only want graphs to tell the true story in the data. Graphs that
do this best are the simplest and most direct graphs. The bells and whistles
in MINITAB, Microsoft Office, and other software offer limitless flexibility
to create, adorn, and manipulate graphs. As a rule, every element in a graph
should contribute to expressing the story in the data in a way that is fair,
consistent, and easy to perceive. Any part of a graph that does not meet this
test should be deleted.

This chapter starts with a classic case study in which an incomplete graph
contributed to an incorrect decision with disastrous consequences. The
following sections discuss time series graphs, distribution graphs, scatter
plots, and multivariate graphs. The chapter ends with a list of guidelines for
graphical integrity.

2.1 Case Study: Data Graphed Out of Context Leads
to Incorrect Conclusions

In this case study, an engineer tries to persuade his managers that low tem-
perature could endanger their product and the lives of their customers. He
supports his claim with theoretical argument, anecdotal data, and a graph
illustrating previous defects in the product. The engineer recalls the pivotal
moment in the decision process:

So we spoke out and tried to explain once again the effects of low
temperature. Arnie actually got up from his position, which was
down the table, and walked up the table and put a quarter pad down
in front of the table, in front of the management folks, and tried to
sketch out once again what his concern was with the joint, and
when he realized he wasn’t getting through, he just stopped.

I tried one more time with the photos. I grabbed the photos, and I
went up and discussed the photos once again and tried to make the
point that it was my opinion from actual observations that tem-
perature was indeed a discriminator and we should not ignore the
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Figure 2-3 Graph of Incidents of O-Ring Thermal Distress (Erosion, Blow-by, or
Excessive Heating) Versus Joint Temperature for Missions With Incidents Prior to
January 28, 1986. Redrawn Graph Based on Figure 6 in United States (1986),
Volume I, p. 146

1 Testimony of Roger Boisjoly, United States (1986), Volume I, p. 93
2 United States (1986), Volume I, p. 97

physical evidence that we had observed. . . . I also stopped when it
was apparent that I couldn’t get anybody to listen.1

This pivotal moment occurred in the late evening of January 27, 1986, in the
offices of Morton Thiokol Inc. (MTI) in Wasatch, Utah. The engineer, Roger
Boisjoly, was convinced that O-rings in the solid rocket motor (SRM) supplied
by MTI for the space shuttle program were more likely to fail at lower tem-
peratures. The results of such a failure could be catastrophic. At the time of this
meeting, Space Shuttle Challenger was scheduled for launch the following
morning. The launch temperature was expected to be 26°F (�3°C), which
would be 27°F (15°C) colder than any previous launch. During the meeting,
the team at MTI considered a graph similar to Figure 2-3 showing the extent of
O-ring damage observed on previous launches versus the temperature at the
O-ring joint. A viewer of Figure 2-3 might not infer that any relationship exists
between temperature and O-ring failure. After reviewing this information, the
team at MTI made their decision. Their assessment of temperature concerns,
faxed to NASA project managers that evening, concludes: “MTI recommends
STS-51L launch proceed on 28 January 1986.”2
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Figure 2-4 Graph of Incidents of O-Ring Thermal Distress Versus Joint
Temperature for all Missions Prior to January 28, 1986.  Redrawn Graph Based on
Figure 7, United States (1986), Volume I, p. 146

The next morning, Space Shuttle Challenger launched at 11:38 local time.
The air temperature was 36°F (2°C), not as cold as feared, but still colder
than the coldest previous launch by 15°F (8°C). Moments later, both
primary and secondary O-ring seals failed in a field joint of the right-hand
SRM. In less than a second, smoke appeared above the failed joint. At this
point, the mission was already lost. Seventy-four seconds later, Challenger
exploded, claiming the lives of seven astronauts.

Figure 2-3 is not persuasive because it is an incomplete visual analysis, dis-
playing failure data out of context. The graph displays only data on failures,
without showing the missions in which no failure occurred. For anyone
focused on understanding and preventing failures, this is an easy mistake to
make. Failures are inherently more interesting than nonfailures.

To measure and analyze failures, one must treat both failures and non-
failures with equal weight. A statistical graph is a visual analysis, and all
rules that apply to numerical analysis apply equally to graphs. Therefore, a
graph of failure data must also display nonfailure data.

Figure 2-4 displays field joint O-ring damage versus Temperature for all
shuttle missions prior to the final Challenger launch. This visual analysis
clearly shows that O-ring incidents are more common at lower tem-
peratures. In addition, this graph is scaled and annotated to illustrate that the
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predicted launch temperature is far below the previous base of experience
for shuttle launches.

It is possible to determine the physical causes of an accident, and we can
identify critical moments where a different decision might have prevented
the accident. Graphics used and graphics not used played key roles in
decisions leading to the Challenger accident. In Chapter 2 of his book Visual
Explanations, Edward Tufte provides a detailed discussion of graphics that
contributed in significant ways to the Challenger accident and to the sub-
sequent investigation.

The graphs in this case study illustrate several important principles of
integrity in statistical graphs:

• Show data in context. In this example, show both failures and non-
failures.

• Avoid clutter in graphs. Figure 2-3 includes data labels that are not
relevant to the temperature relationship. Figure 2-4 excludes these
labels, resulting in a cleaner display.

• Do not plot data on the scale lines, or anywhere on the boundary of the
data region. When graphing this data, Microsoft Excel and other
programs will automatically scale the vertical axis with zero at the lower
limit. In Figure 2-4, the symbols representing zero failures would then
be superimposed on the scale line, diminishing their visual impact. By
default, MINITAB sets the scale limits to keep plotting symbols inside
the data region, and away from its borders. It is always possible to
change scale limits. All scatter plots should have scale limits set so that
the data symbols do not lie on the edges of the data region.

• Reveal multiple observations to the viewer. In this data, some missions
had the same temperature and O-ring damage as other missions.
Automatic graphing of this data will plot multiple symbols on top of each
other, and the viewer will not realize that one symbol represents two or
three missions. In a numerical analysis, each observation receives equal
weight. Likewise in a visual analysis, each observation should receive
equal visual weight. Adding jitter to distinguish multiple observations of
the same point is a widely used and accepted technique for assuring a fair
visual analysis. To make Figures 2-3 and 2-4, the data set was modified
slightly to move the overlapping symbols. Section 2.4.1 in this chapter
discusses jitter and other means of distinguishing overlapping symbols in
scatter plots.

Decision processes are human processes, chaotic, unpredictable, and
subject to bias from a variety of conflicting influences. Pictures have powers



38 Chapter Two

to influence belief and opinion in ways that words alone do not. A clear and
compelling graph can override emotional and political biases with a clear
expression of scientific data.

2.2 Visualizing Time Series Data

Nearly all data sets have a time variable, representing the time each data
point was measured. When data may have time-related behavior, run charts
are familiar tools to visualize this behavior. Also, when processes ought to
behave randomly over time, run charts help to identify nonrandom behavior.

Run charts, also called time series graphs, are familiar tools. By convention,
the horizontal scale in the graph represents time, with time progressing from
left to right. Run charts are simple to create, but several traps can create a
misleading or inaccurate visual analysis. This section illustrates some
important points to remember any time that time series data is interpreted
graphically.

2.2.1 Concealing the Story with Art

If the purpose of a graph is to be to reveal the story in the data, the effect of
fancy graphing tools in modern software can be to obscure the story.
Whether intended to decorate or obfuscate, the result is the same: the viewer
does not see the truth when visual fluff conceals it.

Example 2.1
At a company meeting, the plant manager presented Figure 2-5 to illustrate
year-to-date financial results. This fancy 3-D graph shows cumulative
shipments by month, compared with planned shipments. Is the company on
track? Are corrections needed? Can anyone tell?

There is so much wrong with this absurd graph. Although it is based on real
graphs seen in real company meetings, Figure 2-5 was created for this example
to illustrate the following points:

• 3-D effects rarely help the user understand the data. A few data sets benefit
from a 3-D visualization, but this is not one of them. This data set has only
two variables, time and shipments. The two series of data, actual and
planned, do not require a third dimension to visualize.

• 3-D effects impair the viewer’s ability to perceive effects in the data. In this
example, the 3-D effects obscure any story that may be the data. The per-
spective effects of the graph make it impossible to accurately compare the
size of the two series of columns representing the data. In this example, the
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Figure 2-5 3-D column Graph Showing Monthly Cumulative Shipments and
Planned Shipments

January shipments are a puny $136,000. Because of the perspective view
chosen for this plot, the viewer looks down from above on blocks whose
height represents the data. This view distorts the apparent size of the January
column so it appears larger than it actually is.

• For time series data, line graphs are more appropriate than bar or column
graphs. If the data has trends or patterns over time, this can be more easily
seen with a line representing the progression through time, rather than with
a disconnected series of bars or columns.

• For cumulative time series data, bar and column graphs are always inap-
propriate. In this example, the column labeled November represents the
total shipments from January through November. If the viewer does not see or
understand the word cumulative in the graph legend, the viewer will be
confused. Even if the viewer understands that the graph is cumulative, the
apparent visual size of November shipments is far larger than what actually
happened in November, and this creates a contradiction in the mind of the
viewer. Any graph that creates a visual inference different from the facts lacks
integrity. Here, the simple choice of a line graph instead of a column graph
would prevent this confusion.

• Avoid artistic elements that distract from the data. To make this graph even
more irritating, the series of columns representing planned shipments have a
striped pattern, which appears to be pointing up, up, up! This formatting
could be intended innocently to distinguish the budget from the actual, or it
could be intended surreptitiously to bias the visual analysis and to encourage
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Figure 2-6 Line Graph Showing Monthly Cumulative Shipments and Planned
Shipments

the viewer to feel good about the future. Whatever the intention, the effect of
this formatting is to confuse the viewer with yet another meaningless set of
angled lines.

To summarize all these points, the data ought to speak for itself, without artistic
distractions. Figure 2-6 is a more appropriate graph of the same data set. This
line graph without distracting special effects clearly shows the relationship
between actual shipments and the planned shipments. The apparent story here
is that the year started badly in January, and the company never quite caught up
to expectations.

2.2.2 Concealing Patterns by Aggregating Data

In Example 2.1, Figure 2-6 freed the shipment data from its artful and
deceptive shell. Now we must consider whether a cumulative graph is the
best way to display this data.

Cumulative data are examples of aggregated data. Some aggregation is
always necessary to create a clean plot without excessive clutter. However,
aggregation can be overdone so that it obscures the story in the data. Raw
shipment values happen one sales order at a time. Thousands of separate
data values would be too much information for a single plot. A human
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viewer cannot digest that much information and develop any useful con-
clusions. So, the data is aggregated into daily, weekly, or monthly totals
convenient for plotting. Information is lost in the process of aggregating
data, but aggregation makes it possible to view and understand a single plot
summarizing a year of work.

Figure 2-6 aggregates the data once more by plotting year-to-date totals.
When viewing Figure 2-6, are any interesting patterns or stories apparent?

Cumulative graphs are common devices for financial data, because of the
customary focus on annual targets. However, in cumulative graphs, small
patterns in the data are overpowered by the larger trend of increasing
numbers through the year. Cumulative shipments always increase, unless
the company starts buying back products. As a result, all the action in Figure
2-6 happens along a narrow strip along the diagonal. This is an inefficient
use of graph space to visualize the data. Smaller effects could be seen if the
graph showed monthly totals without the year-to-date accumulations.

Example 2.2
Figure 2-7 shows the same data previously used for Figures 2-5 and 2-6, except
that Figure 2-7 shows shipments that actually occurred each month. In this
graph, month-to-month variations are more clearly visible. What patterns are
visible in this graph? Does this graph reveal anything about management
practices in this company?

Perhaps Figure 2-7 reveals more about the company than the plant manager
would like us to know. One possible explanation for the cyclic behavior seen in
this graph is that the work in the company is managed to meet short-term
quarterly goals, without regard to the waste created by this practice. Imagine
the total cost of overtime near the end of each quarter, plus the cost of under-
utilized resources at the beginning of each quarter, plus the cost of quality
problems caused by all the rushing! All this waste, a product of poor man-
agement, becomes apparent in Figure 2-7. An employee at this company who
sees Figure 2-7 at the end of November can easily predict the huge December
workload to follow.

In this example, aggregating shipments into monthly totals is necessary to
create a clean plot. Further aggregation into cumulative totals only obscures the
significant variation between months. Graph creators must carefully choose the
appropriate level of aggregation for each data set.

The problem with cumulative plots of time series data is an example of
Weber’s law, which states that a viewer is unlikely to perceive relatively
small changes in a graph. For example, we can easily perceive a change in
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Figure 2-7 Line Graph Showing Monthly Shipments and Planned Shipments

the length of a line from 1.0 to 1.5 units. However, we are unlikely to
perceive a change from 25.0 to 25.5 units. As a visual analysis, a graph
should display the most interesting or relevant effect in the data as the most
prominent visual feature in the graph. If there are multiple effects to be
shown, this may require multiple graphs of the same data, with each graph
designed to display a different feature of the data.

A

B

A

B

Figure 2-8 Example of Weber’s Law. A Reference Grid Improves the Likelihood
of Perceiving a Difference Between Shapes A and B
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Learn more about . . .

Weber’s Law

Weber’s law was formulated by 19th century psychophysicist E. H. Weber.
Suppose x is the length of a line segment, and x � dp is the length of a second
line segment that a viewer perceives as different from the first line segment with
probability p. According to Weber’s law,

where the constant kp does not depend on x, the length of the line. Figure 2-8
illustrates how Weber’s law works. In the top panel, it is difficult to determine
whether shapes A and B are the same size or different. The bottom panel
includes a reference grid. By using the grid, it is easy to infer that the two
shapes are of different size. By counting grids, we can also infer that shape B
is larger.

Weber’s law explains why reference grids are a useful addition to graphs. By
providing smaller shapes of a trusted size, the grid allows the viewer to detect
small changes in the data with higher probability. Baird and Noma (1973)
discusses the science behind Weber’s law. For more information on how to use
Weber’s law effectively in statistical graphs, see Chapter 4 of The Elements of
Graphing Data by William Cleveland.

2.2.3 Choosing the Aspect Ratio to Reveal Patterns

The aspect ratio of a graph is the ratio of graph width to graph height. Most
graphs made by Microsoft Excel, MINITAB and other software have a
default aspect ratio of 4:3. Often this is convenient, because many standard
display resolutions have that same aspect ratio. However, this may not be
the best aspect ratio for a specific data set.

In The Elements of Graphing Data (1994), William Cleveland discusses the
strategy of banking a graph to 45°. Cleveland observes, “The aspect ratio of
a graph is an important factor for judging rate of change.” Viewers can best
understand changes in the slope of the line when the slope is close to 1
(banked at 45°) or �1 (banked at �45°).

Example 2.3
Figure 2-9 shows a classic example of the effect of aspect ratio on perception. This
graph shows the annual sunspot numbers from 1700 to 2003. Figure 2-9 illustrates
an important principle of choosing the graph style appropriate for the data. 

dp
x � kp
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Figure 2-9 Area Graph of Annual Sunspot Numbers from 1700 to 2003, According
to the Royal Observatory of Belgium, http://sidc.oma.be/html/sunspot.html
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Figure 2-10 Area Graph of Annual Sunspot Numbers from 1700 to 2003. The Aspect
Ratio of this Graph is Adjusted to Bank the Slopes in the Data Close to 45°

Since this data represents a time series, a continuous line represents changes in the
process over time better than dots or bars. Further, the area between the line and
the scale represents the data, so this area is shaded, drawing attention to changes
in the data.

The familiar 11-year sunspot cycle is apparent in the graph. Spacing of ticks at
11-year intervals along the horizontal scale makes this periodicity easier to
detect. Also, it is easy to see that some cycles are more active than others, and
that recent cycles are the most active in the last 300 years.

There is more in this data to be observed. Figure 2-10 displays the same data with
a very different aspect ratio, chosen so that the angled lines in the graph are fairly
close to 45°. In this graph, it is easy to see that taller cycles have sharper peaks,
while the shorter cycles are more rounded. Also, the taller cycles are asymmetrical.
The sunspot numbers increase more rapidly than they decrease.

http://sidc.oma.be/html/sunspot.html
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Figure 2-11 Graph of Engine Size and City Fuel Economy for Two-Seater Cars.
Jitter Added to the Data in the X Direction

Any time the slopes in a graph are important, adjusting the aspect ratio to
bank the lines to 45° helps to visualize changes in slope. Even with plots
that are not time series, we can understand more about a shape when it is
banked at this angle.

Example 2.4
In the introduction to this chapter, Figure 2-2 shows a scatter plot of mileage
and engine size for two-seater cars. While the general shape of the cluster in
this graph is discernable, and indicates a decreasing relationship, it is not as
clear as it could be. Except for three outlying symbols, all the symbols in this
graph are squished into one corner of the plot.

Consider Figure 2-11, which shows the same data as Figure 2-2, except that the
scales are swapped. This changes the aspect ratio of the data area in this graph
so that the main cluster of symbols is banked closer to 45°. In this graph, the
characteristics of the data in the main cluster are easier to see. A viewer of
Figure 2-11 might be interested in the two symbols representing a 5.7 L engine
and unusually good mileage. These symbols stick out of the main cluster of
points, but they were harder to recognize in Figure 2-2. These symbols happen
to represent models of the Chevrolet Corvette.

It is always a good idea to try different orientations and aspect ratios for a
scatter plot. In Excel or MINITAB it is easy to adjust the aspect ratio of any
graph. By banking the shapes representing the data to near 45°, it is easier
to see interesting patterns. Similarly, in Excel, a bar graph (with horizontal
bars) should also be tried as an alternate to a column graph (with vertical
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columns). Whichever orientation creates bank angles closer to 45° is
generally a better choice.

2.2.4 Revealing Instability with the IX,MR Control Chart

Before starting production, these two questions must be answered for every
new process:

Is the process stable and predictable?
Is the process capable of meeting its specifications?

Both of these questions will be discussed in depth in Chapter 6. However, a
variation of the run chart called the individual X – moving range (IX, MR)
control chart is a very helpful tool to detect process instability. Control
charts are a family of graphical techniques designed to detect instability in
a variety of processes. Because of its simplicity and wide application, the
IX, MR control chart is introduced here.

Example 2.5
Don is an engineer on a team designing a new fuel valve. As part of the project,
the team orders a pilot production run of twenty units. The team measures critical
dimensions of all parts and plots them in the order they were manufactured. Each
part is serialized during manufacturing, so that the order of machining can be
determined later. Serializing parts is an important but often overlooked step,
because it is may not be done in regular production. To test a process for stability,
the order of processing must be recorded, for example by serializing each part.

Don creates an IX,MR control chart of a critical width of the fuel metering
port. Figure 2-12 shows the IX,MR control chart. This one graph comprises
two different views of the same process. The top panel of the graph, the
individual X chart, is a run chart showing the raw data in manufacturing order.
The bottom panel of the graph, the moving range chart, displays the difference
between each data point and the previous data point. Notice that the moving
range data is missing for observation one, because there is no previous point.
The individual X chart displays the location of the process, while the moving
range chart displays the variation of the process. Taken together, these two
views provide a visual analysis of process stability.

The centerlines on each panel of the graph are the averages of the values plotted
in that panel. is the average of the observations, and is the average of
the moving ranges. The other horizontal lines in each panel are upper and lower
control limits. Control limits are limits that a stable process is very unlikely to
cross. If one or more points falls outside the control limits, this is strong
evidence that the process is not stable.

MRX
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Figure 2-12 Individual X – Moving Range (IX,MR) Control Chart of a Fuel
Metering Port Size

In Figure 2-12, only one point is outside the control limits; specifically, the
moving range for observation 16 is above the upper control limit. This indicates
an unusually large shift between observations 15 and 16. Another indication of
this shift is the step change in the individual X chart. When Don investigates
why this change occurred, he learns that the electrode used to machine the port
wore out after 15 parts and was replaced.

The graph suggests that this process is not stable. But is this a problem? Tool
wear is a natural part of many processes. If the tolerance is wide enough to
cover the tool wear variation plus the variation between parts, then it may not
be a problem. Usually it is not economical to replace the tool with every part.
To control cost, tools are used to manufacture as many parts as possible. If
appropriately controlled, processes with tool wear can be acceptable.

Based on Figure 2-12, Don infers that the machining process is unstable in a
particular way indicative of tool wear, but he sees no other instabilities. As with
all graphs, conclusions about the process depend on other information not
shown on the graph. In this case, the tolerance limits of 0.758 ± 0.006 are not
shown on the control charts. Even with the tool wear, the process is within the
tolerance limits by at least 0.001. Using a purely visual assessment, Don
concludes that the process is acceptable, even though it is unstable.

In the above example, tool wear was judged to be a normal and acceptable part
of the process. But there are other cases where tool wear is unacceptable. If the
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specification limits are narrow, or if it is important to match each part to a target
value, then the systematic changes induced by tool wear could create costly
losses. The decision of acceptability must consider the needs of the customer
and the capability of the processes available to manufacture each part.

On a control chart, control limits are not tolerance limits. The control limits
express the voice of the process by defining natural limits of process variation.
The tolerance limits express the voice of the customer by defining the extreme
values that are tolerable in occasional, individual units. Tolerance limits may
lie inside or outside control limits.

Many people confuse tolerance limits and control limits. To reduce
confusion, control charts should not show tolerance limits. By following this
rule, a control chart only represents the voice of the process.

Example 2.6
Continuing Example 2.5, Don creates an IX,MR chart of the hardness of the
same 20 parts. This control chart, as shown in Figure 2-13, depicts several out
of control points. In these charts generated by MINITAB, each out of control
point is flagged by a “1.” There are several rules used to identify out of control
points. In MINITAB, rule number 1 states that a single point outside control
limits is out of control; therefore, these points are indicated by a “1.” Chapter 6
discusses other rules for interpreting control charts.

In Figure 2-13, the moving range is above the control limit at observation 5,
indicating an unusually large shift between observations 4 and 5. Also, the first
four observations are below the lower control limit on the individual X chart
and two of the last three observations are above the upper control limit.

Because the process is “out of control,” some investigation is necessary. Don
discovers that the parts are heat-treated in batches of four, since only four fit on
a tray. The heat-treating process changes slowly, and was not fully stable when
the first batch was processed. Thus, the first group of four is softer than the rest,
and the remaining batches became gradually harder as time moves forward.
This explains the out of control conditions identified by the chart.

Now that Don sees that the process is unstable, the second question is whether
it is acceptable. The specification for hardness is 36 minimum. Since the softest
of the twenty parts measures exactly 36, all of these individual parts are
acceptable. Nevertheless, because the process is unstable and several parts are
near the tolerance limit, this is cause for concern about future production.
Further, because of the instability in the process, many parts are significantly
harder than required, wasting money and resources. More work is needed to
control this process and to remove the waste caused by variation before
launching this product into production.
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Figure 2-13 IX,MR Control Chart of Hardness of 20 Prototype Parts

One important aspect of the above example is the unilateral minimum tolerance
limit of 36. Unilateral tolerances are very common in modern product design,
and often the lack of an opposing tolerance limit creates problems. In the case
of hardness, a part can certainly be too hard. In addition to the waste of money
to over-harden a part, this could introduce additional failure modes and reduce
product reliability. An engineer might assume that the part manufacturer will
not over-harden parts for economic reasons. But without an upper tolerance
limit, there is no such assurance. Unilateral tolerances should always be scru-
tinized in case an opposing tolerance limit is required.

How to . . .

Create an IX,MR Chart in MINITAB

1. Arrange the observed data in a single column.
2. Select Stat  Control Charts  Variables Charts for Individuals  I-MR.. .
3. In the Individuals-Moving Range Chart form, select the Variables: box.

Enter the column name or the column label (for example, C2) where the
data is located.

4. Select other options for the plot if desired.
5. Click OK to create the IX,MR Chart.
6. Each element of the graph has properties that may be changed after the graph is

created, by double-clicking on that element. Properties of the graph may be
edited by right-clicking anywhere in the graph and selecting the desired option.
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The IX, MR Chart

Creating the individual X chart:

Plot points: Xi, the observed data, for i � 1 to n
Centerline:

Upper Control Limit: ( is calculated
from the Moving Range chart)

Lower Control Limit: 

Creating the moving range chart:

Plot points: for i � 2 to n. No point is plotted in the
first position, since MR1 is undefined.

Centerline:

Upper Control Limit: 

Lower Control Limit: LCLMR � 0

2.3 Visualizing the Distribution of Data

Variation is the most common cause of quality problems. To understand
and prevent quality problems, we must understand and visualize variation.
This section presents dot graphs, boxplots, histograms, and stem-and-leaf
displays, four common and versatile tools for visualizing variation within
a data set.

Except for very small, trivial data sets, it is not possible to view every aspect
of a data set in a single graph. Every graph summarizes the data it presents
in some way. Often there is no way to know in advance which type of graph
will work best for each situation without trying them all. When working
with a new set of data, it is a good idea to make many different graphs of
different styles and shapes, always looking for stories in the data. This
process of graphical trial and error builds confidence that nothing important
has been missed.
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Figure 2-14 MINITAB Dotplot of Machining Cost Per Part Over 20 Orders. In
Making this Plot, MINITAB Aggregates the Data into Bins of Equal Sizes

2.3.1 Visualizing Distributions with Dot Graphs

The simplest way to envision the variation of data is to create a scale for the
data, and then plot one dot on the scale for each data point, creating a dot
graph. Dot graphs are simple to create and easy to understand.

This section features two forms of dot graphs created by MINITAB. In the
Graph menu, these are called Dotplot and Individual Value Plot. The dotplot
aggregates the data by sorting it into bins of equal width and displaying
each bin as a column of dots. The individual value plot, as its name suggests,
plots each value individually. Because these are so easy to create, one
should generate both graphs and select the format that best presents the
story in the data.

Example 2.7
Terry, a manufacturing engineer, is estimating the labor required to machine
a shaft for a new product. She observes that the new part is similar to an
existing part in complexity and decides to investigate how much labor is
used to make the existing part. Terry pulls the labor costs charged per part
for 20 recent orders of that part. Figures 2-14 and 2-15 show two versions of
dot graphs available in MINITAB. Figure 2-14 is a dotplot. This graph
counts data values that fall in bins of equal width, and represents the data
with stacks of dots, one stack for each bin of data. The process of creating
the dotplot involves aggregating the data by sorting it into bins. The
MINITAB dotplot is similar to a histogram, except that it uses stacks of dots
instead of columns to represent counts of data. Histograms are discussed
later in this chapter.

Figure 2-15 is an individual value plot. This plot shows every point separately
and does not sort the data into bins. To distinguish overlapping symbols, jitter
is added to the data in the horizontal direction. Figure 2-15 includes a reference
grid to make the data values easier to read.

In this example, Terry has a bit of a problem. Three of the 20 orders have zero
labor charged to the order, and one order lists an astonishing $153 per part. There
are many possible explanations for this variation in the data. One explanation
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Figure 2-15 MINITAB Individual Value Plot of Machining Cost Per Part Over 20
Orders. The Plot Includes Jitter in the Horizontal Direction to Distinguish Multiple
Observations of the Same Value

might be that some machinists charge all their labor for a shift to a single order,
leaving other orders with zero labor.

The presence of zero values in the cost data casts doubt on the whole process of
recording cost data. Until these doubts are resolved, it would be unwise to use
this data to predict future results. The three values of exactly zero cost represent
the big story in this data set. Which of these two graphs express this big story
more effectively?

When deciding which style of graph to use, it takes very little time to create both
and compare. The major difference between the two styles is that the individual
value plot places every symbol exactly where the number indicates, while the
dotplot aggregates the data into bins. With its neat stacks of dots, the dotplot
looks more orderly, but some information is lost by the making the stacks so neat.
For example, the dotplot in Figure 2-14 appears to show four dots at zero. These
four dots represent three values that are exactly zero, plus one value that is close
to zero. Since the zero values are important for this example, the individual value
plot is a better choice because it distinguishes between exactly-zero data and
near-zero data.
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How to . . .

Create a Dotplot in MINITAB

1. Arrange the observed data in a single column. If categorical variables are
available, list these in additional columns.

2. Select Graph  Dotplot . . .
3. In the Dotplots form, select the style of plot appropriate for your data, and

click OK.
4. In the next form, select the Graph variables: box. Enter the column name

or the column label (for example, C2) where the data is located.
5. Select other options for the plot if desired.
6. Click OK to create the dotplot.

Some population distributions are symmetric, with the same shape above as
below the middle section. Asymmetrical distributions are said to be skewed.
Data such as the cost data in the above example has a distribution that is said
to be “skewed to the right,” because the right tail, representing larger numbers,
is so long. Samples of monetary data, whatever the source, are almost always
skewed to the right. Data representing time to failure or time to complete a
task may also be skewed to the right because negative values are physically
impossible.

Some people believe that all data should have a symmetric, bell-shaped dis-
tribution, and if it does not, there is something wrong with the process
behind the data. This belief is incorrect, but it has routinely been taught in
statistical process control (SPC) classes and Six Sigma classes. The fact is
that many processes are stable and predictable, yet they naturally produce
skewed data. This is one reason why it is important to plot data before doing
other analysis. When skew is recognized, one must first investigate whether
the skew represents typical behavior or a defect in the process.

How to . . .

Create an Individual Value Plot in MINITAB

1. Arrange the observed data in a single column. If categorical variables are
available, list these in additional columns.

2. Select Graph  Individual Value Plot . . .
3. In the Individual Value Plots form, select the style of plot appropriate for

your data, and click OK.
4. In the next form, select the Graph variables: box. Enter the column name

or the column label (for example, C2) where the data is located.
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5. Select other options for the plot if desired.
6. Click OK to create the individual value plot.
7. To add a reference grid to your graph, right-click in the graph area. In the

popup menu, select Add  Gridlines . . . Set the Y major ticks check box,
and click OK.

Dot graphs are useful for visualizing data sets with multiple categories of
data. Each dot graph is narrow, so multiple graphs can be stacked on the
same scale. This allows the viewer to make visual comparisons between
multiple data sets.

Example 2.8
Figure 2-16 is a MINITAB dotplot of mileage ratings of cars in two categories,
two-seater and compact sedan. The graph is further split to separate cars with
automatic transmission from those with manual transmission.

Figure 2-17 is a MINITAB individual value plot of the same data, with a
reference grid added. Both graphs show similar features of the data.
Interestingly, the smaller two-seater vehicles as a group have worse gas mileage
than the compact sedans. Perhaps this reflects differing customer expectations
for these two classes of vehicles.

Observe that the previous paragraph began by inferring a relationship
between the two data sets. The final sentence proposed a conclusion that
requires knowledge not provided by the graph. A critical reader and writer

Miles per gallon - city

484032241680

Category Transmission

Compact sedan

Two-seater

A

M

A

M

Figure 2-16 MINITAB Dotplot of Fuel Economy for Compact Sedans and Two-
Seaters, by Type of Transmission
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of statistical analysis must recognize when proposed conclusions go beyond
information provided by the data. 

2.3.2 Visualizing Distributions with Boxplots

There are many situations where plotting every data point provides too
much information. A summary of the data is often sufficient to make
decisions. The boxplot, devised by John Tukey, is a convenient and widely
used visual summary of data. The boxplot displays a data summary con-
sisting of five numbers: minimum, first quartile, median, third quartile, and
maximum. These five numbers divide the data into four groups with equal
numbers of observations in each group. Boxplots may also display outlying
data points with separate symbols. By graphing the boundaries between
these five groups, the boxplot can show a variety of different distribution
characteristics with distinctive shapes.

Example 2.9
Figure 2-18 is a boxplot of the shaft machining cost data first used for Figure 2-14.
The box in the graph, representing the middle half of the observations, lies between
$3 and $12. The highest quarter of the observations are spread out between $12
and $153. The two highest observations, $36 and $153, are highlighted with
distinct symbols because they are so far from the middle half. The extreme skew
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Figure 2-17 MINITAB Individual Value Plot of Fuel Economy For Compact Sedans
and Two-Seaters, by Type of Transmission
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Figure 2-18 Boxplot of Machining Cost Per Part Over 20 Orders
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Figure 2-19 Construction and Interpretation of a Boxplot

of the data set is apparent in two aspects of this graph. First, the two individual
symbols representing upper outliers show that the right tail is extremely long.
Second, the upper whisker is longer than the lower whisker, indicating that the
upper 25% of the data is wider than the lower 25% of the data. Suppose Terry
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concludes that the upper two observations are wrong, and do not belong in the data
set for some reason. The longer upper whisker indicates that the remainder of the
data set is skewed to the right, even without the upper two observations.

Learn more about . . .

The Boxplot

Figure 2-19 shows how the boxplot is constructed.

To compute the quartiles, follow these steps:

1. Sort the data set, from lowest X(1) to highest X(n).

2. To find the third quartile, calculate . If this is an integer, then the third
quartile . Otherwise, Q3 is the average of the two observations 

with indices on either side of . If is not an integer, then

, where means “round up” and 

means “round down.”

3. To find the median, calculate . If this is an integer, then the median 

or second quartile . Otherwise,

4. To find the first quartile, calculate . If this is an integer, then the first

quartile . Otherwise, 

For example, compute the quartiles of this data set of 9 values: {3, 4, 4, 5, 6, 8,
10, 12, 12}. Note the data set has n � 9 values, and is already sorted from 
X(1) � 3 to X(9) � 12.

SoQ3 is the average of X(7) andX(8).Q3 �

So Q2 � X(5) � 6

So Q1 is the average of X(2) and X(3). Q1 � 4

Figure 2-19 describes an outlier rule used in boxplots to highlight data values lying
unusually far from the middle of the distribution. Q3 � Q1 is known as the
interquartile range, which is a measure of the variation in a set of data. In this example
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Figure 2-20 Example Boxplot

data set, the interquartile range Q3 � Q1 � 11 � 4 � 7 and 1.5 
 (Q3 � Q1) �
10.5. If any data value falls more than 10.5 units outside the box portion of the plot,
then that data value is represented by a separate symbol. Figure 2-20 is a boxplot of
this data set of 9 values. In this boxplot, both whiskers are only 1 unit long, extending
to the maximum observation 12, and the minimum observation 3. So there are no
observations in this data set identified as outliers.

Suppose the data set was {3, 4, 4, 5, 6, 8, 10, 12, 22}, in which the maximum
number changed from 12 to 22. Figure 2-21 is a boxplot of this data. The
quartiles are the same, but the upper whisker would now extend from Q3, 11, up
to 22, a length of 11 units. Because 11 is greater than 1.5 
 (Q3 � Q1), the
maximum observation 22, is represented by an individual symbol. The whisker
extends only to the second highest observation 12. 

One of the advantages of a boxplot is the ease of perceiving whether a data set
is skewed or symmetric. One of the disadvantages is that the entire data set is
summarized by only five numbers, plus possible outlier symbols. This
summary leaves out details, which may or may not be useful. In the case of
Terry’s cost data, the boxplot shows that at least one of the cost observations is
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Figure 2-21 Example Boxplot with Outlier

zero, but the viewer must look carefully to see this. In Figure 2-18, it is unclear
whether the lowest observation is exactly zero or close to zero. Nor can the
viewer tell how many observations are exactly zero. Since this data represents
labor cost for orders, all of which required some labor, values of exactly zero
are clearly wrong. The existence of zero values is nearly invisible in the
boxplot; meanwhile, the two extreme upper observations, which may be
accurate, are highlighted with individual symbols. For this reason, a boxplot is
not the best choice to display the distribution of this particular data set. In this
example, the boxplot draws the viewer’s attention to a minor subplot in the
data, while it conceals the big story.

How to . . .

Create a Boxplot in MINITAB

1. Arrange the observed data in a single column. If categorical variables are
available, list these in additional columns.

2. Select Graph  Boxplot . . .
3. In the Boxplots form, select the style of plot appropriate for your data, and

click OK.
4. In the next form, select the Graph variables: box. Enter the column name

or the column label (for example, C2) where the data is located.
5. Select other options for the plot if desired.
6. Click OK to create the boxplot.



60 Chapter Two

M
ile

ag
e 

ra
tin

g

Category

Transmission

MPGhwyMPGcity

Two-seaterCompact sedanTwo-seaterCompact sedan

MAMAMAMA

70

60

∗∗ ∗∗

∗∗
∗ ∗∗

∗

∗
∗

∗
∗

∗
∗

∗∗
50

40

30

20

10

Figure 2-22 Boxplot of City and Highway Fuel Economy Data for Compact
Sedans and Two-Seaters, by Type of Transmission

Because they are compact, boxplots are very good for comparing the distri-
butions of several data sets in a single graph. Boxplots may be drawn side
by side on a common scale. Boxes representing similar types of data can be
clustered together in groups for easier understanding.

Example 2.10
Figure 2-22 is a boxplot of city and highway gas mileage ratings of cars, with
separate boxplots for each category of car and each transmission type. More so
than the previous dot graphs, this boxplot highlights the unusually high mileage
provided by hybrid two-seater vehicles and other new technologies now on the
market. If the high mileage of hybrid cars is the big story to be presented, a
boxplot may be the best graph for this purpose.

Example 2.11
In an industrial case study, an automotive engine manufacturer is concerned
about quality of camshafts. They measure the length of 200 camshafts received
from each of two suppliers. Figure 2-23 is a boxplot summarizing this data.
While both distributions are reasonably symmetric, the contrast between the
two suppliers is obvious. The variation of camshafts from supplier B is much
larger than the variation from supplier A.
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Figure 2-23 Boxplot of Camshaft Length Data Measured on Samples from Two
Suppliers

Many variations of the boxplot have been devised by adding features to the
graph representing the mean, confidence intervals, and more. In the
MINITAB Boxplot form, the Data View . . . button opens a form providing
access to many of these variations. These options should be used sparingly,
and only when they help to tell the story more clearly. With all options
selected, the resulting boxplot becomes a chaotic glob of symbols, telling
no story at all!

2.3.3 Visualizing Distributions with Histograms

The histogram is one of the most common graphs used to visualize the dis-
tribution of a data set. A histogram is created by sorting the data into several
bins of equal size. The histogram is a column graph of the counts of obser-
vations in each bin.

A histogram reduces the information in the data by sorting the data into bins.
The histogram viewer only sees the count of data in each bin and does not see
where the individual observations lie inside the bin. The result is a compact
display of a distribution that is easy to create and is widely understood.

The process of sorting the data into bins is called binning. The number of
bins and the boundaries between bins, called cutpoints, are arbitrary and
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Figure 2-24 Histogram of Machining Cost Per Part Over 20 Orders

may be determined by the person making the graph. Different choices of
bins result in different histograms from the same data. Since the binning
process can hide interesting features of the distribution, it is good practice
to create different histograms with more bins or fewer bins than the default
histogram offered by the graphing software.

Example 2.12
Figure 2-24 is a histogram of Terry’s data, representing the labor cost to
machine a shaft. MINITAB produced this graph using its default algorithm for
determining the number and size of bins. Notice that the tallest column in the
graph, with 14 observations, represents the interval from �10 to �10 dollars.
This is not the best graph to show the distribution of this data, for two main
reasons. First, negative cost values are impossible for this data, but the first bar
in this graph suggests that there might be negative values. Second, there are too
few bars in this graph to see any useful features of the data, except for the one
extreme observation somewhere between $150 and $170.

Figure 2-25 is a more useful histogram. To create this graph from the previous
one, the binning interval type was changed from Midpoint to Cutpoint, so that
the first bin starts at zero. This eliminates the visual possibility of negative cost
values. Also, the number of bins was increased to 32, revealing more detail in
the data. This data includes some observations of exactly zero, on the boundary
of the first bin. By convention, data on the cutpoints are included in the next
higher bin.

Many programs offering histogram functions clutter the display with dis-
tracting information. Extra steps are required to turn off options that
needlessly clutter the graph. Graph creators should always think critically



Visualizing Data 63

Labor cost

F
re

qu
en

cy

1501251007550250

9
8
7
6
5
4
3
2
1
0

Figure 2-25 Histogram of Machining Cost Per Part Over 20 Orders

about what the data represents. If the extra features on the graph distract or
mislead, they should be removed.

Example 2.13
Consider Figure 2-26. This is a histogram of the labor cost data from earlier
examples, created in Excel by a leading statistical application, used by
thousands of Six Sigma practitioners. This graph is the default histogram
produced without adjusting any options. The histogram itself is virtually
useless with so few bars. Moreover, this image is dominated by a bell curve,

Figure 2-26 Histogram of Machining Cost Per Part, Created by a Leading Excel
Add-in with Default Settings
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drawn with a very thick line right over the top of the histogram. This bell curve
represents a normal distribution, a probability model used to predict the
behavior of data in many real situations. Obviously, this data does not follow
a normal distribution. The cost data cannot have negative numbers, but the
normal distribution model includes all positive and negative numbers. The
graph virtually screams, “Wow, is your data nonnormal! What is wrong with
your data?”

The bell curve is imaginary because it represents only a hypothetical model,
not the data itself. The bell curve is meaningless because the hypothetical
model is obviously wrong. The meaningless, imaginary bell curve adds
nothing to the visual analysis of this data set. Instead, it obstructs clear visu-
alization of the data. To be fair, the software that produced this histogram
provides ways to turn off the bell curve and to adjust the binning options.
Also, an educated viewer might read this coded message in the text box “KS
test p-value � .0041” which means, “The normal distribution model does not
fit this data set.”

Well-designed software makes it easy to do the right thing. Well-designed
graphing software would show the data first, free of adornments and hypo-
thetical models. After viewing the histogram, the investigator may choose to
add a probability model or other features to the graph, only if they are
appropriate.

Whatever graphing program is used, the graph creator should always focus on
the dataset and the stories within it.

Learn more about . . .

The Histogram

Here is an example illustrating the process of constructing a histogram and the
selection of the best number of bins. Consider this data set:

57 60 47 65 71 70 58 76 67 64

The range of this data goes from 47 to 76. We decide to make a histogram
with seven bins, each of width 5, with the first bin centered on 45. These
values are chosen because round numbers are easy to work with. Therefore,
the cutpoints, or boundaries between bins, are 47.5, 52.5, and so on. Since
this data is all integers, there will be no data falling on the cutpoints. If a data
point does fall on the cutpoints, it is customary to count that data in the next
higher bin.

The following table shows how the data is sorted into bins:



Bin Cutpoints Data in Bin Count

1 42.5–47.5 47 1

2 47.5–52.5 None 0

3 52.5–57.5 57 1

4 57.5–62.5 58, 60 2

5 62.5–67.5 64, 65, 67 3

6 67.5–72.5 70, 71 2

7 72.5–77.5 76 1

Figure 2-27 shows the completed histogram.

How many bins should a histogram have? This is an important question, because
the wrong number of bins can obscure any story in the data set. Taken to
extremes, a histogram could have one bin containing all the data, or so many
bins that each bin contains zero or one observations. The best histogram lies
somewhere between these absurd extremes.

Many authors present rules of thumb for the number of bins. Juran provides a table
of recommendations on page 44.11 of his Quality Handbook (1999). Two other
rules are both cited in multiple books including Kiemele (1997) and Ryan (1989).

The logarithm rule suggests that the number of bins should be .
For example, suppose n � 100. 100 is between the 6th and 7th powers of 2,
which are 64 and 128. Therefore, is between 6 and 7. The brackets
mean “round up” to 7. After adding one, the final recommendation by the
logarithm rule is 8.

The square root rule suggests that the number of bins should be . For

example, if n = 100, , exactly. So 10 bins are recommended by 
this rule.

Figure 2-28 illustrates the difference between these rules of thumb for the number
of bins versus sample size. Any of these rules of thumb may provide a starting
point, but often not the best answer. As illustrated by the examples in this chapter,
data sets of the same size may require very different histograms to fairly tell their
stories. A further consideration is the ease of interpretation. Integer cutpoints are
easier to interpret than those computed to many decimal places. For this reason,
MINITAB generally chooses bin widths of 1, 2, or 5 times a power of ten.

The original question was: How many bins should a histogram have? The answer
is: only enough bins to display the big story in the data set most clearly. If there
is no story, the right number of bins provides confidence in the mind of the
viewer that there is no story.

2n � 10

<2n=
< =log2n

<log2n= � 1

65
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Figure 2-28 Line Graph Illustrating the Variation Between Rules of Thumb for the
Number of Bins in a Histogram Versus the Number of Observations

How to . . .

Create a Histogram in MINITAB

1. Arrange the observed data in a single column. If categorical variables are
available, list these in additional columns.

2. Select Graph  Histogram . . .
3. In the Histograms form, select the style of plot appropriate for your data,

and click OK.
4. In the next form, select the Graph variables: box. Enter the column name

or the column label (for example, C2) where the data is located.
5. Select other options for the plot if desired.
6. Click OK to create the histogram.
7. To adjust the number or width of the bins, double-click on one of the

histogram bars. The Edit Bars form appears. Select the Binning tab.
Change the interval type and interval definitions as desired and click OK.
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Figure 2-27 Example Histogram
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How to . . .

Create a Histogram in Microsoft Excel

Microsoft Excel does not have a built-in method for drawing a histogram. The
data analysis toolpak provided with Excel has a histogram function, but it is
difficult to use, and may produce confusing or misleading graphs. Therefore, the
histogram function in the data analysis toolpak is not recommended.

Many very good statistical analysis packages are available for Excel, including
SPC-XL (www.sigmazone.com) and QI-Macros (www.qualitycoach.net). Either
of these packages provides useful histogram functions along with other sta-
tistical tools. 

One way to compare the distributions of multiple data sets is to plot multiple his-
tograms. A paneled graph is a good way to compare data sets. One graph with
panels is better than separate graphs, because all panels are presented fairly and
consistently, on the same scale. In the case of a paneled histogram, the bin
selections used on all panels are also the same, another requirement for fair com-
parison. This assures that the visual analysis treats all data sets fairly and equally.

Example 2.14
Figure 2-29 is a two-panel histogram showing city gas mileage for both
compact sedans and two-seaters. A viewer of this graph can see the interesting
differences between these two populations.
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Figure 2-29 Histogram of City Fuel Economy for Compact Sedans and
Two-Seaters
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Figure 2-30 Histogram of Camshaft Length for Samples from Two Suppliers

Example 2.15
Figure 2-30 is a paneled histogram showing camshaft length data by supplier.
The panels are arranged in one row with two columns. The difference in
variation between the two suppliers is dramatically apparent in this graph.
However, if the suppliers had different average values, this would not be easy
to see unless the panels were arranged in one column. It is a good idea to try
different arrangements for a paneled graph, and to choose the one presenting
the clearest visual analysis.

How to . . .

Create a Paneled Graph in MINITAB

1. Arrange the observed data in a single column. The graph may be paneled by
one or two additional variables. These additional variables may be cate-
gorical (text) or numerical. List the panel variables in additional columns.

2. Create the graph of the desired type, ignoring the panel variables until after
the graph is created.

3. Right-click on the graph and select Panel . . .
4. In the Edit Panels form, select the By variables with groups in separate

panels: box. Enter names of one or two panel variables.
5. Select the Arrangement tab. Here, you may change the number of rows

and columns desired in the paneled graph.
6. Click OK to add panels to the graph. If a warning appears, click OK to

acknowledge that you cannot undo this change to the graph. 

Instead of using panels, it is tempting to overlay multiple histograms on top
of one another, in the same panel. In general, this is a bad idea because his-
tograms often overlap each other, so that one histogram obscures parts of
other histograms. One way to deal with this problem is to draw only the
outlines of histograms, leaving the interiors transparent. MINITAB provides
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the With Outline and Groups option in the histograms form, but this is
usually less effective than a paneled histogram.

To view multiple histograms resulting from Monte Carlo simulations, Crystal
Ball software provides a novel Trend Chart, which can be an effective way to
visualize related histograms side by side. Crystal Ball also creates Overlay
Charts with multiple transparent histograms. Chapter 11 provides examples
of these graphs.

2.3.4 Visualizing Distributions with Stem-and-Leaf Displays

Many years ago, when computer terminals received and transmitted only
text, datasets could be crudely visualized by typing letters, numbers, and
symbols to create a drawing representing a graph. Nearly all of these text
graphs are obsolete relics of a bygone era. However, one form of text graph
remains popular today—the stem-and-leaf display.

The stem-and-leaf display is a histogram formed using the data values
themselves. The least significant digit of each value is stripped off to become
a “leaf,” and the more significant digits of each value become “stems.” The
stems are arranged in order to form a vertical number line. The leaves are
listed to the right of each stem. The resulting display provides a visual picture
of the distribution of the data set.

Example 2.16
In an experiment concerning the elasticity of billiard balls, Fred measured the
elasticity of balls from ten batches. Here are the results:

51 45 49 66 53 41 58 56 60 63

Create a stem-and-leaf display for this data.

Solution In this data set, the ones digits are leaves and the tens digits are the
stems. Since the data ranges from the 40s to the 60s, arrange the stems 4, 5, and
6 in a vertical line, with 4 on top. Figure 2-31 shows the stems with the first two
leaves, representing the values 51 and 45. Figure 2-32 shows the completed
stem-and-leaf display, with one leaf for each of the ten values.

4  5
5  1
6

Stems

Leaves
representing
51 and 45

Figure 2-31 Stem-and-Leaf Display Under Construction
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Figure 2-32 Stem-and-Leaf Display

The stem-and-leaf display has two advantages over a histogram. First,
anyone can create a stem-and-leaf display anywhere, without a computer.
This is a very handy tool for visualizing data in a team meeting, using a flip
chart. Second, the original data set can be reconstructed from the stem-and-
leaf display. This cannot be done from a histogram. Because of this feature,
the stem-and-leaf display may be used instead of a table to list data sets. In
addition to providing a more compact listing than a table, the stem-and-leaf
provides a quick visualization of the distribution.

As with histograms, the size and count of the bins in a stem-and-leaf display
greatly affects the visual perception of the data. When necessary, the size of
each stem can be set to 2 or 5 times any power of ten.

Example 2.17
The length of a sample of 100 camshafts ranges from 597.2 to 602.2 mm. If
the interval between stems is 1.0, the six stems will have a large number of
leaves. For a better visualization, 11 stems can be used with an interval of 0.5.
Figure 2-33 shows a MINITAB stem-and-leaf display for the camshaft data.
Notice how clearly this display shows the double-humped, or bimodal, nature
of this data set.

MINITAB adds a column of counts to the left of the stems. These counts require
some explanation. The median value of the data set is the value with 50% of the
data above it and 50% of the data below it. For the camshaft data, the median

Stem-and-Leaf Display: Length 

Stem-and-leaf of Length  N  = 100
Leaf Unit = 0.10

1   597  2
4   597  688
17  598  0000222224444
28  598  88888888888
41  599  0000022244444
44  599  666
49  600  00224
(6)  600  668888
45  601  00000000002222222222224444444444444
10  601  666666888
1   602  2

Figure 2-33 MINITAB Stem-and-Leaf Display of Camshaft Length Data
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value is 600.6. The count for the row containing the median value, in this case
6, is surrounded by parentheses. For rows below the median, the counts are
cumulative counts of all values from the minimum value up to and including
that row. In this data set, there are 49 observations less than 600.5, so the count
for the 600.0 – 600.4 row is 49. For rows above the median, the counts are
cumulative counts of all values from the maximum value down to and including
that row. In this data set, there are 45 values greater than or equal to 601.0, so
the count for the 601.0– 601.4 row is 45.

How to . . .

Create a Stem-and-Leaf Display in MINITAB

1. Arrange the data to be plotted in a column of a worksheet.
2. Select Graph  Stem-and-Leaf . . .
3. Select the Graph variables: box. Enter the name of the column containing

the data to be plotted, or double-click the column in the column selector
box on the left.

4. If desired, enter an increment value in the Increment box. MINITAB will
only use increment values of 1, 2, or 5 times a power of 10.

5. Click OK to create the stem-and-leaf display in the session window.

2.3.5 Revealing Patterns by Transforming Data

This subsection introduces data transformation as part of the graphing
process. Transformations can help reveal stories in the data that might
otherwise be hidden.

The Gaussian distribution, also known as the normal distribution, has a
familiar, symmetric, and bell-shaped probability curve. Some people believe
that all real data is distributed in this way, and if it is not, then it should be. In
fact, many processes naturally produce data that is skewed or otherwise
nonnormal. Sometimes, skewness indicates a defect in the process. However,
if the process is stable, the cause of the nonnormality is understood, and the
shape of the distribution does not create a problem for the customer, then there
is nothing wrong with the process.

Skewness and other departures from a normal bell-shaped distribution create
challenges for graphing. Earlier in this chapter, examples with boxplots, scatter
plots, and histograms illustrated how outlying values tend to dominate the
graph, compressing the bulk of the data into a relatively small display area and
hiding details. Often, a simple transformation creates a very different picture,
which may reveal important features of the data. When a data set is skewed to
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Figure 2-34 Boxplot of Call Times for 146 Calls Taken by a Call Center

the right, as often happens when the data set represents money or time, plotting
the logarithm of the data is a useful strategy.

Example 2.18
Dawn is a Black Belt working with a call center to reduce waste and improve
customer satisfaction. Dawn is investigating several metrics, including call
time. Figure 2-34 is a boxplot showing call times for 146 calls received by a
customer support call center. The boxplot shows that about 75% of the calls
were finished in less than ten minutes, but some calls lasted a lot longer, with
one call over 100 minutes. Clearly, this data set is not symmetric, and in fact, it
is skewed to the right. The long calls are interesting, and the reason why these
calls were so long needs to be studied. Since most calls are short, Dawn also
needs to understand more about that part of the distribution. The boxplot does
not reveal enough detail about the shorter calls.

Figure 2-35 is a histogram of the call time data set. This shows the same right
skew as indicated by the boxplot. Overall, the distribution seems to have a
smooth curve, like an exponential shape. This observation may help Dawn to
predict the length of future calls.

Figure 2-36 is a histogram of the logarithm (base 10) of the call time. In this
graph, the X scale represents powers of 10. For example, 0 represents 100 � 1
minute, and 1 represents 101 � 10 minutes.
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Figure 2-35 Histogram of Call Times for 146 Calls

Comparing Figures 2-35 and 2-36 reveals some important differences. The
histogram in Figure 2-36 is much more symmetric, indicating that the log
operation compensates for the skew in the data. This is important because
process control tools such as the IX,MR control chart are designed to work
with symmetric data. Since this process is naturally skewed, the control plan
should specify that the log of call time is plotted on an appropriate control chart.

Figure 2-36 reveals two distinct modes, represented by the tallest columns in the
histogram. Many calls last 100.5 ≈ 3 minutes, while another group of calls last
about 10 minutes. This bimodal shape is unexpected and needs to be investigated.

By reviewing tapes of the 3-minute calls, Dawn finds that most of them were
people routed to the wrong call center because of confusing prompts in the
automated attendant. These calls were handled relatively quickly, but as anyone
who calls a call center knows, it is very aggravating to select menu items, wait
through a queue, and only then find out it was the wrong queue! Each of these
misrouted calls represents an unhappy customer. This finding leads to a project to
change the prompts, resulting in improved customer satisfaction and less waste.

In this example, the skewness is a natural and expected aspect of the process.
However, the bimodal characteristic represents a business problem requiring
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Figure 2-36 Histogram of the Logarithm (Base 10) of Call Times for 146 Calls
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investigation. The bimodal character of the process became more visible by
plotting the log of the data.

Chapter 9 presents tools for testing whether a transformation is necessary
and for finding the best transformation to apply to a particular data set.

2.4 Visualizing Bivariate Data

Our understanding of the physical world is based on a library of relationships
built through lifelong observation. Before we understand why a system works
in a certain way, we can observe relationships between variables and build
models representing the behavior we observe. In grade school science classes,
many students perform experiments on pendulums, to observe whether the
period of a pendulum changes as a function of the length of the string, the
weight at the end of the string, or the type of weight. By plotting the results on
scatter plots, the conclusions are clearly visible without any mathematical
analysis. Simple scatter plots help students understand how pendulums work
years before they understand the theory of why they work that way.

Even highly trained engineers cannot have a theoretical understanding of
every system they design. Engineers routinely rely upon analysis of observed
data to build their library of inferred relationships. At the core of these analysis
tools is the scatter plot, providing a visual analysis of two variables. This
chapter has already used examples of scatter plots in several places.

This section considers some technical issues associated with making scatter
plots and provides examples of related types of plots.

2.4.1 Visualizing Bivariate Data with Scatter Plots

In the space shuttle case study, Figure 2-4 is an example of a scatter plot with
a very common problem. In four places on the plot, two or three missions have
the same degree of O-ring damage at the same joint temperature. If we plot the
data as it was collected, multiple symbols lie on top of each other, and the
viewer will not realize that one symbol represents two events. In a numerical
analysis, each observation receives equal weight. Likewise in a visual analysis,
each observation should receive equal visual weight. To accomplish this end,
there are several methods used to reveal multiple observations in scatter plots.
Here is a list, in order from most recommended to least recommended:

1. If the data set is small, manually add jitter to duplicate data values so
that the resulting plot shows distinct symbols for each value. Figures
2-3 and 2-4 are examples of this method. On these graphs, the jitter is
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so small that the viewer would not confuse the jittered symbols with
actual variation in the data.

2. Another option for small data sets is to represent duplicate data values
by concentric circles. Figure 2-37 illustrates this approach. To make
this graph, individual symbols were selected and changed to larger
open circles. This method is effective because understanding the graph
is quick and almost intuitive.

3. For large data sets, manual adjustment of each data point is
impractical. Some programs, such as MINITAB, provide an option to
add random jitter to a scatter plot. Figure 2-2 illustrated this technique.
In this case, jitter was added only in the Y direction. Obviously, jitter
can be overdone. In Figure 2-2, jitter may be confused with differences
in mileage. Any jitter added to the data should be small, relative to the
changes in the actual data. Use only the minimum jitter that permits
the discrimination of multiple observations.

4. Other kinds of distinctive symbols may be used to represent multiple
overlapping points. Some programs use the numbers such as “2” or
“3” in place of the regular symbol to denote multiple observations.
Another algorithm replaces multiples of symbols with multi-pointed
stars; a double observation is represented by “– ”, a triple observation
by “ ”, and so on. While clever, the graphs produced by these
algorithms require more thought to understand correctly.

5. The least recommended method for identifying multiple overlapping
symbols is to add explanatory text next to the symbols. Figure 2-3 has
data labels listing code names for various missions. Even without
jitter, one could guess that “41D” and “STS-2” next to the same
symbol indicates a double observation. However, the codes themselves
are gibberish to any viewer who do not understand them. Further, the
point of the graph is to illustrate an alleged relationship between O-
ring damage and temperature. The perception of such a relationship is
clouded by the presence of this extraneous text.
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Figure 2-37 Graph of Incidents of O-Ring Thermal Distress, and Joint Temperature
for all Missions Prior to January 28, 1986. Multiple Observations Indicated by
Concentric Symbols
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How to . . .

Create a Scatter Plot in MINITAB

1. Arrange the observed data in two columns of the same length. If categorical
variables are available, list these in additional columns.

2. Select Graph  Scatterplot . . .
3. In the Scatterplots form, select the style of plot appropriate for your data,

and click OK.
4. In the next form, notice a grid with two columns labeled Y variables and X

variables. Select the cell under Y variables. Either enter the column name
for the Y variable, or double-click on the desired column from the selection
box to the left.

5. Select the cell under X variables. Either enter the column name for the
X variable, or double-click on the desired column from the selection box to the
left.

6. Select other options for the plot if desired.
7. Click OK to create the scatter plot.
8. To add jitter to the data, double-click on any of the plot symbols to bring up

the Edit Symbols form. Select the Jitter tab. Here you may select jitter in
the X direction, the Y direction or both, and you may choose the magnitude
of the jitter. Use only enough jitter to distinguish overlapping points, but not
enough to confuse the viewer. Trial and error is usually required.

9. To add gridlines to the graph, right-click on the graph and select Add 
Gridlines . . . from the pop-up menu. In the Add Gridlines form, select the
appropriate options and click OK.

2.4.2 Visualizing Both Marginal and Joint Distributions

A scatter plot displays the joint distribution of two variables. Often, we are
also interested in the distribution of each variable by itself, known as the
marginal distribution. The marginal distribution may be viewed on a dot
graph, a boxplot, or a histogram as illustrated in the previous section.

MINITAB provides a useful hybrid of scatter plot with univariate dis-
tribution plots, called a marginal plot. The marginal plot contains a scatter
plot showing the joint distribution of the two variables, plus a dot graph,
boxplot, or histogram displaying the marginal distribution of each variable.

Example 2.19
Figure 2-38 is a marginal plot of two variables with a strong positive rela-
tionship to each other. On the edges of the plot are boxplots illustrating the
marginal distributions of each variable. The data set graphed in Figure 2-38
represents highway and city gas mileage for all two-seaters and compact sedans
in the database. 
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How to . . .

Create a Marginal Plot in MINITAB

1. Arrange the two sets of data to be plotted in two columns of the same length.
2. Select Graph  Marginal Plot . . .
3. In the Marginal Plots form, select the style for the marginal portion of the

plot.You may choose from histograms, boxplots, or dotplots. Then click OK.
4. In the next form, notice a grid with two columns labeled Y variables and X

variables. Select the cell under Y variables. Either enter the column name
for the Y variable, or double-click on the desired column from the selection
box to the left.

5. Select the cell under X variables. Either enter the column name for the X
variable, or double-click on the desired column from the selection box to the left.

6. Select other options for the plot if desired.
7. Click OK to create the marginal plot.
8. To add gridlines to the graph, right-click on the graph and select Add 

Gridlines . . . from the popup menu. In the Add Gridlines form, select the
appropriate options and click OK.

Example 2.20
When defining tolerances for a critical hole in a water valve, Eric is using
Geometric Dimensioning and Tolerancing (GD&T). Using this system, the true
position of the hole may be located anywhere in a diametral (circular) region,
whose diameter depends on the hole diameter. If the hole diameter is at its lower

Miles per gallon - city

M
ile

s 
pe

r 
ga

llo
n 

- 
hi

gh
w

ay

605040302010

60

∗∗ ∗∗ ∗∗∗∗∗∗∗ ∗ ∗

∗

∗

∗∗∗∗∗

∗∗∗

∗

∗

50

40

30

20

10

Figure 2-38 Marginal Plot of Highway Versus City Fuel Economy, with Boxplots
for Each Marginal Distribution
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tolerance limit, which is Maximum Material Condition (MMC), there is zero
tolerance on the position of the hole. But if the hole diameter is not at MMC, this
provides a bonus tolerance for the location of the hole. The farther away the hole
is from MMC, the larger a tolerance is provided for the location of the hole.

Eric wonders how features with this type of feature control are actually manu-
factured. To study this, he finds a hole in a similar part with the same GD&T
feature control method. Figure 2-39 shows the geometric tolerance specified
for this hole. This hole has a diameter tolerance of 0.350 to 0.360. Since 0.350
is MMC, the diameter of the tolerance zone for the hole position is the dif-
ference between the hole diameter and 0.350.

From Eric’s company database of measurement data, he compiles measurements
of this hole from 730 recently manufactured parts. Figure 2-40 is a marginal plot
of hole diameter and true position of the hole in the X direction. In this case, the
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diameter of the hole may vary from 0.350 to 0.360. However, if the diameter is
exactly 0.350 (MMC), the location of the hole must be perfect for the part to be
acceptable. Eric notices that hole diameters in this sample are no smaller than
0.352. Probably, machinists avoid making parts with holes close to the 0.350
limit, so they have some tolerance for locating the hole. The marginal distribution
of hole diameters, shown by the histogram on the right side of the plot, is skewed
to the left, since the lower tail is longer than the upper tail.

In both of the examples above, the scatter plot shows information that
cannot be seen in the marginal plots alone, while the marginal plots also
provide individual summaries for each variable. By providing three graphs
in one, the marginal plot is a convenient device for exploring and displaying
bivariate data in a concise format.

2.4.3 Visualizing Paired Data

Many data sets that appear to be bivariate actually contain paired data. Paired
data comprises two measurements of the same item at different times or in
different conditions. One typical paired data set is a gage agreement study,
which compares two gages by measuring the same items on each gage.
Measurements of the same part on both gages ideally would have the same
value. Another common situation is the before-after study, in which the same
parts are measured before and after an event which might change the parts.
This section introduces the isogram and the Tukey mean-difference plot, two
graphical tools specifically designed to visualize effects in paired data.

The isogram is simply a scatter plot with identical X and Y scales, plus a
reference line representing X � Y along the diagonal of the graph. Dorian
Shainin and his sons have popularized this tool as a visual way of performing
gage agreement studies. It is variously referred to as isoplot (Traver, 1995) or
isogram (Bothe, 2002).

The Tukey mean-difference plot (Tukey, 1977) is an equivalent way of visu-
alizing the same information. The mean of each pair of observations is
plotted in the X direction, while the difference between the two obser-
vations is plotted in the Y direction. A reference line representing zero dif-
ference helps to visualize any significant effects in the data.

Example 2.21
Andrei, a power supply designer, is investigating possible quality problems in
custom magnetic components. He suspects that measurements of the same
parts at the supplier and in his office may have different values. To test this
theory, Andrei decides to investigate whether the supplier’s gage and the
incoming inspection gage agree with each other.
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Table 2-1 Voltage Ratio Tests of 15 Inductors by Supplier and Customer

TranPro Incoming 
Part ID Measurement Measurement

1 6.785 6.80

2 6.851 6.86

3 6.635 6.69

4 6.553 6.63

5 6.775 6.79

6 6.911 6.90

7 6.586 6.65

8 6.875 6.88

9 6.791 6.81

10 6.887 6.89

11 6.775 6.78

12 6.818 6.83

13 6.751 6.78

14 6.664 6.69

15 6.750 6.76

For this experiment, Andrei chooses a flyback inductor with a high failure rate
in voltage ratio testing. He asks the supplier, TranPro, to serialize the parts in
the next order and to send a report listing all the measurements. After receiving
the parts, he requests the same measurements from the incoming inspector.
Table 2-1 lists the data Andrei collects for turns ratio.

One obvious measurement difference is that TranPro reports more decimal
places than the incoming inspector. Clearly there is a difference between the
gages or in the process of using them, but this alone does not explain dis-
crepancies in measurements.

Figure 2-41 displays both an isogram and a Tukey mean-difference plot for Andrei’s
voltage ratio data. The two graphs are equivalent, but one or the other may be more
effective for a particular data set. The isogram has the advantage of familiarity,
because it is a simple scatter plot with a reference line. The Tukey mean-difference
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plot displays the same pattern rotated clockwise 45° and expanded so it fills the
available space in the graph. Because the pattern is expanded, the mean-difference
plot allows the viewer to see smaller difference effects in the data.

For the voltage ratio data, incoming inspection almost always measures a
higher value than TranPro. Further, this discrepancy is much greater for parts
with lower values. This effect is visible on both plots, but it is much more
apparent in the mean-difference plot. Andrei combined the inference he gained
from the graph with his engineering knowledge of inductors, and formed
theories to explain the problem. This knowledge allowed Andrei to conduct
more specific experiments and to identify the root cause of the discrepancy.

How to . . .

Create an Isogram in MINITAB

MINITAB does not offer an Isogram menu option, but it is simple to add a
reference line to any scatter plot.

1. Arrange the two sets of data to be plotted in two columns of the same length.
2. Select Graph  Scatterplot . . .
3. In the Scatterplots form, select Simple and click OK.
4. In the next form, notice a grid with two columns labeled Y variables and X

variables. Select the cell under Y variables. Either enter the column name
for the Y variable, or double-click on the desired column from the selection
box to the left.

5. Select the cell under X variables. Either enter the column name for the X
variable, or double-click the desired column from the selection box to the left.

6. Click OK to create the scatter plot.
7. To convert the scatter plot into an isogram, both X and Y scales must be

adjusted to have the same minimum and maximum values. View the graph
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and decide what minimum and maximum values to use. For the voltage
ratio data in Table 2-1, these values are 6.5 and 7.0

8. Double-click the X scale. In the Edit Scale form, clear the Auto check
boxes for Minimum and Maximum. Enter the values you selected in the
boxes and click OK.

9. Double-click the Y scale and make the same changes.
10. Select the worksheet where the data are located. In a third column, enter the

minimum and maximum scale values you selected. Title the column Ref or
any name you choose

11. Right-click the scatter plot and select Add  Calculated Line . . .
12. In the Add Calculated Line form, double-click Ref in the column selector

box to select it for the Y values of a line. Double-click Ref again to select it
for the X values of a line. Click OK to add the diagonal line to the graph.

Example 2.22
Sharon, a Green Belt in the product support department, is hearing complaints
that calibrated valves are not calibrated correctly when retested at the
customer’s plant. To test whether the valves are in fact changing their cali-
bration point, she takes a sample of calibrated valves and asks the production
technician to retest the calibration point of each valve. Figure 2-42 shows an
isogram and a mean-difference plot comparing the original calibration meas-
urement with the retest.

The isogram shows that the original calibration point of all the valves are quite
close to 0.95, the target value for the calibration. But when retested, the valves
appear to have shifted a significant amount. Some valves shifted up and some
shifted down. This effect is visible on both plots, but in this case, the isogram is
easier to understand.
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How To . . .

Create a Tukey Mean-Difference Plot in MINITAB

MINITAB does not offer a mean-difference plot menu option. The means and
differences may be calculated in Excel or in MINITAB. These steps illustrate two
different ways to calculate these values in MINITAB.

1. Arrange the two sets of data to be plotted in two columns of the same length.
Add titles such as Mean and Difference to two empty columns in the same
worksheet.

2. Select Calc  Row Statistics . . .
3. Select Mean as the statistic to be calculated. Select the Input variables:

box. Then double-click each of the two columns with the raw data, in the
selection box on the left.

4. Select the Store result in: box, and double-click the Mean column name.
Click OK to compute the means. Note: You cannot use the Row Statistics
tool to calculate differences.

5. Select Calc  Calculator . . .
6. Select the Store result in variable: box and double-click the Difference

column name.
7. Select the Expression: box. Type the desired expression in the box. You

may select column names or functions if desired. For example, enter the
expression Incoming-Tranpro if those are your column names. Click OK
to calculate differences.

8. Create a scatter plot with differences on the Y axis and means on the X axis
9. If desired, double-click the Y scale and adjust the limits so the scale is

symmetric around zero.
10. To add a reference line representing zero difference, right-click the graph

and select Add  Reference Lines . . . In the Add Reference Lines form,
enter 0 in the Show reference lines for Y positions: box. Click OK to
draw the line.

The analysis of paired data can provide great insight into small effects that
otherwise might not be detected. A common mistake is to analyze paired
data as if the pairs have no relationship to each other. This allows other
factors and effects to contaminate our inference about what is really a paired
effect. These other factors and effects are controlled by performing a paired
analysis. An example will help to make this concept clear.

Example 2.23
Jerry, a reliability engineer, is concerned about a high-power thyristor selected
for a new fuel injection system. Field experience suggests that leakage current
may increase over the life of the part, leading to early failure. To test this concern
on the new part, Jerry takes a sample of new thyristors and measures their
leakage current. Then Jerry subjects the thyristors to an accelerated life test.
During the test, the parts are operated near their rated stress levels for a period
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Figure 2-43 Dot Graph of Thyristor Leakage Current Before and After Life Test

of time. After the test, Jerry measures the leakage again. In this experiment, the
measurements before and after life testing form a paired data set.

What would happen if Jerry analyzes the data as two separate data sets, instead
of as paired data? Figure 2-43 is a dot graph showing the distribution of leakage
current before and after the test. This graph is a visual analysis, displaying the
distribution of the two data sets, as if they were measurements of two different
groups of parts. Figure 2-43 clearly shows that there is a lot of variation
between parts. However, this graph does not indicate whether leakage of any
part is any higher or lower after the life test.

Figure 2-44 is a Tukey mean-difference plot of the same data. This graph is a
visual analysis of the paired data. One dot on this plot represents measurements
of a single part, before and after the test. From this plot, it is obvious that most
parts changed during the test, and some parts have substantially more leakage
than they did before.

When conducting an experiment involving multiple measurements on the
same parts over time, it is essential to mark each part with a unique identifier
so it can be recognized at each measurement. If the parts are tested without
unique identifiers, it will be impossible to perform the paired analysis.

Both the isoplot and the Tukey mean-difference plot are specialized versions of
the scatter plot well suited to paired data. Although they are functionally
equivalent, some effects are easier to infer from one type of plot than from the
other. Because it is so easy to create these plots, any set of paired data can be
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Figure 2-44 Tukey Mean-Difference Plot of Thyristor Leakage Data Before and After
Life Test

quickly plotted in both formats for exploration. Presentations should feature
only the plot that most clearly reveals important effects or changes in the data.

2.5 Visualizing Multivariate Data

In his delightful book Flatland (1992), Edwin Abbott explores what life would
be like if we were beings in a two-dimensional world, or even in a four-
dimensional world. But as long as we remain three-dimensional beings, we can
only see objects through the two-dimensional images created on our retinas.
Therefore, our data visualization toolbox is limited to two-dimensional tools.
With the help of certain technologies combined with the image processing
powers of our brains, we may think we are seeing three-dimensional objects.
Visualizing more than three dimensions becomes increasingly difficult.

In a Six Sigma world, data sets may have many dimensions. It is very easy to
collect far more data than we can visualize or understand with a single graph.
Black Belts can find themselves swimming in an ocean of data, with no easy
way of seeing what it all means. This problem is not new to Six Sigma. For
centuries, artists and scientists have struggled with the problem of visualizing
multivariate data. There are many innovative, novel, and beautiful approaches
to this challenge. Chapter 1 of Edward Tufte’s Envisioning Information
(1990), titled “Escaping Flatland” reviews many such inventions. 

In the computer era, many new multivariate visualization schemes have been
devised. Some of these work better than others. One notable and fanciful
invention is the Chernoff face graph (Chernoff, 1973), in which the symbol
representing each observation on a scatter plot is a face. The many characteristics
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of each face can be modified to represent a large number of variables. By
looking for “strangers” in the sea of faces, the viewer can quickly see where
one is out of place, representing unusual data. While clever and appealing, this
type of graph relies too much on the subjective choices of the graph creator.
Therefore, it is not well suited to the objective study of industrial data, where
each variable deserves its fair share of the viewer’s attention. When analyzing
multivariate data, Black Belts and engineers are best served by familiar looking
tools providing easy and objective interpretations.

This section introduces two common and effective multivariate visual-
ization tools, scatter plot matrices and multi-vari charts. Historical data
often consists of several continuous variables, collected over a period of
time. Scatter plot matrices display relationships between all pairs of the
variables and are very effective with historical data sets. Experimental data
generally includes one continuous response variable and several categorical
variables, varied over a regular matrix of values. Multi-vari charts are
effective tools for visualizing experimental data.

Except for scatter plots and multi-vari charts, multivariate statistical
analysis is beyond the scope of this book. However, there are powerful ana-
lytical tools, such as principal components analysis (PCA) and partial least
squares (PLS), which can process very large data sets, find the important
stories within them, and display them in graphical form. These methods rely
heavily upon specialized graphics to communicate the essential information
from the data sets in formats humans can easily understand. For more
information on these matters, see Multi- and Megavariate Data Analysis, by
Eriksson, et al. (2001)

2.5.1 Visualizing Historical Data with Scatter Plot Matrices

A data set with k variables contains pairs of variables. Each of the
pairs of variables can be visualized with its own scatter plot. When all the
possible scatter plots are arranged in a matrix, the result is a scatter
plot matrix.

Example 2.24
Figure 2-45 is a matrix displaying relationships between six variables in the
2004 car mileage data set. The variables include automatic/manual, the number
of speeds, the number of cylinders, the engine displacement, city mileage, and
highway mileage.

To make this graph in MINITAB, the symbols were changed from the default
symbol (•) to a cross (�). This change makes the large number of symbols in

k 
 k

ksk � 1d
2
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Figure 2-45 Scatter Plot Matrix of Six Variables in 2004 Car Mileage Database

each cluster more visible as individuals. Looking at Figure 2-45, the viewer can
infer variety of relationships in this data, including:

Cars with manual transmissions as a group have the same gas mileage as cars
with automatic transmissions.

Cars with more speeds in the transmission generally have worse gas
mileage. What causes this effect to appear? Do more speeds really reduce
mileage? Or are more speeds likely to appear on higher performance cars
with large engines?

Large engine sizes generally have more cylinders.
Large engine sizes generally have worse gas mileage.
Engines with more cylinders generally have worse gas mileage.
City and highway gas mileage are positively correlated. This means that as

city mileage increases, so does highway mileage.
The benefit of a scatter plot matrix is the ability to study so many relationships

at once in a single graph.

How to . . .

Create a Scatter Plot Matrix in MINITAB

1. Arrange data into columns. MINITAB can only plot numerical variables in
a scatter plot matrix. If you have text variables, they may be converted into
numeric using the Data  Code  Text to Numeric . . . function.

2. Select Graph  Matrix Plot . . .
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Figure 2-46 Scatter Plot Matrix of Hole Diameter, True Position X Component, Y
Component, and True Position Radius, with GD&T Feature Control

3. In the Matrix Plots form, select the style of plot appropriate for your data
and click OK.

4. In the next form, select the Graph variables: box. Then double-click each
of the columns to be plotted from the selection box on the left.

5. Select other options if desired. Click OK to create the scatter plot matrix.

Example 2.25
Figure 2-46 is another example of a scatter plot matrix. This graph is based on
measurements of a hole location and diameter for 730 parts. “TP X” and “TP Y”
are the X and Y coordinates of the true position of the hole, relative to the datums
specified for the part. “TPRadius” is the distance between the true position of the
hole and its ideal position. The interesting shapes in the plot are created by the
Geometric Dimensioning and Tolerancing (GD&T) feature control specified for
this hole, shown in Figure 2-39.

2.5.2 Visualizing Experimental Data with Multi-Vari Charts

An experiment is a systematic exploration of how a system behaves by con-
trolling inputs to the system and observing outputs from the system. The
previous section displayed historical data using scatter plot matrices. When
collecting historical data, input variables are not controlled. An experiment
is quite different because inputs are controlled to specific values and varied
in a particular way, allowing us to understand how the system works.
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This section presents the multi-vari chart, a graphical tool that is very
effective for displaying and understanding experimental data. Experimental
data typically has the following structure:

• Two or more input variables (factors) are controlled and are set to
specific settings (levels) for each trial in the experiment.

• One or more output variables (responses) are measured for each trial in
the experiment.

• The experiment includes replication, where multiple trials are
conducted using the same levels for all factors.

• The experiment is balanced, so that the same number of trials are
conducted for each level of each factor.

Any data set structured in this way may be visualized effectively using a
multi-vari chart.

Example 2.26
Serena is a Black Belt in a company manufacturing compressors for use in
refrigeration systems. Inside the compressor is an oil pump with a history of
seizing up under pressure and causing the compressor to fail. Serena is studying
two proposed new pump designs with different part geometries. To measure the
effectiveness of each pump, she can increase pressure on each pump until it
seizes. The difference between the pressure at seizure and normal operating
pressure is the pressure margin. For a reliable compressor, pressure margin
should be large and repeatable.

Serena’s experiment has one response (pressure margin) and four factors:

1. Geometry: #1 or #2
2. Speed: 1500 or 2500 rpm
3. Temperature: 0 or 55 °C
4. Oil viscosity: 10 or 30 centistokes

Figure 2-47 is a multi-vari chart showing the pressure margin response values
from Serena’s experiment. This one graph displays data with five dimensions:
one response and four factors. The four panels in this plot represent the two
geometries (one on each row) and the two temperature levels (one on each
column). The line connecting the panels on each row shows the average effect of
temperature on each geometry. Because these lines are nearly flat, there is very
little overall temperature effect. Within each of the four panels, the symbols at the
left are at 1500 rpm, while the symbols on the right are at 2500 rpm. Dashed lines
connect the average values for each cluster. Because all the dashed lines slope
down, we can conclude that margin is always less at high speed than at low speed.
Within each cluster, low viscosity oil is on the left, and high viscosity oil is on the
right, with a line connecting the groups. Some of these lines slope up, and some
slope down. Notice that for geometry 2, at 1500 rpm, the margin is much higher
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for high viscosity than it is at low viscosity. This strong effect of viscosity is not
seen with geometry 1, and it is not seen at high speed.

This graph allows Serena to visualize an important distinction between the two
geometries. Only at low speed, viscosity has a very different effect on pressure
margin for geometry 2 than it does for geometry 1. In the analysis of
experiments, this effect is known as a three-way interaction between geometry,
speed, and viscosity. This unusual but real finding can be seen and understood
quickly using the multi-vari chart.

How to . . .

Create a Multi-Vari Chart in MINITAB

MINITAB can create a multi-vari chart for one response variable and up to four
factors. The experiment needs to be balanced, with the same number of obser-
vations for each combination of factors and levels.

1. Arrange the response variable into a single column. List between one and
four factors in additional columns of the same length.

2. Select Stat  Quality Tools  Multi-Vari Chart . . .
3. Select the Response: box and then double-click the column name with the

response data, from the selection box on the left.
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4. Similarly, select up to four columns for Factor 1 through Factor 4. By
default, factors 3 and 4 will be graphed as rows and columns of panels.
Factors 1 and 2 will be graphed within each panel.

5. Click the Options . . . button. If desired, set the Display individual data
points check box and enter title text. Click OK.

6. Click OK to create the multi-vari chart.

Measurement systems analysis is another type of experiment that is very
important in Six Sigma and DFSS projects. The precision of measurement
systems can be assessed using a Gage Repeatability and Reproducibility
(Gage R&R) study. Chapter 5 presents the details of Gage R&R studies.
Because a Gage R&R study is a type of experiment, the data collected from
the study can be visualized effectively using a multi-vari chart.

Example 2.27
Ted is frustrated. As a manufacturing engineer, he oversees the final inspection
of a fluid flow control device. Customers complain that flow setpoints are
sometimes out of tolerance when they receive the parts. Technicians testing the
units complain that the test stand is “squirrelly.” There are also claims that units
shift their setpoints all by themselves, for no good reason, although no one can
provide data to back this up.

Since Ted recently completed his Green Belt training, he knows the trouble that
poor measurement systems can cause, and he understands the importance of
doing Gage R&R studies. Ted decides to perform a Gage R&R study on the test
stand used in the final inspection process. Ted is primarily investigating the
measurement system, but he may also gain an understanding into why the units
themselves might be shifting. He gathers the four technicians, briefs them about
the procedure, and gains their support.

Ted selects 10 units from a recent production run. These units are tested, cal-
ibrated, and ready to ship. Ted presents the units to technician #1 in random
order, and collects the measurements. Ted repeats this process two more times,
so that technician #1 has measured each unit three times. Then, Ted follows the
same procedure with technicians #2, #3, and #4.

After collecting the data, Ted has 120 measurements (10 parts 
 4 technicians 
 3
replications � 120 measurements). There are four dimensions to this data set: part,
technician, replication, and measurement. Figure 2-48 displays all these variables
on a single multi-vari chart.

Each panel in Figure 2-48 represents a different part. In most cases, the
variation in measurements for the same part is less than the variation between
parts, which is good. However, consider part 5. This part acts very different
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from the other parts. In fact, the part apparently shifted between the first and
second measurements done by Technician #2. It then seems to shift again
before being measured by Technician #3 and again before Technician #4. Is
this a product caught in the very act of shifting? Ted disassembles part 5 and
finds a burr in the flow path, causing the part’s erratic behavior. After further
investigation, Ted traces the burr to a particular machining operation. Once
this operation is corrected to prevent burrs, at least one cause of shifty units is
eliminated.

Excluding the shifty part 5, there are some other distinct patterns apparent in
the multi-vari chart. Several parts have a technician-to-technician variation
something like this: For six of the remaining nine parts, Technician #4
gave the highest measurement. This is clearly not random variation. There is
some difference in technique, methods, or knack between technicians.

The visual analysis in this graph provided Ted and the technicians enough
information to diagnose and correct the problem. There were several undoc-
umented aspects of the testing process. As a result, technicians performed
steps in different orders or in different ways, inadvertently changing the
measurement results. After removing the source of burrs and standardizing
the measurement process, complaints went down and Ted was happier.

Multi-vari charts are a flexible and powerful tool to visualize variation and
to gain clues about its root causes. In Chapter 9 of Reducing Process
Variation (2002), Davis Bothe provides many case studies where multi-vari
charts worked well and helped teams solve real problems.

2.6 Summary: Guidelines for Visualizing Data with Integrity

This chapter discusses methods for visualizing data that are useful in a product
development environment. Because graphical tools are powerful and con-
vincing, care is needed to design the graph that best expresses the story within
the data, without biasing the viewer or distorting the data. In the course of
introducing various tools, this chapter illustrated many guidelines for designing
graphs with integrity. Here is a summary of these principles:

• Choose a graph format that is appropriate for the data and the questions
to be answered.
� Use line graphs for time series data. When there is a time connection

between plotting symbols, this should be illustrated by connecting
lines.

� Use bar or column graphs for counts or other data with a baseline of
zero. The scale line in a bar or column graph must be located at zero,
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so that the area of the bars or columns is proportional to the data rep-
resented by the graph.

� Use area graphs, which are line graphs with the region below the line
shaded, for time series data with a baseline of zero. The scale line in
an area graph must be located at zero, so that the shaded area is pro-
portional to the data represented by the graph.

� Pie graphs, bubble graphs, and novel graphs using nonlinear shapes
to represent data should be avoided. Studies of graphical perception
have shown that people cannot perceive the relative sizes of pie
slices, circles, and other odd shapes as accurately as they can
perceive the relative lengths of lines and bars.

� When the distribution of a data set is the story, use a dot graph,
boxplot, histogram, or stem-and-leaf display. These plots can be
stacked on a common scale to show distinctions between categories
of data or between several different data sets.

� Use scatter plots to show the relationship between two variables.
With many variables, matrices of scatter plots show relationships
between pairs of variables. In scatter plots, add jitter or use dis-
tinctive symbols when necessary to identify multiple observations at
the same point.

� When data is paired, as in a before-after study, use a graph
specifically designed for paired data, such as an isogram or a Tukey
mean-difference graph.

� Use multi-vari charts to display experimental data. In general, multi-
vari charts are well suited to displaying any data set with one con-
tinuous variable and several categorical variables.

• 3-D graphs are the most overused and wrongly used tools provided by
Microsoft Excel. Avoid 3-D graphs unless absolutely required to
visualize the story in the data. Perspective and the appearance of
thickness or volume of plotting symbols distract the viewer and distort
any inference that the viewer may make about the data. The viewer of
the graph needs to see the story in the data clearly and fairly. Fancy art
only obscures the story.

• Avoid clutter in graphs. Data labels, notes, symbols, bright colors, and
additional data series do not belong on a graph unless they help the
viewer understand the story in the data. For an entertaining discussion
of Edward Tufte calls “chartjunk,” see his classic book, The Visual
Display of Quantitative Information (1983).

• Label scales clearly, including units of measurement where applicable.
• Display data in context. For example, display both failure and non-

failure data. Do not display a subset of data favorable to a particular
conclusion not supported by the full set of available data.
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• Aggregation hides detail. While some aggregation is necessary, do not
use aggregation to hide important details. One example of excessive
aggregation seen in this chapter is the cumulative time series graph.
Cumulative graphs reduce the visibility of point-to-point patterns.
Histograms and boxplots always aggregate data to some extent.
Different histograms will hide or reveal different aspects of a data set.
When creating histograms, try different bin widths and cutpoints to
look for important patterns.



Chapter

Describing Random Behavior

The physical world is a vast collection of random processes. While most
phenomena are predictable within certain bounds, it is impossible to predict
the exact behavior of any physical system. As I write these words, the
Weather Channel predicts a high temperature of 87°F (31°C) at my house.
If the actual high temperature turns out to be hotter by 5 degrees, or by one-
tenth of a degree, did the Weather Channel lie to me? No! They simply
report the most likely outcome, as predicted by their weather models. Every
model is wrong, every prediction is inaccurate, and every measurement is
imprecise. That is life.

Nevertheless, we are taught a system of mathematics and science built from
concepts of exact quantities. From 1�1 � 2 to E �MC 2and beyond, every
relationship comprises abstract quantities that cannot be known with
certainty. By the time students encounter concepts of probability and sta-
tistics in college, these tools may seem inappropriate for the “exact” worlds
of science and engineering. As a result, some highly educated people view
statistics as irrelevant, academic mumbo-jumbo. Engineers and scientists
trained in this way are often ill-equipped to design systems with random
inputs and outputs. 

In fact, statistics is a cornerstone required to understand and predict the
inherent randomness of the physical world. Statistics provides tools to
measure and express the uncertainty of every observation and every pre-
diction. Every model is wrong, but confidence intervals identify a set of
models containing the truth with high probability. Every prediction is
inaccurate, but tolerance analysis quantifies and controls the risks of
inaccuracy. Every measurement is imprecise, but Gage R&R studies
determine whether a measurement system is suitable for its application. In a
more ideal world, every measurement and prediction would be accompanied
with a statement quantifying their uncertainty.

3
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Today, the explosive growth of Six Sigma and DFSS is building a new
awareness of randomness in the boardroom. After completing Champion
training, some vice presidents and directors start to ask intelligent questions
about CPK, Gage R&R, and confidence levels. These questions about variation
can be startling for an engineer accustomed to the illusion of certainty. To
remain effective and competitive in the twenty-first century, engineers must
learn and embrace the language of variation.

This chapter provides an accelerated introduction to concepts of probability
and random variables. These concepts form the foundation for the rest of the
book. To compress a large number of concepts into a few pages, much is left
out. Theorems are presented without proof, and many without example.
This chapter is intended to be a quick reference for DFSS practitioners
rather than a thorough introduction to statistical theory.

A wide variety of books are available for further reference on the topics
discussed here. Many introductory statistics texts (Ross, 1998; Graybill,
1999) provide theoretical background, proofs, and further examples of these
concepts, and several books focus specifically on engineering applications of
probability and statistics (Walpole, 2002; Johnson, 1999; Montgomery, 2003).
Another useful category of reference book is the catalog of statistical distri-
butions. A compact and useful catalog is Evans, Hastings, and Peacock
(2000). The definitive and encyclopedic catalog of distributions is the set of
several volumes by N. Johnson, Kotz, and others.

This chapter starts with the concept of sample spaces and develops a
measure of probability. Next, random variables are introduced as convenient
tools for representing random quantities.

3.1 Measuring Probability of Events

The probability of an event A, denoted by P[A], is a real number between 0
and 1, representing the relative likelihood that event A happens. This section
covers the set theory necessary to talk about events, and the properties of the
probability function. Finally, this section develops formulas to solve
common sampling problems from finite and infinite populations.

3.1.1 Describing Collections of Events

An experiment, in a general sense, is any process with an uncertain result,
such as flipping a coin or measuring the diameter of a shaft.

An outcome is one specific result from an experiment.
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S

Figure 3-1 Sample Space of Outcomes from the Three-Coin Experiment

A sample space, denoted by S, is a set containing all possible outcomes for a
particular experiment. S may contain a finite or infinite number of outcomes.

An event is any subset of S.

The null event, denoted by � or { }, is the empty subset of S. The null event
never happens.

The certain event is the set of all outcomes in S. The certain event always happens.

Example 3.1

In one experiment, Susan flips a coin three times and observes whether the
“heads” or “tails” appears on the tops of the three coins. Assume that every flip
of a coin gives either an H or a T observation. Figure 3-1 illustrates a sample
space containing all eight possible outcomes. Any subset of S is an event. Here
are examples of events in this sample space S:

• Odd number of heads: A � {HTT, THT, TTH, HHH}
• At least two heads: B � {HHT, HTH, THH, HHH}
• Zero heads: C � {TTT}
• Edges: D � �

Venn diagrams are drawings representing sample spaces. Shapes within the
Venn diagram represent events. Figure 3-2 is an example of a Venn diagram.

The complement of an event A, denoted by , is the set of all outcomes not
in A. The shaded region in Figure 3-2 indicates the complement of event A.

The union of two events A and B, denoted by , is the set of all
outcomes in either A or B. The shaded region in Figure 3-3 indicates the
union of events A and B.

The intersection of two events A and B, denoted by , is the set of all
outcomes in both A and B. The shaded region in Figure 3-4 indicates the
intersection of events A and B.

Two events A and B are mutually exclusive if �. Figure 3-5
illustrates two mutually exclusive events.

A¨B �

A¨B

A´B

A
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Figure 3-5 Venn Diagram with Mutually Exclusive Events A and B
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Figure 3-4 Venn Diagram with the Intersection of Events A and B, , ShadedA¨B
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Example 3.2

Based on the events defined for Susan’s three-coin experiment:

• The complement of “at least two heads” is “one or fewer heads.” �
{TTT, TTH, THT, HTT}

• The union of “odd number of heads” and “at least two heads” is “one, two,
or three heads.” � {HTT, THT, TTH, HHT, HTH, THH,
HHH}

• The intersection of “odd number of heads” and “at least two heads” is “three
heads.” {HHH}

• “Odd number of heads” and “zero heads” are mutually exclusive, because
�

The following relationships are useful to convert unions into intersections.
This is helpful because in many cases, the probability of intersections is
easier to calculate than the probability of unions. These relationships are
known as DeMorgan’s laws:

Example 3.3

Based on the events defined for Susan’s three-coin experiment, verify one of
DeMorgan’s laws.

Solution:

� Not one, two, or three heads � {TTT}

� Not odd number of heads � {TTT, THH, HTH, HHT}

� Not two or more heads � {TTT, TTH, THT, HTT}

� {TTT} �

3.1.2 Calculating the Probability of Events

The probability function maps from the sample space S to the set of real
numbers . The probability of any event A is denoted by P[A]. A prob-
ability function is any function mapping S to and obeying the following
three axioms:

• , for any event A
• P [S] � 1

0  P[A]  1

t
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A´BA¨B

B

A

A´B

t
n

i�1
Ai � d

n

i�1
Ai

d
n

i�1
Ai � t

n

i�1
Ai

A¨C �

A¨B �

A´B

B



102 Chapter Three

• For any mutually exclusive events A and B, .
More generally, for any sequence of mutually exclusive events A1, A2, . . . ,
so that � for ,

The above three statements are called the axioms of probability. The prob-
ability function is defined by these three axioms.

3.1.2.1 Calculating Probability of Combinations of Events

The following laws of probability are useful for computing the probability
of complex events.

Example 3.4

Gene is investigating the possibility of redesigning a control valve to
eliminate the need for shimming to achieve the required flow accuracy.
Currently, there are two possible shim locations, A and B. 70% of the valves
require a shim at location A, 40% of the valves require a shim at location B,
and 20% of the valves require a shim at both locations. How many valves
require no shims?

Solution From the given information, P [A] � 0.7, P[B] � 0.4, and
.

The probability that no shims are needed is

Therefore, 10% of the valves require no shims.

The following inequalities are used to calculate approximate probabilities
for complex events, when the exact probabilities are difficult or impossible
to calculate:

Boole’s inequality: . In general,

P cd
n

i�1
Ai d  a

n

i�1
P[Ai]

P[A´B]  P[A] � P[B]

� 1 � s0.7 � 0.4 � 0.2) � 0.1

P :A´B; � 1 � P[A´B] � 1 � (P[A] � P[B] � P[A¨B])

P[A¨B] � 0.2

P[A´B] � P[A] � P[B] � P[A¨B]

P :A ; � 1 � P[A]

P cd
`

i�1
Ai d � a

`

i�1
P[Ai]

i 2 jAi¨Aj �

P [A] � P [B]P [A´B] �
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Bonferroni’s inequality: . In general,

Example 3.5

As Gene continues with his project, he calculates 95% prediction intervals for
four Critical To Quality characteristics (CTQs) of the control valve. Each pre-
diction interval is a range of values with 95% probability of including the true
value of the CTQ on any unit chosen at random. What is the probability that one
unit will have all four CTQs within their respective 95% prediction intervals?

Solution Let Ai be the event that CTQ i is inside Gene’s 95% prediction
interval, for i � 1, 2, 3, 4. Applying the Bonferroni inequality, a lower bound
for the probability that all CTQs are within their respective prediction intervals is

Therefore, the probability that all four 95% prediction intervals are true on the
same unit is at least 80%. An exact probability calculation is not possible
without more information.

3.1.2.2 Calculating Probability of Conditional Chains of Events

The conditional probability of B given A, denoted by , is defined by 

This is a way to calculate the probability of event B, given that event A has
already happened.

There are many situations where is easier to determine than
. In these cases, the definition of conditional probability can be

rearranged as

This useful relation is known as the chain rule, because it allows the prob-
ability of contingent events to be chained together to calculate their joint prob-
ability. The chain rule can easily be extended to chains of more than two events.

Example 3.6

Suppose a box of 100 gears contains 3 defective gears and 97 good gears. If an
assembly requires 2 gears from the box, what is the probability that 2 good
gears will be selected?

P [B¨A] � P [B ZA] 
 P [A]

P [B ¨A]
P [B ZA]

P [B ZA] �
P [B¨A]

P [A]

P [B ZA]

P ct
4

i�1
Ai d � a

4

i�1
P[Ai] � 3 � 4s0.95) � 3 � 0.8

P ct
n

i�1
Ai d � a

n

i�1
P[Ai] � sn � 1)

P[A¨B] � P[A] � P[B] � 1



104 Chapter Three

Solution Let A be the event that the first gear drawn from the box is good.
. Let B be the event that the second gear drawn from the box is

good. The probability of B depends on whether the first gear is good or
defective. If the first gear is good, there are 96 good gears among the 99
remaining in the box. So . Therefore, the probability of drawing
two good gears is

3.1.2.3 Calculating the Joint Probability of Independent Events

Two events A and B are independent events if .
This definition is usually applied to situations where events are assumed to
be independent. In this case, the probability of various combinations of inde-
pendent events is simply the product of the probabilities of the individual
events. Some books on quality engineering label this relationship the
“product rule,” although it is actually the defining relationship for inde-
pendent events.

If A and B are independent, then it is also true that and
. That is, if A and B are independent, and A is certain to

happen, this does not change the probability of B. Likewise, if B is certain
to happen, this does not change the probability of A.

If A and B are independent, then and B are independent, A and are
independent, and and are independent.

If A and B are not independent, then they are said to be dependent.

Example 3.7

Jerry, the reliability engineer, is performing a fault-tree analysis of a motor driver.
He has calculated that the probability of a failure in the power supply during the
warranty period is 0.02, and the probability of a failure in the control board during
the same period is 0.03. Assuming failures are independent of each other, what is
the probability that neither power supply nor control board will fail?

Solution A � power supply failure; P [A] � 0.02

B � control board failure; P[B] � 0.03

Neither A nor B �

� (1 � .02)(1 � .03) � 0.9506

P :A¨B; � P :A; 
 P [B] � s1 � P [A])s1 � P [B])

A¨B

BA
BA

P [B ZA] � P [B]
P [A ZB] � P [A]

P [A¨B] � P [A] 
 P [B]

P [B¨A] � P [A] 
 P [B ZA] �
97

100



96
99

� 0.9406

P [B ZA] �
96
99

P [A] �
97
100
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For any set of events to be independent, it is necessary that every subset of
two or more events within that set obeys the product rule stated in the def-
inition of independence. For example, if three events A, B, and C are inde-
pendent, then all four of the following relationships must be true:

When all these conditions are met, the set of events is said to be mutually inde-
pendent. Since all subsets of events must be independent, mutual independence
is a strong property. There are many examples of sets of events meeting some
but not all required conditions for mutually independent events.

Example 3.8

Consider a redundant control system with three processors, A, B, and C. What is
the probability that all three will fail at the same time, creating an unsafe situation?

Solution Solving this problem requires additional knowledge of how the
processors work together and what happens when one processor fails. In this
example, all processors are identical in design and manufacture. When the control
system is running, the three processors perform the same tasks in parallel, and
each processor monitors the actions taken by the other two processors, looking for
signs of a processor failure. For simplicity, assume that all failures are correctly
identified and the correct action is always taken in the event of a failure.

If three processors are running, and one fails, the remaining two processors will
continue operating the system, and alert the system operator that there is a
problem. It may take one hour or more before the operator can respond to the
alert. During this time, when two processors are running, if another processor
fails, the remaining processor will safely shut down the system.

Now suppose that the each processor has a failure rate of 1 
 10�6 failures per
hour, constant through its life. This means that P[A fails during any hour] �
P [B fails during any hour] � P [C fails during any hour] � 1 
 10�6.

The system is designed so that when all three are running, the processors can
fail or run independently of each other. Therefore, the probability that in any
pair of processors both fail during the same hour is the product of the individual
failure probabilities. P[A fails and B fails during the same hour] � 1 
 10�6


 1 
 10�6 � 1 
 10�12. The same statement is true for processors A and C,
and for processors B and C.

But once two processors fail, the system will safely shut down in a relatively
short time. Let’s say the shutdown process happens in 0.1 hour, and during this

P [B¨C] � P [B] 
 P [C]

P [A¨C] � P [A] 
 P [C]

P [A¨B] � P [A] 
 P [B]

P [A¨B¨C] � P [A] 
 P [B] 
 P [C]
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time, the remaining processor has a probability of failure of 1 
 10�7. Therefore,
use the chain rule to compute the probability of a triple processor failure.

P [triple failure] � P[first failure] 
 P[second failure | first failure ] 
 P [third
failure | first and second failures] � 1 
 10�6 
 1 
 10�6 
 1 
 10�7 �
1 
 10�19. This is less than the product of the three failure probabilities.

Because of the way this redundant system is designed, processor failures are
pairwise independent. However, they are not mutually independent because
the probability of a triple failure is not the product of the three individual
probabilities.

Independence is a concept generally used as an assumption to make joint
probability calculations easier. Independence is often assumed if scientific
knowledge of the system clearly indicates that events are unaffected by
other events.

3.1.3 Counting Possible Outcomes

To calculate probabilities for common sampling problems, it is necessary to
count the number of ways a set of k items can be selected from a larger set of
n items. This section presents counting rules for three situations: sampling
with replacement, ordered sampling without replacement, and unordered
sampling without replacement.

3.1.3.1 Counting Samples with Replacement

When sampling with replacement, an item is chosen from a population,
processed, and then returned to the population before the next item is
chosen. If the population has n items, there are n possible choices for each
selection. If k selections are made, then a total of nk samples are possible.

It is possible that a single item may be chosen more than once for the
sample. It is also possible to draw a sample larger than the population, that
is, k > n. This may seem an odd way to draw a sample, but it is quite
common. There are sampling situations where the item sampled must be
returned to the population immediately. For example, a study of efts (baby
newts) in a lake might be conducted by catching an eft, measuring it, and
releasing it. Because efts are small and slimy, they resist marking. So there
is no way to be sure that the same eft does not appear twice in the sample. 

Example 3.9

Tina is studying repeat failures suffered by a modular system containing
16 modules. She is looking closely at systems with a history of three or
more failures, and wants to see if the failure history has unusual patterns.
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Each module could fail more than once. How many possible sets of three
failures could be seen among the 16 modules?

Solution n � 16, k � 3. nk � 163 � 4096 possible sets of 3 modules chosen
from the 16 modules with replacement.

Another application of sampling without replacement occurs in the statistical
technique called resampling, or bootstrapping. In resampling, a dataset rep-
resents a sample from some population. The sample dataset is itself sampled
with replacement to generate examples of what the original population may
have been like. By calculating characteristics of these resampled sets, a wide
variety of population characteristics may be estimated that might otherwise
be impractical to calculate. Resampling statistics are free of the assumption
that the population is normally distributed, as required by most common
inference techniques.

3.1.3.2 Counting Ordered Samples without Replacement

Sampling without replacement is the process of selecting items from a pop-
ulation without returning them to the population. Using this procedure, it is
not possible to draw a sample larger than the population.

An ordered sample is one where the order in which the items are selected
for the sample is important. For ordered sampling, the sample {item 1, item 2}
is counted as a different sample from {item 2, item 1}. Each of these ordered
subsets is called a permutation. For a specific example, {Oklahoma, Texas,
Montana} is one permutation of the set of states of the United States.
{Texas, Montana, Oklahoma} is a different permutation.

The first item selected from a population of size n has n possibilities. The
second item chosen has n � 1 possibilities, and so on. Therefore, the
number of ordered samples of size k that can be chosen from a population
of size n is . This is called the number of per-
mutations of k items chosen from n, denoted as nPk.

To express this more concisely, we need to use factorial notation. The
factorial of a nonnegative integer n, denoted by n!, is defined as follows:

Therefore, the number of permutations of k items chosen from a set of n is

nPk �
n!

(n � k)!

n! � • 1, n � 0

q
n

i�1
i, n � 0, n integer

n(n � 1)c(n � k � 1)
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Example 3.10

Tina is still studying the failure history of a modular system with 16 modules.
She is now considering whether the failure of one module might cause the later
failure of a different module. So it is important to consider the order in which
modules fail. Considering only cases where three different modules have failed,
how many different permutations of three modules could fail from the system
of 16 modules?

Solution

3.1.3.3 Counting Unordered Samples without Replacement

The most common sampling situation in an industrial setting is unordered
sampling without replacement. Using this procedure, k items are selected
from a population of n items without replacing any of the items selected.
The k items in the sample are evaluated without any regard to the order in
which they were chosen. Any unordered subset of the population is called a
combination. So {item 1, item 2} is considered to be the same combination
as {item 2, item 1}. Out of the set of states of the United States, any per-
mutation of {Oklahoma, Texas, Montana} is considered to be the same
combination.

It should be clear that for the same n and k, the number of combinations is no
smaller than the number of permutations. In fact, for each combination, there
are k! permutations determined by rearranging the order of the items selected.
Therefore, the number of combinations is the number of permutations divided
by k! The number of combinations of k items selected from a population of n
items is denoted by nCk or . Therefore,

Example 3.11

Once again, Tina is studying failure patterns in a modular system. How many
combinations of three modules from a system with 16 modules could
experience failures?

Solution

16C3 � a16

3
b �

16!
(16 � 3)! 3!

�
16 
 15 
 14

3 
 2
� 560

nCk � an
k
b �

n!
(n � k)!k!

Ank B

16P3 �
16!
13!

� 16 
 15 
 14 � 3360
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The following properties of combinations operators are useful to remember,
and will simplify many calculations:

The last formula calculates how many pairs may be selected from a set of
size n. For example, how many different scatter plots can be constructed
from a set of 10 variables? The answer is (10 
 9)/2 � 45, assuming each
pair of variables is plotted only once.

3.1.4 Calculating Probabilities for Sampling Problems

This section presents probability formulas for three common sampling sit-
uations in Six Sigma and DFSS projects: sampling from a finite population,
from a population with constant probability of defects, and from a continuous
medium. To make these calculations easier, this section first develops the
special case of equally likely sample spaces.

3.1.4.1 Calculating Probability Based on a Sample Space of Equally
Likely Outcomes

Consider a sample space S containing a number of outcomes that we assume
to be equally likely. This situation is very useful for calculating the prob-
ability of outcomes from a game of chance or from a sampling situation.

If S contains n equally likely outcomes, and event A contains k outcomes, then

Example 3.12

If Susan flips one fair coin, and observes whether heads or tails is on top, the
sample space contains two equally likely outcomes: {H, T}

In this sample space, P [H] � P [T] � .

If Susan flips one fair coin three times, the sample space containing eight
equally likely outcomes is shown in Figure 3-1. Based on the equally likely

1@2

P[A] �
k
n

an
2
b � a n

n � 2
b �

n(n � 1)
2

an
1
b � a n

n � 1
b � n

an
0
b � an

n
b � 1
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Zero heads One head

Two heads Three heads

S∗

Figure 3-6 Alternate Sample Space for the Three-Coin Experiment. These
Outcomes are not Equally Likely

sample space S, the probability of three heads is P[HHH] = 1/8. Also, the
probability of two heads is 

Consider an alternate sample space S* for the three-coin experiment, pictured in
Figure 3-6. If the four outcomes in S* were equally likely, then P[three heads] �
P [two heads] � . But the outcomes listed in S* are not equally likely, so these
probabilities are wrong.

How do we know that S is an equally likely sample space, and not S*? This comes
from our knowledge of the process that creates the randomness in this experiment,
specifically, flipping a single fair coin. In this experiment, Susan flips three coins.
There is only one way to have an outcome of three heads, and that is for all three
coins to land heads up. But, there are three ways to have an outcome of two heads,
because any one of the three coins could land tails up. Therefore, two heads is
three times as likely as three heads. This knowledge of how the system works
supports the claim that S is the equally likely sample space.

Example 3.13

In a simple game of blackjack, you are playing with one standard deck of 52
cards. In one hand, you have a 9 and a 7, for a total of 16 points. The dealer has
an 8 showing. If you say, “hit me,” and the dealer gives you an Ace, 2, 3, 4, or
5, you might win the hand. If the card is 6 or higher, you lose the hand. What is
the probability of losing on the next card if you say, “hit me?”

Solution Out of the 52 cards, you know where three of them are. The dealer has
a hole card, but you do not know what that card is. Therefore, the next card you
receive could be any one of the other 49 cards you do not see, with equal prob-
ability. This is a sample space with 49 equally likely outcomes. In 29 of these
outcomes, you lose. There are 32 total cards between 6 and King, any of which
would cause you to lose. But, three of these cards, the 7 and 9 you hold, plus
the dealer’s 8, will not be dealt to you because they are already showing. So the
probability of losing on the next card is 29/49 = 0.592.

3.1.4.2 Calculating Sampling Probabilities from a Finite Population

Suppose n items are selected at random from a finite population of N items.
If the population consists of D defective items, and N–D nondefective

1@4

P[HHT�́ HTH�́ THH] � 3/8.
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Population of N items

D
Defective

items

N – D
Nondefective

items

Sample of n items

x
Defective

items

n – x
Nondefective

items

Figure 3-7 Selection of a Sample from a Population with N Items, Including D
Defective Items

items, what is the probability that the sample will contain exactly x defective
items and n � x nondefective items?

This problem has a sample space S with equally likely outcomes. Each
possible combination of n items selected from the population of N items is
equally likely. These are unordered samples without replacement, so there
are a total of possible sampling outcomes. Therefore, the denominator  
of the probability formula is .

To calculate how many of the possible samples contain exactly x defective
items and n � x nondefective items, think of the sample as two samples—
one sample from the subpopulation of defective items, and one sample
from the subpopulation of nondefective items. Figure 3-7 illustrates this
concept. With this in mind, there are ways to pull the defective portion
of the sample. For each of the possible defective portions of the sample, there are

ways to pull the nondefective portion of the sample. Putting it all
together, the probability that the sample will contain exactly x defective items is 

This probability model is known as the hypergeometric distribution. There
are constraints on the terms in this expression to assure that the sample is
possible. N, D, n and x must be nonnegative integers, such that

, and , and . If any of
these constraints are not met, the probability is zero.

0  n � x  N � D0  x  D0  x  n  N

ADx B AN � D
n � x B
ANn B

AN � D
n � x B

ADx B

ANn B
ANn B



112 Chapter Three

Example 3.14

Ashok is investigating problems with a friction disk used in a clutch
assembly. Approximately 4% of the friction disks have a defect causing over-
heating and early clutch failure. As part of his Black Belt project, Ashok is
calculating the cost impact of the problem. A clutch assembly requires five of
the friction disks, which are shipped in boxes of 50 disks. If a clutch is
assembled with one or more defective disks, it will fail. Suppose a new box
of 50 disks contains two defective disks, and a clutch is assembled with five
disks chosen from this box. What is the probability that the clutch will contain
one or more defective disks?

Solution This is a finite population sampling problem, where the population
has 50 disks, including two defective ones. There are two possible outcomes
resulting in a defective clutch; the clutch could have one defective disk or two.
Since these are mutually exclusive events, the probabilities add.

An alternate, easier way to solve this problem is to recognize that a
defective clutch occurs when more than zero defective disks are used.
Ashok can calculate the probability of selecting zero defective disks and
subtract this from one. This gives the probability of selecting one or more
defective disks.

The logical process of calculating sampling probabilities from finite popu-
lations can be extended to cover more complex situations, where there are
several categories to be sampled from. In all these situations, the
denominator is the total number of outcomes. The numerator is the product
of the counts of each of the component samples leading to the outcome of
interest.

Example 3.15

In a poker game, you are dealt five cards at random from a standard 52-card
deck. What is the probability of being dealt three of a kind? 

� 1 � 0.80816 � 0.19184

� 1 �
A20 B A50 � 2

5 � 0 B
A50

5 B

P[�1 defective disk] � 1 � P[0 defective disk]

� 0.18367 � 0.00816 � 0.19184

�
A21 B A50 � 2

5 � 1 B
A50

5 B �
A22 B A50 � 2

5 � 2 B
A50

5 B

P[defective clutch] � P[1 defective disk] � P[2 defective disks]
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The denominator of the probability formula is , which is the total number
of poker hands. Each of these 2,598,960 hands is equally likely. The numerator
of the probability is computed in steps as follows:

1. From 13 ranks in the deck of cards, choose one rank for the three of a kind.
There are 13 possibilities for this selection.

2. From four cards at that rank, choose three. There are combinations for
this selection.

3. The fourth card must come from one of the other 12 ranks, so there are 48
possibilities for the fourth card.

4. The fifth card must come from one of the other 11 ranks. We must exclude
the rank of the fourth card, because if the fourth and fifth cards are the same
rank, the hand would be a full house, not three of a kind. So there are 44
choices for the fifth card in the hand.

Putting it all together:

3.1.4.3 Calculating Sampling Probabilities from Populations
with a Constant Probability of Defects

Many probability models are based on the concept of a Bernoulli trial. A
Bernoulli trial is a simple experiment with these characteristics:

• Each Bernoulli trial has only two outcomes that could represent pass/
fail or yes/no.

• In an experiment with multiple Bernoulli trials, the probability of each
of the outcomes is the same in every trial.

• In an experiment with multiple Bernoulli trials, all trials are mutually
independent.

A very common example of Bernoulli trials happens when parts are chosen
from an infinite population of parts. Suppose that a part selected from a pop-
ulation of parts is either defective or nondefective. Also, when physically inde-
pendent parts are selected from an infinite population, we assume that defects
in parts are mutually independent. Finally, let the probability of selecting a
defective part be �. This satisfies the conditions for Bernoulli trials.

If n parts are selected from the infinite population, what is the probability of
selecting exactly x defective parts? This situation has n Bernoulli trials with
a constant probability of selecting a defect, π. Since the trials are independent,
the joint probabilities are products of individual probabilities. Each possible
sample with x defective parts and n – x nondefective parts has a probability

P[3 of a kind] �
13 
 A43 B 
 48 
 44

A52
5 B � 0.04226

A43 B

A52
5 B
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of �x(1 � �)n�x. Also, there are combinations of samples of size n with
x defects.

Therefore, the probability that a sample of size n from a population with a
constant probability of defects � will have exactly x defects is 
. This probability model is known as the binomial distribution.

Example 3.16

As Ashok continues his project investigating defective friction disks, he finds
out that disks are unpacked and stored in a bin at the workstation; they are not
selected directly from the box of 50 disks. Therefore, he now assumes that the
probability of selecting a defective disk is a constant � � 0.04. Since the clutch
assembly requires n � 5 disks, what is the probability that a clutch will have at
least one defective disk?

Solution If the clutch has at least one defective disk, it could have one, two,
three, four, or five defective disks. This probability is the sum of five binomial
probability expressions, one for each of the possibilities. Ashok could calculate
each of these five probabilities and add them together. A much simpler approach
is to recognize that at least one defect is the complement of zero defects.

Whenever parts are sampled from a finite population, the probabilities of
selecting a defect change each time a part is selected. The hypergeometric dis-
tribution provides the exact answer to finite population sampling problems.
However, when the population is much larger than the sample, the change in
probabilities is small, and the binomial distribution is an acceptable approx-
imation. As a rule of thumb, when the population is at least 10 times larger
than the sample, the binomial distribution may be used for finite population
sampling problems. When the population size is exactly 10 times the sample
size, Examples 3.14 and 3.16 illustrate how close the answers are.

Other problems relating to Bernoulli trials often arise in Six Sigma projects.
Here is a list of some probability models based on Bernoulli trials:

1. In a sample of one single part, either x � 0 or x � 1 parts will be
defective. The probability function for x is . This prob-
ability model is known as the Bernoulli distribution, and it is a special
case of the binomial distribution with n � 1.

2. The probability that x nondefective parts will be selected before the
first defective part is . This formula represents the probability
of one defect following x nondefects. This probability model is known

�(1 � �)x

�x(1 � �)1�x

P[ �1 defect] � 1 � P[0 defect] � 1 � a5
0
b 0.040(1 � 0.04)5�0 � 0.18463

Anx B�x(1 � �)n�x

Anx B



Describing Random Behavior 115

as the geometric distribution. The average of a geometric random
variable is . (Therefore, the average number of parts selected
before and including the first defective part is .) This distribution has a
property known as “lack of memory.” Regardless of the history of past
defects in a series of Bernoulli trials, the number of nondefective parts
to be selected before the next defective part has the same distribution.
Another example of this property is in games of chance, such as
lotteries. The probability of winning the lottery on each play is the same,
regardless of how many times the player has won or lost in the past.

3. The probability that x nondefective parts will be selected before the r th
defective part is . This formula represents the
probability of selecting r defects and x nondefects. One of the defects
must lie at the end of the sequence, but the r � 1 previous defects could
be located anywhere in the x � r � 1 trials before the r th failure. This
accounts for the combinations operator. This probability model is known
as the Pascal distribution. In a more general form that accepts non-
integer values of r, the model is known as the negative binomial dis-
tribution. The average value of a Pascal or negative binomial random
variable is .

3.1.4.4 Calculating Sampling Probabilities from a Continuous Medium

In many situations, defects or other events may be found in a continuous
medium, such as time or space, which cannot be broken into discrete units or
items. Examples include defects in a sheet of film, finish flaws on an automobile,
telephone calls per hour, or web site hits per day. In each of these cases, it is
possible to have more than one defect or event of interest per unit of media.

When counting defects or events in a sample from a continuous medium,
suppose � is an average number of defects expected in sample, and the defects
occur independently from each other. The probability of observing exactly x
defects in the sample is . This formula is known as the Poisson distribution.

Example 3.17

As part of the team designing a fault-tolerant control system, Jerry has predicted
that failures will occur at a rate of 30 failures per million hours. Assume that if
any one failure happens, it will be detected and repaired within 24 hours. If a
second failure happens before the first failure is repaired, the system will shut
down unexpectedly, causing great damage. What is the probability that a second,
independent failure will happen less than 24 hours after the first failure?

Solution Since failures are independent, the probability of a second failure
happening within 24 hours of the first failure is the same as the probability of

e
��

�
x

x!

r A1� � 1 B

Ax � r � 1
r � 1 B�r(1 � �)x

1
�

1
� � 1
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Table 3-1 Calculation of Cumulative Probability of Failures

Cumulative
Failures Calculation Probability Probability

0 0.7689 0.7689

1 0.2021 0.9710

2 0.0266 0.9976
e�0.26280.26282

2!

e�0.26280.26281

1!

e�0.26280.26280

0!

any failure happening in any 24 hour period. To calculate this, we calculate the
probability of zero failures in 24 hours and subtract this from 1.

An important customer for this product will be installing it at a base in
Antarctica. If a failure happens, the customer plans to safely shut down the
process being controlled and replace the controller with a new one. Since
supplies are replenished only once per year, the customer wants to have 99%
confidence that any failures will be covered by spares on hand. How many
spares are needed?

One year contains 365 
 24 � 8760 hours. The expected failures per year are
30 
 10�6 
 8760 � 0.2628. Table 3-1 summarizes the calculations of
cumulative probability for 0, 1, and 2 failures.

The probability of two failures or fewer is 0.9976. Therefore, the customer
has more than 99% confidence that two spares will be adequate.

3.2 Representing Random Processes by Random Variables

Random variables provide a symbolic representation for measurements of
random processes. As shown in the previous section, some probability
problems can be directly analyzed without using random variables, but
many cannot. The algebraic framework of random variables provides

� 1 �
e�0.000720.000720

0!
� 0.0007197

P [�1 failure in 24 hours] � 1 � P[0 failure in 24 hours]

� � 30 
 10�6 failures
hour 
 24 hours � 0.00072
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H,H,H

H,H,T

H,T,H

H,T,T T,H,H

T,H,T

T,T,H

T,T,T

S

P(each outcome listed) = 1/8

0 1 2 3
P(X = x) 1/8 3/8 3/8 1/8

x:

Figure 3-8 A Random Variable is a Mapping from a Sample Space onto the Real
Number line. Here, a Random Variable X Represents the Number of Heads Showing
in the Three-Coin Experiment

tremendous flexibility to model random processes encountered in Six Sigma
projects and throughout the disciplines of engineering.

3.2.1 Describing Random Variables

A random variable is a mapping from a sample space S into the space of
real numbers . The probabilities associated with events in S are likewise
associated with values or ranges of values in the random variable.

In this book, a random variable is denoted by a capital letter, such as X, and
values of the random variable are denoted by small letters, such as x.

Example 3.18

Susan flips three coins and counts the number of heads facing up. S is a sample
space containing the eight possible outcomes. If the coins are all fair, there are
eight equally likely outcomes, each with a probability of 1/8. Describe a
random variable representing the number of heads.

Solution Let X be a random variable representing the number of heads
appearing on top of three flipped coins. X has four possible values, 0, 1, 2, and 3.
Figure 3-8 illustrates the random variable X as a mapping from S to . Each of
the possible outcomes in S is mapped to a number on the number line. Each
number x on the number line has a probability indicated by P [X � x] in the
figure. There are three ways to flip three coins and have one head facing up, so
the probability of one head is 3/8, and P [X � 1] � 3/8.

The table of possible values of X and the probabilities associated with each
value is a complete description of the random variable.

t

t
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3.2.2 Selecting the Appropriate Type of Random Variable

The support of a random variable is the set of values for which the random
variable has positive probability. In the previous example, the support of the
random variable counting the number of heads in three coin flips is the set
{0, 1, 2, 3}.

If the support of a random variable is a countable set of values, the random
variable is a discrete random variable. The previous example illustrates a
discrete random variable. All the discrete random variables discussed in this
book have their support contained in the set of nonnegative integers. For
some discrete random variables, the support could be a countable infinite
set, such as {0, 1, 2, . . .}.

If the support of a random variable is a range of real numbers, the random
variable is a continuous random variable. Most physical quantities can be rep-
resented as continuous random variables. Continuous random variables have
probability mass spread throughout a range of values instead of concentrated
at points. Therefore, a continuous random variable has zero probability of
assuming any single value. In symbols, P [X � x] � 0 for any value x of a
continuous random variable X. Probabilities for continuous random variables
must be expressed in terms of ranges of values, for instance P [X  x].

Some random variables are mixtures of discrete and continuous, and some are
none of the above, for lack of a better description. Since these types of random
variables rarely occur in Six Sigma projects, they will not appear further in this
book. The only random variables in this book will be real-valued continuous
random variables or nonnegative integer-valued discrete random variables.

3.2.3 Specifying a Random Variable as a Member
of a Parametric Family

Many types of random variables occur frequently in different problems. For
convenience, many families of random variables have been defined because
they relate to common types of random events. Each family of random
variables has parameters used to identify specific members of the family.
Therefore, we refer to these collections of similar random variables indexed
by parameters as parametric families of random variables.

For example, when Susan flips three coins and counts the number of heads
facing up, this is an example of a member of the binomial parametric family
with parameters n � 3 and � � 0.5. The parameter n represents the number
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of Bernoulli trials, and � represents the probability of one specific outcome
of each trial. As a shorthand notation, we can write that X ~ Bin (n, �),
where ~ means “is distributed as.”

When referring to a random variable that is a member of a named parametric
family, the name of the family can be used to modify the terms “random
variable” or simply, “distribution.” So a member of the binomial parametric
family of random variables can be called a binomial random variable, or
simply a binomial distribution. Because this chapter emphasizes the role of
parameters, “parametric family” is used most often. Later in the book, as
recipes for various techniques are presented, the more common “distribution”
is used.

Here is a partial list of parametric families of random variables featured in
this chapter’s examples:

• Discrete parametric families of random variables: 
� X ~ Bern (�)—Bernoulli random variable is the result of a single

Bernoulli trial. X � 1 with probability � and 0 otherwise.
� X ~ Bin (n, �)—Binomial random variable representing the number

of events in a sequence of n Bernoulli trials, where the probability of
an event in a single trial is �.

� X ~ Geom (�)—Geometric random variable representing the
number of non-events before the first event in a sequence of Bernoulli
trials, where the probability of an event in a single trial is �.

� X ~ NB (r, �)—Negative binomial or Pascal random variable rep-
resenting the number of nonevents before the r th event in a sequence
of Bernoulli trials, where the probability of an event in a single trial
is �.

� X ~ Pois (�)—Poisson random variable representing the number of
events occurring in a sample from a continuous medium, where � is
the expected number of events per sample.

• Continuous parametric families of random variables:
� X ~ N(�, �2)—Normal or Gaussian distribution with mean � and

standard deviation �. This random variable has a symmetric bell-
shaped distribution. Values of a normal random variable have a
0.9973 probability of being within three standard deviations of the
mean, that is: P[� � 3� < X < � � 3�] � 0.9973. However, any
real number is a possible value of a normal random variable.

� X ~ Unif (a, b)—Uniform random variable with minimum value a
and maximum value b. This random variable has an equal probability
of assuming any value within the range (a, b), and zero probability
of assuming any value outside that range.
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3.2.4 Specifying the Cumulative Probability of a Random Variable

Random variables have probabilities associated with their values, so we
need tools to express those probabilities. For any random variable X, the
cumulative distribution function (CDF), denoted by FX(x), is defined as

The CDF of any random variable X has the following properties:

FX is monotonically nondecreasing. That is, for any ,

The CDF is used to describe both discrete and continuous random variables.
The following two examples illustrate both types.

Example 3.19

In Susan’s three-coin experiment, X is a discrete random variable representing
the number of heads facing up. The CDF of X is

Figure 3-9 shows a graph of FX(x). For any discrete random variable, the CDF
consists of steps located at each of the values with nonzero probability.
Between steps, the CDF is flat. Note that the value of the CDF at each of these
points includes the probability at that point. In Figure 3-9, the fat dot at the left
end of each flat segment is a reminder of this fact.

In the above example, the number of heads facing up is a binomial random
variable. Specifically, X ~ Bin (3, 0.5). The CDF of any binomial random
variable with parameters n and � is:

The parameters n and � are listed as auxiliary arguments to the CDF, after
a semicolon, because this formula describes a generic CDF applying to the
parametric family of binomial random variables. The parameters may be
listed in this way when the CDF describes a parametric family.

FX(x; n, �) � a
x

i�0
an
i
b�i(1 � �)n�i

FX(x) � P[X  x] � f0, x � 0
1
8, 0  x � 1
1
2, 1  x � 2
7
8, 2  x � 3

1, x � 3

FX(a)  FX(b)
a  b

FX(`) � 1
FX(�`) � 0

FX(x) � P[X  x]
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Note that F(x; n, �) is defined for all real x, even though this discrete
random variable has a support set including only certain integer values.
Since x is the upper limit of the sum operator, it is understood that the sum
is zero if x < 0. Also, if x is not an integer, the last term in the sum is 
the greatest integer less than or equal to x. These conventions should be
understood for all CDFs of discrete random variables.

Example 3.20

The critical diameter of a new shaft has a tolerance of 0.750 – 0.755. Ted, a
manufacturing engineer, has no prior data or other information about the dis-
tribution of this diameter. For his analysis of tolerance effects, Ted assumes that
the diameter is equally likely to be any value between 0.750 and 0.755. This is
called a uniform distribution. If X is a random variable representing the shaft
diameter, then X ~ Unif (0.750, 0.755). The CDF of X is

Figure 3-10 is a graph of the CDF of X. For any continuous random
variable, the CDF is a continuous nondecreasing function, without any dis-
continuities.

As a more general solution for the above example, if , then
the CDF of any uniform random variable with parameters a and b is

FX(x; a, b) � d 0, x � a

x � a
b � a

, a  x � b

1, x � b

X , Unif(a, b)

FX (x) � P [X  x] � µ 0, x � 0.750

x � 0.750
0.005

, 0.750  x � 0.755

1, x � 0.755

i � :x;,

0 1 2 3

0.25

0.50

0.75

1.00

x

FX(x)

Figure 3-9 Cumulative Distribution Function (CDF) of the Number of Heads in the
Three-Coin Experiment
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0.755

Figure 3-10 CDF of Shaft Diameter, Uniformly Distributed Between 0.750
and 0.755

The normal (or Gaussian) random variable is the most commonly used
parametric family. It is so common that it has its own letters (N and Z) reserved
for it. If X is a normal random variable with mean � and standard deviation �,
we can abbreviate this by the notation . Note that the second
parameter is the variance, not the standard deviation. Since engineers most often
use standard deviation as a measure of variation, it is a common mistake to mis-
understand this notation by using the standard deviation in place of the variance.

Often problems involving normal random variables are easier when we
standardize the parameters, so that the mean is 0 and the standard deviation
is 1. If , then define a new random variable Z by the function

. Z is called a standard normal random variable. Z has mean of 0
and a standard deviation of 1, so Z has no parameters.

The CDF of X, a normal random variable, has this form

.

The CDF of Z, the standard normal random variable, has a simpler form,
with a special symbol � assigned to it.

These integrals cannot be calculated directly. Values of the standard normal
CDF must be looked up in tables, or provided by computer functions.
Microsoft Excel calculates normal CDF values for any mean and standard
deviation with the NORMDIST function. Standard normal CDF values are
calculated with the NORMSDIST function.

FZ (x) � �(x) � 3
x

�`

1

22�
expa�x 2

2
bdx

FX(x; �, �2) � 3
x

�`

1

�22�
expa�(x � �)2

2�2 bdx

Z �
X � �

�

X , N(�, �2)

X , N(�, �2)
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Example 3.21

Eric, a power supply engineer, needs to know how much variation in frequency
to expect from a pulse-width modulator chip. Based on the manufacturer’s
specifications, he expects an average frequency of 100 kHz, with a standard
deviation of 5 kHz. Eric assumes that the frequency is a normal random
variable.

If the frequency drops below 90 kHz, the transformer may start to saturate,
increasing losses. What is the probability that the frequency will be less than 90
kHz? What is the CDF of X?

Solution Since X is assumed to be normally distributed with mean 100 kHz and
standard deviation 5 kHz, X ~ N(100 kHz, [5 kHz]2). The probability that the
frequency will be less than 90 kHz is . To
calculate this probability, Eric types this formula into a cell in an Excel worksheet:
=NORMDIST(90,100,5,1). The first three arguments of the NORMDIST
function are the value, the mean, and the standard deviation. The fourth parameter
in the NORMDIST function must be 1 to calculate the cumulative probability.
NORMDIST(x, �, �, 1) returns P [X < x] when X ~ N(�, �2).

When Eric enters the formula =NORMDIST(90,100,5,1) into an Excel
worksheet, the value returned by the formula, 0.02275, is the probability that
the frequency is less than 90 kHz. Figure 3-11 is a plot of the CDF of X, created
in Excel using the NORMDIST function. The approximate probabilities of
being less than any frequency can be read from this plot.

P [X � 90] � FX (90; 100, 52)
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Figure 3-11 CDF of Oscillator Frequency, Normally Distributed with mean 100 kHz
and Standard Deviation 5 kHz
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Figure 3-12 Probability Mass Function (PMF) of the Number of Heads in the
Three-Coin Experiment

An alternate way to perform this calculation is to realize that is the
standard normal random variable. The solution can be calculated as

. In Excel, the formula =NORMSDIST((90-100)/5)
returns the same answer, 0.02275.

3.2.5 Specifying the Probability Values of a Discrete Random Variable

For any discrete random variable X, the probability mass function (PMF),
denoted by fX(x), is defined as:

The PMF has positive values only at the discrete points where X has
positive probability. Elsewhere, fX(x) � 0.

Example 3.22

X is the number of heads facing up after flipping three coins. The PMF of X is

Figure 3-12 is a graph of the PMF of random variable X.

The above example represents a binomial random variable with parameters
n � 3 and � � 0.5. The generic PMF for a binomial random variable is

fX(x; n, �) � an
x
b�x(1 � �)n�x

fX (x) � d 1
8, x � 50, 36
3
8, x � 51, 26
0, elsewhere

fX(x) � P[X � x]

P[X � 90] � � A90 � 100
5 B

Z �
X � 100

5
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Figure 3-13 PMF of a Poisson Random Variable with � � 0.2628

When expressing a PMF of a parametric family, it is customary to list the
parameters as auxiliary parameters to the function, after a semicolon.

Example 3.23

Jerry predicts that a new control system will have 30 failures per million hours.
Since the system will be operated 24 hours per day, he expects � � 0.2628
failures per year. Let X be a random variable representing the number of
failures per year. X is a Poisson random variable, with parameter � and the
following probability mass function:

Figure 3-13 is a graph of the PMF for this random variable. There is no upper
limit to the number of possible failures that could happen, although the proba-
bilities of large numbers of failures are very small.

3.2.6 Specifying the Probability Density of a Continuous Random
Variable

Continuous random variables require a different approach to expressing their
probabilities, since the probability that a continuous random variable
assumes any particular value is always zero. Instead, probability is expressed
in terms of ranges or sets of real numbers.

The probability density function (PDF) of a continuous random variable X,
denoted by fX(x), is a nonnegative function with this property for any set B
of real numbers:

P [X � B] � 3
B

fX(x)dx

fX (x; �) � P [X � x] �
e���x

x!
�

e�0.26280.2628x

x!
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More specifically, for any range of real numbers (a, b),

In other words, the area under the function fX(x) between a and b is the
probability that X assumes a value between a and b.

For any continuous random variable X, the PDF and CDF are related in
this way:

Since the total probability for any random variable must be one, the total
area under the PDF function must also be one.

Example 3.24

The critical diameter of a new shaft has a tolerance of 0.750 – 0.755. For his
analysis, Ted assumes that the probability distribution for the diameter is
uniform between the tolerance limits. If X represents the diameter, the PDF
fX(x) must have a rectangular shape between 0.750 and 0.755. Since the total
area under fX(x) must be 1, the height of the rectangle is .
Therefore, the PDF of X is

Figure 3-14 is a graph of the PDF of this random variable.

The generic PDF of a uniform random variable is:

fX(x; a, b) � c 1
b � a a � x � b

0 otherwise

fX (x) � • 0, x � 0.750

200, 0.750 � x � 0.755

0, x � 0.755

1
.755 � .750 � 200

P [�` � X � `] � 3
`

�`
fX(x)dx � 1

fX(x) �
dFX(x)

dx

FX (b) � 3
b

�`

�fX(x)dx

P[a � X � b] � 3
b

a
�fX(x)dx
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Figure 3-14 Probability Density Function (PDF) of Shaft Diameter, Uniformly
Distributed Between 0.750 and 0.755
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Figure 3-15 PDF of a Triangular Random Variable Between 1000 and 3000, with
1500 as the Most Likely Value

Example 3.25

Fred is developing a model to predict the impact of a DFSS project, and he
requested sales projections from the marketing engineer. The best prediction
available suggests that annual sales will be between 1000 and 3000 units, with
1500 units being the most likely volume. To model the sales volume with this
information, Fred selects a triangular distribution, graphed in Figure 3-15. The
maximum value of the PDF is determined by calculating the total area under
the PDF, which must be 1, and solving for the height.

The PDF for this triangular distribution can be expressed as

fX (x) � e0.001 

x � 1000

500
1000 � x � 1500

0.001 

3000 � x

1500
1500  x � 3000

0, otherwise

1 �
1
2

 (1500 � 1000)h �
1
2

 (3000 � 1500)h

1 � 1000h

h � 0.001
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Figure 3-16 PDF of Oscillator Frequency. The Shaded area Represents the Probability
that the Frequency will fall below 90 kHz
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Example 3.26

In his power supply design, Eric needs to understand the distribution of the
clock frequency, represented here by X. Based on information from the con-
troller manufacturer, X is believed to be normally distributed with mean value
100 kHz and standard deviation 5 kHz. The PDF of a normal random variable
is calculated by the formula:

This formula can be calculated directly, or by using functions in Excel and
MINITAB. In Excel, the normal PDF is calculated by the NORMDIST
function with 0 as the fourth parameter. Figure 3-16 graphs the normal PDF
with a mean of 100 kHz and a standard deviation of 5 kHz. In Figure 3-16, the
area below the curve and less than 90 kHz is shaded. This shaded area rep-
resents the probability that the frequency will be below 90 kHz, causing
problems for other parts of the system.

The value of the PDF for any continuous random variable fX(x) is determined
so that the total area under the curve is 1. Therefore, as the standard deviation
of X gets larger, the value of fX (x) gets smaller. For this reason, the actual
value of fX (x) is often hard to interpret. The examples before illustrate the
wide range of density function values. The area under the PDF represents

fX (x; �, �2) �
1

�22�
exp a�(x � �)2

2�2 b
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probability, not the value of the function itself. Therefore, the values on the Y
scale of plots of fX(x) are often omitted, just to reduce confusion that might
be caused by these numbers with no apparent importance to the problem at
hand. These values were included in the figures in the above examples, but
future graphs of PDFs in this book will omit the values on the Y scale.

3.3 Calculating Properties of Random Variables

This section defines selected mathematical properties of random variables.
These properties are widely used in engineering, science, and business
applications to summarize the behavior of random variables.

Two categories of properties are presented here. The first category is based
on the expectation or average value of a random variable. The expectation
of a random variable is a moment, analogous to the center of gravity, a
moment of a physical system. Properties involving expectations are called
moment-based properties.

The second category of properties is based on quantiles, which are values of
the random variable associated with specified probabilities. For example,
the median, which divides a random variable into two equally likely halves,
is the 0.50 quantile. 

3.3.1 Calculating the Expected Value of a Random Variable

Just as a sample mean provides a measure of the location of a dataset,
expectation provides a measure of location for a random variable. Expectation
is an important concept used frequently in this book. Expectation is defined
differently for discrete and continuous random variables, only because
discrete and continuous random variables use different functions to express
their probability values. Even so, the interpretation of expectation is the same
in all cases.

A physical analogy helps to understand the concept of expectation. If the
probability distribution of a random variable were a set of physical masses
spread out on a line in space, the expectation would be the center of gravity
of that set of masses.

Example 3.27

In a well-known game, five six-sided dice are rolled. Suppose a player needs
sixes. What is the expected number of sixes in one roll of the five dice?



130 Chapter Three

Table 3-2 Probability of Numbers of Sixes on One Roll of Five Six-Sided Dice

Number of Sixes Probability

0 0.40188

1 0.40188

2 0.16075

3 0.03215

4 0.00321

5 0.00013

Solution Assuming each die is fair, this is a Bernoulli trial problem, where the
probability of rolling a six is on each die. The probability of rolling exactly x
sixes is a binomial random variable with this PMF:

Table 3-2 lists the probability values calculated from this formula.

Suppose that these probability points are masses arranged along a line. Figure 3-17
illustrates this idea. If gravity is pulling these masses down, the center of gravity is
where you could support the system and keep it balanced. In this case, the center of
gravity is located at . How to calculate this will be explained shortly.

Therefore, the expected number of sixes that would appear after one roll of five
six-sided dice is . In this case, note that the expected value has zero probability
associated with it. It is impossible to roll sixes, yet we expect to roll sixes.
The expectation of this random variable represents the average number of sixes
among all possible rolls of the five dice.

The concept that expectation is a moment, or a center of gravity, of a dis-
tribution is important to understand. In a physical system, each mass in a
system has a moment arm around the center, which is the product of its mass
times its distance from the center. Even small masses far away from the
center may have a strong influence on the location of the center, because they
are far away.

Likewise, outlying values of a random variable have a strong influence on
the expectation, pulling the expectation in their direction. In a set of data,

5
6

5
6

5
6

5
6

fX ax; 5, 
1
6
b � a5

x
b a1

6
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6
b5�x
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outlying values also have a strong influence on the sample mean, pulling the
mean in their direction.

The expectation or expected value of a discrete random variable X is a
weighted average of all the possible values of X, with the weights given by
the probability mass function.

Example 3.28

Continuing Example 3.27, calculate the expected number of sixes that will be
on top, after throwing five fair six-sided dice.

Solution Calculate the expectation using the tabulated values from the
binomial distribution. Table 3-3 summarizes these calculations.

E[X ] � a
x:fX(x)�0

xfX(x)

Table 3-3 Calculating the Expected Number of Sixes in One Roll of Five Six-
Sided Dice

Number of sixes x Probability fX(x) x fX(x)

0 0.40188 0

1 0.40188 0.40188

2 0.16075 0.32150

3 0.03215 0.09645

4 0.00321 0.01284

5 0.00013 0.00065

Center of gravity
(expectation)

0.40188 kg 0.40188 kg
0.16075 kg

0.03215 kg
0.03215 kg 0.00013 kg

Figure 3-17 Probability Mass Model for the Number of Sixes in one Roll of Five
Six-Sided Dice. The Expectation of this Random Variable is where the Center of
Gravity would be, at 5/6
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Summing the values in the third column of the table gives the approximate
answer, E[X] � 0.83332. If each probability is left as a fraction, that is,

, the exact answer of E[X] � 5/6 can be found.

Example 3.29

Random variable X represents the number of heads facing up after three coins
are flipped. What is the expectation of X?

Solution X has four possible values, so the expectation of X is computed as
follows:

Therefore, the expected number of heads is 1.5. As with the previous example,
there is zero probability of observing the expected value of X in a single trial.
This is usually the case with discrete random variables.

In general for a binomial random variable, if X ~ Bin(n, �), the expected
value E [X] � n�. Both of the above examples verify this fact.

Example 3.30

The Poisson probability formula used in previous examples calculates the prob-
ability of observing exactly x defects in a sample from a continuous medium.
What is the expected number of defects observed?

Solution

Substitute x for x � 1

Therefore, the expected, or average, number of defects seen in a sample from a
continuous medium is �. This verifies the claim made earlier, that � represents
the average or expected number of defects per sample.

� �

� �e��e�

� �e��a
`

x�0

�x

x!

� �e��a
`

x�1

�x�1

(x � 1)!

� a
`

x�1
x
e���x

x!

� a
`

x�0
x
e���x

x!

E[X] � a
`

x�0
xfX(x)

E[X] � 0a1
8
b � 1a3

8
b � 2a3

8
b � 3a1

8
b � 1.5

P[X � 1] � A56 B 5
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The expectation or expected value of a continuous random variable X is a
weighted average of all the possible values of X, with the relative weights
given by the probability density function. The weighted average is expressed
in the form of an integral.

Example 3.31

Ted assumes that the critical diameter of a new shaft is uniformly distributed
between 0.750 and 0.755. What is the expected value of the diameter?

Solution As shown earlier, fX (x) � 200 when 0.750 < x < 0.755. Therefore,
the expected value of X is

In general, if X is uniformly distributed between a and b, the expected
value of X is

This is a sensible result. In general, the expected value of any symmetric
random variable will be the same as the middle or median value.

Example 3.32 

Fred is told that the annual sales for a new product will be between 1000
and 3000, with 1500 as the most likely value. Based on a triangular dis-
tribution, what is the expected value of annual sales? Fred expects these
predictions to change, so he would like to have a general formula for the tri-
angular distribution.

Solution Suppose X is a random variable with a triangular distribution. The
minimum value for X is a, the maximum value is b, and the most likely value

�
b � a

2

�
b2 � a2

2(b � a)

E [X] � 3
b

a
x

1
b � a

dx

� 0.7525

� 100(0.7552 � 0.7502)

� 200
x 2

2
2 0.755

0.750

E [X] � 3
0.755

0.750
 200x dx

E [X] � 3
`

�`
xfX(x)dx
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is c. The highest point of the PDF, h, is determined so that the total area under
the PDF is 1.

Therefore, the expected value of any triangular random variable is simply the
average of the minimum, maximum, and most likely values. For Fred’s
example, the most likely sales value is 1833.

Expectations have the convenient property that they can be scaled and translated
along with the random variable. This property is expressed by the relation: 

An additional property of expectation that is occasionally useful is given by
the formula:

It is worth noting that a few random variables do not have an expectation.
Expectation is defined as a sum or as an integral, but some sums and integrals
do not converge to a finite result. This may happen if a random variable has
extremely heavy tails. The t-distribution with one degree of freedom is one
example of a random variable with no expectation. Figure 3-18 illustrates the
density function of a t-distribution with one degree of freedom, with a

E [X] � 3
`

0
1 � FX(x)dx � 3

`

0
FX(�x)dx

E[aX � b] � aE[X] � b

�
a � b � c

3

�
2

b � a
cc2 � ac � a2

3
�

ac � a2

2
�

b2 � bc
2

�
b2 � bc � c2

3
d

�
2

b � a
c1
3
ac3 � a3

c � a b �
a
2
ac2 � a2

c � a b �
b
2
ab2 � c2

b � c
b �

1
3
ab3 � c3

b � c
b d

E [X] � 3
c

a
x

x � a
c � a

2
b � a

dx � 3
b

c
x

b � x
b � c

2
b � a

dx

fX (x) � fx � a
c � a

2
b � a

, a � x � c

b � x
b � c

2
b � a

, c � x � b

0, otherwise

h �
2

b � a

1 �
1
2

 (c � a)h �
1
2

 (b � c)h
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0−1−2−3−4−5−6 1 2 3 4 5 6

t with 1 degree of freedom Normal

Figure 3-18 PDF of a t-Distribution with one Degree of Freedom, with a Standard
Normal PDF for Comparison

standard normal distribution for comparison. Note that the t-distribution is
symmetric around zero, so at least visually one would think the expectation
should be zero. However, the tails are so heavy that the expectation integral
does not converge to any finite result.

The t-distribution with one degree of freedom is related to the sample mean
divided by the sample standard deviation, for a sample of size 2. This dis-
tribution is used to make inferences about population means from samples
of size 2. So this distribution is frequently used.

Except for this specific case, all of the other distributions commonly used
by engineers and Six Sigma professionals do have expectations.

3.3.2 Calculating Measures of Variation of a Random Variable

Variance is a measure of the amount of variation in the behavior of a random
variable. If X is a random variable with expectation E [X], then the variance
of X, denoted by V [X], is defined by:

V [X ] � E [(X � E [X])2]
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An alternative formula that is often more convenient is:

V[X] � E[X 2] � (E[X])2

The standard deviation of a random variable, denoted by SD[X], is simply
the square root of the variance.

Note that both the variance and standard deviation are nonnegative
quantities. So for any random variable X, V [X] � 0 and SD [X] � 0. The
only way for the variance and standard deviation to equal zero is for the
random variable to have a single value with probability 1. This is sometimes
called a degenerate random variable, and it is neither interesting nor useful.

The standard deviation is used more widely than the variance, because the
standard deviation has the same units of measure as the underlying random
variable.

A very common measure of variation in engineering contexts is the coef-
ficient of variation, denoted by CV [X] and defined as the standard
deviation divided by the expected value.

To avoid dividing by zero and the confusion of negative values, the coef-
ficient of variation is generally used only for positive-valued random
variables. It provides a unitless, relative measure of variation that can be
used to compare different random variables. The coefficient of variation
may also be expressed as a percentage by multiplying by 100%.

Here are some properties of these measures of variation, which hold for any
numbers a and b:

Example 3.33

Let X be a random variable representing the number of heads facing up after
three coin flips. Compute the variance, standard deviation, and coefficient of
variation for X.

CV[aX ] � CV[X ]

SD [aX � b] � aSD [X]

V [aX � b] � a2V [X]

CV [X ] �
SD[X ]
E [X ]

SD [X ] � 2V [X ] � 2E [X 2] � (E [X ])2
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Solution

Example 3.34

Ted assumes that a critical diameter of a shaft is uniformly distributed between
its tolerance limits, 0.750 and 0.755. Compute a formula for the standard
deviation of a uniform random variable and apply it to this case.

Solution If X is uniformly distributed between a and b, then 
between those limits.

In Ted’s specific case,

Some random variables do not have a variance or a standard deviation.
This may happen when the distribution has heavy tails and the variance
integral does not converge to a finite answer. Loosely speaking, it is said
that the variance is infinite. An example of such a distribution is the t-dis-
tribution with one or two degrees of freedom. Since this distribution is
used to model the behavior of means of samples of size n � 2 or 3, random
variables with infinite variance may arise in practical applications. The
main consequence of infinite variance is that the central limit theorem,
discussed in a later chapter, does not apply to samples from these popu-
lations. As a result, sample means from populations with infinite variance
do not converge to a normal distribution, as the sample size increases.

SD[X] �
0.755 � 0.750

212
� 0.00144

SD[X ] � 2V [X ] �
b � a

212

�
b 2 � 2ab � a 2

12
�

(b � a)2

12

V [X ] � E [X 2] � (E [X ])2 �
b 2 � ab � a 2

3
� ab � a

2
b2

E [X 2] � 3
b

a

x 2

b � a
dx �

b3 � a3

3(b � a)
�

b2 � ab � a2

3

fX (x) �
1

b � a

CV [X ] �
SD[X ]
E [X ]

�
0.866
1.5

� 0.577

SD [X ] � 2V [X ] � 20.75 � 0.866

V [X ] � E [X 2] � (E [X ])2 � 3 � (1.5)2 � 0.75

E [X 2] � a
3

x�0
x 2fX (x) � (02)

1
8

� (12)
3
8

� (22)
3
8

� (32)
1
8

� 3
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Skewed to the left
Skew(X ) = −1.414

Skewed to the right
Skew(X ) = +1.414

Figure 3-19 PDFs of two Random Variables, one Skewed to the Left and one
Skewed to the Right

3.3.3 Calculating Measures of Shape of a Random Variable

Skewness and kurtosis are two other measures used to describe important aspects
of the shape of a distribution. Each of these is usually expressed as a unitless
coefficient, normalized so that a normal random variable has a value of 0.

Many random variables, such as the normal random variable, have a
symmetric distribution. If a random variable is not symmetric, skewness is a
measure of its asymmetry. The coefficient of skewness of a random variable
X, denoted by Skew[X], is defined as:

When Skew[X]< 0, X is said to be skewed to the left, because it has a
heavier tail on the left than on the right. When Skew[X] > 0, X is said to be
skewed to the right, because it has a heavier tail on the right than on the left.
When Skew[X] � 0, X is said to be symmetric.

Figure 3-19 illustrates two examples of skewed random variables. One
example is skewed to the left, and one to the right.

Kurtosis is a measure of the flatness or “peakiness” of a random variable.
The coefficient of kurtosis of a random variable X, denoted by Kurt[X], is
defined as

The normal random variable serves as a baseline for kurtosis. The coef-
ficient of kurtosis is adjusted so that if X is normal, Kurt[X] � 0. This is the
reason for the �3 in the formula.

Kurt[X ] �
E [(X � E [X ])4]

(E [(X � E[X ])2])2 � 3 �
E [(X � E [X ])4]

(V [X ])2 � 3

Skew[X ] �
E [(X � E [X ])3]

(E [(X � E [X ])2])
3@2

�
E [(X � E[X ])3]

(V [X ])
3@2
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Platykurtic
Kurt(X ) = −1.2

Leptokurtic
Kurt(X ) = +3

Figure 3-20 PDFs of two Random Variables, one Platykurtic and one leptokurtic.
Each Random Variable is Shown with a Normal PDF with the Same Mean and
Standard Deviation for Comparison

If Kurt[X] < 0, then X is said to be platykurtic. Platykurtic random variables
tend to have a flatter middle section than a normal random variable.
Platykurtic random variables might also have truncated tails. If Kurt[X] > 0,
then X is said to be leptokurtic. Leptokurtic random variables tend to have
a sharper peak or heavier tails than a normal random variable. The normal
random variable is said to be mesokurtic.

Figure 3-20 illustrates a platykurtic random variable on the left and a lep-
tokurtic random variable on the right. To provide a visual comparison, each
is pictured with a normal distribution with the same mean and standard
deviation.

Some books, authors, and software packages use an alternate version of the
coefficient of kurtosis, without the –3. This alternate version is always
positive. One of the references cited in this chapter, Evans, Hastings, and
Peacock (2000), uses the alternate version of kurtosis. When using any
reference book, it is advisable to check the definitions of terms used in that
book. Likewise, when using any software package to calculate descriptive
statistics from sample data, it is a good idea to verify which coefficient of
kurtosis is being estimated. Both Excel and MINITAB have functions to
estimate the coefficient of kurtosis with the �3, as defined here.

3.3.4 Calculating Quantiles of a Random Variable

All the properties of random variables discussed so far have been based on
moments, which are averages of powers of the random variable. One can
completely describe a random variable by knowing all its moments. This
system is very common, but it has its disadvantages. The major weakness of
moments is that they are heavily influenced by values in the tails of a dis-
tribution, and less influenced by values in the center. Also, higher order
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moments, such as those used to calculate the coefficients of skewness and
kurtosis, are difficult to communicate and to understand.

Quantiles provide an alternate system of properties to characterize a random
variable. To know all the quantiles of a random variable is to know everything
about it. Quantiles have the advantage of simplicity over moments. Anyone
who has ever reviewed their scores from a standardized test has some under-
standing of quantiles. For example, if your test report says your score is in
the 60th percentile, this means you scored as well or better than 60% of the
people who took the test.

For any p such that 0  p  1, the p-quantile of a random variable X is the
value x that solves the equation p � P [X  x] or p � FX[x].

If X is a continuous random variable, then the CDF FX[x] is monotonically
increasing for all x in the support of X. Therefore, there is a unique inverse
of FX[x], denoted by for every p between 0 and 1. Therefore, the
p-quantile of a continuous random variable X is .

Many quantiles have commonly used names, including the following:

• The median is the 0.5-quantile. The median divides the distribution into
two equally likely halves.

• The minimum and maximum are the 0-quantile and 1-quantile, respectively.
• The quartiles divide the distribution into four equally likely sections.

The first quartile is the 0.25-quantile. The second quartile is the median.
The third quartile is the 0.75-quantile.

• Deciles are the 0.1-quantile, 0.2-quantile, through the 0.9 quantile.
• The 100 
 p percentile is the p-quantile.

The interquartile range, defined as the difference between the third
quartile and the first quartile, is a measure of variation of the random
variable.

Example 3.35

A critical diameter of a new shaft is uniformly distributed between 0.750 and
0.755. What are the median and quartile values for the diameter? What is the
interquartile range?

Solution From an earlier example, for .
Applying the definition of quantile and solving for x gives the following:

p � FX[x] �
x � 0.750

0.005

x � F�1
X [p] � 0.005p � 0.750

0.750  x  0.755FX[x] �
x � 0.750

0.005

F�1
X [p]

F�1
X [p]
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0.750

0.25

0.50

0.75

1.00

x

FX(x)

0.7550.7525
0.75125 0.75375

Figure 3-21 PDF of a Uniform Random Variable between 0.750 and 0.755. Dashed
Lines Indicate the Locations of the Quartiles

Applying this formula gives these results:

• The first quartile, 
• The second quartile or median, 
• The third quartile, 
• The interquartile range, 

Figure 3-21 illustrates these solutions on a graph of .

Example 3.36

Eric is designing a power supply with an oscillator frequency that is normally
distributed with mean 100 kHz and standard deviation 5 kHz. In his current
design, the transformer starts to saturate if the frequency drops below 90 kHz,
which happens with a probability of about 2.3%. Eric wants to redesign the
power supply so that the probability of dropping into the saturation region is
0.1%. Without changing the oscillator, where could the saturation frequency be
set to achieve this goal? In other words, what is the 0.001-quantile of the
oscillator frequency?

Solution The 0.001-quantile is the inverse of the CDF evaluated at 0.001, or
. Functions to evaluate this are included in Excel and MINITAB.

In Excel, Eric enters the formula =NORMINV(0.001, 100, 5) into a cell of a
worksheet, and the formula returns the value 84.55. So if Eric keeps the saturation
point below 84.55 kHz, there is less than a 0.1% chance of dropping into that region.

Figure 3-22 illustrates a small portion of the CDF for the oscillator frequency.
The dashed line is located at 84.55 kHz, where P[X < 84.55] � 0.001.

Quantiles can be used to measure a variety of shape characteristics of a dis-
tribution. In particular, the skewness of a distribution can be assessed by
comparing the expected value to the median. Outlying probability in a heavy
tail tends to pull the expected value in its direction, but the median is

F�1
N(100,52)[0.001]

FX [x]

F�1
X [0.75] � F�1

X [0.25] � 0.0025
F�1

X [0.75] � 0.75375
F�1

X [0.5] � 0.7525
F�1

X [0.25] � 0.75125
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Figure 3-22 Expanded View of a Small Portion of the PDF of Oscillator Frequency.
The Dashed line Indicates that the 0.001 Quartile is Located at 84.55 kHz

unaffected by values in the tails. If a distribution is skewed to the right, the
mean will be greater than the median. If a distribution is skewed to the left,
the mean is less than the median.

Example 3.37

Jerry predicts that a new control system will have a failure rate of 30 failures per
million hours. If this failure rate is constant over time, and failures are independent,
a previous example showed that the number of failures per year is a Poisson
random variable. Another way to look at this problem is to measure the time to
failure. If the number of failures per time period is a Poisson random variable, then
the time to failure T is an exponential random variable with these characteristics:

Is the exponential distribution skewed? What is the b10 life, which is the time
when 10% of the systems have failed?

Solution The expected value of an exponential random variable T is . Since
hours, E[T] � 33,333 hours.

Quantiles such as the median and b10 life are determined by inverting the CDF
as follows:

t � F�1
T [p] �

�ln(1 � p)
�

p � FT [t] � 1 � exp (��t)

� � 30 
 10�6

1
�

FT (t) � 1 � exp (��t)

fT (t) � � exp (��t)
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Figure 3-23 PDF of an Exponential Random Variable Representing 30 Failures Per
Million Hours. The 0.1-Quantile, Known as the b10 Life, Median Life, and Mean life
are Indicated on the Graph

Therefore, the median hours. Since the
expected value is greater than the median, the distribution is skewed to
the right. This should be obvious from Figure 3-23. Also, the b10 life is

hours.

Figure 3-23 graphs the probability density of time to failure with the b10,
median and expected life highlighted on the graph.

For discrete random variables, the definition of quantile remains the same, but
quantiles may not have unique values. For any p such that 0  p  1, the
p-quantile of a random variable X is the value x that solves the equation p �
P [X  x] or p � FX[x]. Between values of X, FX[x] is flat, and it does not
have a unique inverse. In these cases, the usual convention is to choose a value
midway between the possible values of the random variable.

Example 3.38

Susan flips three fair coins. What are the quartiles of the number of heads
facing up?

Solution Figure 3-24 illustrates the CDF of this random variable, as determined
in an earlier example. The dashed lines indicate where the quartiles lie. The first
quartile would be , but there is no value x where .

and . Since 0.25 is between the values of thelim
xS1�

FX[x] � 0.125FX[1] � 0.5
FX[x] � 0.25F�1

X [0.25]

F�1
T [0.1] �

�ln(0.9)

30 
 10�6 � 3512

F�1
T [0.5] �

�ln(0.5)

30 
 10�6 � 23,105
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Figure 3-24 CDF of the Number of Heads in the Three-Coin Experiment, with
Quartiles. In this Case, the Median is Indeterminate, and can be any Number
between 1 and 2. By Convention, 1.5 is Reported as the Median

CDF at 1 and just below 1, the first quartile is 1. For the same reason, the third
quartile is 2.

The median value is unclear. Any value x such that 1  x < 2 satisfies the
equation FX[x] � 0.5, so by the definition, any value in this range is a median
of X. The usual convention is to select the average of the endpoints of the range
of possible median values to represent the median. By this convention, the
median value of X is 1.5.



Chapter

Estimating Population Properties

New product development is a lengthy sequence of decisions made from
partial information. Technicians decide whether prototypes are functioning
correctly, and if not, how to fix them. Engineers decide how to design their
new products and which components to use. Managers decide how many
resources are required and whether to proceed to the next stage in the project.
Each of these decisions has risks of failure, risks of choosing the wrong path,
and risks of indecision. All of these decisions must be made with incomplete
information. Whatever information is available at decision time must be
relevant, accurate, and analyzed appropriately for the decision at hand.

Inferential statistics is a set of tools developed to meet the needs of decision
makers. An inference is a conclusion about facts based on analysis of available
information. The tools of inferential statistics assist in making inferences
about populations, based on samples drawn from those populations. By using
appropriate methods, the decision maker can determine the probability that a
pattern seen in the data is a true feature of the population, rather than just
random noise. Inferential statistics can also predict the future performance of
a stable process, within specified bounds of confidence.

This is the first of several chapters on the subject of inferential statistics.
This chapter presents tools to estimate characteristics of populations, based
on an analysis of samples from those populations. The first section defines
estimation terminology and provides guidance in selecting the most
appropriate tool. The next several sections give methods for estimating
parameters of families of random variables that commonly arise in product
development. Normal, exponential, Weibull, binomial, and Poisson distri-
butions are covered in separate sections.

This chapter may be used as a collection of recipes without understanding
the underlying statistical principles discussed in Chapter 3. Some parts of
this chapter discussing certain tools in more depth assume an understanding

4
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of Chapter 3. These discussions are highlighted in sidebar boxes, titled
“Learn more about ...”

E. L. Lehmann’s book, Theory of Point Estimation (1991), is the principal
reference for this chapter. Unless cited to other references, all the topics of
this chapter are covered in greater depth by Lehmann. The system of T
factors, used to simplify confidence interval calculations, was devised by
Davis Bothe in his book Reducing Process Variation (2002)

4.1 Communicating Estimation

Statistical tools are frequently misused and misunderstood. As people teach
and share their results, misunderstanding leads to miscommunication,
creating further misuse and misunderstanding. Only accurate commu-
nication can stop this rising tide of misinformation. In this book, every
effort has been made to establish and use consistent terminology appropriate
for Six Sigma practitioners.

Here is a fact about statistical estimates—all estimates are wrong. Perhaps
that statement is too strong. Here is another statement of the same fact—the
probability that an estimate is right is zero. Many people do not understand
this fact. Or, if they understand it, they do not like it. Like it or not, it remains
a fact of life.

Example 4.1

Andrei is testing a motor driver he designed, but the transistors get too hot.
Andrei complains to the transistor salesman that he needs a part with a
resistance of less than 10 m�. The salesman produces from behind his ear a
baggie of parts and says, “Try these!” Andrei tests one part from the baggie and
he finds the resistance to be 9.9 m�. Andrei lists the newfound part on the bill
of materials and expects to live happily ever after.

In the example, Andrei measures one single part and decides to use it in his
design. A measurement of one transistor is an estimate of the population of
transistors, but not a very good one. Because Andrei only measured one part,
he has no way to determine the precision of his measurement, or to predict
how many transistors will be too hot in production. Further, the sample
produced from the salesman’s ear is probably nothing like production parts.

Andrei’s mistake is in his assumption that the estimate is the truth, when the
estimate may be far from the truth. When all Andrei sees is one single
number, it is easy to believe that that number is all there is.
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To help people recognize the differences between estimates and the truth,
this book uses and recommends the following conventions in notation:

• Greek letters, like � or � are used to represent parameters, which are
numerical properties of populations. These symbols represent the truth
to be estimated. For example, � and � often represent the mean and
standard deviation of a population, respectively.

• Estimates of the truth are indicated by a carat (^) over the parameter to
be estimated. For example, and are estimates of � and �.

• Statistics, which are numerical properties of samples, are represented by
roman letters. For example, the sample mean is defined as ,
and is pronounced “X-bar”. When the sample mean is used as an estimate
of the population mean, we can say that .

Rigorously using these conventions will remind people that estimates are
only estimates. Further, an estimate without a statement of the precision of
the estimate is not useful for making decisions. As far as it is practical, con-
fidence intervals should be used as tools for expressing the uncertainty in sta-
tistical estimates. Engineers and managers who are mindful of variation and
risk will ask for confidence intervals on all estimates. Confidence intervals
are introduced as needed, throughout this chapter.

First, this section lays the groundwork for the selection of the most appropriate
estimation tool, and defines additional terminology as required.

4.1.1 Sampling for Accuracy and Precision

A population is the set of every item of interest for a particular experiment.
A population could be finite or infinite in size. The true size of a population
could be unknown, in which case, we assume it is infinitely large. A population
could be a set of physical items, like a specific type of screw, or it could be a
continuous medium, like a body of water or a long roll of film.

A sample is a subset selected from a population for the purposes of a par-
ticular experiment.

A random sample is a sample collected using a procedure, which assures
that every member of the population has an equal probability of being
selected for the sample. In sampling literature, this type of sample may be
called a simple random sample. There are other sampling methods involving
randomness, which are not so simple, but these are beyond the scope of
this book.

�̂ � X

X �
1
ngn

i�1Xi

�̂�̂
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Random Not randomNot random

Figure 4-1 Three Populations, with Dots Representing Units Selected as Part of a
Sample. The Figure on the Left Represents a Systematic Sample, which is not
Random. The Figure on the Right Represents a Lazy Sample, also not Random. The
Middle Figure Shows what Might be a Random Sample.

To illustrate random samples, Figure 4-1 portrays three populations, with the
dots representing samples taken from that population. Suppose our task is to
estimate water quality from a murky lake called Potato Pond. To complete this
task, we must collect numerous vials of water and analyze them. Figure 4-1
represents three procedures we could use to collect the vials for the sample.
We could sample from every point on a fixed grid, as shown in the left potato.
For instance, the grid could have a spacing of one arc-second as indicated by
our GPS receiver. This procedure is called a systematic sample, and is
analogous to sampling customers by calling every tenth one in our customer
list. It is not a random sample. The right potato shows a lazy sample where we
row out to the middle and fill all vials from more or less one spot. This is
analogous to sampling diodes by cutting 10 units off the end of a reel of
diodes. Lazy samples are clearly not random. The middle potato shows what
a random sample might look like. We could perform a random sample by
using a computer to select random coordinates within the boundaries of the
lake, and then row to the selected coordinates to collect each sample.

When selecting units for a sample, it is important to use random numbers
provided by a computer. Numerous studies have shown that humans trying
to be random cannot be random. In Excel, the RAND() function returns a
random number between 0 and 1. This function can be used for most random
sampling situations.

Every inferential technique, including most tools discussed in this book,
rely upon the following assumption, called Assumption Zero: “The sample
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is a random sample of mutually independent observations from the pop-
ulation of interest.” Assumption Zero has three parts, which are discussed
separately.

Assumption Zero requires a random sample. As illustrated in Figure 4-1, the
randomness of a sample is a procedural issue, not a mathematical one. After
an irrelevant sample is collected, no amount of statistical wizardry can
compute valid inference from that sample. In fact, without a comparison of
multiple samples, it is impossible to determine whether the sample is valid or
not. Correct procedure and correct experimental planning are the only
assurances of random sampling.

In the 2004 U.S. Presidential elections, exit-polling results were surprisingly
different from actual voting results. This difference has been attributed to the
sampling procedure. Exit polls rely upon voters who volunteer to complete
the survey, without a scientific process for selecting a random sample of
voters. For a variety of reasons, the people who participated in the polls were
not representative of the population of actual voters. This discrepancy was not
recognized until actual results became available to contradict the exit polls.

The second part of Assumption Zero requires mutual independence. This
simply means that no observation depends on any other observation or
group of observations in the sample. Chapter 3 defines independence more
formally. Arguably, independence is implied by having a random sample,
but Assumption Zero states it separately to emphasize its importance. In
practice many experiments violate the assumption of independence. For
example, instead of measuring 10 parts, we could measure one part 10
times. If we are interested in the repeatability of the measurement system,
this might be a reasonable procedure. But if we are interested in the variation
of parts, these 10 measurements are not independent. Even if we measure 10
separate parts, the parts might not be independent. If the parts were manu-
factured consecutively, they might be similar to each other, and the sample
would be a poor representation of the overall population of parts.

Experimenters assure independence by following good procedures. To collect
independent measurements, each measurement should be a completely
separate process, including setup and teardown. To measure independent parts,
parts should have as little relationship to each other as possible. Good
experiments control many aspects of the measurement process. For instance,
an experiment may use the same measuring instrument for all measurements,
to remove variation between instruments from the data. Every experiment
involves some independent elements and some controlled elements.
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Conclusions and inference from the experiment only apply to the inde-
pendent elements of each trial.

Independence is difficult to assure and impossible to prove. We do our best
to design an experiment to collect independent observations, and trust that
they are independent. We can also take out an insurance policy against vio-
lations of independence. This insurance policy is called randomization. By
randomizing the order of measurements and trials in an experiment, we can
guard against unintended violations of the independence assumption.

The third part of Assumption Zero mentions a “population of interest.”
Every experiment requires a definition of the population of interest. When
the population is finite and accessible for sampling, random sampling is
possible. In the case of a pond, a vial of water may be collected from
anywhere in the pond, and these vials may compose a random sample from
the pond if the locations were randomly selected. However, in many sit-
uations, the population of interest is not accessible to us, and a random
sample is physically impossible. When this happens, additional procedural
steps must be taken to meet the objectives of the experiment.

Example 4.2

Acceptance sampling is a group of statistical and procedural techniques for
assuring that lots of material meet their specifications. Typically, a sample from
each lot is collected and evaluated, and then the lot as a whole is rejected or
accepted. Suppose a lot of 50 steel rods must be tested for hardness before the
lot is passed into further production. Here, the population of interest is the lot
of 50 steel rods. While every rod could be tested, this is impractical. Instead, a
sample of rods is selected from the lot at random. The incoming inspector can
generate random integers between 1 and 50 in Excel, using the formula
=1+INT(50*RAND()). Based on this formula, the inspector selects the rods for
testing. Further, a random position on each rod is selected for hardness testing.
If the rods are 4 m long, a formula like =4*RAND() provides a random length
down each rod for the test. By following this procedure, the inspector selects a
random sample from the population of interest. The random number process
assures that the positions for measurement are independently selected.
Therefore, Assumption Zero is satisfied.

Example 4.3

As part of a new transmission under development, a novel oil pump is being
tested. The engineer, Wendell, must decide if the oil pump design is
acceptable for its purpose in the transmission. Three prototypes are built in 
a few days using rapid prototyping technology, so Wendell can perform a
variety of bench tests.
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This scenario is common in product development as early design concepts are
tested, tweaked, and retested. The objective of this experiment is to determine
whether the design concept is acceptable, promising, or not usable. By testing
three pumps, Wendell can estimate both average performance and variations in
performance from pump to pump.

In this case, the population of interest sits on Wendell’s bench—three pumps.
Sampling is unnecessary, because all three are tested. The objective of the
experiment is to evaluate the design concept, not to approve production launch.
It would be inappropriate to use the results of this bench test to approve the start
of production, since production parts would be manufactured using completely
different processes.

Example 4.4

Later in the same transmission project, a pilot production run of 50 Wendell-
pumps is manufactured using production materials and processes. Based on
tests of this group of parts, managers will decide whether to launch production.
Here, the population of interest consists of all pumps which will ever be manu-
factured, until the product becomes obsolete. Until time machines are invented,
random sampling of this population is impossible, and Assumption Zero cannot
be met. Nevertheless, the launch decision will be made based on this experiment,
without a random sample.

In this case, several procedures are used to provide assurance that the pilot pro-
duction run is representative of future production:

• Engineering design control: each characteristic of each part is controlled by
tolerances on drawings, using appropriate revision control systems. Future
parts will only be accepted if they comply with drawing requirements.

• Tolerance analysis: the system has been analyzed to assure that the
system will perform as required, even as characteristics vary within their
tolerances.

• Production materials and processes: pilot production runs are performed
using the people, procedures, machines, processes, and environment which
will be used during actual production. Any departure from this goal
introduces additional risk into the launch decision process.

• Production process control: processes and procedures used during the man-
ufacture, assembly, and test of the product are documented and performed
consistently, from the pilot production run and into full production.

• Statistical process control: critical characteristics are measured periodically
through production, and analyzed using control charts for signs of process
instability. Control plans which specify the statistical process control
methods are in place prior to the pilot production run.

This subsection is about sampling for accuracy and precision. These two
terms are important to understand, as they relate to sampling.



152 Chapter Four

Accuracy is closeness to the truth. If we have an accurate sampling procedure
and we performed the same sampling procedure many times, the average of
the estimates we generate from these samples will be close to the truth.
Usually, we only collect a sample once. Until the truth is revealed, or until
additional estimates are available, we have no way to know whether any
estimate is accurate. The only assurance of accuracy is in the procedure used
to select the sample. Random sampling, experimental controls, adherence to
procedure and steps taken to control departures from random sampling
provide the best assurance of accuracy.

Precision is repeatability, the ability to repeat the procedure and obtain
similar results. If we have a precise sampling procedure, and we performed
the same sampling procedure many times, the estimates derived from these
samples will be relatively close to each other. Precision is generally a
function of sample size. The more units are included in the sample, the more
precise are the estimates.

In most cases, we know the precision of estimates we use. The standard
error of an estimate is a measure of the precision of the estimate. For
example, consider estimating the population mean with the sample mean:

The standard error of the sample mean is

where � is the standard deviation of the individual Xi values. The standard
deviation is a measure of how much the Xi population varies. The examples
in this chapter will illustrate how the standard error is used to calculate and
communicate the precision of population mean estimates.

Notice that as sample size n gets large, the standard error of the sample
mean gets small. In fact, the standard error of the sample mean is inversely
proportional to the square root of the sample size. Therefore, to improve the
precision of the mean estimate by a factor of 2, the sample size must
increase by a factor of 4. To improve the precision by a factor of 4, the
sample size must increase 16 times. This illustrates a law of diminishing
returns from increasing sample size. Cost of a sample always grows linearly,
but the return of higher sample size in improved precision grows with the
square root of the sample size. There always exists an ideal sample size,
which balances cost and precision needs, although it may be difficult to find
this ideal sample size in advance.
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Learn more about . . .

The Standard Error of the Sample Mean

Suppose that the Xi are independent random variables and they come from a
population with mean � and standard deviation �. Since is only an estimate,
it is itself a random variable with a mean and standard deviation. In fact, we 
know that the mean, or expectation, of is , and the standard deviation 
of is . Because is a random variable which is also an estimate, its 

standard deviation is called its standard error. Therefore, the standard error of
the sample mean is .

Sampling for accuracy and precision is a matter of good procedure and
appropriate sample size. An accurate sample is a random sample from the
population of interest, thus meeting Assumption Zero. If Assumption Zero
cannot be met for practical reasons, then other steps should be taken to
provide assurance that the sample is representative.

Precision in sampling depends on sample size. How large a sample is
enough? More is always better, but there is no magic sample size. The best
sample size for any experiment is selected by calculating the precision of
estimates in advance. This process is not exact, but examples in this chapter
will show that sample size selection is important to make best use of scarce
product development resources.

4.1.2 Selecting Good Estimators

Often, there are many ways to estimate properties of a population. For
example, many Six Sigma students are taught three measures of the location
of a population: mean, median, and mode. When estimating the standard
deviation of a population, more than one formula is in common use. What is
the best estimator for a particular situation?

In this book, recommended estimators are well-defined, unbiased, and con-
sistent estimators of the population parameter of interest, whenever possible.
This subsection explains what is meant by a well-defined, unbiased, consistent
estimator.

A well-defined estimator has a single value or is undefined for any sample
that might be collected. For example, the sample mean 
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is well-defined. The sample median is also well-defined, with the con-
vention to use the mean of the two middle values in a sample of even size.
The sample standard deviation

is also well-defined, although for samples of size n � 1, it is undefined.

The sample mode is an example of an estimator that is not well-defined. The
sample mode is the value that occurs most often in the sample. Some samples
may have many modes. If a sample consists of n different numbers, then
either it has n modes or no modes. Because of the lack of a single value for
the sample mode, and the fact that sample modes are not useful estimators of
anything, sample modes will not be discussed further in this book.

An estimator is unbiased if, for any sample size n, the average value of the
estimator over all possible samples is the population parameter value. All
estimators are random quantities. For some samples, an estimator will be
too large, and for other samples, the same estimator will be too small. On
average, an unbiased estimator will be just right.

For example, the sample mean is an unbiased estimator of the population
mean. Also, the sample variance, defined as

is an unbiased estimator of the population variance �2. However, the sample
standard deviation s, which is the square root of the sample variance, is a
biased estimator of the population standard deviation. This bias is small,
except for very small sample sizes. Often, the bias of s is ignored. 

An unbiased estimator of � is , where c4 is a constant that depends on the
sample size n. Table A in the Appendix lists values of c4 for small sample sizes.

Learn more about . . .

Unbiased Estimators

Suppose T is a sample statistic, used as an estimator for a population parameter
�, so . The bias of the estimator T is E [T] � �, which is the expected or
average value of T minus the true value of the population parameter �. The
estimator T is said to be unbiased if E[T] � �.
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Example

If Xi for i � 1 to n are a sample from a population with average value of �, so
that E[Xi] � �, show that is an unbiased estimator of �.

Solution

Note that any single value from the sample, such as X1, is also an unbiased
estimator of �. Suppose the standard deviation of the population is �. As an
estimator, the standard error of X1 is �, whereas the standard error of is ,
which is clearly better. In general, the most precise estimator for � is the
average of all available data, which is .

An estimator is consistent if, as n gets larger, the estimator gets closer to the
population parameter value. If a sample of infinite size could be analyzed, 
a consistent estimator would give the exact population parameter value,
while an inconsistent estimator would not.

The sample mean, median, and standard deviation are all examples of con-
sistent estimators. As the sample size gets larger, each of these estimators will
get closer to the population mean, median, and standard deviation, respectively.

For an example of an inconsistent estimator, consider a sample of values
from a normal distribution, which has all real numbers as possible values.
The maximum (or minimum) of a sample is not a consistent estimator,
because as n gets larger, the sample maximum (or minimum) will most
likely get larger (or smaller). Because of this fact, the range of a sample from
a normal distribution is not a consistent estimator of anything.

Nevertheless, the range can be a useful statistic for small samples. In process
control, the range of a subgroup of data is often used as a measure of short-
term variation in the process.

Learn more about . . .

Consistent Estimators

Suppose a sample of size n is selected from a population. Let � be a parameter
of the population, and let Tn be an estimator of � based on the sample of size n.
Tn forms a sequence of estimators as n gets larger. The sequence of estimators
Tn is said to be consistent if for every a > 0 and for every possible value of �,
P [�Tn � �� � a] → 0 as n → �.
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The parameter value � must be finite before any consistent estimator can exist.
For a normal distribution, the population maximum and minimum are both
infinite. Therefore, the sample maximum, minimum, and range statistics are not
consistent, when sampling from a normal distribution.

In some cases, consistency follows from unbiasedness, if the standard error of
the estimate goes to zero for large n. Tn is consistent if it is unbiased for each
n, and if SD[Tn] → 0 as n → �, for all values of �. (Lehmann, 1991, p. 332)

4.2 Selecting Appropriate Distribution Models

The next several sections of this chapter are devoted to techniques of
estimating population characteristics for many situations which arise in Six
Sigma and DFSS projects. Since there are many inference techniques
available for different families of distributions, it may seem difficult or
intimidating to select the best method. This section provides a decision tree,
which can be used to select the most appropriate distribution model for the
population of data. Once the distribution is selected, the best techniques for
that distribution may be found in individual sections of this chapter.

Naturally, no decision tree can cover all possible situations. Through the
years, hundreds of distribution families have been devised as descriptions of
particular random phenomena, and only a few can be discussed here.
Nevertheless, the six alternatives indicated by this decision tree will be
adequate for 99% of the estimation and inference problems encountered in
the course of new product and process development.

Figure 4-2 presents the decision tree for selecting a probability distribution
model for a single population. Here is a more detailed explanation of each
of the decisions to be made.

What Type of Data? Many types of data can be observed, but the three
broad categories of counts, failure times, and measurements most frequently
occur in new product development.

1. Count data consists of nonnegative integers representing counts of
something. Two types of counts occur most often, and these are
modeled by either the Poisson or binomial distributions.
a. When a product can possibly have multiple defects, the counts of

defects generally follow a Poisson distribution. Also, the Poisson
distribution is a good model for counts of independent events in a
region of space or over a period of time. These situations are often
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called “Poisson processes.” One example of a Poisson process would
be the count of radioactive decay events per second. Section 4.6
presents techniques for estimating the rate parameter � of a Poisson
distribution.

b. When a unit is classified as either defective or nondefective, counts
of defective units in a population are generally modeled by the
binomial distribution. The object of inference is usually to estimate
the probability that an individual unit is defective, represented by �.
Binomial inference is also useful as part of the statistical solution to
many other problems. For example, the Monte Carlo method of
tolerance analysis produces a large number of trials representing the
random variation between actual units. The number of these trials
which fail to meet specifications is also a binomial random variable.
Section 4-5 presents estimation techniques for the binomial prob-
ability parameter �.

2. Times to failure are frequently observed in reliability studies or life
tests. The analysis of warranty databases also results in data repre-
senting times to failure. Three families of distributions commonly

Poisson
Section 4.6

Binomial
Section 4.5

Failure time
distributions
Section 4.4 

Normal
Section 4.3

Nonparametric
Section 9.1

What type of data?
Counts

Failure 
times

Measurements

Counts of what?

Defects or
events

over  time  

Defective
units

Yes

Is there
evidence that the

data is not
normal?

Plot the distribution - Section 2.3
Test for normality - Section 9.2 

Data appears
to be normal 

Evidence of
nonnormality

Attempt Box-Cox or
Johnson transformation

Section 9.3 

Is
transformed data

normal?

No

Figure 4-2 Decision Tree to Select a Distribution Model Appropriate for Inference
about a Single Population. This Tree Represents Situations which Commonly Arise
in new Product Development
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applied to predict the time to failure of components and systems are
the exponential, Weibull, and lognormal models. Section 4.4 describes
these families in more detail. Section 4.4 also explains how to choose
one family over another, and how to estimate time to failure charac-
teristics from life test or warranty data.

3. Data representing measurements of physical quantities (other than
failure times) are the most common data encountered by engineers
and Six Sigma professionals. Very often, this data has a symmetric,
bell-shaped distribution, and inference based on the normal dis-
tribution is appropriate. However, it is always important to plot the
available data to visualize its distribution, using any or all of the
methods in Section 2.3. To supplement the visual analysis of a
histogram, probability plots and goodness-of-fit tests are available.
Section 9.2 describes these tools. If the dataset appears to be
nonnormal, the experimenter has several options, including transfor-
mations and nonparametric methods, both described in Chapter 9.
a. If the data appears to come from a normal distribution, or if there is

no evidence to the contrary, then use the normal parameter
estimation methods covered in Section 4.3.

b. If the data is not normal, but a transformation as described in
Section 9.3 makes the data acceptably normal, then perform the
normal parameter estimation methods in Section 4.3 on the
transformed data.

c. If the data is clearly not normal, and transformations fail to
normalize it, consider carefully what this might mean. For example,
if the distribution of a sample is bimodal, as indicated by two peaks
on a histogram, this may be caused by a specific problem that needs
to be solved. These problems are sometimes called “special causes
of variation.” Until special causes are eliminated, it is not useful to
perform estimation or prediction of future results. If the process
generating the data is stable and is naturally nonnormal, then the
nonparametric methods described in Section 9.1 can be used to
estimate and predict future performance.

4.3 Estimating Properties of a Normal Population

A normally distributed random variable has a familiar bell-shaped probability
curve, and is completely specified by knowing its mean and standard deviation.
After a description of the characteristics of the normal distribution, this section
presents methods for estimating the mean and standard deviation of a normal
random variable based on a random sample. The precision of these estimates
will also be calculated in the form of confidence intervals. Confidence intervals
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will also be used to answer questions about whether the parameter values are
where they are supposed to be.

The relative probability of observing different values of a random variable
is shown by graphing its probability density function (PDF), also called a
probability curve. All normal random variables have a probability curve of
the same shape, as shown in Figure 4-3. The probability curve is symmetric
around the mean �, which means that values above the mean are equally
likely to be observed as values below the mean. The variation in a normal
random variable is measured by its standard deviation �. The middle section
of the normal probability curve is convex downward. But at points exactly
one standard deviation on either side of the mean, the curve changes to
convex upward, and remains convex upward throughout the tails. Therefore,
the probability curve has a point of inflection located at one standard
deviation on either side of the mean. This fact provides a rough and quick
visual way of estimating the standard deviation from a histogram of a large
number of observations from a normal distribution.

Figure 4-4 shows another view of a normal distribution with shaded areas
representing the probabilities of observing values within one, two, or three
standard deviations of the mean. Here is a list of some additional facts about
the normal distribution, some of which are important for a Six Sigma prac-
titioner to commit to memory.

• 68.27% of the probability occurs within one standard deviation of the
mean, with 158,655 parts per million (PPM) occurring outside these
limits, on each side. (Remember: about two-thirds of the probability
occurs within one standard deviation of the mean.)

• 95.45% of the probability occurs within two standard deviations of the
mean, with 22,750 PPM outside these limits, on each side. (Remember:

Figure 4-3 Probability Density Function (PDF) of a Normal Distribution. The
Probability Curve is Symmetric about the Mean �, and has Points of Inflection at
one Standard Deviation � on Either Side of the Mean

Point of

inflection

m m+sm−s

s
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68.27%

95.45%

99.73%

Figure 4-4 Normal Probability Function with Shaded Areas Indicating the
Probabilities of Observing Values within one, two, and three Standard Deviations of
the Mean

about 95% of the probability occurs within three standard deviations of
the mean.)

• 99.73% of the probability occurs within three standard deviations of
the mean, with 1350 PPM outside these limits, on each side. (This fact
is used so often that 99.73% is worth remembering.)

• 32 PPM probability occurs more than four standard deviations away
from the mean, on each side.

• 3.4 PPM probability occurs more than 4.5 standard deviations away
from the mean, on each side. This fact is important, because 3.4 defects
per million opportunities (DPMO) is the high quality level usually
identified as Six Sigma quality. If a normal distribution designed so that
the mean is six standard deviations (�6�) away from both tolerance
limits, and then something shifts the mean by 1.5 standard deviations,
the mean will be 4.5 standard deviations away from the closest tolerance
limit. At this point, the probability of falling outside the tolerance limit
is .0000034, or 3.4 DPMO.

• 0.3 PPM probability occurs more than five standard deviations away
from the mean, on each side

• 1 parts per billion (PPB) probability occurs more than six standard
deviations away from the mean, on each side.

4.3.1 Estimating the Population Mean

This subsection presents methods for estimating the mean of a normal dis-
tribution based on a random sample. We will also calculate a confidence
interval to measure the precision of the mean estimate. 
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Estimating the mean of a normal distribution requires the following
formulas:

Sample mean:

Sample standard deviation:

The sample mean is the point estimate for the population mean. Based on
the sample, the sample mean is the best single estimate of the population
mean. The symbol indicates that the sample mean is the point estimate
for �. The sample mean is an unbiased, consistent estimator.

Of course, since the sample mean is random, the population mean � could
be higher or lower than the sample mean . Therefore, we need some way
to measure the uncertainty in this estimate, and this is provided by a con-
fidence interval.

The confidence interval for � is a range of numbers that contains the true
value of � with probability (1 � �). The error rate, which is the probability
that the confidence interval does not contain the true value of �, is represented
by �. We usually express confidence levels in percentage terms, so we will
refer to a confidence interval with confidence level 1 � � as a 100 (1 � �)%
confidence interval. The confidence interval is defined by two numbers,
called the lower confidence limit for � (L�) and the upper confidence limit
for � (U�). The error rate � is generally split evenly between the upper and
lower limits, with risk allocated to each limit. Another way of expressing
the meaning of the 100(1 � �)% confidence interval in symbols is:

.

A very common choice for � is 0.05, or 5%, which means each confidence
limit has an error rate of 0.025, or 2.5%. When � � 0.05, the resulting con-
fidence interval is called a 95% confidence interval. If we generate a large
number of 95% confidence intervals, one interval out of 20 (5%) will not
contain the true parameter value, on average. 
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The function can be looked up in a table of values, such as Table K 

in the Appendix. Other ways of calculating are presented shortly.

Example 4.5

A prototype build of 10 parts is carefully measured. A critical orifice has a
nominal diameter of 1.103. The measured diameters of this orifice on all 10
parts are listed here:

1.103 1.101 1.105 1.103 1.105 1.107 1.105 1.108 1.107 1.104

Estimate the mean of the population with a 95% confidence interval. Does the
process making these parts have a mean value of 1.103?

Solution First, plot the data. With only 10 observations, a simple dotplot works
well, as shown in Figure 4-5. The plot shows nothing strange or unusual about
this data. Also, there is no evidence in the plot to reject the default assumption
of a normally distributed population. Actually, with fewer than 100 observations,
there will rarely be enough evidence to reject the assumption of a normal dis-
tribution. Even so, it is always important to look at the data, even with only a few
observations. This simple step can find data entry errors, and it may show you
features of the data which you need to know for your investigation.

Now perform the calculations, using Excel, MINITAB, or a hand calculator:

Here is a description of what this means in plain language. The best estimate for the
mean diameter is 1.1048. We are 95% confident that the mean diameter is between
1.10326 and 1.10634. The nominal diameter, 1.103 falls outside the 95% con-
fidence interval. Therefore, we are 95% confident that the process making the parts
does not have a mean of 1.103. Instead the process mean is most likely 1.1048.

Figures 4-6 and 4-7 provide a different visual interpretation of the confidence
interval. Each of these figures shows a bell-shaped curve representing a
possible probability distribution of the sample mean , plus a histogram of the
raw data. In both cases, the bell-shaped curve clearly shows less variation than
the histogram. This indicates that the sample mean has less variation than
the raw data. In fact, the standard deviation of is estimated to be which
is about one-third the standard deviation of the raw data with a sample size of
n � 10.
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Lm = 1.10326 a /2 = 0.025

Figure 4-6 Illustration of the Lower Confidence Limit of the Mean. The Histogram
in the Background is the Raw Data. The Dashed Vertical Line is Located at the
Sample Mean . The Probability Curve Shows what the Distribution of

would be if the Population Mean � were 1.10326, the Lower Limit of a 95%
Confidence Interval. If � � 1.10326, then the Probability of Observing at  1.1048
or Higher is 0.025

X
X
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Um = 1.10634a /2 = 0.025

Figure 4-7 Illustration of the Upper Confidence Limit of the Mean. The Histogram in
the Background is the Raw Data. The Dashed Vertical line is Located at the Sample
Mean . The Probability Curve Shows what the Distribution of would be
if the Population Mean � were 1.10634, the Upper Limit of a 95% Confidence Interval.
If � � 1.10634, then the Probability of Observing at  1.1048 or Lower is 0.025X

XX � 1.1048
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Figure 4-5 Dotplot of 10 Orifice Diameters
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Suppose that the population mean � were 1.10326, which is the lower con-
fidence limit. If this were true, Figure 4-6 shows a probability curve repre-
senting the distribution of . In this case, there is a 0.025 probability of
observing a value of 1.1048 or greater. Similarly, Figure 4-7 shows that if �
were at the upper confidence limit 1.10634, there is a 0.025 probability of
observing a value of 1.1048 or lower. Combining these two observations, the
probability that the population mean � is less than 1.10326 or greater than
1.10634 is 0.05, or 5%. Therefore the probability that � is inside the confidence
interval is 95%.

In the above example, two questions were asked and answered. First, what
do we think the population mean is, based on the sample? Second, does the
process making these parts need to be adjusted so that its mean is 1.103?

The first question is easy to answer. Using the formulas, we have a point
estimate for the population mean 1.1048, and we also have a statement of
the precision of that estimate. We know with 95% confidence that the pop-
ulation mean is between 1.10326 and 1.10634.

The second question is subtler. In this example, we can say with at least
95% confidence that the population mean is not 1.103, since this target
value falls outside the confidence interval. Therefore, the answer is: yes, the
process needs to be adjusted.

Suppose instead that the target value is 1.105. The point estimate is 1.1048,
so is the process making the holes too small? Should we nudge the process
slightly to make larger holes? The answer is no, because 1.105 is inside the
95% confidence interval. The true value of � may well be 1.105, and we
have no strong evidence to the contrary. Without strong evidence that the
mean is too high or too low, the process should be left alone.

How to . . .

Estimate the Mean of a Normal Distribution in MINITAB

MINITAB provides many ways to perform this task. Here is one of the easiest
ways.

1. Arrange the observed data in a single column.
2. Select Stat  Basic Statistics  1-sample t . . .
3. In the 1-Sample t form, select the Samples in columns: box
4. In the column selection box on the left, double-click on the column which

contains the data.
5. By default, a 95% confidence interval will be calculated. To change the con-

fidence level, click Options . . . , and change the level on the Options form.

X

X
X
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One-Sample T: C1

Variable   N     Mean    StDev  SE Mean        95% CI 
C1        10  1.10480  0.00215  0.00068  (1.10326, 1.10634)

Figure 4-8 MINITAB Report from the 1-sample t Function

6. To graph the data at the same time, click Graphs . . . and select any or all
the options provided.

7. Leave everything else blank and click OK.

Figure 4-8 shows the text produced by MINITAB in the session window, with
the confidence interval labeled 95% CI. Figure 4-9 is a histogram produced by
MINITAB as part of this procedure, when the histogram option is selected.
Below the histogram, an interval is plotted representing the 95% confidence
interval for the mean.

How to . . .

Estimate the Mean of a Normal Distribution in Excel

1. Arrange the data in a range in a worksheet. Highlight the range, and then
assign a name to the range. The easiest way to assign a name is to select the
range and then click the Name box. The Name box is to the left of the
formula bar and above the column headings. Type a name for the range in
the Name box, and press Enter. The formulas below assume that the data is
in a range named Data.

2. Calculate the sample mean using the formula =AVERAGE(Data)
3. Calculate the sample standard deviation using the formula =STDEV(Data)
4. For a 95% confidence interval, the total error rate is 5%, or 0.05. To calculate

the appropriate value of T7, enter this formula: =TINV(2*0.05,COUNT
(Data)-1)/SQRT(COUNT(Data)) For a different confidence level, sub-
stitute the appropriate error rate instead of 0.05.

5. Calculate the upper and lower confidence limits. Suppose the sample mean
is in cell C1, the sample standard deviation is in cell C2, and T7 is in cell
C3. Then L� is calculated by =C1-C3*C2. Also, U� is calculated by
=C1+C3*C2.

Figure 4-10 is a screen shot of an Excel worksheet containing these formulas.
The formula for T7 is selected.
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Figure 4-9 Histogram of Diameter Data with Interval Plot Representing a 95%
Confidence Interval for the Mean. Produced by MINITAB 1-Sample t Function

Figure 4-10 Excel Screen Shot Illustrating the Estimation of the Mean of a Normal
Distribution

Since this is the first instance of confidence intervals in this book, it is
important to understand what confidence intervals really mean by con-
sidering another example.

Suppose Ray is evaluating the torque of a new motor by measuring a sample
of 10 motors. In this example, the population of torque motors has a normally
distributed torque value with a mean � � 100 torque units. Of course, nobody
knows this in real life. We only pretend we know � for this example.



Estimating Population Properties 167

Ray measures the sample of ten motors and records these values:

102 100 105 95 104 85 101 85 103 104

After applying the methods described above, Ray concludes that a point
estimate of the mean torque is 98.4, with a 95% confidence interval of (92.96,
103.84) Notice that the true value of the population mean, 100, is included in
this confidence interval. This confidence interval is correct, or a “Hit.”

Meanwhile, Sara on another project team is testing the exact same motor.
Sara and Ray don’t know what each other is doing, because project teams
rarely talk to each other in this company. Sara measures a different sample
and records these values:

112 127 109 104 108 100 109 96 119 91

Sara calculates a point estimate of mean torque of 107.5, with a 95% con-
fidence interval of (99.92, 115.08). Once again, this confidence interval
contains the true value, just barely, so it’s another “Hit.”

Almost unbelievably, Tom is testing yet another sample of ten of these same
motors. Tom’s measurements are:

82 91 92 98 91 103 91 101 102 90

Tom estimates that mean torque is 94.1 with a 95% confidence interval of
(89.33, 98.87). Since this confidence interval does not contain the true value
of 100, it is a “Miss.”

Ray, Sara, and Tom have no idea whether their confidence intervals are Hits
or Misses, because they do not know that � � 100. However, they do know
that 95% of their 95% confidence intervals will be Hits, in the long run.

If we kept up this practice of sampling from the same population over and
over, 95% of the confidence intervals (19 out of 20) would be “Hits” and 5%
(1 out of 20) would be “Misses.” Figure 4-11 shows the results of a sim-
ulation in which 95% confidence intervals were calculated from samples of
size 10 from a normal distribution with mean � � 100. The simulated data
for samples 1, 2, and 16 were attributed to Ray, Sara, and Tom in the above
story. This batch of 20 confidence intervals contained 19 Hits and 1 Miss.
Other batches of 20 confidence intervals would have different results. Some
batches would have no Misses, while others would have several Misses.
Over the long run, 95% of the confidence intervals will be Hits, and 5% will
be Misses.
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Figure 4-11 Plot of 95% Confidence Intervals of the Mean of a Normal
Distribution, Based on 20 Samples of 10 units each. The True Mean Value is 100.
Out of these 20 Confidence Intervals, 19 Contain the True Mean Value, and 
1 does not

Example 4.6

An industrial control system has a motherboard with many daughter boards
plugged into it. The integrity of signals traveling along the motherboard
depends on the characteristic impedance of traces on the board. The charac-
teristic impedance depends strongly on the thickness of certain dielectric layers

Stem-and-leaf display: C4

Stem-and-leaf of C4  N  = 80
Leaf Unit = 1.0 

2    8   33 
4    8   45 
13   8   666666677 
27   8   88888888889999 
33   9   000001 

(16)  9   2222222223333333 
31   9   44555 
26   9   66666677 
18   9   99 
16   10  000011111 
7    10  33 
5    10  44 
3    10  7 
2    10  8 
1    11 
1    11  3 

Figure 4-12 Stem-and-Leaf Display of Dielectric Thickness Data
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One-Sample T: Thickness

Variable    N     Mean   StDev  SE Mean        95% CI
Thickness  80  93.1875  6.2442   0.6981  (91.7979, 94.5771)

Figure 4-13 Minitab 1-Sample t Report of Dielectric Thickness Data

inside the motherboard. The motherboard fabricator uses dielectric material
which should be 100 �m thick, but it has a wide tolerance of ±20 �m. Fritz is
investigating whether the thickness of this dielectric is appropriate for moth-
erboard impedance control. Fritz gathers core samples from 80 motherboards
using the same dielectric material, and carefully measures the dielectric
thickness. Figure 4-12 displays these measurements in the form of a MINITAB
stem-and-leaf display.

This stem-and-leaf display contains three columns: the counts, the stems, and
the leaves. To read the individual data from the display, combine the stems
with the leaves. In this case, the lowest measurement is 83, which occurs
twice. Next is 84, 85, and 86, occurring 7 times. The highest measurement is
113. The counts column has parentheses on the row containing the median
value. Below the median value, the counts are cumulative, counting the values
in that row, plus all rows containing lower values. Above the median value, the
counts are cumulative, counting the values in that row, plus all rows containing
higher values.

What can we learn about the population of dielectric thickness from this data?
Is the mean thickness 100 �m, as the supplier claims, or not?

Solution Fritz uses the MINITAB 1-sample t function to compute a confidence
interval for the mean of a normally distributed population, and also to plot a
histogram. Figure 4-13 shows the output in the session window, and Figure 4-14
shows the histogram. Both the stem-and-leaf display and the histogram suggest
that the distribution of the population of dielectric thicknesses is skewed to the
right. Even though the normality assumption is in some doubt, Fritz uses the
1-sample t function anyway.

Assuming a normal distribution, the 95% confidence interval for the mean is
(91.7979, 94.5771). The target thickness of 100 �m falls outside this interval
by more than the width of the interval itself. This is extremely strong evidence
that the true mean dielectric thickness is less than 100 �m.

In Chapter 9, this same data will be analyzed by other methods which do not
assume a normal distribution, so results of the methods can be compared. Only
then will we know whether Fritz’s use of the normal-based technique on this
skewed data created a significant problem.
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Figure 4-14 Histogram of Dielectric Thickness Measurements, with a 95%
Confidence Interval for the Mean of the Population

Learn more about . . .

The Confidence Interval for the Mean of a Normal Distribution

Most books have a slightly different formula for the confidence interval for the
mean of a normal distribution. This method produces the same results as the
method recommended here, but it is more complex to calculate. It is presented
now for completeness, but it will not be discussed further or used in examples.

Lower limit of a 100(1 � �)% confidence interval for �:

Upper limit of a 100(1� �)% confidence interval for �:

In these formulas, t�/2, n�1 represents the quantile of the t distribution
with n � 1 degrees of freedom. This represents is an unfortunate conflict in sta-
tistical notation commonly used in the quality improvement field. Tail proba-
bilities for the t distribution are always calculated for the right tail, so t�/2,n�1

represents the value of the t distribution with probability �/2 to the right of it.
However quantiles are defined from the left tail, so the p-quantile is the value
which has probability p to the left of it. This is why t�/2,n�1 represents the

quantile. This value can be looked up in tables such as Table D in the
Appendix, or calculated by MINITAB or by the Excel TINV function.
A1 �

�
2 B

A1 �
�
2 B

U� � X �
t�>2, n�1s

2n

L� � X �
t�>2, n�1s

2n
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Here is the reason why these formulas work. Suppose a random sample of size
n is selected from a population with a normal distribution, and and s are the
sample mean and standard deviation of that sample. Define a new statistic called
t as follows:  

The random variable t has a t distribution with parameter � � n � 1. The
parameter � is called “degrees of freedom” and corresponds to the n � 1 in the
denominator of the expression for s. The t distribution is a bell-shaped dis-
tribution, symmetric around zero, but it has heavier tails than the standard
normal distribution.

To calculate a confidence interval for �, the error rate � must be set at 1 minus
the confidence level. Since there is an upper and a lower confidence limit, divide
the error rate equally between them, with error rate for the lower limit and 
error rate for the upper limit.

We also need a symbol to represent quantiles of the t distribution. Define t�/2,n�1

to be the (1 � �/2) quantile of the t distribution with n � 1 degrees of freedom.
Figure 4-15 shows the PDF of a t distribution, and illustrates the meaning of the
symbol t�/2,n�1 by shading in the probability to the right of that point, which is �/2.

Now, because we know the distribution of

t �
X � �

s>2n

�
2

�
2

t �
X � �

s>2n

X

−5 −4 −3 −2 −1 0 1 2 3 4 5

ta /2,n–1

a/2

Figure 4-15 PDF of a t Distribution with n � 1 Degrees of Freedom. The Quantile
t�/2,n�1 is the Value which has �/2 Probability in the Tail to the Right of it
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we can write that

.

Rearranging the inequality to solve for � gives this expression:

.

Therefore,

Similarly, because the t distribution is symmetric,

.

This rearranges into:

,

therefore,

Combining these two expressions into one gives the final formula:

The T7 factor is defined as to simplify calculations. Using this
substitution,

The expressions inside the probability formula are the limits for the confidence
interval, specifically:

Lower limit of a 100(1 � �)% confidence interval for �:

Upper limit of a 100(1 � �)% confidence interval for �: U� � X � T7 An,
�
2 B 
 s

L� � X � T7 An,
�
2 B 
 s

P[L� � � � U�] � P cX � T7Qn,
�
2
Rs � � � X � T7Qn,

�
2
Rs d � 1 � �

T7 An,
�
2 B �

ta>2, n�1

2n

P[L� � � � U�] � P cX �
t�>2, n�1s

2n
� � � X �

t�>2, n�1s

2n
d � 1 � �

U� � X �
t�>2, n�1s

2n

P c� � X �
t�>2, n�1s

2n
d �

�
2

P cX � �

s>2n
� �t�>2, n�1 d �

�
2

L� � X �
t�>2, n�1s

2n

P cX �
t�>2, n�1s

2n
� � d �

�
2

P cX � �

s>2n
� t�>2, n�1 d �

�
2
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4.3.2 Estimating the Population Standard Deviation

Now we focus on the standard deviation of a normal distribution. We have
already seen that the sample standard deviation is the recommended estimate
of the population standard deviation. In this subsection, the confidence
interval for the population standard deviation is used to measure the precision
of this estimate, and to answer questions about whether the population
standard deviation is or is not a specific value.

The following estimator is the recommended way to estimate the standard
deviation of a population based on a sample:

Sample Standard Deviation

The square of the sample standard deviation, known as the sample variance
s 2, is an unbiased, consistent estimator for the population variance �2. The
sample standard deviation s is a consistent estimator for �, however it is
biased. When the population is normally distributed, the bias of s is about
2.8% with a sample size of n � 10, and the bias grows smaller as sample size
grows larger. In general, when we do not know the shape of the population
distribution, we also do not know how much s is biased. For this reason, the
bias of s is often ignored. When the population is known or assumed to be
normal, the bias can be corrected. See the sidebar titled “Learn more about the
Sample Standard Deviation” for more information on bias correction.

With the assumption that the distribution is normal, the following formulas
estimate a 100(1 � �)% confidence interval for the population standard
deviation �.

Lower limit of a 100(1 � �)% confidence interval for �:

Upper limit of a 100(1 � �)% confidence interval for �:

The values of the T2 function can be looked up in a table such as Table H in
the Appendix, or by any of the methods described below.

In Six Sigma applications, variation is bad, so large standard deviation is
bad. Because we are more concerned with � being too large, we often
need to calculate only the upper confidence limit, and assign all the risk �

U� �
s

T2 An,
�
2 B

L� �
s

T2 An,1 �
�
2 B

�̂ � s � Å 1
n � 1a

n

i�1
(Xi � X)2



174 Chapter Four

to that one limit. Here is the modified formula for a single upper con-
fidence limit:

Upper 100(1 � �)% confidence limit for �:

With a single upper confidence limit, the corresponding lower limit is
L� � 0.

Example 4.7

A prototype build of 10 parts is carefully measured. A critical orifice has a
tolerance of 1.103 ± 0.005. To meet the capability requirements for new
products, we must show that �  0.001. The measured diameters of this orifice
on all 10 parts are:

1.103 1.101 1.105 1.103 1.105 1.107 1.105 1.108 1.107 1.104

Estimate the standard deviation of the population with a 90% confidence interval.
Does the process making these parts meet the requirement that �  0.001?

Solution First notice that all 10 of these parts satisfy the tolerance requirements
of 1.103 � 0.005. If no one cared about the variation in the process, this might
be considered an acceptable prototype run.

The sample standard deviation is s � 0.00215

Since we need a 90% confidence interval, the total � risk is 0.10, which is
divided evenly between the two confidence limits.

To calculate the lower confidence limit with 0.05 risk, look up T2(10,0.95) �1.371.
Therefore,

To calculate the upper confidence limit with 0.05 risk, look up T2(10,0.05) �
0.6078. Therefore,

Based on this sample, we can be 90% certain that the population standard
deviation � is between 0.00157 and 0.00354. Since the desired value for �,
0.001, is outside this interval, we have strong evidence that the population
standard deviation is too large, which is a bad thing. This prototype sample
indicates that the process making these parts is unacceptable, even though all
the 10 parts made so far meet the tolerance requirements.

U� �
0.00215
0.6078

� 0.00354

L� �
0.00215
1.371

� 0.00157

U� �
s

T2(n, �)
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Figure 4-16 Illustration of the Meaning of the 100(1 � �)%, in this Case 90%,
Confidence Interval for �. If the True Value of � were at the lower Confidence Limit
L�, the Probability Curve for the Sample Standard Deviation s is shown on the Left,
and s would have �/2 Probability of being Greater than the Observed Value of s. If the
True Value of � were at the Upper Confidence Limit U�, the Probability Curve for
the Sample Standard Deviation s is Shown on the Right, and s would have �/2
Probability of being Less than the Observed Value of s

For another way to understand this result, see Figure 4-16. The observed value
of s is shown with a solid vertical line. Suppose the true value of � were
0.00157, which is at the lower confidence limit L�. In this case, the distribution
of the sample standard deviation s is the bell-shaped curve on the left. Note that
the distribution of s is not symmetric. If the true value of � were 0.00154, then
there is a 5% (�/2) probability of observing a value of s which is at or larger
than the observed value 0.00215.

In the same figure, suppose the true value of � were 0.00354, which is at the upper
confidence limit U�. In this case, the distribution of the sample standard deviation
s is the bell-shaped curve on the right, and there is a 5% (�/2) probability of
observing a value of s which is at or less than the observed value 0.00215.

Combining these two results, we can say with 90% confidence that the true
value of the standard deviation � is between 0.00157 and 0.00354.

The confidence level to be used in each case may be decided on a case-by-
case basis. The most common choice of confidence level is 95%, but there are
many reasons why a different level might be chosen. However, an overriding
concern is an ethical one. It would be unethical to change the confidence level
after the data has already been analyzed so that the data appears to better
support a desired conclusion. Once the data has already been collected, 95%
confidence intervals are the best choice because they are generally expected.
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This is a good point to remember when viewing reports prepared by others. If
the report contains unusual confidence levels like 60% or 99.9% without a
suitable explanation, this raises questions about the motives of the person who
prepared the report.

Tools introduced in later chapters for testing hypotheses offer a well-accepted
way around the ethical issue. Computer programs which perform these tests
offer a “P-value” which effectively is the error rate � for a confidence interval
which is just wide enough to include a particular value of interest.

When calculating confidence intervals, one good reason for increasing a con-
fidence level beyond 95% is when there is a lot at stake, such as equipment
destruction or human safety risks. These situations which call for a high
margin of safety might also call for wide confidence intervals, just to prove
that the system is extremely safe.

There are other situations where data is very scarce, and 95% confidence
intervals are simply too wide to be informative. In the above example with only
10 observations, the ratio of upper to lower confidence limits for a 95% interval
is 2.66. Even at 90%, the ratio is 2.26. The fact is that the standard deviation of
a sample tends to vary a lot, especially with small sample size. This fact results
in very wide confidence intervals. For this reason, it is common to calculate
confidence intervals for standard deviation at a level somewhat less than 95%.

One of the beautiful features of statistical tools is that everyone is free to
choose whatever risk level is appropriate for their unique situation, as long
as the risk level is chosen ethically, before seeing the data. As a reminder of
this freedom provided by statistical tools, the examples in this book will use
a variety of risk levels.

How to . . .

Estimate the Standard Deviation of a Normal Distribution in MINITAB

MINITAB has many ways to calculate the point estimate for the standard
deviation, but few ways to easily calculate the confidence interval. The method
illustrated here is useful because it quickly provides a wide range of information
in a standardized format.

1. Arrange the data in a single column in a worksheet.
2. Select Stat  Basic Statistics  Graphical Summary . . .
3. Select the Variables: box. From the column selector box on the left,

double-click the column label which contains the data.
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4. If desired, change the confidence level. (To duplicate the example illustrated
here, this should be set to 90.)

5. Click OK to produce the summary.
6. The 90% Confidence Interval for StDev is listed at the bottom of the sta-

tistical listing on the right side of the plot.

Figure 4-17 shows a MINITAB graphical summary of the diameter data used in
the previous example. The summary reports the 90% confidence interval for the
population standard deviation to be 0.0016 to 0.0035.

How to . . .

Estimate the Standard Deviation of a Normal Distribution in Excel

1. Arrange the data in a range in a worksheet. Highlight the range, and then
assign a name to the range. The formulas below assume that the data is in a
range named Data.

2. Calculate the sample standard deviation using the formula =STDEV(Data)
3. For the lower confidence limit, calculate T2(n, 0.95) with the formula

=SQRT(CHIINV(1-0.95,COUNT(Data)-1)/(COUNT(Data)-1))
4. Divide the standard deviation by T2(n, 0.95) to give the lower limit of the

90% confidence interval.
5. For the upper confidence limit, calculate T2(n, 0.05) with the formula

=SQRT(CHIINV(1-0.05,COUNT(Data)-1)/(COUNT(Data)-1))
6. Divide the standard deviation by T2(n, 0.05) to give the upper limit of the

90% confidence interval.

For a different confidence level, change 0.05 and 0.95 in the above formulas as
desired. As you enter these formulas, be careful to include the “1-” before the
risk level in each formula. This is necessary because of the way the parameters
for the CHIINV function are configured in Excel.

The risk level �, which is one minus the confidence level, can be illustrated
by a simulation. Figure 4-18 displays twenty 95% confidence intervals for
the standard deviation of a population with a true standard deviation value
of 10. Each confidence interval is based on a random sample of size 10. In
this particular case, 18 of the 20 intervals contain the true value of 10, so
they are Hits, leaving 2 Misses. If a large number of 95% confidence
intervals were calculated, approximately 95% of them would be Hits.
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Figure 4-18 Plot of 95% Confidence Intervals of the Standard Deviation of a
Normal Distribution, Based on 20 Samples of 10 Units Each. The True Standard
Deviation Value is 10. Out of these 20 Confidence Intervals, 18 Contain the
Population Standard Deviation Value, and 2 do not

In other statistical texts, it is common to present formulas for calculating
the confidence interval for the variance �2 instead of the standard
deviation �. Either set of confidence interval formulas can be used because
all the numbers are positive. Squaring the numbers does not change any

Figure 4-17 MINITAB Graphical Summary of Diameter Data, Including 90%
Confidence Intervals for Mean, Median, and Standard Deviation

1.1081.1061.1041.102

Median

Mean

1.1071.1061.1051.1041.103

Anderson-Darling Normality Test

Variance 0.0000
Skewness −0.181132
Kurtosis −0.440716
N 10
Minimum 1.1010

A-Squared

1st Quartile 1.1030
Median 1.1050
3rd Quartile 1.1070
Maximum 1.1080

90% Confidence Interval for Mean
1.1036

0.26

1.1060
90% Confidence Interval for Median

1.1030 1.1070
90% Confidence Interval for StDev

0.0016 0.0035

P-Value 0.614
Mean 1.1048
StDev 0.0021

90% Confidence Intervals

Summary for C1
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inequalities or probabilities in this expression: 

Therefore, either set of formulas may be used interchangeably.

For engineers and scientists, the standard deviation is easier to use than the
variance, because the standard deviation inherits the units of measurement
from the raw data. For example, if resistance data is measured in Ohms, the
standard deviation of resistance is also in Ohms. The variance has units of
Ohms2. Does a square Ohm mean anything? For ease of communication,
this book recommends the standard deviation formulas for all inference cal-
culations.

Example 4.8

Fritz measured dielectric thickness of a critical layer of 80 motherboards. This
data, presented in the previous section, appears to be skewed. This raises
concern that the normal distribution may not be an appropriate model.
Calculate a 95% confidence interval for the standard deviation of the pop-
ulation of these dielectric layers, assuming that the population is normal.

Solution Figure 4-19 is a MINITAB graphical summary for this data. The
required confidence interval is listed at the bottom right of the figure. If the pop-
ulation were normally distributed, we can be 95% confident that the standard
deviation of the population is between 5.404 and 7.396.

P[L� � � � U�] � P[(L�)2 � �2 � (U�)2]

Figure 4-19 MINITAB Graphical Summary of the Dielectric Thickness Data

110105100959085

Median

Mean

959493929190

Anderson-Darling Normality Test

Variance 38.990
Skewness 0.746351
Kurtosis 0.284444
N 80

Minimum 83.000

A-Squared

1st Quartile 88.000
Median 92.000
3rd Quartile 96.750
Maximum 113.000

95% Confidence Interval for Mean
91.798

1.18

94.577
95% Confidence Interval for Median

90.000 93.221
95% Confidence Interval for StDev

5.404 7.396

P-Value < 0.005

Mean 93.188
StDev 6.244

95% Confidence Intervals

Summary for Thickness
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Learn more about . . .

The Sample Standard Deviation

This sidebar box discusses two technical questions about the sample standard
deviation which many people ask:

• Why is n � 1 in the denominator and not n?
• If s is biased, why not use an estimator that is unbiased?

The question about n � 1 is discussed first. Suppose we could measure all items
in a population of N items. Then, we could calculate the true values of the pop-
ulation mean and standard deviation using these formulas:

By applying an estimation technique called the method of moments (MOM), we
can convert this last formula into an estimator for � by substituting in what we
know from the sample:

This estimator is labeled sn, because it is identical to the preferred estimator s,
except with n in the denominator. As it turns out, this estimator sn is also the
maximum likelihood estimator (MLE) for � when sampling from a normal dis-
tribution. Maximum likelihood estimation is not explained in this book because
of limited space. In a rough sense, the MLE of � is the most likely value of �.

With MOM and MLE in its favor, what is wrong with using sn instead of s? The
problem with sn is that it is too small, on average. Regardless of the population
being sampled, sn is biased low.

Figure 4-20 illustrates why sn is too small. The figure shows a normal probability
curve, with 
 symbols representing a random sample of five observations. The
population mean � and the sample mean are at the positions indicated in the
figure. By chance, this particular sample has more observations below � then
above �. The sample mean is located at the center of gravity for the sample, so
it is also below � In the formulas for s and sn, we subtract from each
observation instead of �, because we do not know what � is. By subtracting 
from each observation instead of �, we end up with a sum of squared differences
that is too small. But if we multiply the sum of the squared differences by ,
resulting in the formula for s, we make it larger and it becomes “just right.” So
what is meant by “too small” and “just right?”

n
n � 1

X
X

X

X

sn � Å 1
na

n

i�1
(Xi � X)2

� � Å 1
Na

N

i�1
(Xi � �)2

� �
1
Na

N

i�1
Xi
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x– m

Figure 4-20 Normal Probability Curve, with a Sample of Five Observations from
the Population. The Population mean � and Sample mean are shownX

If we square the “just right” formula for s, we get the sample variance

This is an unbiased estimator for the population variance �2. On average, s 2

with n � 1 in its denominator is not too big and not too small—on average, it is
“just right.”

The answer to the first question about n � 1 is that the sample variance is an
unbiased estimator of the population variance. As a general rule, unbiased
estimators are preferred, when they are available. And in this case, it is especially
important. In a Six Sigma world, variation is always a bad thing. If we use a “too
small” estimator for variation, we commit a dangerous error by fooling ourselves
(and others) into thinking that our variation is better than it actually is. For anyone
looking for ways to lie with statistics, here is a good one: use sn instead of s, and
everything will seem better than it really is, especially with really small sample
sizes. But for ethical Six Sigma professionals, s is a better estimator to use than sn.

There is still a problem with s. It is less biased than sn, but it is still biased. s 2 is
unbiased, but taking the square root of s 2 introduces bias. This leads into the
second question: Why not just use an unbiased estimator instead? Unfortunately,
there is no unbiased estimator for � which works for all situations and for all dis-
tributions being sampled. So in general, we do not have a better estimator than s.

If we assume that the observations are sampled from a normally distributed pop-
ulation, then we know how s is distributed, and we can construct an unbiased
estimator by dividing s by an appropriate factor, which has become known as c4.

, and therefore is an unbiased estimator for �. The factor c4 is listed
in tables of control chart factors, such as Table A in the Appendix. The direct
formula for c4 is

c4 �
� An2 B

� An � 1
2 B Å 2

n � 1

s
c4

E[ s
c4

] � �

s 2 �
1

n � 1 a
n

i�1
(Xi � X )2
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In Excel, c4 may be calculated by the formula =EXP(GAMMALN(n/2)-
GAMMALN((n-1)/2))*SQRT(2/(n-1)), with a reference to the sample size
used in place of n.

In conclusion, when sampling from a normal distribution, is an unbiased, con-
sistent estimator for �, and it is better than any other estimator available, because
it has lower variance than other unbiased estimators. Johnson and Kotz (1994,
pp 127–139) provides an analysis of unbiased estimators for � from a normal
distribution, and finds that none are better than . But for general use, when we
do not know for sure that the distribution is normal, there is no estimator for �
that is always unbiased.

When the population is known or assumed to be normal, and sample size is
small, is recommended as the best point estimator of standard deviation.
Otherwise, s is the best point estimator of standard deviation.

Learn more about . . .

The Confidence Interval for the Standard Deviation of a Normal Distribution

Many books present a different formula to estimate a confidence interval for the
population variance. These formulas produce the same results as the rec-
ommended formulas using the T2 factor. They are presented here only for the
sake of completeness, and will not be used in any examples.

Lower limit of a 100(1 � �)% confidence interval for �2:

Upper limit of a 100(1 � �)% confidence interval for �2:

In these formulas, represents the quantile of the chi-squared
(�2) distribution with n � 1 degrees of freedom. Likewise, rep-
resents the quantile of the �2 distribution with n � 1 degrees of freedom. As
with the t distribution, this represents an unfortunate conflict in notation. �2 tail
probabilities are generally calculated from the right tail, but quantiles are
defined from the left tail. These quantile values can be looked up in tables such
as Table E in the Appendix, or calculated by MINITAB or by the Excel CHIINV
function.

When sampling from a normal distribution, the quantity has a �2 dis-

tribution with n � 1 degrees of freedom. We will refer to the (1 � �) quantile of
the �2 distribution with � degrees of freedom by the notation . Figure 4-21�2

�,�

(n � 1)s2

�
2

�
2

�2
1��>2, n�1

A1 �
�
2 B�2

�>2, n�1

U�2 �
s2(n � 1)

�2
1��>2, n�1

L�2 �
s2(n � 1)

�2
�>2, n�1

s
c4

s
c4

s
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Figure 4-21 PDF of a �2 Distribution with � Degrees of Freedom. The Quantile 
is the Value that has � Probability in the Tail above that Value. For this Figure, the
Degrees of Freedom � � 9, and the Probability � � 0.05
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illustrates that is the value which has � probability of observing values
greater than .

Since we know how is distributed, we can write that 

This allows us to calculate the limits of a confidence interval with confidence
level 100(1 � �). Rearranging the expression:

Now invert all terms which also inverts the inequality, and take the square root
of all terms to give this equivalent expression:

To simplify calculations, the T2 factor is defined as 

Using this substitution, we have the final result:

Lower limit of a 100(1 � �)% confidence interval for �:

Upper limit of a 100(1 � �)% confidence interval for �:

U� �
s
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�
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4.3.3 Estimating Short-Term and Long-Term Properties
of a Normal Population

The essential goal of any Six Sigma project is to remove barriers to profit. The
essential goal of a DFSS project is to create new opportunities for profit.
These barriers and opportunities can be found by reading the signals which
lay hidden between the short-term and long-term behavior of our processes.
All we have to do is look, and we will find these profit signals.

The relationship between short-term and long-term process behavior can be
visualized as a right triangle. The hypotenuse of the triangle represents long-
term variation. One of the legs of the triangle represents short-term variation.
As in a right triangle, long-term variation can be no less than short-term
variation, but sometimes, long-term variation is much larger. The third leg of
the triangle represents the difference between short-term variation and long-
term variation. This third leg represents opportunities to remove waste and
improve profit. In their very effective book, Profit Signals,1 Sloan and Boyles
(2003) show many simple ways of achieving predictable, sustainable profit by
measuring and shortening the third leg of the variation triangle.

Short-term variation and long-term variation are measured by their standard
deviations, �ST and �LT, respectively. The third leg, representing profit signals
and the Six Sigma concept of “shifts and drifts,” is measured by its standard
deviation �Shift. These three quantities are related through this formula:

. Since this formula is also the Pythagorean theorem,
the right triangle is an apt analogy for these three types of variation.

The tools introduced so far in this book assume that the process has a stable
normal distribution. Stability means that its mean, standard deviation, and
shape do not change over time. It is very easy to predict the behavior of a
stable process by observing a sample. It is rare to achieve perfect stability. By
contrast, a totally unstable population, whose distribution changes without
controls or limits on its behavior, cannot be predicted by any technique.

Most physical processes lie between the extremes of perfect stability and
total instability. The long-term behavior of the process is bounded by larger,
more powerful influences which ultimately control the process variation.
Within a short period of time, the behavior of the process is less variable
than over a long period of time. What the process produces right now is
more likely to be similar to what it produced one minute ago, than it is to be

�LT � 2�2
ST � �2

Shift

1 “Profit Signals” is a trademark of Evidence-Based Decisions, 10035 46th Ave NE, Seattle,
WA 98125. phone: 206-525-7968. http://www.evidence-based-decisions.com

http://www.evidence-based-decisions.com


Estimating Population Properties 185

similar to what it produced one day or one month ago. Because of this fact,
some tools are more suited to predicting short-term behavior, while other
tools are more suited to predicting long-term behavior.

A familiar example of a process with short-term and long-term variation is the
weather process that produces daily high and low temperatures at a specific
location. Today’s high temperature is more likely to be close to yesterday’s
high temperature, than it is to be close to last month’s high temperature.
Because of this fact, meteorologists use different methods for predicting short-
term and long-term weather. Short-term weather is predicted, in large part,
from the known information about specific weather patterns and systems that
exist right now. These short-term predictions can be quite good for one or two
days into the future. However, these methods are very inaccurate for predicting
two weeks or a month into the future. A better prediction for one month into
the future is the monthly average of what happened over previous years.

Just as meteorologists use different techniques for short-term and long-term
prediction, so do Six Sigma professionals. This section introduces methods
to estimate short-term and long-term standard deviation of a normally dis-
tributed process distribution. First, the best methods of sampling a con-
tinuous process are discussed. Then, the methods of calculating short-term
and long-term estimates are explained for situations in which subgroups can
been collected, and when they cannot.

4.3.3.1 Planning Samples to Identify Short-Term
and Long-Term Properties

Before anything can be estimated or predicted, there must be a valid sample.
Assumption Zero states that the sample represents a random sample of
mutually independent observations from the population of interest. If our goal
is to estimate both short-term and long-term variation, then the sample must
truly represent short-term and long-term variation. The examples which follow
illustrate sampling and mathematical methods for accomplishing this goal.

Example 4.9

An automated machining center performs finish machining on aluminum pump
housings. During each work day, the machining center produces 120 finished
housings. Consider one critical feature of the housing, the cylinder bore
diameter. Figure 4-22 shows a run chart and a histogram created from bore
diameter measurements from all 120 parts.

In Figure 4-22, the histogram of all 120 measurements represents the long-term
behavior of this process. The normal probability curve overlaid on the
histogram appears to be a credible model for long-term behavior. However, the
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Figure 4-22 Run Chart and Histogram of Bore Diameter Measurements on 120
Parts Made During One Day

run chart indicates patterns in the short-term behavior in the process. At the
start of the day, diameters are on the small side, growing larger until the middle
of the day. Then, diameters seem to shrink again. Apparently the mean value of
this process drifts up and down during the day. At any particular time during the
day, the short-term variation is much less than the long-term variation.

Figure 4-23 shows a different view of this data. Here, the day’s measurements
were split into six equal periods of 20 measurements each. The data from each
period is plotted as a histogram with an overlaid normal probability curve. This
is a view of the short-term behavior of the process within each period. This
figure shows the increasing and then decreasing trend of the mean meas-
urements. Also in this figure, note that periods 2 and 6 appear to have more
variation than the other periods. This process exhibits short-term changes in
both its mean and its standard deviation.

These figures would be nice to have, but the Black Belt assigned to this process
does not have them. It is too costly to measure every housing produced by the
machining center. Instead, a control plan is used to describe which units are
measured.

Consider a control plan which we will call Plan 1. Under Plan 1, the operator
takes a sample of four consecutive housings at regular intervals, six times per
day, and measures only these selected units. Each sample of four housings is
called a subgroup.

Subgroup 1 contains units 11, 12, 13, and 14 from the day’s run. Subgroup 2
contains units 31, 32, 33, and 34. The pattern repeats every 20 units, giving a
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Figure 4-23 Paneled Histogram of 120 Bore Diameters. Each Panel Represents a
Group of 20 Consecutive Measurements

total of 24 measurements from the day’s work. Figure 4-24 is a run chart dis-
playing the bore diameters measured for these 24 housings in six subgroups.

To assess the long-term behavior of this process, all 24 measurements are taken
as a single sample representing what happened during this day. To assess the
short-term behavior of the process, the variation within the subgroups of four
units each can be estimated. These 24 measurements seem to have many of the
same characteristics as the population as a whole, shown in Figure 4-23. The
increasing trend, then the decreasing trend in average diameter is visible.
Subgroups 2 and 6 seem to have more variation than the other subgroups.
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Figure 4-24 Run Chart of Six Subgroups from the Bore Diameter Population. Each
Subgroup Contains four Consecutive Measurements taken at Regular Intervals. The
First Subgroup Contains Units 11–14. The Second Subgroup Contains Units 31–34,
and so on
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Figure 4-25 Run Chart of Six Subgroups from the Bore Diameter Population. Each
Subgroup Contains Measurements of Four Units, but the Four Units are not
Consecutive. Every Fifth Unit is Measured Starting with unit 2

For comparison to these results, consider Plan 2. Under this plan, the operator
measures every fifth housing, starting with the second housing from the day’s
run. This data is arranged in four subgroups and displayed in Figure 4-25. In this
figure, we can see the increasing trend, but not the decreasing trend. Also, any
difference in variation between groups does not seem significant in this plot.

In this example, the subgroups collected under Plan 1 include units made con-
secutively, before the long-term shifts had much impact. Therefore, Plan 1
produced a sample of data which better represents the patterns of short-term
variation in the process than Plan 2.

The above example compares the effectiveness of two control plans in
estimating short-term patterns in a process. Plan 1, in which consecutive units
are measured at regular intervals, seems to be more effective than Plan 2, in
which every fifth unit is measured. Is this a result of good planning, good luck,
or a crafty author concocting an example to suit his purposes?

In real life no one has access to the full population of measurements, and a
truly random sample of a continuing process is not possible. Instead of
Assumption Zero, we rely on a practice known as rational subgrouping. The
Automotive Industry Action Group (1992) defines a rational subgroup as
“a subgroup gathered in such a manner as to give the maximum chance for
the measurements in each subgroup to be alike and the maximum chance for
the subgroups to differ one from the other.” In other words, we plan the col-
lection of data so that measurements within a subgroup are expected to have
less variability than in the overall sample of many subgroups. Further, we
plan the subgroup size and interval to maximize the expected difference
between short-term and long-term effects in the measured data. In this way,
we use good planning to create our own good luck.
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In many common industrial situations, a process tends to shift its short-term
average and increase or decrease its short-term variation slowly over time.
The rational subgrouping strategy best suited to this situation is to measure
a subgroup containing several consecutively manufactured units, and to
repeat this process at regular intervals. In the previous example, Plan 1 rep-
resented a rational subgrouping strategy, but Plan 2 did not. Every process
may require a different rational subgrouping strategy best suited to its
expected behavior. This always requires careful thought and planning. This
planning requires an understanding of the process history, changes which
are likely to be seen, and cost impacts of the sampling decisions. There is no
rule of thumb for Six Sigma control plans. Blind application of the same
technique to every process is both ineffective and wasteful.

4.3.3.2 Estimating Short-Term and Long-Term Properties
from Subgrouped Data

This section explains the process of estimating population parameters from a
sample consisting of rational subgroups. Before computing these estimates,
the process must be tested for stability. If it is not stable, then it is meaningless
to estimate the parameters of a moving process. The cause of instability must
be removed from the process before doing the estimation.

The recommended stability test is a graphical tool called an control
chart. This is a graph which simultaneously checks for changes in average
value and in standard deviation. If no instability is found by the control
chart, then the estimates can be calculated.

The following symbols will be used to describe subgrouped data and the
statistics calculated from them:

n � number of observations in each subgroup. Each of the subgroups
has the same number of observations.

k � number of subgroups in the sample.
Xij � jth observation in the ith subgroup.

� subgroup mean of the ith subgroup, calculated as

� grand mean, calculated as

X �
1
k a

k

i�1
Xi

X

Xi �
1
n a

n

j�1
Xij

Xi

X, s
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si � subgroup standard deviation of subgroup i, calculated as 

� mean subgroup standard deviation, calculated as

s � overall sample standard deviation, calculated as 

To test the process for stability, construct an control chart. Instructions
on how to construct this control chart follow the example below. If the 
control chart does not find evidence of process instability, then the following
calculations are used to estimate process characteristics.

To estimate long-term mean �LT and standard deviation �LT from a sub-
grouped sample, compute the estimates as if the sample were a single
sample containing nk observations:

Point estimate of �LT from a subgrouped sample

Point estimate of �LT from a subgrouped sample

If the process is stable, then the short-term characteristics are estimated by
the behavior of the observations within each subgroup, as follows:

Point estimate of �ST from a subgrouped sample

Point estimate of �ST from a subgrouped sample

In the estimator for �ST, note that is the average of the subgroup standard
deviations, and is not the overall sample standard deviation s. The unbiasing
factors c4(nk) and c4(n) may be looked up in Table A of the Appendix.
Other methods for calculating c4 are given in section 4.3.2.

All of the point estimates above are consistent and unbiased. Since nk is
usually large, the bias of s is small, and the unbiasing constant c4(nk) is
often ignored.

s

�^ST �
s

c4(n)

�̂ST � X

�^LT �
s

c4(nk)

�̂LT � X

X, s
X, s

s � Å 1
nk � 1 a

k

i�1
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n
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Figure 4-26 MINITAB Worksheet Containing 10 Subgroups of Six Linearity
Measurements in each Subgroup

Example 4.10

A fuel valve senses its position and reports it using a current signal, which
varies between 4 mA and 20 mA. The linearity of the circuit is critical. To
measure linearity, the circuit is first calibrated at 4 mA and 20 mA. Then, the
controller sends a signal which should be 12 mA, in the middle of the range.
The 12 mA signal is measured and recorded. To monitor process control, six
linearity measurements are recorded from the first six units made during
each day.

Figure 4-26 shows a MINITAB worksheet containing two weeks of these meas-
urements. Each row contains one subgroup of data, representing one day of
production. Estimate the short-term and long-term characteristics of this
process.

Solution As with all new data sets, always graph it first. Figure 4-27 shows a
histogram of all 60 observations. The figure shows a distribution that is roughly
symmetric, with one mode. The distribution seems to have a bit of a flat top, but
with only 60 observations, this is not enough reason to reject the assumption of
a normal distribution.

Before calculating the population characteristics, test the subgrouped linearity
data for stability by creating an control chart. Figure 4-28 shows the
control chart created in MINITAB to test the stability of the process. The inter-
pretation of this chart is the same as the IX,MR control chart presented in
Chapter 2. The control chart includes two panels. The top panel is a run
chart of the subgroup means for each of the 10 subgroups. The bottom panel
is a run chart of the subgroup standard deviations si for each of the 10
subgroups. Both panels have a center line plotted at the average of the values

Xi

X, s

X, s
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plotted in that panel. Both charts also have upper and lower control limits,
shown in Figure 4-28 with solid black lines. If the process is stable, both panels
of the chart will have the plot points spread out randomly between the control
limits, with some above and some below the center lines. It is very unusual for
a stable process to have plot points outside the control limits. In fact, control
charts are designed so that the probability of any single plot point from a stable
process falling outside a control limit is less than 1%.

In this example, no plot points are found outside the control limits. The plot
points are also spread out in the region between the control limits, both above
and below the center lines. Therefore, we decide that the process is stable
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enough to estimate its short-term and long-term parameters. The grand mean
and average subgroup standard deviation mA

can be read directly from the right side of the control chart in Figure 4-28.
MINITAB can be used to calculate the sample standard deviation, which is s �
0.03253 mA. According to Table A in the Appendix, the unbiasing constant c4

for a subgroup size n � 6 is 0.9515, and for nk � 60, c4 � 0.9958. Table A
does not list c4 for nk � 60 but it can be calculated in Excel with the formula
=EXP(GAMMALN(60/2)-GAMMALN(59/2))*SQRT(2/59). Using these
values, here are the estimated parameters for this process:

The short-term variation of the process is slightly less than the long-term
variation, but the difference is less than 1 �A. The estimated process average
of 12.0556 mA is higher than the target value of 12 mA. But is the 0.0556 mA
a significant nonlinearity or just random noise? To determine whether the non-
linearity is significant, we need to calculate a confidence interval for the mean.

Confidence limits for the short-term and long-term population charac-
teristics are calculated using the following formulas:

Lower limit of a 100(1 � �)% confidence interval for �LT or �ST:

Upper limit of a 100(1 � �)% confidence interval for �LT or �ST:

Lower limit of a 100(1 � �)% confidence interval for �LT:

Upper limit of a 100(1 � �)% confidence interval for � LT:

Approximate lower limit of a 100(1 � �)% confidence interval for �ST:
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�

s
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�
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c4(6)
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0.03036
0.9515

� 0.03191 mA

�^LT �
s

c4(60)
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0.03253
0.9958

� 0.03267 mA

�̂LT � �̂ST � X � 12.0556 mA

s � 0.03036X � 12.0556 mA
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Approximate upper limit of a 100(1 � �)% confidence interval for � ST:

Often, we are only interested in an upper control limit for estimates of
standard deviation. In this case, the upper confidence bounds are calculated
this way:

Upper 100(1 � �)% confidence bound for �LT:

Approximate upper 100(1 � �)% confidence bound for �ST:

Values of dS have been calculated by Bissell (1990), and are listed  in Table 4-1,
along with values of c4 for common subgroup sizes. These factors are also listed
in Table A in the Appendix. Values of dSk(n � 1) � 1 are not integers, so they
are rounded down to the next lower integer. This provides a safer approximation
than rounding to the nearest integer.

Example 4.11

Continuing the previous example, calculate 95% confidence intervals on the
short-term and long-term population characteristics.

Solution To calculate a 95% confidence interval for the mean, look up
T7(60,0.05), which Table K in the Appendix gives as 0.2583. Calculate the
confidence limits this way:

Note that the ideal value of 12.0000 mA is outside this 95% confidence
interval. This provides strong evidence that the circuit is nonlinear.

To calculate an upper 95% confidence bound for long-term standard deviation
�LT, we need to look up T2(60, 0.05). According to Table H in the Appendix,
T2(60, 0.05) � 0.8471. Therefore:

U�LT
�

s
T2(nk, �)

�
0.03253
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� 0.03840 mA

U� � X � T7 Qnk,
�
2
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 s � 12.0556 � 0.2583 
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�
2
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Table 4-1 Values of c4 and dS for Common Sample Sizes

Subgroup
Size n c4 dS

2 0.7979 0.876

3 0.8862 0.915

4 0.9213 0.936

5 0.9400 0.949

6 0.9515 0.957

7 0.9594 0.963

8 0.9650 0.968

9 0.9693 0.972

10 0.9727 0.975

12 0.9776 0.979

15 0.9823 0.983

20 0.9869 0.987

The 95% upper confidence bound for short-term standard deviation requires
two table lookups. First, dS � 0.957 for subgroup sizes n � 6, from Table 4-1.
The sample size parameter for the T2 lookup is dSk(n � 1) � 1 �
0.957 
10 
 (6 � 1) � 1 � 48.8, which we round down to 48. According to
Table H in the Appendix, T2(48, 0.05) � 0.8286. Therefore:

How to . . .

Create an Control Chart in MINITAB

1. Arrange the observed data in n columns, with the data for each subgroup
located on a single row, like the example shown in Figure 4-26.
(Alternatively, the data can be stacked in a single column.)

2. Select Stat  Control Charts  Variables Charts for Subgroups 
Xbar-S . . .

X, s

U�ST
�

s
T2(dSk (n � 1) � 1, �)

�
0.03036
0.8286

� 0.03664 mA
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Figure 4-29 Process Flow Chart to Follow when Estimating Short-Term and Long-
Term Characteristics of a Process from Subgrouped Data

3. In the Xbar-S Chart form, select Observations for a subgroup are in one
row of columns: from the drop-down box at the top of the form. Select the
box below the drop-down box. Enter the first and last column names con-
taining the subgrouped data, separated by a hyphen. For example, type
Data1-Data6. As a shortcut, in the column selection box on the left, click the
name of the first column. Then hold the Shift key down and double-click on
the name of the last column. (If the observations are listed in a single column,
select All observations for a chart are in one column. Enter the column
name and the subgroup size where indicated.)

4. Click Xbar-S Options . . . In the Options form, click the Estimate tab.
Under Method for estimating standard deviation, select Sbar. Click OK.

5. Select other options for the plot if desired.
6. Click OK to create the control chart.

The control chart contains two panels, and each panel has control
limits. Either the chart or the s chart or both could be out of control.
Figure 4-29 illustrates the process of assessing the control chart and
then making the appropriate estimates or taking the appropriate action.

X, s
X

X, s

X, s
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The s chart ought to be interpreted first. If the s chart is out of control, this
means the process variation is unstable. The behavior of a process with
unstable variation cannot be predicted. Instead of calculating meaningless
estimates for an unstable process, the cause of unstable variation must be
found and corrected first.

A different situation exists if the s chart is in control, but the chart is out of
control. In this case, the process variation is stable, and the variation parameters
�ST and �LT can be estimated. But since the chart is out of control, the
process average is unstable. The cause of this instability must be found and
eliminated. Typically, when the chart is out of control, �ST is much less than
�LT. The variation triangle indicates that . Rearranging
this equation and plugging in estimates we already have, we can calculate an
estimate of �Shift as

The size of �Shift is a measure of the opportunity to stabilize the process
average and reduce the long-term variation �LT. This opportunity for
improvement is the profit signal being sent by the process.

Example 4.12

Lee is a Green Belt in a printer assembly plant. Lee is investigating the time
required to assemble printers. He records assembly times for 90 printers. He
records the times for three consecutive printers, once per hour for 30 h. Table 4-2
lists these 90 measurements of assembly time, in seconds.

Figure 4-30 is a histogram of all 90 measurements. The histogram shows an
apparent skew to the right which is common in observations of times. The
range of the observed times is nearly 60 s. An control chart is not only a
test for stability, but a good way to understand where Lee should look for oppor-
tunities to improve the process.

Figure 4-31 is an control chart created from the assembly time data. The
s chart has no points outside its control limits, and the plot points are dis-
tributed randomly between the control limits. Therefore, Lee concludes that the
variation of the process is stable and estimates the short-term and long-term
standard deviation as follows:

The chart is out of control. Three of the plot points are above the upper
control limit. This indicates that three subgroups had significantly higher
printer assembly time than the rest of the process. At this time, no estimates of

X

�̂ST �
s
c4

�
5.71

0.8862
� 6.44 s

�̂LT � s � 10.01 s

X, s

X, s

�̂Shift � 2�̂2
LT � �̂2

ST

�LT � 2�2
ST � �2

Shift

X

X
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Table 4-2 Assembly Times for 90 Printers

Subgroup Time 1 Time 2 Time 3

1 177 179 181

2 181 181 182

3 181 179 162

4 178 182 185

5 182 179 179

6 188 179 185

7 171 181 185

8 187 179 182

9 177 169 186

10 196 205 221

11 176 176 175

12 169 181 187

13 211 200 212

14 167 180 171

15 176 171 177

16 180 182 185

17 192 173 197

18 176 177 183

19 182 187 177

20 185 200 193

21 190 192 188

22 169 172 181

23 195 197 198

24 180 181 184

(Continued)
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Table 4-2 Assembly Times for 90 Printers (Continued)

Subgroup Time 1 Time 2 Time 3

25 180 178 180

26 17 164 189

27 185 173 188

28 176 182 173

29 176 188 178

30 178 176 182

Figure 4-30 Histogram of Printer Assembly Times

average printer assembly time are meaningful, because the process average is
unstable.

As a way of quantifying the opportunity for improvement, Lee calculates an
estimate for as

For this process, there is a sizeable profit signal. If the cause of the excessive
assembly times can be eliminated, then the long-term variation �LT will be
closer to the short-term variation �ST. This improvement will be felt in
improved productivity and less waste throughout the production line.

One characteristic of control charts is that if they are constructed with few
subgroups, the charts do not detect shifts very well. As a rule of thumb, control

�̂Shift � 2�̂2
LT � �̂2

ST � 210.012 � 6.442 � 7.66 s

�Shift
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Figure 4-31 Control Chart of Printer Assembly TimesX, s

charts should have 30 subgroups before being used in a process capability
study. This rule of thumb assures that the chart includes process performance
over a long enough time to discriminate between usual process behavior and
any possible shifts. When process capability is being evaluated this is par-
ticularly important.

Many of the examples in this chapter include control charts with fewer than
30 subgroups. Here are a few reasons why this rule of thumb may need to
be violated:

1. In a product development environment, decisions often must be made
quickly and with limited data. When a decision must be made, the
control chart should be constructed with whatever data is available.
Even with a few subgroups, it may still detect gross shifts in process
behavior. Even if it does not, the act of looking at the data on a graph
may provide insight which is valuable to the decision process.

2. The examples in this chapter are not process capability studies. They are
generally a part of a design project or process improvement project.
Before launching a new process or product, proper capability studies
should be conducted with adequate sample sizes, in addition to the
small-scale experiments discussed in these examples. Capability studies
are discussed in more detail in Chapter 6.
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Example 4.13 shows what happens when a control chart is constructed with
limited data.

Example 4.13

Earlier in this chapter, Figure 4-24 illustrated a set of six rational subgroups of
four observations each from a bore diameter process. This is enough data to
create an control chart, and this chart is shown in Figure 4-32. This chart
shows no points out of control. Because we have the rare luxury of seeing all of
this day’s process data in Figure 4-23, it is clear that the process average and
probably also the process variation are unstable. Yet, these effects do not show
up on this control chart built from six subgroups of four observations each.

If we continued to collect subgroups of four observations, six times a day, for four
more days, we would have 30 subgroups. These 30 subgroups are plotted on an

control chart in Figure 4-33. Figure 4-33 shows several forms of process
instability. On the s chart, the second subgroup has more variation than the rest of
the process, since its plot point is above the upper control limit. Notice that this
same subgroup did not show as out of control in Figure 4.32. On the chart,
subgroup 10 has an average value out of control, above the upper control limit.
Finally, the chart shows a clear cyclic pattern which repeats every day. Even if
the chart did not have any points outside of its control limits, we should see the
cycle pattern and declare that the process average is out of control.

If we were studying this process and hoping to estimate its short-term and long-
term characteristics, the process is not ready for estimation. The first thing to do
is to identify and stop the daily cycles, and any other causes of variation which
cause this process to be out of control.

X
X

X

X, s

X, s
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Figure 4-33 Control Chart of 30 Subgroups of Bore DiametersX, s
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Table A in the Appendix lists values of the factors A3, B3, and B4.
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It should be noted that an alternate method for estimating short-term
variation has been widely taught to industrial practitioners of Six Sigma
and other quality control methods. Instead of presented here, the

alternate method is , where is the average of the subgroup ranges,
and d2 is a factor looked up in tables of control chart factors, such as Table A in
theAppendix. is preferred over because is more precise than

whenever the subgroup size n > 2. When the subgroup size n � 2, then

, and the two estimators have the same precision. Therefore, is a 

more efficient estimator of than .

To go along with , many industrial practitioners are also taught to use 

control charts to evaluate process stability, instead of the control chart
presented here. In the control chart, the lower panel is a plot of
subgroup ranges, and the control limits are based on . The control
chart is preferred for the same reason that is preferred. When n � 2, both
control charts are identical. However, when n > 2, the control chart
has more power to detect smaller changes in the process.

The usual argument cited in favor of the control chart and is that
calculating a subgroup range R is easier than calculating a subgroup standard
deviation s. This was true when Walter Shewhart developed these methods
at Bell Laboratories 80 years ago, and all calculations were done by hand.
Today, virtually all control charts are created with computer assistance, and
the computer does not mind complex calculations. There is no longer any
rationale for not using the best, most powerful technique available. This is
why, in this book, methods using standard deviations are almost always rec-
ommended over alternate methods using ranges. The only exception is when
subgrouped data is unavailable. In this case, moving ranges are used to
estimate short-term variation. This is the topic of the next section.

4.3.3.3 Estimating Short-Term and Long-Term Properties
from Individual Data

There are many situations where a sample consisting of rational subgroups
of data is unavailable. These situations fall into two broad categories. In one
such situation, observations are scarce or too costly to gather in large
quantity. In other situations, the process produces a stream of individual
observations, which are not organized into subgroups.

Consider the latter case first, where a stream of individual observations is
available. If the volume of available data permits, the data should be
organized into 30 or more subgroups, each subgroup containing consecutive

R
d2

X, R

X, s
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X, sR
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observations. Then, the methods discussed in the previous section can be used
very effectively. There are two reasons for preferring the subgroup methods
over the individual methods. First, the control chart is much more sensitive
to smaller changes than the IX,MR control chart used for individual data.
Second, if the population is really not normally distributed, the control
chart will still give good results, without creating too many false alarms. This is
because tends to be nearly normally distributed, even if the individual is
not normally distributed, especially as subgroup size n increases. On the other
hand, if the IX,MR control chart is applied to a nonnormally distributed
process, the chart may create a lot of false alarms, leading to incorrect con-
clusions. An example of this effect is presented later in this section.

Next, consider the rare data case. Some processes simply run too slowly to
create a large number of observations. Many process parameters can only be
measured once per day, or less frequently. In a DFSS project, new designs
for parts and processes are tested for the first time ever. When prototypes are
rare and expensive, generally only a few observations are available for
decision makers. The methods discussed below are designed for this
situation, but one must be very careful creating estimates of long-term mean
and standard deviation from a small sample.

Whenever data is scarce, the value of long-term estimates calculated from a
small sample is questionable. The long-term behavior of a process includes
many sources of variation, such as different operators, different suppliers of
material, different machines, and so on. If these sources of variation are not
represented by the particular units chosen for a sample, their effects can not
be estimated from the data. In a DFSS project, small samples very rarely
represent long-term process behavior, unless considerable planning and
effort has been invested in collecting a long-term sample.

The following paragraphs show how to estimate long-term process properties
by calculating and . These estimates represent long-term process
properties only to the extent that the sample represents long-term process
variation. Long-term estimates can be calculated for any sample, but they
only estimate causes of variation which were represented within that sample.

The estimation of process properties from a small sample starts with a histogram
or other plot to examine the distribution of the sample and look for evidence of
a nonnormal distribution. Second, an IX,MR control chart is created to look
for evidence of process instability. In addition to points outside the control
limits, the control chart may show trends, cycles and other forms of nonrandom
behavior, which are signs of instability. If the process appears to be stable and

�̂LT�̂LT

XiX

X, s

X, s
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there is no strong evidence of a nonnormal distribution, the following formulas
can be used to calculate short-term and long-term process properties:

Point estimate of �LT from a sample of individual data

Point estimate of �LT from a sample of individual data

Point estimate of �ST from a sample of individual data

Point estimate of �ST from a sample of individual data

Example 4.14

The accuracy of a steam injection valve depends, along with other parts, on the rate
of gas flow through an orifice under specified conditions. Although theory can
predict the flow from design parameters, the theory is not always accurate. Testing
can be done, but this requires rental of a specialized test lab at great cost. To verify
the design, technician Ed has 15 parts containing the orifice produced on production
equipment. Each part receives a serial number 1 through 15 so that the order of man-
ufacturing is known. Ed takes the parts to the expensive test lab, and measures flow
on each. Since each part requires 15 minutes to set up, measure, and tear down, the
entire sample requires 4 hours of test lab time. This was all the test lab time Ed’s
project manager was willing to approve. The measurements in order are:

57.2 51.8 54.1 55.5 59.2 52.4 54.4 53.0 56.3 54.3
52.2 56.6 55.4 51.0 55.3

What can Ed learn about the process from this sample?

Solution Figure 4-34 presents the measured flow data on these 15 parts in the
form of a MINITAB stem-and-leaf display. This is one way to tell whether the
normal probability model is appropriate. This sample is quite small, but there is
no evidence in this plot of a nonnormal distribution.

The next step is to check for process stability. Figure 4-35 shows an IX,MR
control chart produced from these measurements, in manufacturing order. There
are no points outside the control limits. Also, the control chart shows no evidence
of trends or cycles. Both panels of the plot show the plot points spread randomly,
both above and below the center line. So, there is no evidence of instability.

Here are the short-term and long-term estimates of process mean and standard
deviation:

�̂ST �
MR
1.128

�
3.19

1.128
� 2.828

�̂LT �
s
c4

�
2.253

0.9213
� 2.445

�̂LT � �̂ST � X � 54.58

�̂ST �
MR
1.128

�̂ST � X

�̂LT �
s
c4

�̂LT � X
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The variation triangle analogy suggests that , and this is true. So
why, in the above example, is ? The answer is that and are
both estimates, and estimates are never exactly right. Sometimes estimates are
high, and sometimes estimates are low. In this case, is probably high and

is probably low. But it is also possible that they are both high, or that they
are or both low. Without more data, there is no way to know for sure.
�̂LT

�̂ST

�̂LT�̂ST�̂ST � �̂LT

�ST  �LT

Figure 4-34 MINITAB Stem-and-Leaf Display of flow Measurements

Figure 4-35 IX,MR Control Chart of Prototype Flow Measurements
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In this case, the IX,MR control charts shows no shifts, drifts, or assignable
causes of variation. It is possible that the true values of short-term and long-term
variation are the same, that is, . If this is true, and we are using
two different estimators to estimate the very same quantity, then the prob-
ability that one estimator is higher than another is 0.5.

When processes are well-behaved and in control, there is always a chance
that , even though we know the true value of can be no higher
than the true value of . This bothers some people, but it is actually a good
sign. It may mean simply that the process is in control, and that there are no
profit signals here to worry about.

Confidence intervals can be calculated for population characteristics based
on an IX,MR chart. The confidence intervals for the mean � and the long-
term standard deviation �LT are calculated the same way from individual
data as they are from subgrouped data. However, the confidence interval for
�ST is not available for situations where �ST is estimated from the moving
range. Here are the formulas:

Lower limit of a 100(1��)% confidence interval for �LT or �ST:

Upper limit of a 100(1��)% confidence interval for �LT or �ST:

Upper 100(1��)% confidence bound for �LT:

Example 4.15

Continuing the previous example, Ed wants to document the effects of the
small sample size of 15 units by calculating a 90% confidence interval for the
mean and a 90% upper confidence bound for the and long-term standard
deviation.

Solution

Lower limit of a 90% confidence interval for �LT or �ST:

Upper limit of a 90% confidence interval for �LT or �ST:

Upper 90% confidence bound for �LT:

Confidence intervals for �ST are not available for this situation, since �ST must
be estimated using the moving range.

U�LT
�

s
T2(15, .1) �

2.253
0.7459 � 3.021

U� � X � T7(15, .05) 
 s � 54.58 � 0.4548 
 2.253 � 55.60

L� � X � T7(15, .05) 
 s � 54.58 � 0.4548 
 2.253 � 53.56

U�LT
�

s
T2(n, �)

U� � X � T7 An,
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 s
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Figure 4-36 Histogram of 180 Concentricity Measurements

Although Ed calculated 90% confidence bounds, instead of the customary
95%, the upper confidence bound for the long-term standard deviation is
substantially above the point estimate. This is a direct result of the very
small sample size.

The next example illustrates that when enough data is available, a
control chart for subgroups is a better choice than a control chart for
individual data.

Example 4.16

Carly, as a Green Belt at an automotive supplier, is investigating complaints of
leaks through the antenna mounting assembly made at her plant. Proper sealing
depends on the concentricity of two features. The concentricity is measured by
an automated gage, and the measurements are recorded in a database. Carly
needs to know whether the process is stable and predictable. She pulls up 180
consecutive concentricity measurements, and plots the data in a histogram,
shown in Figure 4-36.

Concentricity is defined so that it cannot possibly be less than zero, but zero is also
the ideal value of concentricity. Clearly the distribution of concentricity is skewed
and is not normal. Since the target value of zero is also a physical boundary for this
data, it is a good thing to have concentricity as close to zero as possible. Here, it
would be a bad thing if Carly found a normal distribution, because that would
mean almost all parts were being made away from zero concentricity.
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So the skewed distribution is natural and expected here, but Carly needs to
know if the process is stable. Can control charts designed for a normal dis-
tribution be used effectively in this case?

Figure 4-37 is an IX,MR control chart showing all 180 observations. This
control chart suggests that the process is unstable, because many plot points are
outside the control limits. This is not surprising, considering the nature of the
process. The IX,MR control chart is designed to have a low rate of false
alarms with normally distributed data. But with skewed data, extremely high
values are likely. These extremely high values can cause the individual
X chart, the moving range chart, or both to indicate an out of control condition,
as they do here. Also, the IX chart does not reflect that zero is a physical
boundary for this data. The lower control limit is significantly below zero,
leaving a curious empty band at the bottom of the IX chart. For all these reasons,
the IX,MR control chart is a poor choice to test this process for stability.

For an alternative approach, Carly groups the data into 30 subgroups of size
n � 6, so that each subgroup contains 6 consecutive observations. Figure 4-38
is an control chart made from this subgrouped data. This chart shows an
entirely different picture. There are no points outside control limits, and no
indications that this process is unstable.

Although the process appears to be stable, it is not advisable to calculate
estimates of process characteristics using the formulas introduced in this
section, because the distribution is obviously not normal. For a sample such as
this, the transformation methods presented in Chapter 9 may be used to estimate
population characteristics and to predict future performance. 
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X, s

In the last example, the data was generated from a stable distribution, but
the IX,MR control chart falsely indicates an unstable distribution, because
the distribution is skewed. So why does the control chart perform
better, without the false alarms?

Figure 4-39 is a histogram of the subgroup means plotted in the chart of
Figure 4-38. Notice that the distribution of subgroup means is much less
skewed than the distribution of the individual data. Because the distribution
of is closer to a normal distribution than the distribution of Xi, the 
control chart performs more predictably than the IX,MR control chart,
without an excessive rate of false alarms.

This will always happen, because of an important statistical result known
as the central limit theorem (CLT). According to the CLT, the distribution
of the sample mean tends to be normally distributed as the sample size
n grows larger, and this happens regardless of the distribution of the
individual observations. Because of the CLT, techniques involving
sample means which assume a normal distribution tend to work well
regardless of the distribution of individual data, especially with large
sample sizes.

X

X, sX

X
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Figure 4-39 Histogram of the Subgroup Means of 30 Subgroups of Size n � 6,
Created from the Concentricity Data

4.3.4 Estimating Statistical Tolerance Bounds and Intervals

Engineers often need to predict a range of values containing a high pro-
portion (P) of a population of observations of a process with high prob-
ability (1 � �). For example, it is important to predict the strength of a
support beam being designed. We may want to have 95% confidence that at
least 99% of the beams will support their design load. If we knew the true
population mean � and standard deviation �, we could predict this easily.
Instead, suppose we only have test results on a sample of 10 beams. How
can we answer this question with controlled risk levels?

If the distribution is assumed to be normal, the solution to this problem is to
calculate a statistical tolerance bound. For example, we can calculate an
upper bound that is greater than the strength of 99% of the beams, with 95%
confidence, based on the limited data provided in the sample. The cal-
culation of these statistical tolerance bounds takes the following form:

Upper statistical tolerance bound, which is greater than P proportion of
individual observations from a normal population, with 100(1 � �)%
confidence:

Lower statistical tolerance bound, which is less than P proportion of
individual observations from a normal population, with 100(1 � �)%
confidence: X � ks

X � ks
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Table M in the Appendix lists the k factors for one-sided tolerance bounds.
Instructions are given below to calculate these factors in MINITAB.

We could also calculate a statistical tolerance interval, which is a range of
numbers containing a high proportion (P) of a population of observations,
with high confidence (1 � �).

The calculation of the interval has the same form as the calculation of the
bounds, but the factors are different.

Statistical tolerance interval which contains at least P proportion of
individual observations from a normal population, with 100(1 � �)%
confidence: . The factor k 2 for a two-sided
interval may be looked up in Table N in the Appendix.

Example 4.17

Frieda measured the strength of 10 beams before they started to deform. The
objective for this beam is to withstand a load of 400 N. The measurements of
load recorded at the point of deformation are:

438 477 464 527 503 495 484 496 442 516

Based on this data, what value of strength is less than the strength of 99% of
these beams, with 95% confidence?

Solution First calculate the sample statistics:

The required k factor is for a one-sided statistical tolerance bound with P �
0.99 and 1 � � � 0.95. From Table M in the Appendix, k � 3.981. So the
lower tolerance bound is .

Based on this sample, Freida concludes with 95% confidence that at least 99%
of the beams will withstand loads of 366.8 N without deformation. Since the
requirement for the design is 400 N, this beam design is inadequate to meet the
requirement at these risk levels.

Statistical tolerance bounds and intervals are very useful tools, but they can
be confusing. Here are answers to questions commonly asked about
tolerance bounds and intervals.

What is the difference between statistical tolerance intervals and con-
fidence intervals?

Statistical tolerance intervals contain a known proportion of the individual
observations with high probability. Confidence intervals contain the true
value of a population parameter (for example �) with high probability.

X � ks � 484.2 � 3.981(29.49) � 366.8

X � 484.2 s � 29.49

(X � k 2s, X � k 2s)
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Does the name “tolerance” mean that engineers can use the statistical
tolerance intervals to set tolerances on parts and assemblies?

First, understand the terms. In this book, “tolerance limits” refer to limits of
acceptable values of a characteristic. “Statistical tolerance intervals” are ranges
expected to contain a high proportion of the values with high confidence. In a
DFSS project, tolerance limits should reflect customer requirements. Tolerance
limits should be established first, before a product is designed. Statistical
tolerance intervals reflect the variation produced by a particular part, process,
and design. Statistical tolerance intervals can be used to decide whether a par-
ticular part meets its tolerance limits. However, statistical tolerance intervals
should not be used to set tolerance limits, since they have nothing to do with
customer requirements.

Statistical tolerance intervals are confusing because of the two per-
centages. How can I keep them straight?

The confidence level, 100(1 � �)%, has the same interpretation as it does
for confidence intervals. Throughout this book and many others, the prob-
ability that an interval estimate is wrong is represented by �. The new per-
centage used to describe statistical tolerance intervals is the containment
proportion P, expressed as a percentage. Statistical tolerance intervals
represent a range that contains a proportion P of the individual obser-
vations. It is important to recognize the distinction between these two per-
centages. Practice using the methods will help to reinforce the meanings of
these terms.

Example 4.18

Consider a prototype build of 10 parts which was used in earlier examples. The
critical characteristic here is an orifice diameter with a tolerance of 1.103
� 0.005. The list of the measurements is

1.103 1.101 1.105 1.103 1.105 1.107 1.105 1.108 1.107 1.104

In earlier examples, we computed the following estimates of mean and standard
deviation:

95% confidence interval for �: (1.10326, 1.10634)

95% confidence interval for �: (0.00157, 0.00354)

Does this sample provide 95% confidence that at least 90% of the population
will fall inside the tolerance limits of 1.103 � 0.005?

�̂ � s � 0.00215

�̂ � X � 1.1048
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Solution The question calls for calculation of a two-sided statistical tolerance
interval, of the form . According to Table N in the
Appendix, the value of k 2 for P � 0.90 and 1 � � � 0.95 is k 2 � 2.839. Here
is the calculation for the statistical tolerance interval:

So the statistical tolerance interval containing 90% of the population with 95%
confidence is (1.0987, 1.1109). The lower limit of this interval is inside the
tolerance limits, but the upper limit is outside. So the sample does not provide
the required confidence.

What should be done about the design used in the above example? There are
two problems to be fixed. First, notice that the confidence interval for the
mean � does not contain the target value 1.103. This is strong evidence that
the process is not centered in the tolerance limits. Second, the confidence
interval for the standard deviation � does not contain the target value of
0.001, chosen to meet corporate capability goals.

After the process making these parts is adjusted, suppose an additional
sample of 10 parts is manufactured and measured with diameters listed here:

1.102 1.103 1.103 1.102 1.104 1.103 1.102 1.103 1.102 1.103

By inspection of these numbers, it would seem that both problems were
addressed. Calculation of the appropriate confidence and statistical tolerance
intervals will be left as an exercise.

Example 4.19

In an earlier example, Ed took a sample of 15 steam injection valve parts to a
flow-testing lab for measurements. Ed’s flow measurements are:

57.2 51.8 54.1 55.5 59.2 52.4 54.4 53.0 56.3 54.3

52.2 56.6 55.4 51.0 55.3

Ed calculated estimates of the mean, plus the short-term and long-term standard
deviation from the sample.

�̂ST �
MR
1.128

�
3.19

1.128
� 2.828

�̂LT � s � 2.253

�̂LT � �̂ST � X � 54.58

Lower Limit:    1.1048 � 2.839 
 0.00215 � 1.0987

Upper Limit:    1.1048 � 2.839 
 0.00215 � 1.1109

(X � k 2s, X � k 2s)
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Ed showed these estimates to his project manager Leon. Leon paused for an
uncomfortable moment, glanced at the six-foot-long Gantt chart on the wall
behind Ed, and impatiently asked, “So what did you learn for $3000 of test lab
time?” Ed thought he had answered this question, but apparently not.

Could a statistical tolerance interval be a more effective way for Ed to com-
municate his results to Leon?

Solution Suppose Ed decides to calculate a statistical tolerance interval with
containment proportion 99% and confidence level 95%. The appropriate factor
for this tolerance interval is k 2 � 3.878. But in this example, there are two
estimates of standard deviation. Which one should be used to calculate the
tolerance interval?

Only the full sample standard deviation s, which is in this example, should
be used to calculate statistical tolerance intervals. The theory behind the
intervals and the k factors assumes that s is the estimator of standard deviation,
and not any other estimator.

Here is Ed’s calculation:

Ed returns to Leon and tells him simply, “99% of these parts will flow between
46 and 63.” Leon says, “Ooh, that’s a lot of variation. We need to fix that.”

No matter how well one understands statistical methods, communication
with people who are not familiar with those methods is a challenge requiring
patience, sensitivity, and flexibility. As a measure of quality, managers
generally want to know that the product will work, that it will not break, and
that risks have been managed appropriately. They often do not want to know
the full details behind those conclusions.

Statistical tolerance intervals can be an effective communications vehicle
because they relate to individual units, not to abstract parameters like � and �.
Because of this fact, they can be easier to understand than other types of
intervals.

Even so, the detail level of communication needs to be carefully controlled.
Too many details can confuse and alienate the audience. In the above example,
Ed omitted the 95% confidence level from his brief report, but this is a very
typical value, and mentioning it would add no information Leon could use.
Also, he rounded the numbers to help Leon get the point with fewer words. If
Leon had questions, Ed could answer them in detail. But that one brief
sentence, “99% of these parts will flow between 46 and 63,” really says it all.

54.58 � 3.878 
 2.253 � 45.84

54.58 � 3.878 
 2.253 � 63.32

�̂LT
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How to . . .

Calculate Statistical Tolerance Bounds and Intervals in MINITAB

It is usually more convenient to use software for estimation tasks than to look up
values in tables. Unfortunately, the calculations which generate factors for sta-
tistical tolerance intervals are complex, and are not possible to complete from
the MINITAB menus. However, Minitab provides a macro which will compute
statistical tolerance bounds or intervals from any set of data, and for any valid
values of the containment proportion P and confidence level 1 � �.

For more information about how to load and use this macro, see the following
article in the Minitab Knowledge Base: http://www.minitab.com/support/
answers/answer.aspx?ID=1216

This macro uses the method developed by Wald and Wolfowitz (1946).

4.4 Estimating Properties of Failure Time Distributions

Product quality has been defined in many ways, including “conformance to
specifications” and “fitness for use.” Product reliability is the continuous
delivery of quality by a product, over a period of time. Product failures
obviously have a major impact on both customers and suppliers. The costs of
warranty, adjustments, and field service are major expenses for many manu-
facturing organizations. Add to these direct costs the impacts of lost sales and
declining market share caused by an unreliable product, and the result can be
devastating. In many companies, the consequences of poor reliability are felt
directly by the engineers in new product development. While they should be
building the next generation of products, many of the best minds are diverted
to fix problems in existing products.

In a DFSS project, product reliability is always a vital objective. Product
failure risks are identified early with Failure Mode Effects Analysis (FMEA),
quantified by prediction methods, and prevented by a wide range of reli-
ability assurance design techniques. Reliability engineering has itself
become a specialty with advanced techniques for failure prediction, analysis,
and prevention.

Even with the benefit of a talented staff of reliability engineers on call, it is a
mistake for any engineer to assume that some other department is responsible
for reliability. Each engineer is ultimately responsible to deliver a design
meeting all expectations for performance, cost, quality, and reliability. There
are many reliability assurance practices for specific engineering disciplines
which successful engineers integrate into their designs as they work. Most of

http://www.minitab.com/support/answers/answer.aspx?ID=1216
http://www.minitab.com/support/answers/answer.aspx?ID=1216
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these practices are simple, such as adding radii and fillets to avoid sharp
corners, and derating components appropriately. A robust and respected
system of peer design reviews can provide assurance that appropriate pre-
ventive measures are part of every new product.

There are many other tools to assure reliability which every engineer should
know, to the extent that they apply to his work. These include FMEA, design
for manufacturability and assembly (DFMA), and more generically, Design
for X. Yang and El-Haik discuss these tools in their book Design for Six
Sigma (2003). The definitive DFMA reference is Boothroyd, Dewhurst, and
Knight (2004). Because these important reliability tools are not statistical,
this book does not discuss them further.

This section presents reliability estimation tools which every engineer can
learn and apply in their work. Reliability can be tested and estimated by
anyone able to perform the tests and run MINITAB. The methods in this
section are purely recipes, without explanations of the theory behind them.

There are many good reference books on reliability theory, including Høyland
and Rausand (1994) and Kececioglu (1991). Several books focus specifically
on the analysis of life test data, in particular, Nelson (2003) and Smith (2002).

After a discussion of terminology used to describe failure time distributions,
reliability estimation is considered for three types of situations: complete
data, censored data, and data with zero failures. This section assumes
familiarity with terminology used to describe families of random variables,
as introduced in Chapter 3.

4.4.1 Describing Failure Time Distributions

Failure rates of complex systems tend to follow predictable patterns. We
must understand these patterns before we can estimate or predict them. An
example of this pattern happens every time a product is produced and
delivered to a customer. Studies of the failure rates of complex systems
generally show a decreasing failure rate for new products, and an increasing
failure rate as the product gets older and wears out. Between the early and
late periods, the failure rate is fairly low and constant.

Example 4.20

Ivan, a Green Belt in IT, is investigating the reliability of one brand of laptop
computers used by the field service department. He pulls the service records of
100 computers purchased over several years. Ivan compiles the records by
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Figure 4-40 Run Chart of Computer Failure Rates by Months in Service. For
Each Month, the Value Plotted is the Number of Failures Divided by the Number
of Surviving Computers

month in service. In the first month of service, there were 16 failures out of 100
computers, for a failure rate of 0.16. Most of these units were repaired, except
for the one that Bob left on the top of his rental car as he raced to the airport in
Boston. In the second month of service, there were 7 failures out of 99
remaining computers, for a failure rate of 0.071. Ivan compiles this data for the
first 24 months of each computer’s life. Figure 4-40 is a plot of the computer
failure rates.

In the first two months, defects include connector soldering failures, nonworking
ports and a marginal memory module that failed at cold temperature. After these
infant mortality failures were repaired, the failure rate was relatively low for a
year or so. Failures during this mid-life period involved hard disks, overheating,
coffee spills, and a wide variety of other problems. After about 18 months, parts
in these overused laptops start to wear out. In particular, failures of batteries, fans,
and power supplies become more common at 24 months.

The pattern of failure rates described in the example happens so often that it
has become known as the “bathtub curve.” Figure 4-41 shows an idealized
bathtub curve spanning three generic phases of a product’s life.

1. During the infant mortality phase, failures are likely to happen because
of defects in the manufacturing process which were not detected by
the manufacturer, or which simply lay dormant until the stress of use
converts the latent defect into a product failure. The rate of failures
decreases as the products with latent defects fail and are removed from
the population. During infant mortality, the product has a time to
failure distribution with decreasing failure rate (DFR).
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Figure 4-41 Bathtub Curve Representing a Typical Pattern of Failure Rates
Throughout the Life of a Product

2. The useful life phase is characterized by randomly occurring failures
caused by a wide variety of defects. The failure rate during this phase
is relatively low and constant. The product has a time to failure dis-
tribution with constant failure rate (CFR).

3. The wearout phase begins when components begin to fail because of
old age. The causes of these failures include fatigue, wear of all kinds,
and evaporation of electrolytes, dielectrics, lubricants, and other fluids
essential for product function. As more components fail from old age,
the failure rate increases. During wearout, the time to failure dis-
tribution has increasing failure rate (IFR).

The bathtub curve describes a three-phase model for failure rates. However,
no single distribution can represent the time to failure over all three phases
of life. Most distributions can be classified as DFR, CFR, or IFR. When
investigating a specific problem, usually only one of these three cases is a
useful model. The estimation task is to identify the time to failure dis-
tribution that best fits the available data.

Several parametric families of random variables are used to represent time
to failure distributions. Since times are always positive, almost all of these
distributions are restricted to positive-valued random variables. The three
most common parametric families used to represent time to failure are expo-
nential, Weibull, and lognormal.

• The exponential distribution has a single parameter �, known as the failure
rate or the hazard rate. When used to model time to failure, the exponential
distribution is CFR. The exponential distribution is used most often
because it is simple, and it fits the useful life phase of the bathtub curve.
The exponential distribution has a property called “lack of memory,” which
is unique among continuous random variables. Suppose a product has
exponential time to failure. No matter how young or how old the product is,
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the probability of future failures always has the same distribution. Thus, the
distribution has no “memory” of past failures or nonfailures. The expo-
nential distribution is also used as a default choice for time to failure, when
there is insufficient information to justify a more complex model.

• The Weibull distribution is a generalization of the exponential dis-
tribution, and the Weibull family includes the exponential as a special
case. The Weibull family has two parameters, � and �. � is the scale
parameter, also called the “characteristic life.” When the age of a pop-
ulation following the Weibull time to failure distribution reaches its
characteristic life �, 1� e�1 � 63.2% of the population has already
failed. The second parameter � is known as the shape parameter.
Depending on the value of �, the Weibull distribution can have DFR,
CFR, or IFR characteristics. An optional third parameter specifies a
threshold time before which no failures can occur. Because of its flex-
ibility, the Weibull distribution has been applied to a wide range of reli-
ability applications.

• A lognormal random variable is a random variable whose logarithm is
normally distributed. It also has two parameters, a location and a scale
parameter, which would be the mean and standard deviation of the
natural logarithm of the lognormal random variable. The failure rate of
lognormal random variables increases rapidly and then levels off. The
lognormal is most often used to estimate IFR models.

To describe random variables used to model time to failure requires a few
new terms and functions. Recall from Chapter 3 that the probability density
function (PDF) of a random variable is a function that integrates to give
probabilities for that random variable. For example, if random variable X
has PDF fX, then . Also, the cumulative dis-
tribution function (CDF) directly provides probabilities of values less
than or equal to any value. For example, if random variable X has CDF
FX, then .

In reliability work, it is often convenient to describe random variables by a
reliability function, also known as a survival function. The reliability function
is the probability that the product has not failed up to a particular time, and is
denoted by RX. Therefore, .

The hazard function is the rate of failures among all units that have not
failed yet, and is denoted by hX. The hazard function is the PDF divided by
the reliability function: 

hX(t) �
fX(t)
RX(t)

�
fX(t)

1 � FX(t)

RX(t) � P[X � t] � 1 � FX(t)

P[X  t] � FX(t)

P[a � X � b] � 1b
a fX(x)dx
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If the hazard function is constant over time, it can be referred to as the
hazard rate or failure rate. Since there is only one family of random variables
with constant hazard function, the terms hazard rate and failure rate should
only be applied to exponential distributions.

Example 4.21

The exponential family of random variables with hazard rate � has PDF
for positive values of � and t. Calculate the CDF, reliability

function, and hazard function for an exponential random variable X.

Solution

Clearly, the hazard function is a constant value � over time t, for the expo-
nential family of random variables.

The reliability function of the exponential distribution is used so often it is
worth repeating and remembering:

Example 4.22

Based on a reliability database, a specific transistor has an estimated failure rate of
4.0 failures per million hours. With no other information about the time to failure
distribution, an exponential distribution is assumed. Therefore, � � 4.0 
 10�6

failures per hour. What is the probability that the transistor will still be functional
after one year (8760 h) of use?

Solution The probability that the transistor will still be functional at time t is
the reliability function.

Therefore, the transistor has a 96.6% probability of surviving at least one year
of continuous use.

Example 4.23

Suppose the same transistor is only used during a 40-hour workweek. What
proportion of transistors will fail during the three-year warranty period?

RX (8760) � exp(�4.0 
 10�6 
 8760) � 0.966

RX(t) � e��t

hX (t) �
fX (t)
RX (t)

�
�e��t

e��t
� �

RX (t) � P [X � t] � 1 � FX (t) � e��t

FX (t) � P [0 � X � t] � 3
t

0
�e��xdx � �e��x ]t0 � 1 � e��t

fX (t) � �e��t
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Solution If used only 40 h per week, the transistor will see 40 
 52 
 3 � 6240
h of operation during the three-year warranty period. The proportion of tran-
sistors that will have failed at 6240 h of use is 1 � RX(6240) � 1 � exp
(�4.0 
 10�6 
 6240) � 0.0247.

Numerous metrics of reliability are in common use. Here are a few metrics
everyone should know:

Mean Time To Failure (MTTF) is the average age of an item at the time
it first fails.

Mean Time Between Failures (MTBF) is the average elapsed time
between failures of repairable items. Although MTBF specifically
applies to repairable products, the terms MTTF and MTBF are often
used interchangeably.

The b10 life is the age where 10% of the population of items are
expected to have failed.

More generally, the b100p life is the age where 100p% of the population
of items are expected to have failed. For example, b50 life is the
median life.

If a component has exponential time to failure distribution with failure rate
�, then its MTTF is 1/�. Also, its b100p life is

.

Many people mistakenly believe that the MTTF is the point where 50% of
the items will have failed, perhaps because they confuse mean with median.
In fact, with an exponential distribution, the cumulative failure probability
at the mean life is 1 � e�1 � 0.632. So 63.2% of the items are expected to
fail before their mean life. Since most distributions used to predict time to
failure are skewed to the right, the mean is to the right of the median, and
more than 50% of the units will have failed before their MTTF.

Example 4.24

The same transistor from the above example has a failure rate � � 4.0 
 10�6

failures per hour and exponential time to failure. What is its MTTF and b10 life?

Solution

Notice in the above example, the b10 life is roughly one-tenth of the MTTF.
In fact, a reasonable approximation for the exponential distribution is that

b10 �
�ln(1 � 0.1)

4.0 
 10�6 � 26,340 hours

MTTF �
1

4.0 
 10�6 � 250,000  hours

�ln (1 � p)
�
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b100p p 
 MTTF when p � 0.1. For example, roughly 1% of products
are expected to fail within the first 1% of their mean life. This is a handy
rule to use for quick calculations of reliability over small spans of time. But
remember, this rule only applies when the failure rate is constant over time.

4.4.2 Estimating Reliability from Complete Life Data

Now that we have terminology and tools to measure reliability, we can use
MINITAB to analyze reliability data. MINITAB makes it easy to estimate
time to failure models from failure data.

Consider a life test in which n units are operated continuously until failures
are observed. The time at which each unit fails is recorded, and the test
continues until all n units have failed. This dataset is complete, because
every unit in the test failed. If the test ends before every unit fails, the dataset
is censored. Complete life tests are rare because it is usually impractical to
commit resources to monitoring a test for an indefinite period of time.

In the analysis of any dataset containing life data, there are three steps in
the process:

1. Select a distribution family to model the time to failure. This can be
done most easily by viewing probability plots. Statistics assessing
how well each distribution family fits the data can be used to make this
decision. In some cases, the family to be used has already been decided
from previous work or prior knowledge about the true distribution of
failure times. In this case, skip to step 3.

2. If a Weibull distribution is selected, an extra step is needed to detect
whether the simpler exponential distribution can be used. Without strong
evidence to reject the exponential distribution in favor of the Weibull,
exponential models are recommended. To perform this test, fit a Weibull
distribution with confidence intervals on the parameters. If the con-
fidence interval on the shape parameter � includes the value 1, then the
exponential distribution should be used instead of Weibull. This is an
application of the principle known as Occam’s razor2, which means, in
this case: Why use two parameters when one will do?

<

2 English philosopher and Fransiscan monk William of Ockham (ca. 1285–1349) wrote:
“Pluralitas non est ponenda sine necesitate” or “Plurality should not be hypothesized
without necessity.” This axiom has become known as “Occam’s Razor”. In statistical work, it
is important to avoid needless complexity. If two models adequately explain a physical phe-
nomenon, the simpler model is preferred. Albert Einstein (1879–1955) added a lower bound
to this principle by advising, “Make everything as simple as possible, but not simpler.”
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3. Fit the selected distribution. Compute the required metrics of reli-
ability with confidence intervals.

The following example illustrates the use of MINITAB to follow these steps
and analyze a complete life dataset.

Example 4.25

Malka is testing a new type of compact X-ray tube for use in military medical
equipment. She performs a life test involving 12 tubes, in which each tube is
run continuously into a detector. When the output of each tube drops below
90% of its rated value, the tube is considered to be failed. The failure times in
hours observed by Malka for these 12 tubes are:

76 204 120 79 101 49 31 45 29 19 49 97

Malka enters the data into a MINITAB worksheet and prepares a Distribution ID
plot. This plot, shown in Figure 4-42, evaluates the fit of this data to exponential,
lognormal, Weibull, and normal distributions. Each panel in the Distribution ID
plot is a probability plot. Probability plots are constructed so that if the data is
sampled from a specific distribution family, the data symbols will follow the
straight line in the plot. In this comparison of four probability plots, the best fit
is indicated by the probability plot with the data symbols closest to the straight
line. In Figure 4-42, the best fit appears to be the lognormal probability plot.

The Distribution ID plot also lists a measure of fit between the data and each
distribution in the form of a correlation coefficient. The higher values of the
correlation coefficient indicate a better fit with the distribution, and these values
are always between 0 and 1. In this example, the highest correlation is 0.991 for
the lognormal distribution, and the lognormal probability plot is clearly the best
fit for the data, since the data symbols follow the line most closely. Therefore,
Malka concludes that the lognormal model is best for the tube life data.

Malka needs to estimate the MTTF, the b10 life and the b50 life of the tubes. She
runs a parametric analysis of the life data using the lognormal model in MINITAB.
Figures 4-43 and 4-44 show the results of the analysis. Figure 4-43 is an excerpt
of the standard report provided for this analysis. The report lists that the MTTF is
79 h, with a 95% confidence interval of (49, 128). The table of percentiles lists
point estimates and confidence intervals for the b10 life and the b50 life.

The probability plot in Figure 4-44 includes a feature not seen in the Distribution
ID plots. The two curved lines on either side of the cluster of dots represent a 95%
confidence interval estimate for the distribution of the time to failure. Suppose at
a later time, Malka’s boss needs to know the b20 life for a spares-planning
exercise. Find the horizontal line on the plot representing 20% failure. Follow this
line to the right. Where the 20% line intersects the confidence interval and point
estimate lines can be read from the graph. From the graph, a point estimate of b20

life is 32 h, with a 95% confidence interval of (20, 55).
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Characteristics of Distribution

                                   Standard   95.0% Normal CI
                         Estimate     Error    Lower    Upper

Mean(MTTF)                 79.4478   19.5732  49.0203  128.762
Standard Deviation         66.2796   32.5359  25.3241  173.470
Median                     61.0059   12.7999  40.4370  92.0376
First Quartile(Q1)         37.3653   9.02828  23.2701  59.9981
Third Quartile(Q3)         99.6038   24.0665  62.0307  159.936
Interquartile Range(IQR)   62.2385   20.9742  32.1518  120.479

Table of Percentiles

                    Standard   95.0% Normal CI
Percent  Percentile     Error    Lower    Upper
    10     24.0352   7.44168  13.1010  44.0954
    50     61.0059   12.7999  40.4370  92.0376

Figure 4-43 MINITAB Report from a Lognormal Analysis of the X-ray Tube
Failure Data
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Figure 4-44 MINITAB Probability Plot Generated by a Lognormal Analysis of 
X-ray Tube Failure Data. Curved Lines Represent 95% Confidence Bounds on the
Distribution of Failure Times

Example 4.26

Paul is an engineer assigned to investigate a rash of complaints about power
supply failures in Alaska. To test whether extreme cold induces failure, he sets
up a test in which 30 power supplies are operated at full load in an ambient tem-
perature of �60°C. This temperature is far below the specified minimum tem-
perature for the power supplies. However, Paul expects the test to induce
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failures that can be analyzed. This will lead to greater knowledge about failure
modes and ultimately to preventive action.

Paul was right. By the tenth day, all 30 units had failed. The times in hours
when each unit failed are:

3.5 66.6 81.5 30.4 40.8 90.0 52.4 33.5 15.1 4.4 54.7
243.4 133.4 58.7 21.9 83.4 0.9 7.4 121.4 6.5 90.1 5.9
110.8 10.3 2.1 0.6 44.0 35.3 1.9 0.1

Figure 4-45 is a Distribution ID plot generated from the power supply failure
data. Judging from either the probability plots or the correlation coefficients,
the Weibull family is the best choice for this data.

Next, Paul fits the data to a Weibull distribution. Because the exponential dis-
tribution is a simpler special case of the Weibull, Paul needs strong evidence to
adopt the Weibull over the exponential. Figure 4-46 shows a portion of the
MINITAB report from this analysis. This report lists a shape parameter point
estimate of 0.64, with a 95% confidence interval of (0.45, 0.92). The exponential
distribution is the same as a Weibull distribution with a shape parameter � � 1.
Since the value 1 is not included in the confidence interval for the shape parameter,
this is strong evidence that the Weibull model is necessary for this data.

Since the shape parameter is clearly less than 1, the model suggests that the
failure mode at work in this case has a decreasing failure rate typical of latent
manufacturing defects. This knowledge will be very helpful as Paul inves-
tigates these failures to find their root cause.

How to . . .

Estimate Reliability from Complete Data in MINITAB

1. List the failure times in a single column of a worksheet
2. Select Stat  Reliability/Survival  Distribution Analysis (Right

Censoring)  Distribution ID Plot . . .
3. In the Distribution ID Plot form, click the Variables box. Enter the name

of the column with the failure times, or double-click the name in the column
selection box on the left.

4. Select Specify and also select Distribution 1 through Distribution 4. In the
drop-down lists, select distributions of interest for the problem. If you leave
the default selection, Use all distributions, MINITAB will fit the data to 11
distributions and generate three pages of plots. In most cases, this is too
much information to digest. In some cases, particularly for wearout failure
modes, the data naturally has a threshold time before which no failures
occur. For these situations, consider the three-parameter Weibull, two-
parameter exponential, or three-parameter lognormal families, which all
have a threshold parameter.

5. Click OK to generate the distribution ID plot.
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Distribution Analysis: PSFailTime 

Variable: PSFailTime

Censoring Information  Count
Uncensored value          30

Estimation Method: Least Squares (failure time(X) on rank(Y))

Distribution:   Weibull

Parameter Estimates

                    Standard    95.0% Normal CI
Parameter  Estimate     Error     Lower     Upper
Shape      0.647117  0.117517  0.453319  0.923766
Scale       42.6013   12.6283   23.8288   76.1632

Figure 4-46 Weibull Analysis Report on Power Supply Failure Times

6. Select a distribution family based on the best fit in the probability plots and
the correlation coefficients. Notice that the exponential distribution does
not report a correlation coefficient. For single-parameter families like the
exponential, the correlation coefficient is not a reliable measure of the fit of
a distribution, so MINITAB does not compute it. Also, it is not reliable to
use the correlation coefficient to compare two-parameter with three-
parameter distributions.

7. If the distribution ID plot or correlation coefficients leads to ambiguous con-
clusions, try this alternate approach. In the Distribution ID plot form, click
Options . . . Under Estimation Method, select Maximum Likelihood.
Click OK in the Options form. Click OK to generate the plot. This will use
a different estimation method and will also print out Anderson-Darling
goodness-of-fit statistics for each distribution, including the exponential.
The A-D statistic is a more dependable measure of fit when comparing
families with differing numbers of parameters. The lower the A-D statistic,
the better the fit.

8. Once the distribution family has been selected, the final fit must be
computed for that family. To do this, select Stat  Reliability/Survival 
Distribution Analysis (Right Censoring)  Parametric Distribution
Analysis . . .

9. In the Parametric Distribution Analysis form, select the variable as before.
Select the assumed distribution family using the drop-down box. Click OK
to generate the default report and graph. Many options in this form can be
changed to calculate different estimates, to perform specific tests or to create
different graphs. Consult the MINITAB help files or simply try out options
to learn how they work.
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4.4.3 Estimating Reliability from Censored Life Data

The previous section discussing complete datasets introduced the process of
fitting models to life data. In practice, complete datasets are rare. Project
managers rarely approve a test plan with indefinite or possibly infinite cost
and time requirements. Most life test plans are designed with a cutoff point,
so the test will be ended at a certain time, or after a certain number of
failures. As a result, nearly all sets of life data are censored in some way.
This section discusses methods of analyzing censored life data in MINITAB.

There are many ways a unit can be censored in a life test. We will consider
three broad categories, right censoring, left censoring, and interval censoring.

1. An observation is right censored if failure occurs after the observed
time, but we do not know exactly when failure occurs. Usually this
means the test was stopped before the unit failed. The age of the unit
at the end of the test is the right censored observation for that unit.

2. An observation is left censored if failure occurred before the observed
time, but we do not know exactly when failure occurred. Suppose we
start a test at the end of the day. The next morning, 16 h later, we check
the test and find a unit has failed. Since the unit failed at some
unknown time between 0 and 16 h, this unit has a left censored
observation of 16 h.

3. An observation is interval censored if failure occurs after a known time,
but sometime before a later known time. When automated monitoring
systems are unavailable, many life tests are checked by human beings
who cannot watch the test continuously. When life tests are checked for
failures periodically, all the failure data is interval censored.

MINITAB provides functions to estimate reliability for two categories of life
datasets: datasets with right censoring, and those with arbitrary censoring.
Right censored datasets include a combination of exact failure times and right
censored observations. In addition, right censored datasets can be either singly
censored or multiply censored. Single censoring occurs when a test ends after
a specified number of hours or failures. If units are censored at different times,
this is multiple censoring. Most life tests controlled in a controlled lab envi-
ronment are singly censored. Most analysis of field failure data is multiply
censored, because each unit starts its life at different times.

Arbitrarily censored datasets may include combinations of exact failure
times, right, left, and interval censoring. Whenever censored data is analyzed,
the maximum likelihood estimation method is preferred over the default
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least squares method because of its stability and predictability over a wide
range of estimation problems.

Example 4.27

A new motor has a design life goal of 10,000 h. To verify this goal, Bob runs 24
motors through a 1000 h life test. During the test, three motors fail at 12, 511,
and 902 h. The remaining 21 motors were still running at the end of 1000 h
when the test ended. What is the best model from the Weibull family for failure
times of these motors? What is the predicted survival rate at 10,000 h?

Solution Bob sets up a new worksheet in MINITAB as shown in Figure 4-47.
The second column makes it easier to record a larger number of identical
entries. Bob selects Stat  Reliability/Survival  Distribution Analysis
(Right Censoring)  Parametric Distribution Analysis. After selecting the
Weibull family, he enters Time in the Variables box, and Quantity in the
Frequency box. After clicking the Censor . . . button, Bob selects Time
censor at: and enters the value 1000.

Next, to estimate survival rate at 10,000 h, Bob clicks Estimate . . . Under
Estimate probabilities for these times: Bob enters 10000. Also, in the
Estimate form, Bob selects Maximum Likelihood for the estimation method,
and Estimate survival probabilities.

The resulting report shows that the Weibull shape parameter is most likely 0.59,
with a confidence interval of 0.19 to 1.80. Because this confidence interval
includes the value 1, this means that the simpler exponential distribution is a
reasonable model for this failure time distribution.

Bob repeats the analysis, but selects the exponential distribution this time. In
the resulting report, the survival probability at 10,000 h is predicted to be 0.26,

Figure 4-47 MINITAB Worksheet with Motor Failure Times
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with a 95% confidence interval of (0.015, 0.65). Since Bob’s test shows that
between 1% and 65% of the motors will survive to their design life goal, this is
not good news.

Example 4.28

Continuing the same example, Bob analyzes the motor that failed after 12 h and
finds that an insulator was left out during the assembly process. This led to a
short circuit that shut down the motor. Bob discusses this with Craig, the design
engineer. Craig finds a way to redesign a different part of the motor so that it
will perform the function of the forgotten insulator. By doing this, Craig not
only prevents this defect in future builds, but simplifies the design.

Assuming this particular failure mode never happens again, does this improve
the predicted reliability?

Solution If the failure at 12 h is now considered a nonfailure, this means the
motor was censored from the test after 12 h. This changes the dataset from
singly censored to multiply censored. Bob adds a column to the MINITAB
worksheet, as shown in Figure 4-48. This censoring column contains the letter
C for censored observations, and F for failure times. In the Censor form, Bob
selects Use censoring columns: and enters the column name Censor in the
box provided.

The resulting analysis predicts a survival rate of 0.41 at 10,000 h, with a 95%
confidence interval of (0.028, 0.80).

Product reliability data comes in many forms, from controlled life tests to
product service databases. Obviously a controlled life test can provide a
more accurate reliability assessment than any set of historical data, but life
testing is expensive and time-consuming. In either case, the analysis methods
are the same, but historical data requires more caution in organizing the data
and in reaching conclusions. Also, databases are notoriously incomplete,
creating difficulties for those who interpret them. The deficiencies in the
databases can seriously bias the analytical results.

Here are a few of the many issues to consider when attempting a reliability
analysis from field data. Each of these issues may bias the resulting analysis.

• How are failures reported, and by whom? How accurate are the reports?
• How much detail is available for each failure? Are symptoms recorded?

Are complex products ever diagnosed to identify which component
failed?

• Are there units that fail and are never reported as failures? Is there any
way to estimate how often this happens?

• Cultural differences impact the way customers react to product failure.
In one culture, customers may tend to return failed units for service.
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Figure 4-48 MINITAB Worksheet with Motor Failure Times and Censoring Codes

In other countries, customers may be more likely to attempt repairs
themselves.

• Every reliability analysis requires an estimate of the time in service for
all the units that did not fail. This can be estimated from sales records,
but many factors are rarely known. Usually, one must assume when the
unit starts to be used and how many hours each day it is used. These
unknowns can be assumed, but small changes in the assumptions may
drastically change the results.

Many types of products are simply thrown away when they fail, along with
the knowledge of why they failed. Unless they are truly irate, most customers
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will say nothing about these events to the manufacturer. Manufacturers of
consumer products must work hard and invest significant resources to find
this knowledge through customer surveys, or through controlled testing in a
lab environment. The return on this investment into reliability intelligence
can be dramatic. Improved knowledge of failure modes leads to more reliable
designs for future products, enhancing customer loyalty and increasing
market share.

Many computerized products have the ability to communicate through wired
or wireless connections. This ability can be exploited by manufacturers to
gather intelligence for reliability estimation and improvement. These products
can report hours of use, diagnostic codes to identify failures, and envi-
ronmental conditions, all pertinent to an accurate reliability analysis.

4.4.4 Estimating Reliability from Life Data with Zero Failures

Reliability analysis methods generally require failures to fit a distribution
and make predictions. The more failures occur in a test, the more precise is
the estimate of reliability. However, failures are expensive to generate and
may not happen. If a life test is completed with zero failures, so all obser-
vations are censored, MINITAB will not even analyze the data. However, the
fact that n units lasted t hours without failure is good information. How can
we put this information to use?

When a life test results in zero failures, this section presents a simple formula
for estimating an upper confidence limit on the failure rate, assuming an
exponential distribution. With a simple modification, this formula also works
for the Weibull distribution, as long as the shape parameter is known.

An exponential distribution has a “lack of memory” property. This property
means that every hour of successful test experience counts the same as any
other hour. Whether we test one million units for one hour each, or one unit for
one million hours, the exponential model treats these two situations the same.

To summarize the results of a life test for an exponential model, we must
calculate a statistic T representing the total time on test. If unit i survived ti
hours, then . If zero failures occurred over T hours, then the
point estimate of � is 0, and the point estimate of the MTTF is ∞. We can
calculate a 100(1 � �)% upper confidence limit for � this way:

100(1 � �)% upper confidence limit for �: U� �
�ln�
T

T � gn
i�1 ti
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Since confidence limits can be transformed by monotone functions, we can
use this result to calculate confidence limits on other measures of reliability.
Like all formulas in this section, these assume that zero failures occurred in
a total of T hours of testing.

100(1 � �)% lower confidence limit for MTTF: 

100(1 � �)% lower confidence limit for b100p life:

100(1 � �)% lower confidence limit for survival probability at time t,
R(t):

Example 4.29

In an earlier example, Bob tested 24 motors for 1000 h, and three motors failed.
One failure was an assembly error that will be prevented by error-proofing the
design. The other two failures were traced to improper tolerancing in a bearing
bore. This caused excessive wear and early failure. Engineer Craig changed the
design, and Paul requested 24 more units for a new life test. The project
manager balked at this request.

“Look, 21 of those motors were fine in your test. Now Craig fixed the
design, so bearings won’t fail any more. Why don’t we just take the
21 units that didn’t fail and call those the reliability verification test?”
asked the project manager.

Bob replied, “No, boss, that’s no good. We already know the weakest
link in this motor is the bearing. Craig changed the design and now we
need to verify that the change fixed the problem. The old sample does
not represent the variation of parts made with the new design. Since
Craig redesigned the weakest link, it’s critical to verify that the changes
worked. We really need 24 more motors.”

Bob got 12 new motors. If Bob runs the 12 new motors for 1000 h with zero
failures, calculate U�, LMTTF, Lb10 and LR(10000), all with 95% confidence.

LR(t) � exp (�U�t) � exp at ln�
T
b

Lb100p
�

�ln (1 � p)
U�

�
T ln(1 � p)

ln�

LMTTF �
1

U�
�

T
�ln�
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Solution 12 motors at 1000 h each means T � 12000 h. To calculate 95% con-
fidence limits, set � � 0.05.

So if 12 motors complete the 1000 h test with zero failures, Bob has 95% con-
fidence that at least 8% of the units will survive 10,000 h This is better than
Bob’s initial lower confidence limit of 1.5%, but still not good.

Example 4.30

The above result is not very good, but 95% confidence may be too aggressive.
Bob asks Guy in marketing what is meant by the life goal of 10,000 h.
Marketing Guy says that 50% of the motors should last that long or longer.
According to this statement, 10,000 h is the goal for median or b50 life.

If the motors have a combined 12,000 h of test experience with zero failures,
how much confidence will Bob have that 50% of the motors will survive
10,000 h?

Solution The equation for the lower confidence limit for the survival function
has all the variables needed to solve this problem. Bob knows that T � 12000,
and R(10000) � 0.5 is the goal, according to Marketing Guy. How much con-
fidence can we have that this goal is met?

The lower confidence limit for R (10000) is 

Solving this equation for �, we have � � 0.51.2 � 0.435. The confidence level
is 1 � � � 0.565. Therefore, testing 12 units for 1000 h provides 56% con-
fidence that the true survival rate at 10,000 h is at least 50%.

This conclusion might be good enough for management to accept. If more con-
fidence is needed, then either more units or more time will be required.

Sometimes we need to verify that a design change fixed a problem, when
the problem is known to have a Weibull distribution of failure times. If we
assume that the Weibull shape parameter is known from the earlier test, then
we can still calculate a confidence limit for the verification test with zero
failures.

LR(10000) � expa10000 ln�
12000

b � 0.5

LR(10000) � exp (�U�t) � 0.0821

Lb10
�

�ln (0.9)
U�

� 421 h

LMTTF �
1
U�

� 4000 h

U� �
�ln0.05

12000
� 2.50 
 10�4. failures per hour



Estimating Population Properties 237

Suppose a part has a failure time X, which follows a Weibull distribution
with scale parameter � and shape parameter �. Using symbols, X ~
Weibull(�, �). We know that X is related to the exponential distribution by
the monotonic relationship X� ~ Exp . We can use this fact to calculate
an adjusted total time on test T�, as if the units being tested had exponential
time to failure. Then, confidence limits are calculated and transformed back
to Weibull shape.

In a life test, suppose n units were tested, to time ti for each unit and zero
failures happened. Also assume that we know the Weibull shape parameter �.
The adjusted total time on test is . The confidence limits for
the reliability metrics can be calculated using the following formulas.
Again, these all assume that zero failures occurred during the test.

100(1 � �)% lower confidence limit for the characteristic life �:

100(1 � �)% lower confidence limit for MTTF:

Note: The natural logarithm of the gamma function may be calculated in
Excel using the GAMMALN function. To calculate �(x), use the Excel
function =EXP(GAMMALN(x)).

100(1 � �)% lower confidence limit for b100p life:

100(1 � �)% lower confidence limit for survival probability at time t,
R(t):

Example 4.31

In an earlier example, Paul investigated power supply failures at extremely cold
temperatures. He traced the problem to a capacitor that loses performance dra-
matically at cold temperatures, effectively acting like an inductor. Paul tries a
design change in which a second capacitor with better temperature charac-
teristics is placed in parallel to the first capacitor. To test this change, he adds

LR(t) � expa�a t
L�
b�b � expat�ln�

T�
b

Lb100p
� L�(�ln (1 � p))

1@� � aln (1 � p)T�

ln�
b

1@�

LMTTF � L��a� � 1
�
b � a T�

�ln�
b

1@�

�a� � 1
�
b

L� � a T�

�ln�
b

1>�

T� � gn
i�1t

�
i

A1�B
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the second capacitor to 30 new power supplies, and starts a new life test at
�60°C. After 72 h, zero failures have happened.

Paul assumes that the weakest link in the power supply design still has a Weibull
distribution of time to failure, with shape parameter � = 0.64, as estimated from
the earlier test. Based on this assumption, calculate 95% lower confidence
limits for the characteristic life, mean life, and b 10 life at �60°C. Also calculate
the survival probability after 1 week (168 h) at that temperature.

Solution

To calculate these 95% confidence limits, let � � 0.05 and � � 0.64.

The adjusted total time on test is T0.64 � 30(720.64) � 463.25

95% lower confidence limit for the characteristic life �:

95% lower confidence limit for MTTF:

95% lower confidence limit for b10 life:

95% lower confidence limit for survival probability at 168 h, R(168):

4.5 Estimating the Probability of Defective Units
by the Binomial Probability �

This section explores the problem of estimating �, the probability of
defective units in population, based on a sample of n units. If units are inde-
pendent of each other and each unit has � probability of being defective,
then the count of defective units in the sample of n units is a binomial
random variable with parameters n and �. It is always assumed that the
sample size n is known, so only the probability of defectives � needs to be
estimated.

This section applies more generally to any problem which can be modeled
by a binomial random variable. Here are a few applications for the binomial
family of random variables. 

LR(168) � expa�a 168
2635

b0.64b � 0.8422

Lb10
� 2635 
 (�ln (0.9))1/0.64 � 78.29 h

LMTTF � 2635 
 �a1.64
0.64
b � 3664 h

L� � a 463.25
�ln0.05

b1/0.64

� 2635 hours



Estimating Population Properties 239

• When independent units are tested, and each unit either passes or fails
its test, the count of failures in a set of n tests is a binomial random
variable. The title of this section describes this situation, which is the
most common application of binomial inference in Six Sigma and DFSS
projects.

• In a set of independent games of chance with the same probability of
winning, the count of wins is a binomial random variable.

• In a Monte Carlo analysis, the count of trials which meet a specified
criteria is a binomial random variable. During a DFSS project, engineers
use Monte Carlo analysis to predict the variation caused by tolerances
and other sources of variation. The count of random trials in the analysis
which do not comply with specification requirements is a binomial
random variable. 

Since binomial methods are used to analyze the results of pass-fail tests, the
limitations of pass-fail tests must be noted here. Pass-fail tests, also known as
attribute tests, should only be used when there are no alternative tests
providing continuous measurements, also known as variable tests . If there is
a choice between an attribute and a variable test, the variable test will require
a much smaller sample size to prove a given level of quality. In other words,
variable tests are more efficient than attribute tests. In fact, the high levels of
quality required for Critical to Quality (CTQ) characteristics in a DFSS
project simply cannot be measured using pass-fail or attribute tests. Therefore,
any characteristic of a product regarded as CTQ must have a variable test
procedure providing a continuous measurement of performance. 

4.5.1 Estimating the Probability of Defective Units �

Suppose a sample of n independent units are selected at random from a
larger population. Let � be the proportion of the population of units that is
defective. After each of the n units are tested and classified as defective or
nondefective, let x be the count of defective units in the sample. The value
of � can best be estimated as follows:

Point estimate of defective probability �:

An exact confidence interval for � cannot be calculated by a direct formula.
However, an approximate 100(1 � �)% confidence interval for � can be cal-
culated using the assumption that p is normally distributed. This assumption
is approximately true if � is not too close to 0 or 1. Here are the formulas to
calculate these approximate confidence limits:

�̂ � p �
x
n
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Lower limit of an approximate 100(1 � �)% confidence interval for �:

Upper limit of an approximate 100(1 � �)% confidence interval for �:

In these formulas, Z�/2 is the quantile of the standard normal
random variable. That is, Z�/2 is the value of the standard normal random
variable that has �/2 probability in the tail to the right of Z�/2. Values of Z�/2

can be looked up in Table C in the Appendix. Or, they can be calculated in
MINITAB or by the Excel NORMSINV function.

Example 4.32

Larry’s Black Belt project concerns a modular industrial control system with
redundant, hot-replaceable CPU modules. The problem is that replacing a
failed CPU sometimes cause the entire system to shut down. Larry needs to
measure the likelihood of this expensive defect. He sets up a system with two
CPU modules, one of which is known to have this problem. Then Larry
removes and reinstalls the suspect module 100 times, noting whether the
system continues to run or shuts down. Out of 100 trials, the system shuts
down in 4 trials and continues to run in 96 trials. Estimate the probability that
this module will shut down when it is replaced, with a 95% approximate con-
fidence interval.

Solution

Based on this test, the module used in the test has a probability of shutting
down somewhere in the interval (0.00159, 0.07841) with 95% confidence.

MINITAB can calculate exact confidence intervals for �, with the
1-Proportion function.

U� � .04 � 1.96Å .04(.96)
100

� .07841

L� � .04 � 1.96Å .04(.96)
100

� .00159

Z.025 � 1.96

p �
4

100
� .04

A1 �
�
2 B

U� � p � Z�>2Åp(1 � p)
n

L� � p � Z�>2Åp(1 � p)
n
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How to . . .

Calculate Confidence Intervals for Binomial Probability � with MINITAB

1. Select Stat  Basic Statistics  1 Proportion . . .
2. Select Summarized data. In the Number of trials box, enter n, the

sample size. In the Number of events box, enter x, the number of defective
units in the sample.

3. By default, the function will calculate a 95% exact confidence interval. To
change the confidence level, click Options. In the Options form, you can
change the confidence level and you can elect to use the normal approx-
imation if desired.

4. Click OK. The confidence interval is reported in the Session window.

Example 4.33

Calculate an exact confidence interval for �, based on Larry’s experiment in
which 100 trials resulted in 4 undesirable shutdowns.

Solution Larry uses the MINITAB 1-Proportion function. MINITAB reports
a 95% confidence interval of (0.0110, 0.0993).

Figure 4-50 is a visual comparison of the approximate and exact confidence
intervals for this example. Notice that the exact confidence interval is not sym-
metrical, because � is close to 0. When � is between 0.1 and 0.9, the approximate
confidence interval is much closer to exact, especially as n grows larger.

Example 4.34

Vic performs a Monte Carlo analysis of an analog circuit. During the
analysis, Vic’s computer calculates how the circuit would perform using
randomly generated component values. Out of the 1000 trials in the analysis,
145 trials resulted in a circuit that would perform outside its tolerance limits.

0 0.02 0.04 0.06 0.08 0.1

p̂

Exact 95% confidence interval

Approximate 95% confidence interval

Figure 4-50 Comparison of Approximate and Exact Confidence Intervals for
Binomial Probability p, Based on Four Failures in 100 Trials
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0.1 0.12 0.14 0.16 0.18 0.2

p̂

Exact 95% confidence interval

Approximate 95% confidence interval

Figure 4-51 Comparison of Approximate and Exact Confidence Intervals for
Binomial Probability p, Based on 145 Failures in 1000 Trials

Calculate a confidence interval for the probability of a defective circuit,
according to this simulation.

Solution Vic uses the 1-Proportion function in MINITAB and calculates the
following 95% confidence intervals:

Exact 95% confidence interval: (0.123747, 0.168366)

Approximate 95% confidence interval: (0.123177, 0.166823)

These two confidence intervals are compared in Figure 4-51.

Naturally, in a real problem, only one confidence interval should be cal-
culated, and it should be the best available. If MINITAB is available, the
exact confidence interval is preferred. If not, the approximate confidence
interval is easy to calculate and is reasonably accurate when � is between
0.1 and 0.9.

When a test of n units finds x � 0 defective units, then the point estimate
. In this case, an upper confidence limit for � may be calculated

by a simple formula:

Upper 100(1 � �)% confidence limit for � when x � 0:

U� � 1 � �1/n

Example 3.35

In a verification test of a new type of medical imaging equipment, four units are
subjected to a variety of temperature, humidity, and vibration tests. If all four
units pass the tests without failure, calculate an 80% upper confidence limit for
the proportion of the population of units that would pass the same set of tests:

Solution For the 80% upper limit, a � 0.2. Therefore, U� � 1 � 0.21/4 � 0.33.
Therefore, the verification test shows that no more than 33% of the units would
fail the same test, with 80% confidence.

�̂ � p � 0
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It is quite common for people who work with verification testing to describe the
interpretation of the tests in terms of Confidence and Reliability. Confidence,
defined as C � 1 � �, is the probability that our conclusions are correct, con-
sidering the sources of random variation in the experiment. Reliability is the
probability that any unit randomly selected from the population of units that
would pass the same set of pass-fail tests. In this context, reliability has nothing
to do with survival of a unit over time, as discussed earlier in this chapter. Here,
reliability is simply a measure of the quality of a population of units, as
measured by a verification test. If U� represents the upper confidence limit for
the failure probability �, then reliability R � 1 � U�.

Using symbols R and C, a verification test involving n units, where zero
failures occurred, can be interpreted as follows: R � (1 � C )1/n

This formula can be solved for n to give a handy formula to calculate sample
size for a set of pass-fail tests to demonstrate reliability R with confidence
C, assuming all units pass the test:

Example 4.36

In the previous example, the verification test demonstrated 67% reliability with
80% confidence. How many units must pass the same test to demonstrate 90%
reliability with 80% confidence?

Solution

Since we cannot test a fractional unit, a test of 16 units is required to prove 90%
reliability with 80% confidence, and all must pass.

Learn more about . . .

The Confidence Interval for the Binomial Probability p

A binomial random variable with parameters n and � has the following
cumulative distribution function (CDF):

Suppose a set of n Bernoulli trials is observed, with x defective and n � x non-
defective trials. Now we want to find U�, the upper limit of a 100(1 � �)% con-
fidence interval for �. This question must be answered: how high can � be, so that

FX (x; n,�) � P(X  x) � a
x

i�0
an
x
b�x(1 � �)n�x

n �
ln (1 � 0.8)

ln0.9
� 15.3

n �
ln (1 � C )

ln R
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the probability of observing x or fewer defective trials is �/2. The answer is U�.
The following equation must be solved for U�:

To find the lower limit of the interval, answer this question: how low can � be,
so that the probability of observing x or more defective trials is �/2. The answer
is L�, and is the solution to this equation:

In general, these equations must be solved iteratively. There is no closed-form
expression to calculate the exact values of U� and L�.

The mean and standard deviation of a binomial random variable are n� and
, respectively. When � is not too close to 0 or 1, the distribution

of a binomial random variable looks like a normal distribution, except that the
binomial is discrete. The approximate confidence interval is calculated by using
a normal distribution with the same mean and standard deviation in place of the
binomial distribution.

4.5.2 Testing a Process for Stability in the Proportion
of Defective Units

When a process produces units over time, and some of those units are
defective, we need to know if the proportion of defective units is stable over
time. In the ongoing control of a process, when the proportion of defective
units increases significantly, rapid detection of this event is vital for corrective
action. When studying a process for making predictions in a DFSS project, we
must know whether the rate of defective units is a stable, chronic problem, or
an unstable, sporadic problem. Only a stable process can be predicted.
Unstable processes must be stabilized before predictions are made.

Two control charts are used to test a process for stability in the proportion
of defective units, the np chart and the p chart. The np chart is easier to
construct, but it requires that all subgroups have the same size n. If the
subgroup size changes, the p chart must be used, and control limits will
change from point to point as n changes. MINITAB and other control
charting programs will produce either type of chart.

To gather data for an np chart, collect rational subgroups of n units in each
subgroup. Test all the units and determine how many units in each subgroup
are defective. The count of defective units is called np, and this count is the
plot point on the np chart.

2n�(1 � �)

P(X � x) �
�
2

� a
n

i�x

an
x
bL�

x(1 � L�)n�x

P(X  x) �
�
2

� a
x

i�0
an
x
bU�

x(1 � U�)n�x
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Example 4.37

As part of a Lean initiative, Mike is studying sources of waste in the electrical
assembly area. A big category of waste in this area happens when circuit boards
must be touched up after being soldered. Mike needs to know whether the
touchup is a stable, chronic problem, or a sporadic, occasional problem. Mike
checks the progress of 25 consecutively made boards, four times per day for
five days. Out of each group of 25 boards, Mike counts how many boards
required some touchup. Mike lists the counts as

Monday 2 2 2 3

Tuesday 5 7 5 1

Wednesday 3 2 2 5

Thursday 3 4 3 2

Friday 4 4 3 3

Do Mike’s measurements indicate a stable process with a chronic problem, or
an unstable process with a sporadic problem?

Solution Mike enters the data into MINITAB and creates the np chart
shown in Figure 4-52. The control limits of this chart are at 0 and 8.3. Since
the largest number of boards requiring touchup from any subgroup is 7,
none of the points fall outside the control limits. Mike studies the chart for
other signs of nonrandom behavior. Tuesday’s subgroups are interesting
because they include both the highest and lowest numbers of touchups for
the whole week. Mike decides to ask the process owner whether anything
was different on Tuesday, such as new procedures, equipment settings, or
personnel. Despite the question about Tuesday, Mike decides that the
control chart is “in control” and does not show any assignable causes of
variation. Therefore, the problem with boards requiring touchup is a stable,
chronic problem.
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Figure 4-52 np Control Chart of the Count of Boards Requiring Touchup, with a
Subgroup Size n � 25
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Figure 4-53 np Control Chart of the Count of Times each CPU Replacement Shuts
Down the System out of 100 Trials. In this Example, the Control Chart is being used
to find Units with Significantly Higher Failure Rates, Rather than to Monitor an
Ongoing Process

The np chart can also be used to determine if some units or some popu-
lations have different rates of defectives than others. Traditionally, control
charts are used for time-series data. However, the following example
illustrates a useful application of the np chart to a situation where the order
of manufacturing is unknown, and the original time order of the data cannot
be reconstructed.

Example 4.38

Continuing an earlier example, Larry is investigating shutdowns of a
control system, following the hot replacement of a CPU module. In the
earlier example, Larry tested one module for 100 cycles and recorded
4 shutdowns. Now, Larry wants to test whether some modules have higher
rates of shutdowns in this test than other modules. He gathers as many CPU
modules as he can find, 12 in all, and tests each one for 100 hot replacement
cycles. The counts of cycles resulting in shutdowns for each of the modules
tested are

4 0 0 0 13 1 0 9 1 0 0 2

Does this data indicate that some modules have significantly higher shutdown
rates than other modules?

Solution Larry enters this data into MINITAB and creates an np chart,
which is shown in Figure 4-53. Two out of the 12 modules tested had
shutdown rates significantly higher than the group as a whole. To better
understand the root cause of this problem, Larry needs to study the two
modules that failed 13 and 9 times out of 100, since these modules are sig-
nificantly worse than the others.
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How to . . .

Create an np Control Chart in MINITAB

1. Arrange the counts of defective units np, in a single column.
2. Select Stat  Control Charts  Attributes Charts  NP . . .
3. In the NP Chart form, click the Variables box. Then double-click on the

column containing the data in the column selection box on the left.
4. Select other options for the plot if desired.
5. Click OK to create the np control chart.

Learn more about . . .

The np Chart

Creating the np Chart:

Plot points: (np)i, the count of defective units in subgroup i, for i � 1 to k

Center Line: 

Upper Control Limit: 

Lower Control Limit: 

Learn more about . . .

The p Chart

The p chart is similar to the np chart except that the plot point represents the
probability of failure instead of the count of failures in a subgroup. Since (np)i
is a simple count, while requires a division operation to calculate the
plot point, the np chart is simpler to create and is generally preferred. However,
in situations where the subgroup size n varies, the p chart must be used instead
of the np chart.

Creating the p Chart:

Plot points: , the probability of defective units in subgroup i, which is
the count of defective units (np)i divided by the sample size ni, for i � 1 to k.

Center Line: CLp � p �
1
ka

k

i�1
pi

pi �
(np)i
ni

pi �
(np)i
n

LCLnp � np � 3Ånp a1 �
np
n b

UCLnp � np � 3Ånp a1 �
np
n b

CLnp � np �
1
ka

k

i�1
(np)i
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Upper Control Limit:

Lower Control Limit:

Note that as ni changes between subgroups, the control limits will also change.

4.6 Estimating the Rate of Defects
by the Poisson Rate Parameter �

Many situations in product and process development involve counts of
events that can be effectively modeled by the Poisson distribution. Here are
a few examples where the Poisson model has been successfully applied:

• The count of defects in a wafer of chips.
• The count of lost or corrupted packets of information per second after

transmission through a communications network.
• The count of particles affecting image quality in a sheet of X-ray film.
• The count of defects per line of code in a software project.
• The count of nonconforming solder joints per circuit board.
• The count of voids in a casting.
• The count of drafting errors per drawing.

Each of these examples has several aspects in common. First, events are
being counted. These events do not have to be bad things, but Six Sigma
professionals generally focus on counting errors and defects. Second, the
events being counted can happen anywhere in a range of space, a period of
time, or a unit of product. Each of the above examples defines the extent of
the space, time, or product being evaluated. This means that multiple events
can happen per unit of time, space, or product. Third, events happen inde-
pendently of each other. To summarize, each of these examples is a count of
independent events occurring over a sample of a continuous medium.

Any process generating counts of independent events occurring over a
sample of a continuous medium is said to be a Poisson process, and is char-
acterized by a single parameter �, known as the Poisson rate parameter.
Once the Poisson rate parameter � is known, the probability of observing
exactly x events in a sample is determined by the Poisson probability
function:

P[X � x] � fX(x) �
�xe��

x!

LCLp � p � 3Åp(1 � p)
ni

UCLp � p � 3Åp(1 � p)
ni
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This section provides methods for estimating the Poisson rate parameter �,
with confidence intervals. When a Poisson process produces a series of
counts over time, it is critical to determine whether the process is stable or
unstable. Control charts are introduced that will detect whether a Poisson
process is unstable.

4.6.1 Estimating the Poisson Rate Parameter �

To estimate the Poisson rate parameter �, simply divide the count of events
x by the sample size n. In some situations, the sample size n � 1.

Point estimate of �:

A 100(1��)% confidence interval for � can be calculated using the
following formulas:

Lower limit of a 100(1 � �)% confidence interval for �:

Upper limit of a 100(1 � �)% confidence interval for �:

In these formulas, is the 1 � � quantile of the �2 distribution with �
degrees of freedom. Values of can be looked up in Table E of the
Appendix, or calculated by MINITAB or by the Excel CHIINV function.

An approximate confidence interval may be calculated using the assumption
that is normally distributed. This assumption is approximately true if � is
not too close to 0. Here are the formulas to calculate these approximate con-
fidence limits:

Approximate lower limit of a 100(1 � �)% confidence interval for �:

Approximate upper limit of a 100(1 � �)% confidence interval for �:

In these formulas, Z�/2 is the quantile of the standard normal
random variable. That is, Z�/2 is the value of the standard normal random
variable that has �/2 probability in the tail to the right of Z�/2. Values of Z�/2

can be looked up in Table C of the Appendix. Or, they can be calculated in
MINITAB or by the Excel NORMSINV function.

Example 4.39

Leon is a project manager at a company that designs and installs custom
control panels in industrial plants. Leon’s job is difficult because of the many

A1 �
�
2 B

U� � �̂ � Z�>22�̂
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Exact 95% confidence interval

Approximate 95% confidence interval

Figure 4-54 Comparison of Approximate and Exact Confidence Intervals for
Poisson Rate Parameter �, Based on a Single Observation of 16

engineering changes required during on-site installation of each panel. In fact,
Leon’s last project required 16 on-site changes. These changes created delays
and cost overruns to pay for overtime and engineering support to create and
document the changes. If this project is typical, calculate a 95% confidence
interval for the number of changes per project.

Solution In this case, x � 16 and n � 1, since the unit of product is a single
project. Therefore, the point estimate and 95% confidence interval are cal-
culated this way:

The approximate confidence interval is calculated as follows:

Figure 4-54 is an interval plot comparing the exact and approximate confidence
intervals for this example. Since both options are available, the exact method is
preferred. Based on this one observation, Leon can be 95% confident that other
projects will experience, between 9.15 and 25.98 engineering changes. Note
that the number of changes actually observed on a particular project will always
be an integer. However, �, the average count of changes per project, does not
have to be an integer.

U� � 16 � 1.96216 � 23.84

L� � 16 � 1.96216 � 8.16

Z.025 � 1.96

�̂ �
16
1

� 16

U� �
51.97

2
� 25.98

�2
0.975,34 � 51.97

L� �
18.29

2
� 9.15

�2
0.025,32 � 18.29

�̂ �
16
1

� 16
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In the above example, the rate parameter is estimated to be 16. Even though
16 is a relatively large number, the approximate confidence interval is not very
good. When the rate is larger than 16, the approximate interval will be closer
to the exact interval, and when the rate gets smaller, the approximate will be
farther from the exact. Both the exact and approximate methods require
factors to be looked up in tables or calculated by a computer. The approximate
method is certainly easier to remember, and this is its main advantage.
Whenever a method of calculating quantiles of the �2 distribution is available,
the exact method should be used instead. When the rate of defects is small, as
it should be, using the exact method is especially important.

MINITAB provides an easier way to calculate an exact confidence interval
for the Poisson rate parameter, as part of its Poisson capability analysis
function, in the Stat  Quality Tools menu. This function produces a graph
including a 95% confidence interval for � along with several panels useful
for a time-series of observations from a Poisson process.

How to . . .

Estimate Poisson Process Characteristics in MINITAB

The Poisson capability analysis function in MINITAB is a convenient way to
perform a variety of estimation tasks based on observations from a Poisson
process.

1. Arrange observed counts of defects in a single column in a MINITAB
worksheet. If there is only one observation, the column will have only one
entry.

2. If all observations have the same sample size, skip this step. If multiple
observations are available, and they have different sample sizes, list the
sample sizes in another column.

3. Select Stat  Quality Tools  Capability Analysis  Poisson . . .
4. In the Capability Analysis (Poisson Distribution) form, click the

Defects: box. Then double-click on the column containing the defects, in
the column selector box on the left.

5. If all observations have the same sample size, select Constant size: and
enter the sample size n in the box. Otherwise, select Use sizes in: and enter
the name of the column containing sample sizes in the box.

6. Click OK to create the Poisson capability analysis graph.

Note: This function in MINITAB does not provide any way to adjust the level
of the confidence interval computed. If a confidence level other than 95% is
needed, then the confidence limits must be calculated by looking up quantiles
of the chi-squared distribution.
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When comparing counts of defects between different units of space, time, or
product, the sample size n must be carefully considered. If all units are
identical in design, with the same expected count of defects, then n does not
matter, and can be set to 1. However, many real situations involve units of
different size and complexity. In these situations, n should represent a
sample size as a reasonable measure of complexity that allows each sample
to be fairly compared.

When considering multiple counts Xi from samples of different sizes ni,
the Poisson rate parameter estimates are:

Point estimate of �:

Lower limit of a 100(1 � �)% confidence interval for �:

Upper limit of a 100(1 � �)% confidence interval for �:

Example 4.40

Continuing the previous example, Leon is measuring the impact of on-site
engineering changes on the company as part of a DFSS project to reduce
the cost of project installations. In addition to his project with 16 changes,
Leon surveyed 14 other projects and counted the changes on each.

Some projects are much more complex than others, so it is not fair to
compare the raw counts of changes from project to project. Leon decides to
measure the complexity of each project by the number of standard-sized
panels installed in each project. Then the rate of changes is measured in
terms of changes per panel. For example, Leon’s project had 16 changes and
3 panels, for a rate of 5.33 changes per panel. Table 4-3 lists the data Leon
collected for 15 projects.

Analyze this data to calculate a 95% confidence interval for changes per panel.

Solution Leon entered this data into a MINITAB worksheet and performed a
Poisson capability analysis. Figure 4-55 shows the graph generated by

U� �
�2

1��>2,2A1�gXiB
2gn

L� �
�2

�>2,2gXi

2gn

�̂ �
gn

i�1Xi
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Table 4-3 Engineering Changes for 15 Projects

Project ID No. Changes No. Panels

1 16 3

2 2 1

3 4 1

4 10 5

5 12 4

6 27 9

7 4 2

8 2 1

9 12 4

10 8 4

11 4 2

12 1 1

13 2 2

14 14 2

15 20 5

MINITAB from this data. The Summary Stats panel in the bottom center of
the graph reports that the point estimate is 3.0 changes per panel, with a 95%
confidence interval of (2.5, 3.5). In the Poisson capability analysis graph, the
rate parameter � is always labeled DPU, for defects per unit. In this example, 
� is engineering changes per panel.

The capability analysis graph provides much more information that Leon will
find useful as he works to improve this problem. The bottom right panel is a
histogram of the changes per panel observed in this sample. The top right panel
is a scatter plot of changes per panel versus sample size. The two charts on the
left will be discussed in the next subsection.
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Learn more about . . .

The Confidence Interval for the Poisson Rate Parameter �

The limits of a 100(1 � �)% confidence interval for the rate � of a Poisson
process are solutions to the following equations:

Johnson and Kotz (1993) note that the time between events in a Poisson process
is an exponential random variable, and the sum of n independent exponential
random variables is a chi-squared random variable with 2n degrees of freedom.
These facts are used to derive the following formulas for the limits of a
100(1��)% confidence interval for the rate parameter �:

Lower limit of a 100(1 � �)% confidence interval for �:

Upper limit of a 100(1 � �)% confidence interval for �:

4.6.2 Testing a Process for Stability in the Rate of Defects

When a Poisson process produces defects or other events of interest, we
need to know whether the rate of defects is stable over time. When con-
trolling an ongoing process, rapid detection of an unstable defect rate leads
to quick corrective action and improved quality. When studying a process
for making predictions in a DFSS project, we must know whether the rate
of defects is a stable, chronic problem, or an unstable, sporadic problem.
Only a stable process can be predicted. Unstable processes must be sta-
bilized before predictions are made.

Two control charts are used to test a Poisson process for stability in the rate
of defects, the c chart and the u chart. The c chart is easier to construct, but
it requires that all subgroups have the same size n. If the subgroup size
changes, the u chart must be used, and control limits will change from point
to point as n changes. When subgroup sizes are equal, the c chart is rec-
ommended. MINITAB and other control charting programs will produce
either type of chart.

To gather data for a c chart, collect rational subgroups of n units in each
subgroup. Test all the units and determine how many defects exist in the 
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Figure 4-56 c Control Chart of the Count of Joints Touched Upper Board, over 25
Boards

n units in each subgroup. The count of defects is called c, and this count is
the plot point on the c chart.

Example 4.41

Continuing an earlier example, Mike is investigating waste created in the
electrical assembly area by the process of touching up circuit boards after they
finish the automated soldering cycle. Previously, Mike counted the number of
boards requiring touchup. Now Mike is drilling further into the process and is
counting the number of solder joints touched up by the technicians. To measure
this process, he selects one board needing touchup, and follows it through the
process, counting the solder joints that the technician decides to touch up. He
repeats this process four times per day for one week. The counts of touched up
solder joints counted by Mike on these 20 boards are: 

Monday 2 8 9 13

Tuesday 3 6 25 6

Wednesday 3 4 11 19

Thursday 9 2 6 9

Friday 3 4 6 18

Do Mike’s observations indicate a stable, predictable process or an unstable
process?

Solution Figure 4-56 is a c chart of Mike’s joint touchup data. Immediately we
notice from the graph that three of these 20 observations are above the upper
control limit, indicating an unstable process.

Mike is not surprised by this result, because he personally collected the data.
He noticed that the afternoon touchup technician, Pauline, touched up more
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0 5 10 15

Afternoon

Morning

Figure 4-57 Comparison of Confidence Intervals on the Number of Joints per
Board Touched up in the Afternoon and in the Morning

joints than the morning technician, Art. Mike wisely kept his observation to
himself until he had enough evidence to draw a graph.

Now Mike wants to test his hypothesis that afternoon touchup involves more
joints than morning touchup. So he splits the sample into two, a morning
sample and an afternoon sample. The afternoon joint count was 122, over a
sample of 10 boards. Mike calculates a point estimate of joints touched per
board of 12.2 with a 95% confidence interval of 10.1 to 14.6. For the morning
sample, 44 joints were touched up over 10 boards. This leads to a point estimate
of 4.4 joints touched per board with a 95% confidence interval of 3.2 to 5.9.

Mike creates a simple graph like Figure 4-57 to display these confidence
intervals. Since the two intervals do not overlap, Mike can be very confident
that the afternoon technician touches up more joints per board than the morning
technician.

There are many possible explanations for this finding, including:

• The automated soldering process produces more bad joints in the afternoon.
• The standard defining acceptable solder joints is vague and hard to interpret.
• The technicians apply inconsistent standards, perhaps because of incon-

sistent training.

There are many other possible explanations for this discrepancy. This data
cannot help us decide which explanations are true. In general, observation of a
process will not lead to conclusive proof of a cause of defects. The only way to
prove a cause and effect relationship is to build a cross-functional team,
stabilize the touchup process and if necessary, conduct a designed experiment
to identify root causes.

If the subgroups are not all the same size, then a u chart is required to test
the process for stability. To gather data for a u chart, collect rational
subgroups of ni units in each subgroup. Test all the units and determine how
many defects exist in the ni units in each subgroup. The count of defects in
subgroup i is called ci. The plot point on a u chart is , representing
the number of defects per unit.

u �
ci

ni
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Figure 4-58 u Control Chart of the Number of Engineering Changes per Panel
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Example 4.42

Continuing an earlier example, Leon is measuring the impact of on-site engi-
neering changes on his company. He surveys 15 projects and counts the
changes for each project. Because some projects are more complex than
others, the counts of changes must be divided by the number of panels to
fairly compare the number of changes in one project to another. Figure 4-58
is a u chart of the data Leon collected. This chart may also be seen in the
upper left corner of the Poisson capability analysis graph in Figure 4-55. This
graph shows that Project #14 had a significantly higher number of engi-
neering changes than other projects.

How to . . .

Create a c Control Chart in MINITAB

1. Arrange the counts of defective units, ci, in a single column.
2. Select Stat  Control Charts  Attributes Charts  C . . .
3. In the C Chart form, click the Variables box. Then double-click on the

column containing the data in the column selection box on the left.
4. Select other options for the plot if desired.
5. Click OK to create the c control chart.
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How to . . .

Create a u Control Chart in MINITAB

1. Arrange the counts of defective units, ci, in a single column.
2. Arrange the subgroup sizes ni in a second column.
3. Select Stat  Control Charts  Attributes Charts  U . . .
4. In the U Chart form, click the Variables box. Then double-click on the

column containing the data in the column selection box on the left.
5. Click the Subgroup sizes box. Then double-click on the column con-

taining the subgroup sizes in the column selection box on the left.
6. Select other options for the plot if desired.
7. Click OK to create the u control chart.

Learn more about . . .

The c Control Chart

Creating the c Chart:

Plot points: ci, the count of defective units in subgroup i, for i � 1 to k

Center Line:

Upper Control Limit:

Lower Control Limit:

Learn more about . . .

The u Control Chart

Creating the u Chart:

Plot points: , the count of defects per unit in subgroup i, which is the
count of defects ci divided by the sample size ni, for i � 1 to k.

Center Line:

Upper Control Limit:

Lower Control Limit:

Note that as ni changes between subgroups, the control limits will also change.

LCLu � u � 3Å u
ni

UCLu � u � 3Å u
ni

CLu � u �
gk

i�1ci

gk
i�1ni

ui �
ci

ni

LCLc � c � 32c

UCLc � c � 32c

CLc � c �
1
ka

k

i�1
ci



Chapter

Assessing Measurement Systems

All measurements are wrong. To illustrate this point, consider Figure 5-1.
The figure shows a device and a measuring instrument connected to the
device. The signal created by the device has a true value, known only by the
device itself. Suppose the true value is 3.70215 . . . The true value is likely to
be an irrational number, which cannot be represented accurately by a string
of digits, no matter how long. Even so, the measuring instrument does what
it was designed to do, and displays 3.70184 on a bold, authoritative display.
The display is surrounded by a panel painted in colors scientifically selected
to inspire trust and confidence. The human being observing the instrument is
comforted by the six digits and calming colors, and confidently believes that
they are correct. We know that only three digits 3.70 are correct, and the
remaining digits 184 are meaningless. But the trusting human being does not
know this. Even if he accepts that the measurement is not the true value, he
may have no idea how many digits are trustworthy and how many are mean-
ingless, without studying the measuring instrument itself.

Measurement is a vital foundation skill in any business. Products and
services must be measured before delivery to a customer to assure that they
conform to requirements. In the design of new products and services, com-
ponents and prototypes must be measured to determine their suitability. In
the Six Sigma problem-solving process known as Define–Measure–
Analyze–Improve–Control (DMAIC), measurement is so important that it
forms a distinct phase of the process.

If all measurements are wrong, but measurements are vital, then we must devote
sufficient resources to assuring that measurements are good enough to be trusted.
In most businesses, this requires significant effort. Generally, a metrology
department performs calibration and maintenance procedures on measuring
instruments as needed to assure that they meet their specified accuracy. But this
is only half the battle. Calibration only assures that the average measurements are
within specified bounds of reference values. Even after this is done, random

5
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Figure 5-1 True Value Versus Measured Value

3.702154981
16258900328

674458...

True value:

Measured value:

variation and other influences affect the measurement process, making it less
precise. Those who select and specify measurement systems must assure that
those systems are accurate and precise enough for the job at hand.

The accuracy of a measurement system is an expression of the closeness of
the average measured values to the true value. In practice, the true value is
unknowable, so instead we use an accepted reference value to represent the
true value. During a calibration procedure, the measuring device is tested
using a reference standard. In turn, the reference standard has been tested
using a standard of higher accuracy. This process continues until it reaches
a national standard of highest accuracy and authority. The documented
chain of standards between a measuring device and national standards is
called traceability, and is a critical requirement of metrology programs.

The precision of a measurement system is an expression of the closeness of
measurements to each other. The precision is assessed by performing repeated
measurements of the same parts under controlled conditions. This chapter
describes procedures for assessing the precision of measurement systems.

Figure 5-2 illustrates the difference between accuracy and precision using a
target shooting analogy. A pattern of holes close to each other in the target
is said to be precise. The patterns on the top row of Figure 5-2 are precise
because they are clustered tightly together. The patterns on the bottom row
are spread over a large area, so they are not precise.

A pattern of holes centered on the target center is said to be accurate. The two
patterns on the right side of Figure 5-2 are accurate because they are centered.
The patterns on the left column are off-center, so they are not accurate.

A precise pattern is not accurate if it is located outside the center of the
target, like the top left pattern in Figure 5-2. An accurate pattern is not
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Accurate
Close to the 

true value, on 
average

Not accurate

Precise
Low variation

Not precise

Figure 5-2 Accuracy and Precision

precise if the distance between holes is large, like the bottom right pattern.
Clearly, the goal is to achieve sufficient accuracy and precision, both in
target shooting and in measurement.

Figure 5-3 illustrates the relationships between terms used to describe com-
ponents of measurement system error, in the form of a tree. At the root of
the tree is measurement system error, defined as the difference between
measurements and accepted reference values for a specified measurement
system. Measurement system error is composed of two parts, accuracy and
precision. Accuracy is the closeness of average measurements to reference
values. Stability is accuracy over time, and linearity is accuracy over a range
of part values being measured. Precision is the closeness of measurements
to each other, and is composed of discrimination, repeatability, and repro-
ducibility. Discrimination is the smallest difference in values that can be
detected by the measurement system. Repeatability is the closeness of
measurements of the same part taken by the same appraiser. Reproducibility
is the closeness of measurements of the same part, taken by different
appraisers. Consistency is repeatability over time, and uniformity is
repeatability over a range of part values.

As defined here, these terms are consistent with the Measurement Systems
Analysis (MSA) manual published by AIAG (2002). In specific industries or
companies, or in different books, these terms may have different definitions.
The definitions listed here are widely used and generally accepted. Six Sigma
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Measurement
system error

Accuracy

Precision

Stability

Linearity

Discrimination

Repeatability

Reproducibility

Consistency

Uniformity

Closeness of average measurements 
to accepted reference value

Accuracy over time

Accuracy over different values

Closeness of measurements to each other

Smallest readable unit of 
measurement

Precision of measurements of the 
same units by the same operator 

Difference between measurements and 
accepted reference values for a specified 
measurement system

Repeatability
over time

Repeatability over 
different values

Precision of measurements of the 
same units by different operators

Figure 5-3 Tree Structure of Measurement System Error

practitioners should be aware that people have a variety of understandings of
what these terms mean.

In the development of new products and processes, measurement systems must
be specified with appropriate levels of accuracy and precision. For many com-
mercially available instruments, these parameters are included in the manu-
facturer’s specifications. For custom-designed measurement equipment, the
design engineer must specify accuracy and precision based on the design, and
then verify these criteria before releasing the equipment for production use.

In companies whose quality systems comply with recognized standards like
ISO 9001, the accuracy of test equipment is routinely evaluated by traceable
calibration procedures. The methods used to perform these procedures are
well documented in other books, such as Bucher (2004) and Pennella
(2004), and will not be discussed further here.

The most common measurement challenge facing Six Sigma Black Belts and
engineers on DFSS projects is to assess the precision of measurement



Assessing Measurement Systems 265

equipment. One component of precision, discrimination, is determined by the
design of the measurement equipment. However, repeatability and repro-
ducibility are often affected by environment, appraiser technique, and by
many other factors. Instruments must be selected to have appropriate levels of
potential precision, according to the manufacturer’s specifications. The actual
precision must be verified by performing a measurement systems analysis
(MSA). The Black Belt or engineer can plan, execute, and interpret the results
of MSA to decide whether the instrument is appropriate or not.

This chapter presents MSA methods and procedures that are used most
often in Six Sigma and DFSS projects. The first section illustrates a simple
MSA, analyzed by interpreting a control chart. The next section illustrates
how variable gage repeatability and reproducibility (Gage R&R) studies are
used to assess the precision of measurement systems producing variable
readings. Attribute gages, which only report pass or fail without any quan-
titative measures, present special problems. When attribute measurement is
required, a gage agreement study should be performed as described in the
final section.

5.1 Assessing Measurement System Repeatability
Using a Control Chart

This section introduces MSA by presenting a single extended example of a
variable gage study. Instead of using specialized MSA tools, the analysis in
this example is performed using tools discussed in Chapter 4 for estimating
characteristics of normally distributed populations. The following section
provides more detailed and general step-by-step instructions.

Example 5.1

Gene is a manufacturing engineer on a team designing a new gas fuel valve.
The flow rate of gas through the valve must be measured in production, and
Gene has designed an automated system to perform this measurement. The
calibration department has verified the accuracy of the gages in the system.
Now Gene must assess the precision of the system by performing a gage
study. To prepare for this work, Gene has created a process flow chart and a
written standard operating procedure (SOP) documenting the process of
taking measurements.

Gene’s objective for the gage study is to determine if the measurement system
has any problems that need to be fixed before releasing it for use in production.
Before release, another gage study will be conducted using the appraisers who
will be performing the measurements in production. For this gage study, only
Gene will perform the measurements.
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Therefore, Gene will assess the repeatability of the automated measurement
system. Reproducibility will be assessed later in a separate study. Because only
repeatability is tested in this MSA procedure, it is known as a Gage R study.

In the Gage R study, Gene will measure a sample of n parts, and he will
replicate the measurement of each part r times. From this data, he will be able
to calculate estimates of the following measures of variation:

• is the standard deviation of part variation (PV), which is the variation
between the true values of the population of parts sampled for the study. 
is estimated by .

• is the standard deviation of repeatability, also known as equipment
variation (EV). EV is the variation between repeated measurements of the
same part by the same appraiser. In this example, is the only component
of precision being measured. is estimated by .

• is the standard deviation of total variation (TV). TV includes both PV
and EV. is estimated by . The measurement equipment is assumed
to be independent of the parts being measured, therefore we know that

. So if we have estimates of any two of these
quantities, we can estimate the third using this formula.

Gene needs to find parts to test. By combining a few test units with engineering
mockups, Gene manages to gather a sample of n � 8 valves to test. In this gage
study, Gene is studying the measurement system, and not the valves. The most
important function of each of the valves is to flow gas at the same rate, so an
ideal test stand would measure the same value each and every time that valve is
measured. If a valve is unstable and changes its flow during or between meas-
urements, it should not be used for any gage study.

The flow through the valve when it is fully open is supposed to be 545 �3 flow
units. Some of these eight valves might not meet this requirement, and they
might have other defects as well. It is actually an advantage to include parts
with values outside the tolerance limits in a gage study. Including noncon-
forming parts will help to assure that the gage is just as effective at measuring
bad parts as it is measuring good parts. Very often, gage studies are done using
gage blocks or other surrogates in place of real product. This assures that the
MSA focuses on the measurement system, and not on the product.

Gene’s next step in planning this MSA is to select r, the number of replications.
In this experiment, each of the n valves will be tested r times, for a total of nr
measurements. Because the prototype valves are borrowed, Gene’s time with
them is limited. He must complete all the measurements in four hours. Each
measurement takes about five minutes including mounting the valve on the test
stand before the test and dismounting it after. Based on this information, Gene
decides to set r � 4, so nr � 32. If each measurement takes five minutes, then
32 measurements would take less than three hours. Since this isn’t Gene’s first
project, he knows that nothing ever goes as planned, and he wisely allows extra
time to deal with whatever happens.

�TV � 2�2
PV � �2

EV

�̂TV�TV

�TV

�̂EV�EV

�EV

�EV

�̂PV

�PV

�PV
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Table 5-1 Randomized Measurement Order for Gage Study

8 3 7 5 6 6 8 1 6 1 5 7 7

3 3 4 6 8 2 2 7 2 4 8 2

1 5 5 4 1 4 3

The final step in planning the Gage R study is to randomize the order of meas-
urement. Randomization is important to get a fair and complete picture of how
the measurement system performs. Of course, the study would be easier without
randomization. Gene could measure valve 1 four times, then valve 2 four times,
and so on. Suppose Gene follows this plan, but the test stand has a slow drift
problem, with measurements of the same flow value slowly changing over time.
If Gene takes this easy way out, the slow drift will never be detected. The drift
will seem just like variation between parts, and there is no way to detect this
problem from the data Gene collects. Gene knows that if he randomizes the
experiment, a slow drift will appear as part of the repeatability, instead of part-
to-part variation. Randomization allows drifts and other patterns to be attributed
to the measurement system where they belong. Randomization is a vital strategy
in any experiment to convert biases of all kinds into random effects.

Gene uses MINITAB to generate a randomized order of testing for the gage
study. Table 5-1 lists a random sequence of numbers 1 through 8. Each number
appears four times in the sequence.

Now the testing can start. Gene measures the flow of valve 8, and records a flow
of 546.42. Next, valve 3 flows 546.51, and so on. There are times in the random
sequence when the same valve is measured two times in a row. When this
happens, Gene dismounts the valve from the stand after the first test and mounts
it again before the second test. Gene does this because the process of mounting
and dismounting is part of the measurement process. Mounting and dis-
mounting might misalign the valve or change the measurements in ways Gene
does not know at this point. Taking this extra time is necessary to perform as
controlled and complete an evaluation of the measurement system as possible.

Gene performs the 32 measurements in randomized order. The meas-
urements are listed in Table 5-2. All the measurements are between 540 and
550, so the leading 54 has been removed from each measurement. The table
also lists the sample mean and sample standard deviation of each group of
four measurements.

Gene knows that he should always plot the data. So he uses Excel to create a
simple line graph, like Figure 5-4. The lines show the variation in flow from
valve to valve. The cluster of symbols for each valve represents the repeatability
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Table 5-2 Flow Measurements for Gage Study

Measurements Std.
Valve (540 +) Mean Dev.

1 5.61 5.59 5.73 5.42 5.5875 0.1276

2 1.92 2.47 2.45 2.46 2.3250 0.2701

3 6.51 6.36 6.76 6.64 6.5675 0.1719

4 2.72 2.73 2.50 2.48 2.6075 0.1360

5 4.05 4.08 4.18 4.11 4.1050 0.0557

6 5.84 5.82 5.39 5.99 5.7600 0.2581

7 7.31 7.14 6.96 7.00 7.1025 0.1584

8 6.42 6.50 6.25 6.51 6.4200 0.1203

of flow measurements for each valve. At this point, Gene feels quite good,
because the repeatability is much smaller than the part variation.

Next, Gene creates an control chart from the data, shown in Figure 5.5.
The s chart is always interpreted first. Each point on the s chart is the standard
deviation of four measurements made on a single valve. In a gage study, the s
chart shows repeatability from part to part. None of these points are outside the
control limits, so the repeatability is uniform over the eight parts included in
this study.

The chart shows the average measurement for each of the eight parts tested.
Notice that the control limits are very close together, and all the points are
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Figure 5-4 Line Graph of Gene’s Flow Measurements
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Figure 5-5 Control Chart of Flow Measurement DataX, s

Sample

S
am

p
le

 S
tD

ev

87654321

0.4

0.3

0.2

0.1

0.0

S = 0.1623

UCL = 0.3677

LCL = 0

–

Sample

S
am

p
le

 M
ea

n

87654321

7

6

5

4

3

UCL = 5.324 
X = 5.059 
LCL = 4.795

11
1

1

1

1

1

1

Xbar-S Chart of flow MSA data

––

outside the control limits. In a typical process control application, this indicates
instability. But here, in a gage study, the chart should be out of control. The
control limits represent measurement repeatability, which in this case is much
smaller than part variation. This means that the measurement system can easily
distinguish between different parts, as it should.

After viewing the plots, Gene needs to calculate metrics to describe the meas-
urement system. To calculate these metrics, Gene must estimate the values of 
and . can be estimated using the relationship .

is a measure of repeatability (also called equipment variation [EV]), and is
estimated by , where is the average of the eight standard deviations,
and c4 is based on a subgroup size of 4. In this case, � 0.1623 and c4 �
0.9213 so 

is a measure of the variation between parts. Part variation can be estimated
from a gage study by taking the sample standard deviation of the mean meas-
urements for each part, . But includes both PV and a little bit of EV as
well, so the EV effect must be subtracted to get the best estimate of PV. The
formula is:

�^PV � Ås2
X�

�^2
EV

r

sXsX

�PV

�^EV �
0.1623
0.9213

� 0.1762

s

s�^EV �
s
c4

�EV

�TV � 2�2
PV � �2

EV�TV�PV

�EV

X
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Gene calculates � 1.8311 using the Excel STDEV function, and then he
computes

is the total variation, combining the effects of EV and PV. is estimated by

Confidence intervals are good ways to express the uncertainty in estimates.
Since a larger sample size reduces uncertainty, confidence intervals show the
impact of sample size choices. In the case of a Gage R study, a confidence
interval for repeatability is calculated this way:

Lower limit of a 100(1 � �)% confidence interval for �EV:

Upper limit of a 100(1 � �)% confidence interval for �EV:

Gene decides to calculate a 90% confidence interval, so � � 0.1. In this example,
n(r � 1) � 24. From Table H in the Appendix, the value of T2(24, 0.95) �
1.2366, and T2(24, 0.05) � 0.7544. Therefore, 

and

Gene can be 90% confident that �EV is inside the interval (0.1425, 0.2336).

Since �EV is the only component of measurement system precision estimated
by this Gage R study, �GRR � �EV, where �GRR is the standard deviation of
measurement system precision. GRR stands for gage repeatability and repro-
ducibility, even though this study only assesses repeatability. Because this
example is simpler than many gage studies, confidence intervals for meas-
urement system metrics are also easy to calculate. In a more general Gage R&R
study, these confidence interval calculations are not so easy.

The final step in analyzing this gage study is to calculate a metric of accept-
ability for the measurement system. In this example, the tolerance width is 6
units, since the tolerance is 545 �3. The tolerance width is a commonly used
baseline for determining gage acceptability. For a Gage R study that only
measures repeatability, the acceptability metric is:

The metric GRR%Tol represents the proportion of the tolerance width covered by
99% of the gage variation, assuming that gage variation is normally distributed.

GRR%Tol �
5.15�^EV

UTL � LTL

 100%

U�EV
�

0.1762
0.7544

� 0.2336L�EV
�

0.1762
1.2366
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U�EV
�

�^EV

T2 An(r � 1), �
2 B

LEV �
�^EV

T2 An(r � 1), 1 �
�
2 B

�EV

�^TV � 2�^PV
2 � �^EV

2 � 21.82892 � 0.17622 � 1.8374

�TV�TV

�^PV � Å1.83112 �
0.17622

4
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Some companies have MSA procedures specifying that GRR%Tol is calculated
using a multiplier of 6 instead of 5.15, which covers 99.73% of the gage variation,
again assuming a normal distribution.

Gene calculates for his project:

The AIAG MSA manual makes the following recommendations for inter-
preting GRR%Tol:

• If GRR%Tol is less than 10%, the measurement system is acceptable.
• If GRR%Tol is between 10% and 30%, the measurement system may be

acceptable, depending on the importance of the application, the cost of the
measurement system, the practicality of improving the measurement system,
and other factors.

• If GRR%Tol is greater than 30%, the measurement system is not acceptable.

In this case, 15% falls in the “may be acceptable” category. Gene calculates a
confidence interval for GRR%Tol by using the confidence interval previously
calculated for �EV. Gene estimates with 90% confidence that GRR%Tol is
between 12% and 20%. So Gene can be very confident that the test stand is not
in the unacceptable category. Also, since the control chart of the MSA data did
not reveal any special causes of variation that might be increasing the
repeatability, Gene concludes it would be difficult to improve the repeatability.
He decides to recommend acceptance of the test stand as it is.

Here is a summary of Gene’s findings from this gage study:

• The test stand performed in a stable and acceptable manner throughout the
study.

• The standard deviation of repeatability �EV is estimated to be 0.1762 with a
90% confidence interval of (0.1425, 0.2336).

• The part variation in this study �PV is estimated to be 1.8289. This rep-
resents the units tested in the gage study and does not represent production
capability.

• The gage repeatability is estimated to be 15% of the tolerance width, with a
90% confidence interval of (12%, 20%).

• The measurement system is acceptable in this application.

5.2 Assessing Measurement System Precision
Using Gage R&R Studies

This section presents a process for assessing the precision of variable meas-
urement systems using Gage R&R studies. The first subsection provides a
flow chart for Gage R&R studies, with detailed instructions for analyzing

GRR%Tol �
5.15 
 0.1762

6

 100% � 15.12%
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the data in MINITAB. The section concludes with two case studies of Gage
R&R in action.

5.2.1 Conducting a Gage R&R Study

Figure 5-6 is a flow chart illustrating the steps to follow when performing a
Gage R&R study. As with any good experiment, planning is essential. The
first five steps are all planning, before the first measurement is conducted. It
may be tempting to shortcut this process, but each step has an important role
in reaching valid conclusions.

5.2.1.1 Step 1: Define Measurement System and Objective for MSA

MSA is not a solo activity. It requires a team to plan and execute a successful
MSA. The team must include the appraisers who will actually perform the
measurements. The appraisers must understand the objectives of the project
and the importance of sticking to the plans. Most importantly, appraisers must
realize that the measurement system is being assessed, and not the people
themselves. If fear is present, it must be addressed before continuing.

An MSA applies only to the measurement system being assessed. Therefore,
the measurement system needs to be defined as clearly and thoroughly as

Define measurement system 
and objective for MSA

Select n parts for measurement

Select k operators

Select r, number of replications

Randomize measurement order

Perform nkr measurements

Analyze data

Compute MSA metrics

Reach conclusions

Figure 5-6 Process Flow Chart of a Gage R&R Study
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possible. Measurement systems involve much more than just a gage or meter.
The measurement process includes human factors, environmental factors,
product factors, and many others. When a complex measurement system is
being designed or specified, a team of people including appraisers, stake-
holders, and engineers should agree on the definition of the system. 
A complete definition of a measurement system may include the following
elements as appropriate:

• Specifications of gages, tools, supplies, and other equipment required
in the measurement process.

• Process flow chart documenting the steps required to perform the
measurement.

• Cause-and-effect (fishbone) diagram illustrating the sources of meas-
urement error expected by the team.

• Standard operating procedure (SOP) documenting in detail how the
measurement process should be performed.

It is also wise to document the objective for the MSA, as this will affect
decisions throughout the process. In general, MSAs fall into three cat-
egories: preproduction, problem-solving, or follow-up.

Preproduction

Before a newly specified measurement system is used in production, an
MSA should be performed to verify that it is stable and appropriate for its
assigned task in production. Preproduction MSAs should involve all pro-
duction appraisers and a wide variety of parts to be measured. It is important
to have sufficient sample size for this test to give confidence that the system
is acceptable.

Problem-Solving

Six Sigma Black Belts solve problems, and every problem involves meas-
urement. Sometimes, the measurement is itself the problem. Most Black Belt
projects involve some sort of problem-solving MSA. In general, these studies
do not need to be as large as a preproduction MSA. If the measurement
system has a big problem, a small MSA will find it. A problem-solving MSA
will typically involve a selection of production appraisers measuring actual
production parts under the observation of a Black Belt. If the problem seems
to involve certain part values or types of parts, be sure to select a wide variety
of parts so the problem can be witnessed and studied in the MSA.

Follow-Up

After a measurement system has been used in production for a period of
time, a follow-up MSA should be performed to verify that the system has
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not changed since the preproduction MSA. Or, a follow-up MSA might be
used to verify that a problem identified in a problem-solving MSA has been
corrected. Follow-up MSAs typically involve one-third to one-half as many
measurements as a preproduction MSA.

The team involved with the MSA should decide which type of MSA they
are running. If there are any other specific objectives for the MSA, these
should also be documented.

Be aware of the limitations of MSA, and be careful not to set out too
ambitious an objective. For example, each MSA only applies to the par-
ticular measurement system being used in the test, and not to a family of
similar measurement systems. Another common error is to attempt to
perform a process capability study and MSA in a single experiment. The
analysis of MSA data may produce an estimate of process capability, but
MSA is a very inefficient way to get this information. Also, many MSAs
involve a nonrandom sample of product, chosen to thoroughly test the meas-
urement system. The estimate of part variation produced by MSA only rep-
resents those parts used in the study, and not the production process. It is
wiser to perform MSA first. Once the measurement system is acceptable,
then perform a process capability study, as discussed in Chapter 6.

5.2.1.2 Step 2: Select n Parts for Measurement

The objective of the MSA and the types of parts being measured determine
how the parts should be selected. In general, there are three choices: a pro-
duction sample, a selected sample, or surrogates.

Production sample

Parts taken off the production line without any screening process form a
production sample. This is the appropriate choice for most follow-up MSAs
and for many problem-solving MSAs.

Selected sample

A selected sample includes parts measured before the MSA and chosen for
the sample because of their values. Selected samples usually include noncon-
forming parts, with values outside the tolerance limits, so the measurement
system can be tested on both good and bad parts. An effective selected sample
spans a wide range of part values. Selected samples are appropriate for pre-
production MSAs, especially when the measurement system is new. Selected
samples are also used in problem-solving MSAs when the particular part
values might play a role in causing the problem being investigated.
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Surrogates

Surrogates are objects measured in place of actual products. For example,
an MSA on calipers might be conducted by measuring gage blocks instead
of actual parts. Surrogates are often used for preproduction MSAs when real
parts may be unavailable. There are also cases when the parts might not
maintain a stable value during or between measurements. For example,
imagine measuring the diameter of a spherical sponge with calipers. If a
part is known to change its values during a measurement process, per-
forming MSA on surrogates is recommended. This strategy allows the MSA
to focus only on the measurement system. After the measurement system is
proven, then a capability study can evaluate issues with the parts separate
from measurement system issues.

The sample size n must be large enough so that the measurement system sees
a wide variety of parts. As a rule of thumb, n � 10 is a very common choice,
and is recommended by AIAG. However, effective MSAs can be conducted
with fewer or greater than 10 parts, depending on the circumstances. If only a
few parts are available, the number of replications r can be increased to
provide the same degree of confidence in the results of the MSA.

5.2.1.3 Step 3: Select k Appraisers

Almost every measurement system involves a significant human element. A
person positions the part, connects it to the gage, reads the measured value, and
removes the part. Small variations in the person’s technique can significantly
change the measured value. These variations show up as variation between
appraisers, contributing to poor reproducibility of the measurement system.

Robust measurement systems are designed to be insensitive to human
influences. Before the measurement system can be made more robust, the
impact of human variation must be measured. This is done by having a selection
of different people perform repeated measurements on the same parts.

The appraisers involved in an MSA should be the same people who would
normally perform that operation during normal production. This is the only
way to accurately assess the reproducibility of the measurement system.

As a rule of thumb, the AIAG recommends that k � 3 appraisers be involved
in a variable MSA. In selecting k, decide how many appraisers should be
included to represent the full range of skills and techniques. For example,
do not perform MSA using engineers and production supervisors, because
these people do not perform the measurement on a daily basis. Include both
experienced and inexperienced appraisers in the sample of k people.
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With automated test systems, it may be appropriate to use a single appraiser
for the MSA, so that k � 1. The example in the previous section provides an
example of this situation. In practice, performing a Gage R study with a
single appraiser should only be done with caution and after careful consid-
eration. Even if the appraiser simply pushes a button and waits for the
computer to provide a measurement, consider other ways that people might
influence the measurement. Who mounts the part on the measuring device?
Who arranges cables, pipes, and fixtures? If the reading requires time to
stabilize, who decides how long to wait before recording the measurement?
If these or other human factors might influence the measured values, then
multiple appraisers should be used in the MSA. This is particularly important
for a preproduction MSA.

5.2.1.4 Step 4: Select r, the Number of Replications

The final step in deciding how many measurements to include in the MSA
is to select r, the number of replications. r must be greater than 1, to provide
an estimate of repeatability. Increasing r provides greater precision in the
estimates of repeatability and other MSA metrics. The precision is
determined by the size of the MSA, computed as nk (r � 1). In statistical
terms, an MSA with n parts, k appraisers, and r replications has nk (r � 1)
degrees of freedom for the estimate of repeatability. These degrees of
freedom determine the uncertainty of the repeatability estimate.

When we compute a 100(1 � �)% confidence interval for �EV, the limits of
that interval define a region of uncertainty. We know that the true value of
�EV is inside that interval with 100(1 � �)% confidence. As nk (r � 1)
increases, the size of that interval decreases. The ratio of the upper con-
fidence limit to the lower confidence limit defines a ratio of uncertainty that
holds for any MSA with the same value of nk (r � 1).

For example, the AIAG manual recommends a standard size MSA with
(n, k, r) � (10, 3, 3). This MSA has nk (r � 1) � 60 degrees of freedom.
The ratio of upper to lower 95% confidence limits on repeatability is 1.4389.
A different MSA with (n, k, r) � (5, 4, 4) also has nk(r � 1) � 60, so it has
the same ratio of uncertainty as the (10, 3, 3) MSA. Interestingly, the (10, 3, 3)
MSA requires 90 measurements, while the (5, 4, 4) MSA only requires 80
measurements.

Table 5-3 lists the ratio of uncertainty for several values of nk (r � 1), for
80%, 90%, and 95% confidence. Figure 5-7 plots these values for values of
nk (r � 1) up to 100.
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Table 5-3 Ratio of Uncertainty of Repeatability from a Gage R&R Study

Ratio of Uncertainty Expressed as a Ratio of Upper Confidence
MSA size Limit to Lower Confidence Limit of Repeatability

nk (r � 1) 80% Confidence 90% Confidence 95% Confidence

12 1.7599 2.0738 2.3968

18 1.5672 1.7836 1.9978

20 1.5280 1.7261 1.9206

24 1.4682 1.6392 1.8049

30 1.4062 1.5502 1.6880

32 1.3902 1.5275 1.6583

36 1.3629 1.4889 1.6083

40 1.3404 1.4573 1.5675

45 1.3172 1.4249 1.5259

48 1.3053 1.4083 1.5047

54 1.2849 1.3801 1.4686

60 1.2680 1.3567 1.4389

72 1.2414 1.3201 1.3927

80 1.2274 1.3010 1.3686

90 1.2128 1.2812 1.3437

100 1.2006 1.2647 1.3231

Example 5.2

Jerry is planning a series of follow-up MSAs on mechanical inspection
equipment that has been used for many years. From previous MSAs on this
equipment, the GRR%Tol metrics ranged from 1% to 15%. Jerry decides that a
2:1 ratio of uncertainty is acceptable for his follow-up MSAs. If nk(r � 1) �
18, the ratio of uncertainty is 2:1 with 95% confidence. Therefore, Jerry decides
that either (n, k, r) � (3, 3, 3) or (n, k, r) � (3, 2, 4) are acceptable MSA
plans, depending on how many appraisers are available for each piece of
equipment.
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Figure 5-7 Plot of the Uncertainty Ratio (Upper/Lower Confidence Limits of
Repeatability) Versus MSA Study Size, Calculated as nk (r � 1), for 80%, 90%, and
95% Confidence Levels

Example 5.3

Yvette is working on a complex piece of automated measurement equipment
designed for a specific product. An earlier MSA showed that GRR%Tol �
120%. The manufacturing manager has set a goal of GRR%Tol � 30% for this
equipment. Yvette has made numerous software and procedural changes that
seem to help, and now she needs to conduct another MSA to verify the changes.
Yvette expects the results to be close to the target value of 30%, so she needs a
tight confidence interval. Also, she knows the manufacturing manager is
accustomed to making decisions with 80% confidence. She decides that she
needs nk (r � 1) � 100, because this gives a ratio of uncertainty of 1.2:1 with
80% confidence. The test stand is automated, so few appraisers are needed, but
to be careful, she decides to involve more than one appraiser. She decides to run
the MSA with k � 2 appraisers. Yvette designs the MSA based on (n, k, r) �
(10, 2, 6), which meets her objective.

Sample size calculations for Gage R&R studies are not exact. This section
presents an easy way to choose sample sizes based on controlling uncertainty
in the repeatability estimate. Based only on this criteria, a variable Gage
R&R study with (n, k, r) � (5, 4, 4) is more efficient than the “standard”
(n, k, r) � (10, 3, 3), because it only requires 80 instead of 90 meas-
urements. In practice, other criteria are also important, such as the avail-
ability of representative parts and actual production appraisers.

It is wise to guess in advance whether to expect significant appraiser effects
such as reproducibility and interactions between parts and appraisers. If these
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effects are expected, using more appraisers will estimate these effects with
greater precision. Also, if the gage study uses a production sample, using more
parts results in more precise estimates of Gage R&R variation component
metrics, discussed later. Burdick and Larsen have written extensively about
confidence intervals and other technical aspects of Gage R&R studies. They
conclude their 1997 paper with this advice on sample size: “Increased samples
and operators are preferred over increased replications.”

5.2.1.5 Step 5: Randomize Measurement Order

Randomization is an important technique for any experiment, including MSA.
The essential task of any experiment is to separate signals from the random
noise that surrounds them. In an MSA, signals include part differences and
appraiser differences. Noise is the repeatability of the measurement system. If
the measurement system repeatability includes slow drifts or cyclic behavior,
this should be part of the noise as detected by the MSA. If the MSA is not ran-
domized, these slow drifts or cycles will show up as part or appraiser effects.
Randomization helps to assure that nonrandom patterns in the measurement
system will show up as random repeatability, where they belong.

Randomization can be performed at several levels. Complete randomization
is rarely practical, so some compromise is usually required. Here are the
options for randomizing a Gage R&R study.

Complete randomization In this option, the order of all nkr meas-
urements is randomized. Since this involves changing appraisers on every
trial, it is rarely practical. However, this provides the best assurance of
clean, accurate MSA results.

Randomization within appraisers This is recommended as a practical
compromise in most situations. Each appraiser performs a total of nr
measurements in the Gage R&R study. To randomize within appraisers,
the order of these nr measurements is determined randomly by a
computer. A different random order is generated for each of the k
appraisers. In this approach, slow drifts may appear to be variations
between appraisers.

Randomization within replications In this approach, the order of the n
parts is randomized for each appraiser. After all parts are measured, the
n parts are measured again in a different random order. This requires
kr different random sequences of the n parts. This approach is often
performed because it is easy. However, it is better to randomize within
appraisers, if possible.

No randomization This is not recommended.
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How to . . .

Randomize a Gage R&R Study in MINITAB

Randomization should always be performed by computer, and not by people
pretending to be random. MINITAB can easily produce randomized sequences
of numbers or text. Follow these instructions to produce a measurement order
for a Gage R&R study with n parts and r replications. These instructions will
produce a randomized order of nr measurements for one appraiser.

1. Start with an empty MINITAB worksheet.
2. Select Calc  Make Patterned Data  Simple Set of Numbers . . .
3. In the Simple Set of Numbers form, enter C1 in the Store patterned data

in: box.
4. Fill in the other boxes this way. 

From first value: 1.
To last value: n.
In steps of: 1
List each value 1 times.
List the whole sequence r times.

5. Click OK, and MINITAB will fill column C1 with the numbers 1 to n,
repeated r times. These numbers represent the parts to be measured by one
appraiser in the Gage R&R study.

6. Select Calc  Random Data  Sample from Columns . . .
7. In the Sample from Columns form, fill in the boxes this way. 

Sample nr rows from column(s) C1.
Store samples in: C2.
Be sure the Sample with replacement check box is cleared.

8. Click OK, and MINITAB will fill column C2 with a randomized ordering
of column C1.

9. Repeat steps 6-8 to generate a random measurement order for each of the k
appraisers in the Gage R&R study.

5.2.1.6 Step 6: Perform nkr Measurements

Once the planning is done, measure the parts. Here are several points to
keep in mind:

1. The appraisers should have been involved in the planning process, so
they understand the objectives and the importance of sticking to the
plan. They should also understand and be comfortable with being
observed during the measurement process.

2. Prepare data collection sheets to make the process easier. The data sheets
should list the parts in the computer-generated random order, and provide
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spaces to record the measurements. Additional room should be available
to note any strange things that happen, because strange things will happen.

3. Whoever plans the MSA must be present when the measurements are
performed. Frequently, well-intentioned but uninformed people will
reorder the runs in a systematic order to make the measurement
sequence easier. Direct observation can prevent this and many other
issues from endangering the project objectives. Also, Black Belts and
engineers will learn a lot of surprising things by directly observing
processes they have designed.

4. Appraisers should not know which parts they are testing. To conduct a
blind test, have another person select the part to be tested according to
the plan and present the part to the appraiser. Even if the plan requires
the appraiser to test the same part twice in a row, the appraiser should
not realize that he is testing the same part. Medical studies frequently
employ double-blind procedures, in which not even the doctor knows
whether he is administering the test drug or a placebo. While this extra
caution is rarely necessary in a gage study, it is unwise for one person
to both select and measure the parts. Any MSA without a procedure
for blind testing is subject to a variety of inadvertent errors.

5.2.1.7 Step 7: Analyze Data

After the measurements have been recorded, MINITAB can be used to
analyze the data. The box describes how to perform the analysis.

How to . . .

Analyze Gage R&R Data in MINITAB

1. Enter the MSA data into a MINITAB worksheet with one measurement per
line, as shown in Figure 5-8. Three columns are required, for appraisers, part
numbers and measurements. Figure 5-8 shows a worksheet for an example
found in the AIAG MSA manual on p. 113. This Gage R&R study has (n, k,
r) = (10, 3, 3), for a total of 90 measurements.

2. Select Stat  Quality Tools  Gage Study  Gage R&R Study
(Crossed) . . .

3. In the Gage R&R Study form, enter the names of the three columns into
the boxes labeled Part numbers, Operators and Measurement data.
Select the ANOVA method.

4. Click the Gage info . . . button to describe the gage and enter information
to be listed in the title block of the report. Click OK.



282 Chapter Five

Figure 5-8 MINITAB Worksheet with Gage R& R Data

5. Click the Options . . . button. In the Study variation box, change 6 to
5.151. If a tolerance is available, enter the width of the tolerance in the
Process tolerance box. Set the Do not display percent contribution
check box2. Enter a title for the graph if desired. Click OK.

6. Click OK to analyze the data. This will create a report in the Session window
and a six-panel graph.

Table 5-4 lists data from a Gage R&R study involving n � 10 parts, k � 3
appraisers and r � 2 replications.

1 Historically, Gage R&R metrics have been computed by using 5.15 standard deviations to
represent the width of the repeatability distribution. For a normal distribution, 99% of the prob-
ability is contained within �2.576 standard deviations of the mean, for an approximate 99%
process width of 5.15 standard deviations. Some people prefer to use 6 standard deviations instead
of 5.15, which include 99.73% of the probability. The MINITAB default setting is 6, but 5.15 is the
value used in the AIAG manual and throughout this book. Whichever value is used, it should be
consistently applied within a company and documented in internal MSA procedures. Many people
take Gage R&R percentage metrics very seriously, as they should. It is unwise to monkey with
these metrics by changing this factor from established company practices.

2 Checking “Do not display percent contribution” simplifies the Components of Variation plot
by removing a set of bars that few understand and even fewer use. Percent contribution
metrics are explained in more detail later in this chapter.
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Table 5-4 Data from a Gage R&R Study

Norm Oscar Paul

Part ID Meas 1 Meas 2 Meas 1 Meas 2 Meas 1 Meas 2

1 0.15 0.40 0.05 0.15 �0.05 0.05

2 �0.52 �0.68 �0.22 �0.98 �0.95 �0.50

3 1.15 1.23 1.40 1.00 0.75 1.15

4 0.35 0.48 0.96 -0.12 0.11 0.21

5 �0.75 �0.81 �0.65 �1.35 �1.35 �1.70

6 �0.05 �0.18 �0.20 0.21 �0.20 �0.55

7 0.56 0.68 0.13 0.58 0.12 -0.08

8 �0.06 �0.14 0.01 �0.68 �0.35 �0.41

9 1.94 2.21 2.08 1.81 2.10 1.75

0 �1.45 �1.57 �1.80 �1.58 �2.05 �1.35

Figure 5-9 is an example six-panel graph from the MINITAB Gage R&R
analysis. Each panel provides a unique and useful view of the data.

Components of Variation. The Components of Variation graph summarizes
the analysis. The analysis of MSA data takes all the variation in the data
breaks it down into component pieces. First, the Gage R&R variation is
separated out from the part-to-part variation. Next, the Gage R&R variation
is separated into repeatability and reproducibility. The bars show the size of
each component of variation relative to the total variation in the study and
also relative to the tolerance, if provided. The Gage R&R component should
be small, ideally less than 10% of both total variation and the tolerance.
Note that these bars are percentages, but they do not add up to 100%.

R Chart by Appraiser. The R Chart by Appraiser is a control chart created
from the ranges of measurements taken of each part by each appraiser. The
R chart serves the same purpose as the S chart in the previous section. All
points should be inside the control limits, and evenly scattered above and
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below the center line. In Figure 5-9, the R chart shows that the repeatability
of the measurement process changes by appraiser. Norm has the least
variation between his measurements, while Oscar has the most variation
between his measurements.

Xbar chart by Appraiser. The Xbar chart by Appraiser is a control chart
created from the sample means of measurements taken of each part by each
appraiser. Unlike the R chart, the Xbar chart should have points outside the
control limits. The control limits indicate the process width of the repeatability
distribution. Points outside the control limits in the Xbar chart indicate that the
measurement system can effectively distinguish between different parts. For
many people accustomed to using control charts, this can be very confusing.
When applied to process control, the points must be inside control limits,
because the points represent the process average and the control limits
represent natural process limits. However, when applied to a gage R&R study,
the points and the control limits represent different things. Here, the points
represent the average measurements by part or by operator. The control limits
represent the natural process limits of measurement system error. When
applied to a gage R&R study, if all the points are inside the control limits of the
Xbar chart, this means that the measurement system error is so large that the
measurement system cannot discriminate between any of the parts in the study,
and this would be a bad thing.

Measurement by Part The Measurement by Part graph shows the average
measurements for each part, along with symbols for the individual meas-
urements. If any of the clusters of symbols show more variation, this
indicates a part that is difficult to measure consistently.

Measurement by Appraiser The Measurement by Appraiser graph shows
the average measurements by appraiser, with symbols for the individual
measurements. If the appraisers produce significantly different meas-
urements, this effect may be visible in this graph.

Appraiser * Part Interaction The Appraiser * Part Interaction graph has one
line for each appraiser, plotting the average measurements for each part.
These lines should be parallel. If one line departs significantly from the
others, this indicates an appraiser with different results. If certain parts create
problems for certain appraisers, this also is visible on the interaction plot.

Figure 5-10 shows the Gage R&R analysis report from the MINITAB
Session window. The last table in this report lists all the information most
people need to know. The four columns list the standard deviation of each
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Gage R&R Study - ANOVA Method 

Two-Way ANOVA Table With Interaction 

Source            DF       SS       MS        F      P
Part               9  58.7684  6.52982  224.845  0.000
Appraiser          2   1.0055  0.50273   17.311  0.000
Part * Appraiser  18   0.5227  0.02904    0.356  0.988
Repeatability     30   2.4478  0.08159
Total             59  62.7444

Two-Way ANOVA Table Without Interaction 

Source         DF       SS       MS        F      P
Part            9  58.7684  6.52982  105.513  0.000
Appraiser       2   1.0055  0.50273    8.123  0.001
Repeatability  48   2.9705  0.06189
Total          59  62.7444

Gage R&R 

Source             VarComp
Total Gage R&R        0.08
 Repeatability       0.06
 Reproducibility     0.02
   Appraiser         0.02

Part-To-Part          1.08
Total Variation       1.16

                                 Study Var  %Study Var  %Tolerance
Source             StdDev (SD)  (5.15 * SD)       (%SV)  (SV/Toler)
Total Gage R&R         0.28970      1.49198       26.88       18.65
 Repeatability        0.24877      1.28116       23.08       16.01
 Reproducibility      0.14847      0.76460       13.77        9.56
   Appraiser          0.14847      0.76460       13.77        9.56

Part-To-Part           1.03826      5.34705       96.32       66.84
Total Variation        1.07792      5.55130      100.00       69.39

Number of Distinct Categories = 5

Gage R&R for Measurement 

Figure 5-10 Portion of MINITAB Gage R&R Report Listing Components
of Variation

source of variation, the process width of each component, calculated as
5.15 standard deviations, and the percentages of total study variation and
tolerance width consumed by the components of variation. Below the table
is an additional metric labeled Number of Distinct Categories. The
following section explains the meaning and interpretation of these MSA
metrics.
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Learn more about . . .

The MINITAB Gage R&R Report

The formulas used by MINITAB to analyze Gage R&R data using the ANOVA
method are listed in Appendix A of the AIAG MSA manual (2002). Many prac-
titioners prefer to use the Range method instead of the ANOVA method. The cal-
culations for the Range method are easier, but since computers are generally
available to do the calculations, this is no longer a persuasive advantage. The
ANOVA method has advantages over the Range method and should be used
whenever possible. These advantages include the ability to detect interactions
between parts and appraisers, and reduced sensitivity to outlying data.

In some cases, including the example illustrated in Figure 5-10, MINITAB finds
that the interaction is not significant. Then, MINITAB computes a second
ANOVA table under the assumption that the interaction is zero. This assumption
changes the method of calculating other quantities in the table.

ANOVA is explained more fully near the end of Chapter 7. When applied to
measurement system analysis, the analysis is called “random effects” ANOVA,
because the parts and appraisers are random samples from their respective pop-
ulations. By contrast, most designed experiments use “fixed effects” ANOVA,
which assumes that the levels of each factor are the only levels of interest. The
formulas for fixed-effects and random-effects ANOVA are somewhat different,
but the interpretation of the ANOVA table remains the same in either case. 

5.2.1.8 Step 8: Compute MSA Metrics

Engineers and Black Belts who conduct MSA studies should review all the
graphs and information looking for specific problems that need to be
resolved. Once these problems are solved, and the measurement system is
stable and consistent, metrics can be used to represent the performance of
the measurement system and decide whether it is acceptable.

Two types of metrics are used to represent the performance of measurement
systems, and to decide whether those systems are acceptable. The first
metric relates measurement system precision to the tolerance. The second
type of metric relates components of variation to each other, and it comes in
three varieties.

1. Measurement system precision as a percentage of the tolerance is
defined as 

GRR%Tol �
5.15�^GRR

UTL � LTL

 100%
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where UTL and LTL are the upper and lower tolerance limits for the
product characteristic being measured. Before this metric can be cal-
culated, a bilateral tolerance must be defined. If the measurement
system is used for many different products with different tolerance
widths, then either use the minimum tolerance width or do not use this
metric. In Figure 5-10, MINITAB reports that GRR%Tol � 18.65%
for that example. When used, GRR%Tol should be less than 10%,
although 30% may be acceptable in some cases. Burdick, Borror, and
Montgomery (2003) list criteria of acceptability recommended by
various authors. All are between 10% and 30%.

2. Gage R&R variation component metrics relate measurement system
variation to other components of variation as seen in the study. Three
versions of this metric are commonly used, and they are all inter-
changeable. However, these metrics rely on the assumption that the part-
to-part variation in the gage study represents actual production. If a
selected sample or surrogates are used in the gage study, this assumption
is clearly untrue. In this event, an estimate of part variation  from a separate
capability study should be used to calculate variation component metrics.
This value can be entered on the MINITAB Gage R&R Options form.
a. Measurement system precision as a percentage of total variation is

defined as

MINITAB reports this as a percentage of “study variation” which is
the same as total variation. In Figure 5-10, MINITAB reports that
GRR%TV � 26.88% for that example. When used to determine
acceptability of the measurement system, GRR%TV should be less
than 10%, although 30% may be acceptable in some cases.

b. Measurement system percent contribution is defined as

By default, MINITAB computes both GRR%Cont and GRR%TV,
although either calculation may be turned off in the Gage R&R
Options form. Some people prefer GRR%Cont because the per-
centage contributions of all the variation components add up to
100%. When the variation components are expressed as a per-
centage of total variation, such as GRR%TV, they do not add up to
100%. However, GRR%TV is related to part variation using the
same units of measurement, so many people find GRR%TV easier

GRR%Cont � a�^GRR

�^TV

b2


 100%

GRR%TV �
�^GRR

�^TV


 100%
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3 ndc is also called Wheeler’s Classification Ratio, and is defined in the first edition of
Evaluating the Measurement Process (1984), by Wheeler and Lyday. It represents the number
of 97% confidence intervals that will span the expected product variation. Since that time,
ndc has been adopted by AIAG and incorporated into MINITAB.

to understand. Therefore, GRR%TV is recommended instead of
GRR%Cont.

c. Number of distinct categories (ndc) is defined as 

where means to truncate to the next lower integer. ndc is the
number of categories of parts that can be reliably distinguished by
the measurement system3. ndc can be computed directly from
GRR%TV using this formula:

The AIAG recommends that ndc be greater than or equal to 5. When
GRR%TV � 27%, at the high end of the marginal range, ndc � 5. When
GRR%TV � 10%, as recommended, ndc � 14. Therefore, if ndc � 5, this
is insufficient to have an acceptable measurement system, according to
AIAG’s other recommendation about GRR%TV.

The variation component metrics are all related to each other through the
formula . Whenever independent sources of
variation are added or subtracted, the combined standard deviation is the
square root of the sum or the squares of the independent components. This
formula suggests the Pythagorean theorem, and in fact, these three com-
ponents of variation may be represented by sides of a right triangle.

Figure 5-11 illustrates the shape of this right triangle for three different
measurement systems. The first one is acceptable, with GRR%TV � 10%.
The second one is not very good with GRR%TV � 30%. The last one is
useless, with GRR%TV � 82%. Any of the three variation components
metrics may replace any other, since each is a measure of the shape of the
same triangle.

As noted above, variation component metrics depend heavily on whether
the parts used in the study represent actual production. If they do not, a
separate estimate of �PV may be used instead of the estimate derived from

�TV � 2�2
GRR � �2

PV

ndc � j1.41Å a 100%
GRR%TV

b2

� 1k
: ; ndc � j1.41

�^PV

�^GRR
k
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the gage study. If no reliable estimate of �PV is available, then variation
component metrics ought to be avoided.

Very often, people without the time to understand the details will request a
single number to summarize the MSA process. When this happens, engineers
and Black Belts who do understand the details should be certain that the
reported metric is a fair and reasonable predictor of future performance of the
measurement system. MINITAB provides a lot of numbers, but once these
numbers appear in a Black Belt’s report, they may become gospel. If metrics
are not useful for predicting future results, they should not be reported.

Figure 5-12 is a flow chart for deciding which single metric to report, if any.
If the measurement system is ill-defined, unstable, or unreliable, then this
fact is more important than any single metric. The R chart, which is out of
control in Figure 5-9, illustrates an unreliable measurement system, because
some assessors have significantly higher repeatability than other assessors.
On the other hand, if the chart has points outside the control limits, this
is a good sign for the measurement system. As a rule of thumb, at least 50%
of the plot points on the chart should be outside control limits. This
indicates that the measurement system can easily measure the difference
between the different parts include in the study.

Also, a strong interaction between parts and appraisers may indicate a serious
problem. If the lines on the interaction plot are not parallel, this indicates that
some appraisers get very different measurement values on some parts than
other appraisers do. This could represent a problem with training, procedures,
or with the parts themselves. The stakeholders in charge of the measurement
process should correct problems such as these before concluding the project.

X

X

sPV = 1

sGRR = 
0.1005

sTV = 1.005

GRR%TV = 10%
GRR%Cont = 1%

ndc = 14

GRR%TV = 30%
GRR%Cont = 9%

ndc = 4

GRR%TV = 82%
GRR%Cont = 66%

ndc = 1

sPV = 1 sPV = 1

sGRR = 
0.3145

sGRR = 
1.41

sTV = 1.048

sTV = 1.73

Figure 5-11 Comparison of Variation Components Metrics for Three Measurement
systems: the good, the bad, and the ugly!
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Figure 5-12 Flow Chart for Selecting a Single Metric to Represent Gage R&R
Results

If all parts measured by the measurement system have the same bilateral (two-
sided) tolerance, then GRR%Tol is the best single metric to report. This rep-
resents the ability of the measurement system to correctly distinguish between
good parts and bad parts. If different parts are measured with different tol-
erances, one option is to report different GRR%Tol values for each type of
part, or to report only the highest value of GRR%Tol. If the parts have a one-
sided tolerance or no tolerance at all, then GRR%Tol is unavailable.

If a production sample of parts were used in the MSA study, then GRR%TV

is a good metric to report. But if selected parts or surrogates were measured,
must be provided from another source, such as a capability study,

before GRR%TV may be calculated.

In a Six Sigma project applying a measurement system to process control and
reducing variation, GRR%TV may be preferred over GRR%Tol. GRR%TV

directly expresses the ability of a measurement system to discriminate

�^PV
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between parts of different true values. When the parts have high process
capability, GRR%Tol could be very good while GRR%TV is unacceptable.
Before product variation can be reduced further, the measurement system
must be improved first. Reporting the overly optimistic GRR%Tol metric
would conceal this important conclusion. 

Confidence intervals are valuable additions to any statistical report. Confidence
intervals express the uncertainty in statistical estimates. When the objective of
an experiment is to estimate a population parameter, a confidence interval is a
range that contains the true value of the parameter with high probability. The
confidence interval gets smaller as the sample size in the experiment is larger.
For this reason, a confidence interval is a good way to show the difference
between the conclusions of a large experiment and those of a small one.

Unfortunately, confidence intervals for most Gage R&R metrics have
complex formulas, and the current release of MINITAB does not calculate
them. Only the standard deviation of repeatability, �EV, has a confidence
interval that is simple to calculate:

Lower limit of a 100(1 � �)% confidence interval for �EV:

Upper limit of a 100(1 � �)% confidence interval for �EV:

Tables such as Table H in the appendix list values of the T2 function and
instructions for calculating it in Excel. If k � 1, and repeatability is the only
component of measurement system variation being measured, then this con-
fidence interval also applies to �GRR.

Example 5.4

In the example Gage R&R study analyzed for Figure 5-10, the estimated
standard deviation of repeatability is . In this Gage R&R study,
n � 10, k � 3 and r � 3, so nk (r � 1) � 60. From Table H in the Appendix,
T2(60, 0.975) � 1.1798 and T2(60, 0.025) � 0.8199. Therefore,

The standard deviation of repeatability �EV is inside the interval (0.2563,
0.3688) with 95% confidence.

L�EV
�

0.30237
1.1798

� 0.2563 � and �U�EV
�

0.30237
0.8199

� 0.3688

�^EV � 0.30237

U�EV
�

�^EV

T2 Ank (r � 1), �
2 B

L�EV
�

�^EV

T2 Ank (r � 1), 1 �
�
2 B
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UTLLTL

Part variation

Measurement system variation
GRR %Tol = 30%

RejectsRejects

Figure 5-13 Measurement System Error Results in Misclassifying Parts

Burdick, Borror, and Montgomery have recently published comprehensive
instructions for calculating confidence intervals from Gage R&R studies.
Their 2003 paper in the Journal of Quality Technology lists formulas for the
case when the interaction between parts and appraisers is significant. For
other situations, including when the interaction is not significant, see their
2005 book. These formulas are complex and approximate, but extensive
simulation studies show that they perform better than other methods
available at this time.

In release 14, MINITAB does not provide confidence interval calculations
for Gage R&R studies. This feature would be an important and valuable
addition to future releases.

5.2.1.9 Step 9: Reach Conclusions

Before deciding whether a measurement system is acceptable, one must
understand what is at risk. This depends entirely on the purpose of the meas-
urement system. If the measurement is intended to separate good parts from
defective parts, the result of measurement system error will be that some
good parts will be rejected and some defective parts will be accepted. If the
measurement is part of a product calibration procedure, the impact of meas-
urement system error could create losses for the customer for the entire life
of the product.

Figure 5-13 represents a situation where good parts and defective parts must
be separated by measurement. The variation of part values is very high, so
the population contains many defective parts. Therefore, the quality of
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UTLLTL

Part variation

Measurement system variation
GRR %Tol = 10%

RejectsRejects

Figure 5-14 A More Precise Measurement System Results in Fewer
Misclassifications

outgoing products depends on this measurement system. A gage study has
shown that GRR%Tol � 30%, at the high end of the marginal range. The
two distributions in the figure located at the tolerance limits represent
uncertainty in the measurement process. The shaded portion of the part
variation distribution represents rejected parts. The unshaded portion of the
part variation distribution represents accepted parts that are passed along to
the customer. It is clearly visible that many defective parts will be accepted
and many good parts will be rejected by this measurement system.

Figure 5-14 represents the same situation except with GRR%Tol � 10%.
Here, the region of measurement uncertainty at each tolerance limit is much
smaller. Many fewer parts will be misclassified by this measurement system.

Table 5-5 lists general guidelines for interpreting GRR metrics and reaching
a conclusion about whether the measurement system is acceptable.

As explained earlier, GRR%Tol is the preferred GRR metric when
available. If a bilateral tolerance is not available, and if the parts used in the
study represent the capability of production parts, then GRR%TV may be
used instead. For either metric, the usual goal is 10% or less. 30% or more
represents unacceptable measurement system error. Between 10% and 30%,
one must weigh the cost of improving the measurement system against the
costs of not improving it. If the measurement system is accepted, then some
parts will be misclassified. But if the parts have high capability (low
variation and centered in the tolerance), then very few bad parts will be
tested, and the impact of the poor measurement system will be minimal.
Also, if the customer impact of misclassified parts is small, then this may
not justify improvements to the measurement system.
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Two “quick fixes” are often implemented to live with an unacceptable meas-
urement system until a better one can be implemented. These are costly and
not suitable for long-term use, but they may be worth considering on a
temporary basis:

Use the Average of n Measurements. If a part is measured repeatedly, n
times, then the average of the n measurements has less variation than any
individual measurement. If each measurement is truly independent of each
other, then this reduces GRR%Tol by a factor of . However, if the meas-
urements are not independent, the benefit of repeated measurements is reduced.

Set Acceptance Limits Inside the Tolerance Limits. If the cost of accepting
a bad part is much higher than the cost of rejecting a good part, then
acceptance limits may be established inside the tolerance limits. If the
tolerance width is reduced by a percentage equal to GRR%Tol, this should
eliminate 99% of all bad parts that are wrongly accepted. It will also dra-
matically increase the number of good parts that are wrongly rejected.

If a measurement system is unacceptable, do not allow inspectors to repeat
the measurement until an acceptable value is produced and then accept the
part. People naturally dislike rejecting parts, and may do things like this to
avoid rejecting anything, especially if paperwork is required to document
rejects. If systems are established to make it easy to reject defective parts,
and if people understand the importance of the inspection process, these
problems are less likely to happen.

2n

Table 5-5 Guidelines for Interpreting GRR Metrics

Value of GRR%Tol or GRR%TV
* Guidelines for Interpretation

GRR  10% Measurement system is acceptable 
in most applications.

10% � GRR  30% Measurement system may be 
acceptable, if process capability is
high, or if customer impact of
misclassified products is low.

GRR � 30% Measurement system is generally
unacceptable because of a high
probability of misclassifying parts.

*If GRR%Tol is unavailable, and PV represents production capability, then use GRR%TV

instead.
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5.2.2 Assessing Sensory Evaluation with Gage R&R

Sensory evaluation is always a challenging measurement system, in part
because human senses cannot be calibrated. Furthermore, human senses are
subject to bias from countless physiological and psychological sources. Yet,
almost every product requires some sort of sensory evaluation. Leather car
seats must be checked for visual and tactile defects. Industrial products
must be checked for cosmetic blemishes. Circuit boards must be checked
visually for delamination and poor solder joints. It is particularly important
for measurement systems relying on human senses to be evaluated with
Gage R&R studies.

The case study in this section concerns measurement of a product whose
unique sensory characteristics are the main reasons people buy it.

Example 5.5

In its third year in business, Ruby’s Root Beer has become a regional favorite.
As a successful entrepreneur, Ruby has surmounted many obstacles. Now, as
brewmaster, she struggles to maintain consistent taste qualities between
batches. Unable to taste and tweak every batch herself, she is training a sensory
panel of five people to perform these duties.

Together with her team, Ruby has identified eight sensory qualities to be
evaluated: sweetness, carbonation, rootiness, smoothness, aftertaste, mouthfeel,
overall flavor, and overall root beer experience4. A taster rates each of these
qualities on a scale from 1 to 10. The eight ratings are averaged to produce the
overall score. The team has also agreed on a standard operating procedure (SOP)
for tasting specifying, for example, the temperature of the glass and rinsing the
mouth beforehand with de-ionized water.

Ruby will use Gage R&R as a method of training the tasters and evaluating the
tasting process. Therefore, this is a preproduction MSA with a secondary
objective of training the tasting panel.

Ruby decides to use n� 6 root beers in the MSA. One of these will be her product,
and five will be competitor’s products. She selects competing root beers with
different levels of sweetness, rootiness, and carbonation to determine how well the
panel can discriminate between them. The number of appraisers is k � 6, since
Ruby will join her panel in the tasting process. Ruby wants to show with 95% con-
fidence that the tasting repeatability will be within a range of 1.4:1. This is
achieved with nk (r � 1) � 72, therefore, r � 3 replications are required for this
MSA. The MSA will involve a total of 108 tastings, with each of the 6 panelists
tasting 18 times.

4 Rating criteria are based on “Luke’s Root Beer Page” at www.lukecole.com

www.lukecole.com
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Table 5-6 Randomized Order of Taste Tests

Round Al Bridget Curt Darin Emma Ruby

1 2 6 4 4 2 3

2 1 5 3 4 2 4

3 2 3 2 1 1 5

4 4 3 1 4 3 3

5 3 1 1 3 6 1

6 5 1 4 5 6 1

7 4 6 5 3 4 3

8 6 2 5 6 4 5

9 5 3 1 1 5 2

10 3 4 3 6 4 1

11 5 4 5 5 1 2

12 6 6 2 6 3 5

13 4 1 2 2 3 6

14 1 4 4 5 6 6

15 1 2 6 1 1 2

16 3 5 3 2 2 4

17 2 2 6 2 5 4

18 6 5 6 3 5 6

Since Ruby is joining the tasting panel, she delegates the randomization and
organization of the MSA to her assistant Sam. Sam will prepare a randomized
order of presentation for each taster. Then Sam will present the samples to each
taster without letting the tasters know which root beer is which. Conducting a
randomized, blind test is important to assure that the tasters will be reliable and
repeatable in their measurements.

Sam uses MINITAB to generate six randomized orders of presentation, one for
each taster. These random sequences are shown in Table 5-6. The numbers in
the table represent the type of root beer to be presented for tasting.
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Table 5-7 Taste Test Results

Round Al Bridget Curt Darin Emma Ruby

1 7.875 8.125 8.25 6.625 6.875 9

2 5.25 5.75 7.75 6.5 7.25 7.125

3 7.25 9 8.5 4.75 6.5 7

4 6.375 8.75 8.25 6.625 8.125 8.875

5 8.5 7.25 8.25 8.5 7.5 6.5

6 7 7.5 8.5 7.375 7.25 6.25

7 6.5 8.25 8.25 8.125 6.5 8.5

8 8 6.625 8.75 6.5 6 6.75

9 6.75 8.625 8.75 5.25 6.875 7.125

10 8.25 7 7.375 6.625 6.125 6.625

11 7.125 7.25 8.625 7.5 6.625 7.25

12 8 8.125 8.125 6.625 9.125 6.875

13 6.25 6.5 8.375 6.5 8.75 7.5

14 6 6.875 8.375 7.375 7.125 7.5

15 5.625 7 8.675 5.5 7.25 7

16 8.375 5.875 7.25 6.25 7 6.875

17 7 7.125 8.5 6.125 7 7

18 7.875 5.75 8.625 8.5 7.125 7.375

Sam prepares 108 tasting scorecards, one for each taster and each sample. With
the tasting panel seated in one room, Sam prepares the samples in another room
and brings them in one round at a time, with a new form for each taster. The
tasters do their job and record their scores on a form provided by Sam. Table 5-7
records the average score given by each taster for each sample, in the order of
measurement.

Sam enters the data into MINITAB and analyzes it using the Gage R&R
function. Figures 5-15 and 5-16 show the results of this analysis. Ruby reviews
the analysis with her team and reaches the following conclusions:
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Figure 5-15 Gage R&R Six-Panel Graph of Ruby’s Root Beer Taste Panel Data
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                                   Study Var  %Study Var
Source               StdDev (SD)  (5.15 * SD)       (%SV)
Total Gage R&R           0.83387      4.29441       82.11
 Repeatability          0.24103      1.24131       23.73
 Reproducibility        0.79827      4.11110       78.60
   Taster               0.43775      2.25443       43.11
   Taster*RootBeer      0.66754      3.43783       65.73
Part-To-Part             0.57967      2.98528       57.08
Total Variation          1.01555      5.23009      100.00

Number of Distinct Categories = 1

Figure 5-16 MINITAB Report of Variation Components in Ruby’s Root Beer Taste
Panel Data

• Since Gage R&R is 82% of total variation, they have a long way to go
before having an acceptable measurement system. However, the graphs
provide insight into what might be responsible for the excessive
variation.

• The R chart is in control, but it indicates some specific issues that need to be
discussed. Root beer 1 did not receive consistent scores from Al, Bridget,
Darin, and Emma. Also, Al and Emma were inconsistent with root beer 
2 and 3, respectively.

• The Xbar chart shows that Curt has a very different scoring pattern than the
other tasters. In fact, the interaction chart shows that Curt scored five root
beers higher than anyone else, but he scored root beer 3 lower than anyone
else. Curt’s interpretation of the scoring criteria is apparently very different
from the rest of the panel.

• Bridget gave the lowest score to root beer 5, while Darin gave the lowest
score to root beer 1.

• Figure 5-16 shows a line in the report labeled Taster*RootBeer. This line is
present whenever there is a significant interaction between Taster and
RootBeer. The previous points are all examples of how some tasters score the
various root beers differently from other tasters. These differences show up in
the analysis as an interaction effect, contributing to poor reproducibility of the
measurement system. A significant interaction effect in a Gage R&R analysis
almost always indicates a specific problem that needs to be solved, unless the
overall reproducibility is too small to matter.

Before launching the tasting panel into their new responsibilities, Ruby has
more work to do. Each of the findings from the Gage R&R study will be
discussed with the team. They will decide how to redefine or change the tasting
criteria and procedure to make the process more repeatable. Finally, follow-up
Gage R&R studies will measure the effect of these changes.
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5.2.3 Investigating a Broken Measurement System

The example in this section is an expanded version of an example from
Chapter 2 used to illustrate multi-vari charts. This example also shows how
a Gage R&R study can be used to identify certain types of product problems
in addition to measurement system problems.

Example 5.6

Ted is frustrated. As a manufacturing engineer, he oversees the final inspection
of a fluid flow control device. Customers complain that flow setpoints are
sometimes out of tolerance when they receive the parts. Technicians testing the
units complain that the test stand is “squirrelly.” There are also claims that units
shift their setpoints all by themselves, for no good reason, although no one can
provide data to back this up.

Ted decides to perform a Gage R&R study on the test stand used in the final
inspection process. Ted is primarily investigating the measurement system, but
he may also gain an understanding into why the units themselves might be
shifting. He gathers the four technicians, briefs them about the procedure, and
gains their support.

Ted selects ten units from a recent production run. These units are tested, cal-
ibrated, and ready to ship. Ted presents the units to technician #1 in random
order, and collects the measurements. Ted repeats this process two more times,
so that technician #1 has measured each unit 3 times. Then, Ted follows the
same procedure with technicians #2, #3, and #4. After collecting the data, Ted
has 120 measurements (10 parts 
 4 technicians 
 3 replications � 120 meas-
urements). Table 5-8 lists Ted’s measurements.

After analyzing the measurements in MINITAB, Ted produces the graph in
Figure 5-17. The R chart shows two parts outside the control limits. Part 5
suffered an astonishingly large shift between replicated measurements by
technician #2. Ted disassembles part 5 and finds a burr floating around in the
flow path. This burr, a machining remnant, could certainly explain the erratic
behavior of part 5. After some further investigation, Ted finds the source of the
burr and changes the process to prevent burrs in new parts.

Also on the R chart, part 7 shifted significantly between replicated measurements
by technician #4. Ted analyzes part 7, but does not find anything to explain its
shifting. But there is another finding about technician #4’s measurements. For six
of the 10 parts, technician #4 recorded higher measurements than the other three.

In a meeting with all the technicians, Ted discusses the findings and invites dis-
cussion about possible causes. It is apparent that each technician follows
slightly different processes for performing the measurement. Since the valve
must warm up to operating temperature before measurement, some technicians



Table 5-8 Measurements for Ted’s Gage R&R Study

Part Technician 1 Technician 2 Technician 3 Technician 4

1 0.079 0.079 0.079 0.083 0.083 0.083 0.079 0.079 0.079 0.095 0.090 0.090

2 0.044 0.040 0.043 0.045 0.044 0.042 0.037 0.036 0.035 0.058 0.058 0.057

3 0.059 0.059 0.060 0.062 0.063 0.063 0.057 0.056 0.055 0.057 0.055 0.054

4 0.049 0.047 0.048 0.056 0.055 0.055 0.053 0.050 0.050 0.064 0.065 0.064

5 0.055 0.055 0.054 0.060 0.086 0.086 0.102 0.104 0.105 0.057 0.056 0.057

6 0.056 0.052 0.053 0.055 0.053 0.054 0.050 0.050 0.051 0.052 0.053 0.054

7 0.063 0.060 0.062 0.072 0.066 0.068 0.067 0.064 0.066 0.079 0.070 0.069

8 0.045 0.046 0.046 0.046 0.046 0.046 0.046 0.039 0.040 0.050 0.050 0.050

9 0.058 0.056 0.059 0.058 0.057 0.057 0.062 0.062 0.064 0.059 0.057 0.057

10 0.054 0.052 0.051 0.055 0.051 0.049 0.043 0.043 0.043 0.056 0.057 0.057
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Figure 5-17 MINITAB Six-Panel Gage R&R Graph of Ted’s Data
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allow more warm-up time than others. Technician #1, who has been doing this
for 30 years, says, “It’s like I always said, you should take the cover off and let
the oil flow freely before making any measurements.” No one could actually
remember him saying that.

Over the course of four meetings, Ted leads the group through the creation of a
process flow chart and a cause-and-effect diagram documenting possible causes of
variation in the measurement process. Ted and the team write a new SOP describing
in detail what they all believe to be the best way to measure these products.

To evaluate the new process, Ted conducts a new MSA on six new units. As
before, all four technicians are involved and each performs 3 measurements
in randomized order. Table 5-9 lists the measurements from this new Gage
R&R study.

Figures 5-18 and 5-19 document the results of this new Gage R&R study.

First, no new strange or shifting parts were seen during this test. Six is too small
a sample to prove that the burr problem is gone forever, so a control plan will
be needed to provide ongoing monitoring for this type of problem.

The measurement system is dramatically improved. Total Gage R&R improved
from 118% of tolerance in the first study to 3.5% of tolerance in the second
study. Ted calculates a 95% upper confidence limit for repeatability of

These dramatic results lead to Ted’s team being recognized at the next company
annual meeting for their outstanding Six Sigma project.

There are many other questions that should be asked and answered about
variable measurement systems. Specialized types of gage studies are
available for the following purposes:

• To measure the bias and linearity of measurement systems.
• To assess measurement systems where replication is not possible, as

with destructive testing.
• To determine if measurements are reproducible by different instruments

or by different laboratories.
• To measure the stability and consistency of measurement systems.
• To assess measurement systems when the parts have significant within-

part variation.

These important topics are beyond the scope of this book. The AIAG MSA
manual is a useful reference for techniques to deal with these types of sit-
uations. The Reference section of this book lists additional useful resources.

U�EV
�

�^EV

T2(48, 0.05)
�

0.0002717
0.82858

� 0.0003279



Table 5-9 Measurements from Ted’s Second Gage R&R Study

Part Technician 1 Technician 2 Technician 3 Technician 4

1 0.0520 0.0516 0.0518 0.0518 0.0516 0.0518 0.0520 0.0515 0.0521 0.0517 0.0519 0.0525

2 0.0522 0.0520 0.0520 0.0517 0.0517 0.0520 0.0516 0.0519 0.0516 0.0520 0.0515 0.0516

3 0.0527 0.0525 0.0528 0.0531 0.0526 0.0523 0.0527 0.0532 0.0526 0.0524 0.0526 0.0526

4 0.0506 0.0497 0.0504 0.0504 0.0504 0.0504 0.0501 0.0504 0.0506 0.0509 0.0506 0.0501

5 0.0442 0.0440 0.0436 0.0434 0.0439 0.0441 0.0435 0.0438 0.0434 0.0436 0.0443 0.0437

6 0.0540 0.0538 0.0539 0.0541 0.0543 0.0538 0.0542 0.0542 0.0539 0.0539 0.0541 0.0536
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                                 Study Var  %Study Var  %Tolerance
Source             StdDev (SD)  (5.15 * SD)       (%SV)  (SV/Toler)
Total Gage R&R       0.0002717    0.0013990        7.50        3.50
 Repeatability      0.0002717    0.0013990        7.50        3.50
 Reproducibility    0.0000000    0.0000000        0.00        0.00
   Technician       0.0000000    0.0000000        0.00        0.00
Part-To-Part         0.0036099    0.0185909       99.72       46.48
Total Variation      0.0036201    0.0186435      100.00       46.61

Number of Distinct Categories = 18

Figure 5-19 Portion of MINITAB Report on Ted’s Follow-Up Data

5.3 Assessing Attribute Measurement Systems

Attribute measurement systems provide discrete levels of measurement.
Usually only two levels are used, such as pass/fail or go/no-go. Sometimes,
attribute measurement systems involve more than two levels, for example in
the sizing of eggs (Small – Medium – Large – Extra Large) or students
(A – B – C – D – F). Variable measurement systems provide a quantitative
number representing the quality of a part. Because of this fact, variable
measurement systems provide more information about the quality of a part
than attribute measurement systems. However, variable measurement
generally costs more than attribute measurement.

If providing the highest product quality were the primary goal of a business,
then every possible measurement would be variable, to provide the best
information about the quality of parts produced. However, since profit is the
primary goal of a business, many compromises are used to balance the
requirements of quality, cost, and time. In general, there are two reasons
why attribute measurements are used in manufacturing processes:

• When variable measurement is impossible or unavailable, pass/fail
measurement is the only option. For example, if definitive testing
requires destroying the part, an approximate nondestructive method
providing only pass or fail measurements is often used instead.

• When variable measurement is possible but expensive, pass/fail meas-
urement is used to rapidly determine the acceptability of production
parts. Examples include plug gages, thread gages, and many other types
of functional gages, which are widely used in machine shops for go/no-
go testing.

This section introduces two statistical tools used to assess attribute meas-
urement systems used in these common situations. When variable meas-
urements are unavailable, the accuracy of an attribute measurement system
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can be assessed by checking whether inspectors agree with an accepted
reference value. Also, the precision of the attribute system can be assessed
by checking whether inspectors agree with themselves when they inspect
the same item in a randomized, blind test. These tasks can be performed by
an attribute agreement analysis.

When an attribute system is used instead of a more expensive variable meas-
urement system, the bias and repeatability of the attribute system can be
assessed using an attribute gage study.

5.3.1 Assessing Agreement of Attribute Measurement Systems

This section considers the common situation when no variable measurement
system exists. In this case, the ideal attribute measurement system has these
features:

1. 100% Accuracy: Every measurement agrees with an accepted reference
measurement. The reference measurement could be determined by a
method too expensive to use on regular production, or it could be the
opinion of a master inspector.

2. 100% Precision: Agreement of inspectors to each other. Precision has
at least two components:
a. 100% Repeatability: When the same inspector repeatedly measures

the same part in a randomized, blind test, the inspector reaches the
same conclusion every time.

b. 100% Reproducibility: When different inspectors measure the
same part in a randomized, blind test, the inspectors all reach the
same conclusion every time.

An attribute measurement system can be assessed for accuracy and precision
by performing an attribute agreement analysis. The steps to perform an
attribute agreement analysis are the same as for a Gage R&R study, as shown
in Figure 5-6. There are a few specific instructions for attribute systems.

1. Define measurement system and objective for MSA: Establishing an
agreed process and SOP is particularly important for an attribute meas-
urement system. In many cases, human influence is a more significant
factor in attribute measurement than in variable measurement. As
much as possible, the environment and procedures to be used during
the inspection should be controlled.

2. Select n parts for measurement. Attribute measurement systems
require a lot more parts than variable systems. It is also critical that the
parts include good parts, bad parts, and borderline parts. For this reason,
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production samples are not appropriate for an attribute agreement
analysis. Selected and prescreened samples must be used instead. If the
accuracy of the measurement system is to be measured, then each part
must have an accepted reference value provided by a master inspector or
by a more trusted measurement process.

3. Select k appraisers. As with variable systems, the people who will
actually perform the inspection in production should be involved in the
attribute agreement analysis. This can be a very effective means of
training or auditing inspectors. An attribute agreement analysis generally
requires an additional master appraiser to provide a reference value for
each part. If a variable measurement system is available, this may be used
to provide a reference value. Without a reference value, the attribute
agreement analysis measures only precision, and not accuracy.

4. Select r, the number of replications. Each inspector will inspect each
part r times in a randomized order. Multiple replications are needed to
test within-inspector agreement. Confidence intervals provided by
MINITAB show the impact of choices for n, k, and r on the uncertainty
of the results.

5. Randomize measurement order. Because of the greater human element
in attribute measurement, randomization is more important than it is
with variable measurement. A person who is not an inspector should
prepare the randomization and present the samples to each inspector
in random order. The test should be blind so each inspector does not
realize which item is being measured.

6. Perform nkr measurements.
7. Analyze data using the Attribute Agreement Analysis function in

the MINITAB Stat  Quality Tools menu.
8. Compute MSA metrics. The effectiveness of an attribute measurement

system is measured this way:

Effectiveness may be calculated within each inspector, between each
inspector and the standard, and between all inspectors and the
standard. MINITAB lists these statistics in the Session window. Also,
MINITAB provides a graph of effectiveness with confidence intervals
documenting the impact of sample size choices.

9. Reach conclusions. There are no standard criteria for attribute meas-
urement systems, and each business must decide what is acceptable
for their situation. As a general rule, 90% effectiveness is very good,
but is rarely achieved. Less than 80% effectiveness indicates a sig-
nificant probability of misclassifying parts. If the confidence interval

Effectiveness �
Count of correct decisions
Total count of decisions
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for effectiveness includes 50%, then the measurement system could be
replaced by flipping a coin, and it is clearly unacceptable.

Example 5.7

Nondestructive weld inspection is a critical process in the construction of
aircraft bodies, pipelines, and other products where weld failure could have
serious consequences. In this example, three inspectors are being trained in
radiographic inspection of welds. Following the training, the inspectors are
being evaluated an attribute agreement analysis.

Weldon, who is certified and regarded as a master weld inspector, selects n � 20
welds for the study. Weldon prepares two identical radiographic images of each
weld and screens them to be sure that the sample includes acceptable, unac-
ceptable, and borderline cases. To be certain about each weld, Weldon sections
each one and inspects them microscopically. Since sectioning destroys the parts,
this is not possible in production, but sectioning provides a definitive decision
about the acceptability of each weld. Based on these findings, the sample
contains 10 acceptable welds and 10 unacceptable welds.

This attribute agreement analysis involves k � 3 inspectors and r � 2 repli-
cations. For each inspector, Weldon prepares a randomized inspection sequence
of 40 numbers, containing the numbers 1 through 20, twice each. Since Weldon
has two radiographs of each weld, he sorts the 40 radiographs in the random
order before each inspector is evaluated. Weldon is concerned about intim-
idating the inspectors during the evaluation, because he wants them to be as
relaxed as they would normally be. So Weldon asks Tim to sit with the
inspectors during the evaluation and to provide the radiographs to them in the
random order Weldon has prepared. Tim does not know anything about weld
inspection, and he does not know which radiographs are acceptable. By taking
this precaution, Weldon is conducting a “double-blind” study. This is standard
practice in clinical trials and in other situations where the subtle interactions
between people can inadvertently provide clues about the correct answer.

To perform the measurements, Tim sits with one inspector at a time, and provides
the radiographs for inspection in the random order prepared by Weldon. After the
inspector views each radiograph, Tim records the decision and provides the data
to Weldon. Weldon sorts the results into order by weld number and enters the data
into MINITAB. Table 5-10 lists the results, with 1 representing Acceptable.

Weldon analyzes this data in MINITAB and produces the graph seen in
Figure 5-20. The assessment agreement graph shows the level of agreement
within each inspector, and also between each inspector and the standard
reference value. 95% confidence intervals are also shown on the graph.

Inspector 2, Lisa, made her decisions 95% correctly. Because of the relatively
small sample size, the confidence interval on her effectiveness extends down to
75%. Weldon is satisfied with Lisa’s performance in the evaluation.
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Table 5-10 Data for Attribute Agreement Analysis

Weld Reference Kim Lisa Mike

1 1 1 1 1 1 1 1

2 1 1 1 1 1 1 1

3 1 1 1 1 1 1 1

4 0 1 0 0 0 1 0

5 0 0 0 0 0 0 0

6 1 1 1 1 1 1 1

7 1 0 1 0 1 1 1

8 0 0 0 0 0 0 0

9 0 0 0 0 0 0 0

10 0 0 0 0 0 0 0

11 0 1 1 0 0 1 1

12 1 1 1 1 1 1 1

13 1 1 1 1 1 1 0

14 0 0 0 0 0 0 0

15 1 1 1 1 1 1 1

16 0 1 1 0 0 1 0

17 1 1 1 1 1 1 1

18 0 0 0 0 0 0 0

19 0 0 0 0 0 0 0

20 1 1 1 1 1 1 1

Kim and Mike both had 80% effectiveness in agreeing with the standard, and
85–90% effectiveness in agreeing with themselves. Their confidence intervals
do not include 50%, so either Kim or Mike is more effective than flipping a
coin. However, Weldon feels they should do better and decides to spend more
time training them.
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Figure 5-20 Attribute Agreement Graph for Weld Inspection Data

How to . . .

Perform Attribute Agreement Analysis in MINITAB

1. Arrange the data in a MINITAB worksheet. Either of two arrangements
may be used:
a. The data can be in three columns containing the measurement, the part

ID, and the appraiser ID. An optional fourth column can contain the
reference value. One of the MINITAB example datasets, ESSAY.MTW,
is organized in this way. ESSAY.MTW is also an example of a five-level
attribute measurement system.

b. The data can be organized in multiple columns, with all measurements
of a single part on the same row. The replicated measurements by each
inspector should be listed in adjacent columns. Table 5-9 is an example
of this arrangement.

2. Select Stat  Quality Tools  Attribute Agreement Analysis . . .
3. In the Attribute Agreement Analysis form, select options and column

names according to the way the data is organized in the worksheet.
4. If a standard or reference value is available for each part, enter the column

name in the Known standard/attribute box.
5. Click OK to perform the analysis. MINITAB will produce a graph and a

lengthy report in the Session window. The report includes an assessment of
within-appraiser agreement, agreement between all appraisers, appraiser-
standard agreement, and agreement between all appraisers and the standard. 
A variety of other statistics and confidence intervals are provided, depending
on the situation.
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5.3.2 Assessing Bias and Repeatability
of Attribute Measurement Systems

When highly accurate and precise measurement is too expensive to perform on a
production basis, attribute inspection is often used instead. By testing a part with
“go” and “no-go” fixtures, a machinist can rapidly determine if the features on
the part comply with their tolerances. The use of plug gages is a simple example
of this practice. A machinist can use two plugs, one at the lower tolerance limit
of a hole for “go”, and one at the upper tolerance limit for “no-go”. If the “go”
goes through the hole, and the “no-go” does not go, the machinist knows that the
hole is within its tolerance limits.

Many situations involving go/no-go gaging are much more complicated.
Attribute gage studies are often required to verify that gages can effectively
discriminate between conforming and nonconforming products.

The attribute Gage R&R procedure presented here can measure both the bias
and the repeatability of a go or a no-go gage. Each gage and each tolerance limit
must be checked with a separate Gage R&R study. To perform the procedure, a
sample of parts is repeatedly tested with the gage. The sample must include
parts that always pass, parts that never pass, and parts that sometimes pass. A
reference value of each part must be measured by a suitable variable meas-
urement system. The number of times each part passes the gage can be used to
estimate bias and repeatability. A function representing the probability of
acceptance is estimated by fitting to the data collected in the gage study. The
bias is the difference between the tolerance limit and the part reference value
that passes the gage 50% of the time. The repeatability is the difference between
a value that is 99.5% likely to pass and a value that is 0.5% likely to pass.

The method presented here is the “Analytic Method” for attribute Gage
R&R studies, described in the AIAG MSA manual on pp. 135–140. Here
are the steps to follow:

1. Define the measurement system and objectives for the study. Each
gage and each tolerance limit requires a separate study.

2. Collect a sample of parts. The parts must include some that will always
pass the gage, parts that will always fail the gage, and several inter-
mediate values. Measure each part using a variable measurement
system to provide a reference value. As much as possible, the parts
should be evenly distributed from the smallest to the largest.

Note: As few as eight parts are required, but typically many more. If the
initial measurements do not meet the criteria described below, more parts
must be collected and measured.
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3. Test each part on the attribute gage 20 times. For each part, record a,
the number of times it passes the gage.

4. Evaluate the sample for sufficient size. To complete the attribute Gage
R&R procedure, the sample must meet the following criteria:
a. At least one extreme part must have a � 0.
b. At least one part on the opposite extreme must have a � 20.
c. At least six parts with six different reference values must have

.
If any of these criteria are not met, additional parts must be collected
and tested until all three criteria are met.

5. Analyze the data. MINITAB provides a function to analyze the data,
providing estimates of bias and repeatability. The AIAG method
requires 20 tests per part. However, MINITAB provides the flexibility
to use any number of replications greater than 15.

6. Reach conclusions. The repeatability can be assessed by calculating

as with a variable measurement system. If bias is statistically significant,
it may need to be corrected before releasing the gage to production.

Example 5.7

Rob is a manufacturing engineer on a team designing a gas metering valve. The
metering port in the valve has a complex shape determined analytically by the
design engineer. The port is manufactured using a sinker-type electrical discharge
machining (EDM) process. An electrode in the shape of the desired port is held
close to the part, with a high voltage applied between the electrode and the part. The
resulting electrical discharges vaporize small bits of the part. As the process continues,
the electrode is sunk into the part until it creates a hole of the desired shape.

Rob can measure the size and shape of the port in detail using a coordinate
measuring machine (CMM), but this process is time consuming. For use in
regular production, Rob has prepared two specialized plug gages, one at the
smallest acceptable port size, and one at the largest.

Rob will perform separate attribute Gage R&R studies on each of four critical char-
acteristics of each of the two gages. This example only concerns the port width at its
widest point, on the no-go gage, representing the upper tolerance limit (UTL). The
engineer has specified this width to be 10.50 �0.05 mm, so the  UTL is 10.55 mm.

As multiple parts are made with the same electrode, the electrode gets smaller
and the holes get smaller. Rob uses this fact to make parts for this study. He takes
a deliberately oversized electrode and manufactures 100 parts, carefully seri-
alizing them. Rob takes selected parts to the CMM and measures the ports until
he finds seven with port sizes of 10.580, 10.570, and so on, down to 10.520.

GRR%Tol �
repeatability

UTL � LTL

 100%

1  a  19
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Rob asks a machinist to test each of these parts 20 times on the no-go gage. Rob
randomizes the order of the 140 measurements, so the machinist does not realize
he is testing the same part multiple times. The results are listed in the first seven
rows of Table 5-11. The numbers in the Pass column are the number of times the
part did not fit on the no-go gage out of 20 tries, in the opinion of the machinist.

The seven parts tested so far include some that always passed, and some that
never passed, but only two that sometimes passed. Rob needs six of these inter-
mediate parts to perform the analysis. Returning to his stock of parts, he selects
three more parts and measures them, determining that they have port sizes of
10.566, 10.556, and 10.544, roughly between the parts previously measured.
After again randomizing the run order, Rob asks the machinist to test these
three parts 20 times each.

Now, Rob has four intermediate values, but he still needs two more. He selects
two more parts, measures them on the CMM, and finds they are 10.562 and
10.554. He again asks the machinist to measure these two parts 20 times each.
Table 5-10 lists the pass rates for all parts tested.

Table 5-11 Data for Attribute Gage R&R Study

Part ID Ref Pass

1 10.580 0

8 10.570 0

20 10.560 7

28 10.550 19

36 10.540 20

45 10.530 20

54 10.520 20

14 10.566 2

24 10.556 13

32 10.544 20

18 10.562 6

26 10.554 16
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Rob enters the data into MINITAB and performs the attribute Gage R&R
analysis. Figure 5-21 shows the graph created by MINITAB. Both plots in this
graph show the probability of acceptance versus the reference values of the
parts tested. The large plot is a probability plot with a nonlinear probability
scale, so the points should fall along a straight line. On this plot, if the observed
points lie far away from the line drawn through them, this may indicate a
problem with the measurement system or with some of the parts tested. The
small plot has a linear scale, showing how the probability of acceptance
changes from 1 inside the tolerance to 0 outside the tolerance.

On the small plot, notice how the region where the probability of acceptance
changes from 1 to 0 lies above the  UTL. This is bias. The text above the small
graph reports the results of a bias test. If the P-Value is less than 0.05, this
indicates statistically significant bias. Here, the P-Value is 0.0000001, so the
bias is very significant. MINITAB estimates the bias to be �0.0082 mm.
Apparently, the no-go gage is made too large, by 0.0082 mm.

The report also lists repeatability of 0.0312 mm. This is the process width of
repeatability, not the standard deviation. This can be used to calculate GRR%Tol

this way:

GRR%Tol �
Repeatability
UTL � LTL


 100% �
0.0312

0.1

 100% � 31.2%
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Chapter

Measuring Process Capability

The previous chapters presented many ways to visualize and estimate the
random behavior of processes. The random behavior of a process is said to
be the voice of the process (VOP). We now have a wide variety of graphical
and analytical tools to hear and understand the VOP.

Now we must also consider the voice of the customer (VOC). VOC expresses
the needs and expectations for the output of the process. People generally think
of a customer as the person who buys the end product on a retailer’s shelf. But
our customer can be any person or process who receives our output, directly or
indirectly. Customers include the shipping department, the next work station,
and the engineer in the next cubicle. All these people and groups have their
own needs and expectations, which are all components of VOC.

Unfortunately, it seems that VOP and VOC speak in different languages.
Figure 6-1 illustrates the dilemma. The process knows only what it produces,
and what it produces is random variation. VOP consists of data and histograms
and probability models predicting future behavior of the process.

Meanwhile, the customer speaks in targets and tolerances. Ideally, the
customer would like every product characteristic to be at the target value T.
However, since the customer realizes that this is impossible, he is willing to
tolerate characteristics within a range defined by upper and lower tolerance
limits (UTL and LTL).

Process capability tools interpret between VOC and VOP. A process
capability study evaluates the variation of a process and determines if it is
capable of meeting the targets and tolerances specified by the customer.
Process capability metrics are standardized ways of measuring how process
variation “fits” inside the tolerances specified by the customer.

6
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Figure 6-1 illustrates two different situations. The process produces two char-
acteristics, each with its own probability distribution. Meanwhile, the customer
has specified targets and tolerances for both characteristics. When the two
voices are combined, we see that the distribution of the first characteristic is
nowhere near its target value. In fact, over half of the values of this charac-
teristic are below the LTL, and are unacceptable to the customer. Clearly this is
a bad situation, and this first characteristic has unacceptable process capability.

The second characteristic has a distribution that is fairly close to the target
value. In fact, it is almost centered. All the distribution that we can see is
inside the tolerance limits. Extreme values lying outside the tolerance limits
may be possible, but they are rare. This characteristic could be better if it
were centered and had less variation. Even so, the second characteristic may
have acceptable process capability without additional improvement.

Both customers and process owners must understand the concepts and
measures of process capability. Process owners need to know how their
processes are performing relative to customer requirements. Customers
need to know that their supplier processes are stable and capable of meeting
their requirements. Thus, the tools of process capability form a common
language for both customers and suppliers.

This chapter reviews the most common tools used to estimate process
capability for stable processes. If a process is unstable, then estimates of
capability metrics are unreliable and meaningless for prediction. For this

Figure 6-1 Two Voices, Two Languages. The voice of the process (VOP) is Random
Variation. The voice of the customer (VOC) is Targets and Tolerances. Process
Capability Metrics Interpret between the Two Languages

Random
variation

Process
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tolerances

T
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OK!
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reason, the first and most important process capability tool is to verify
process stability using an appropriate control chart.

Following a review of control charts, several process capability metrics are
defined, along with formulas for estimating them and for calculating con-
fidence intervals. The next section describes process capability studies,
which form a critical part of both Six Sigma problem solving projects and
DFSS development projects. The next section discusses some of the par-
ticular challenges of measuring and applying process capability metrics in a
new product development environment.

Finally, this chapter introduces the DFSS scorecard, a tool for calculating
and organizing capability metrics for all critical characteristics of a product
or process.

This chapter presents only tools commonly used in Six Sigma applications.
To learn about techniques covering a wider variety of situations, see Bothe’s
definitive reference book, Measuring Process Capability (1997), or
Montgomery’s Introduction to Statistical Quality Control (2005).

6.1 Verifying Process Stability

The essential goal of a DFSS project is to design new products and services
that provide excellent quality in every unit from launch to obsolescence. To
decide whether to launch a new design, the team must predict future per-
formance of each process involved in the delivery of the new products and
services. To be predictable, these processes must be stable. Unstable
processes simply cannot be predicted.

Figure 6-2 illustrates the voices of two processes, one unstable and one stable.
The values produced by the processes are plotted on a run chart. Below the
run chart is a sequence of probability distributions illustrating the short-term
behavior of each process. The unstable process is always changing its average
value, and its variation decreases and increases without warning. Near the end
of the time shown in Figure 6-2, the process produces a short series of values
with low variation, but then it resumes its wild gyrations. Can anyone predict
what this process will do next? Certainly not. It is senseless to bet the future
of one’s business on predictions derived from an unstable process.

Meanwhile, the stable process shown in the right side of Figure 6-2 has
produced a lengthy series of values with consistent average values and
variation. One way to predict the behavior of a stable process is to draw lines
at the natural boundaries of the process. We expect that the process will rarely
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Upper control limit

Lower control limit

Unstable process Stable process

Figure 6-2 Voices of Two Processes, One Unstable and One Stable

cross those lines, as long as it remains stable. The lines drawn at the natural
boundaries of the process are known as the upper and lower control limits
(UCL and LCL). If standard control limits are calculated, each value
produced by the process has a 99.73% probability of falling between the
control limits. Each point could be above UCL with 0.135% probability, or
below LCL with 0.135% probability. Roughly one value out of 370 values
will be outside the control limits, as long as the process remains stable. If we
have tolerance limits provided by the VOC, we can also predict the prob-
ability that the process will produce unacceptable values outside the tolerance
limits. Because the process is stable, we can use all of these predictions in a
DFSS project to decide whether to accept the process or not.

Notice that the average value of the stable process in Figure 6-2 may be
drifting up and down a small amount. Shifts and drifts like this naturally occur
in almost every process. Shifts of the size illustrated are so small that they are
unlikely to trigger an alarm on any control chart. This is acceptable, because
these shifts are probably too small to make any difference to a customer.
Larger shifts, of the size seen in the unstable process example, must be
detected immediately so the root cause of the shifts can be eliminated and the
process stabilized. While perfect stability is an unreachable goal, relative
stability is certainly attainable. Control charts are used to monitor the process
and to be sure that it remains relatively stable.

A stable process does not have to be normally distributed. Figure 6-3 illustrates
a process with a skewed distribution. This process is stable because its short-
term probability distribution remains the same as time moves forward. Many
processes naturally produce skewed distributions, and they may be stable over
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Figure 6-3 A Stable Process Might Not be Normally Distributed

a long period of time. Control limits and control charts can be constructed for
skewed distributions, using simple modifications to standard techniques.
Chapter 9 discusses methods for dealing with nonnormal distributions.

Obviously it is unwise to make predictions from an unstable process. But
wisdom is a human virtue. MINITAB may be smart, but it is not wise.
MINITAB will compute many capability metrics, short-term and long-term,
on any dataset, no matter how unstable or how unsuitable for prediction. In
fact, any person with a calculator can calculate capability metrics on an
unstable process. But the wise person will not report them or use them to
make predictions until the process has been stabilized.

Many practitioners of statistical process control and Six Sigma claim that
some process capability metrics may be calculated for processes known to be
unstable. In fact, the AIAG, a consortium of US automobile manufacturers,
takes this position in their widely used SPC manual (1992). The AIAG
correctly states that CP and CPK should not be calculated for an unstable
process. However, the manual makes no such restriction for PP and PPK,
and it implies that these may be calculated under any circumstances. These
metrics are defined later, but all four are measures of the capability of a
process to produce good parts. The fact is that when a process is unstable, no
estimates from a sample of that process can reliably predict future behavior.
No amount of statistical wizardry or wishful thinking can contradict this
basic fact. This book repeats and endorses the positions of Bothe (1997),
Kotz and Lovelace (1998), and Montgomery (2005), that no process
capability metrics of any kind should be calculated for an unstable process.

This section reviews control charts, which assess whether a process is stable.
If the process is unstable, control charts can provide insight into the special
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causes of variation that are present. All of these control charts have been
introduced in earlier chapters. This section provides guidance on selecting
the right control chart, and more detailed information on interpreting them
for signs of instability.

6.1.1 Selecting the Most Appropriate Control Chart

Figure 6-4 is a decision tree for selecting the most appropriate control
chart for a wide variety of situations. Each of these control charts was
introduced in earlier chapters with examples and instructions for creating
the charts in MINITAB.

The first decision to make is to classify the type of data produced by the
process. Continuous measurement data is plotted on control charts for
variables; count data is plotted on control charts for attributes.

6.1.1.1 Continuous Measurement Data

Processes producing continuous measurement data are tested for stability
using either an individual X, moving range (IX,MR) control chart or an

control chart. If only a small amount of data is available (40 individual
values or less), then the IX,MR control chart is the best choice. If the data
can be organized into k subgroups of n observations each, then the 
control chart is preferred. The control chart is a frequently used but
less preferred alternative to the control chart.

Individual Observations. Individual observations can be plotted on an
IX,MR control chart. This chart provides a quick and easy way of
evaluating a process for signs of instability even with a small number of
observations. However, a shift in the process average must be at least three
standard deviations before it is likely to be detected on the IX,MR control
chart. If the IX,MR control chart is constructed with very few points,
shifts must be even larger to be detected. Examples of IX,MR control
charts and instructions for creating them may be found in Section 2.2.4.

Subgrouped Observations. Subgrouped observations should be plotted on an
control chart. Ideally, rational subgroups would be collected over a period

of time, to include the influences of all expected sources of variation. Even if
the data consists of a sequence of consecutive observations, it is better to
organize the data into subgroups for an control chart than to plot the data
on an IX,MR control chart. The data should include at a minimum k � 20
subgroups and preferably at least 30. The control chart can detect smallX, s”

X, s”

X, s”

X, s”

X, R”

X, s”

X, s”
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What type of data? Counts
(Attribute)

Measurements
(Variable)

How is data
organized?

Individual 
measurements

Rational 
subgroups

IX,MR chart chartsX ,

Counts of what?Defective units Defects

Constant
subgroup

size?

Yes No

np chart p chart

Constant
subgroup

size?

Yes No

c chart u chart

Figure 6-4 Flowchart for Selecting the Most Appropriate Type of Control Chart
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shifts in the process with higher probability than the IX,MR control chart.
Also, if the process is stable but not normally distributed, the control
chart is less likely to indicate false alarms than the IX,MR control chart.
When subgroup size n � 2, the frequently used control chart is less
likely to detect process shifts than the control chart, and when n � 2, the
two charts are identical. For this reason, the control chart is preferred.
Rational subgrouping is discussed in more detail in Section 4.3.3.1. and

control charts are introduced with examples and instructions for
creating them in Section 4.3.3.2.

6.1.1.2 Count Data

Count data is plotted on control charts for attributes. In general, count data
falls into two categories. If defective units are counted, then np or p control
charts are appropriate. If defects are counted, where one unit could have
multiple defects, then c or u control charts are appropriate.

Counts of Defective Units. Counts of defective units in a subgroup of n
units are assumed to follow a binomial distribution. When n is constant for
all subgroups, it is easiest to plot np, the count of defective units, on an np
control chart. When ni varies between subgroups, then the p control chart
must be used, and the control limits will change as the subgroup size changes.
Both types of charts for binomial processes are introduced in Section 4.5.2.

Counts of Defects. Counts of defects in a group or lot of material are
assumed to follow a Poisson distribution. The difference between defects
and defectives is that each unit could possibly have more than one defect;
however, each unit as a whole is either defective or nondefective. When n,
the number of units in each subgroup, is constant, it is easiest to plot c, the
count of defects in each subgroup, on a c control chart. When ni varies
between subgroups, then the u control chart must be used, and the control
limits will change as the subgroup size changes. Both types of charts for
Poisson processes are introduced in Section 4.6.2.

6.1.2 Interpreting Control Charts for Signs of Instability

Once a control chart is constructed, it must be interpreted for signs of
instability. Instability is said to be caused by special causes of variation. If a
control chart indicates any special causes of variation, the process is said to
be out of statistical control, or simply out of control. If the control chart
does not indicate any special causes of variation, the process is said to be in
control. Using the language introduced in Chapter 4, the special causes of
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variation are the profit signals, telling us how to improve profit by stabilizing
our processes.

Figure 6-5 illustrates an control chart of a stable process, which is said
to be in control. Below the control chart are representations of the process dis-
tribution, which maintains the same average value and variation. The chart
has no points outside any control limits. Also, the pattern of points in the chart
appears to be random, without any runs, trends, or patterns indicating special
causes of variation.

The s chart should always be interpreted before the chart. If the process
variation is unstable, the control limits on the chart are no longer valid.
So if the s chart is out of control, process variation must be stabilized before
deciding whether the process average is stable or not. Similarly, in an 
control chart or an IX,MR control chart, the R or MR chart should be
interpreted before the or IX chart.

Many rules can be applied to identify special causes of variation in a control
chart. Different authors have proposed different sets of rules. Some software

X 

X, R”

X 

X 

X, s”

X chart:

s chart:

Figure 6-5 Control Chart of a Stable Process. The Distribution has the Same
Average, Variation and Shape Over Time
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packages, in a fruitless attempt to please everybody, offer up to 30 different
rules for interpreting control charts. Here are the eight rules supported by
MINITAB, which are based on Nelson (1984). Unless otherwise noted,
these rules are also consistent with rules listed by Bothe (1997) and
Montgomery (2005).

1. A single point outside any control limit, where the control limits are
set at three standard deviations away from the center line.

2. Runs consisting of 9 points in a row on the same side of the center line.
Although the MINITAB default run rule is 9 in a row, Montgomery’s
run rule is 8 in a row, and Bothe’s is 7 in a row. The definition of this
rule, and all the others, may be changed in MINITAB in the Tools 
Options form. Choosing a larger number to define a run reduces the
probability of false alarms from stable processes, but it also delays
warnings of process shifts.

3. Trends of 6 points in a row, all increasing or all decreasing. This rule
is consistent with Montgomery and Nelson, although Bothe defines
trends as 7 points in a row, all increasing or all decreasing.

4. Cycles of 14 points in a row, alternating up and down. More generally,
cycles can have periods of any length. Some cycles will trigger other
rules, but not all cycles will be detected by MINITAB or other
software. For this reason, charts should always be viewed by a person
who is looking for cycles and other nonrandom patterns of behavior.

5. Two out of three points more than two standard deviations from the
center line on the same side. This is a strong indication that the process
has shifted. Bothe describes this behavior as hugging the control limits.

6. Four out of five points more than one standard deviation from the
center line on the same side. This is a strong indication that the process
has shifted, and may be used as an early warning of slow drifts. If
applied to the s chart, this rule may show when the standard deviation
is decreasing. This is extremely valuable knowledge if the cause of
shrinking variation can be made a permanent part of the process.

7. Fifteen points in a row within one standard deviation of the center line,
on either side. Montgomery recommends fourteen points in a row for
this rule. Bothe calls this pattern “hugging the center line.” Many people
find this a surprising rule, because a control chart with all the points near
the center line might seem very good. However, it is a very unlikely
pattern in a stable, normally distributed process. It may indicate a
bimodal distribution or another problem with the process.

8. Eight points in a row more then one standard deviation from the center
line, on either side. This variation of rule 6 is also very unlikely to
occur in a stable, normally distributed process.
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Each of these rules is designed to balance the needs of two competing
requirements. First, a specific process shift, cycle, or other special cause of
variation is likely to trigger the rule. Second, a stable, normally distributed
process is unlikely to trigger the rule. When the rule is triggered by a stable
process, a false alarm occurs. The definition of each rule must balance the need
to detect process changes against the need to avoid false alarms. Each rule indi-
vidually is designed to have a false alarm rate of less than one in 100 subgroups,
but when the rules are combined, the false alarm rate can increase significantly.
In fact, with all eight rules turned on in MINITAB, approximately 40% of

control charts will trigger one or more of the rules, even if the process is
stable and normally distributed. The sidebar box titled, “Control Chart Rules”
has more information on how this probability was calculated.

In most applications, rules 1, 2, and 3 will detect a variety of process changes
without an excessive rate of false alarms. If greater sensitivity is desired, rules
5 and 6 may be applied, providing earlier warning of changes in progress.

Example 6.1

Figure 6-6 is an control chart of a process with unstable variation. When
the variation increases, the plot points on the s chart are above the UCL,

X, s 

X, s”

X chart:

s chart:

Figure 6-6 Control Chart of a Process with Unstable Variation. Because the s Chart
is out of Control, the Control State of the Chart Cannot be InterpretedX
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X chart:

s chart:

Figure 6-7 Control Chart of a Process with a Slowly Drifting Average. The Circled
Points Indicate a Run before the First Point Outside Control Limits

triggering rule 1. Also during this time, the chart has a point below the lower
control limit, but this is irrelevant. While the process variation is unstable, the
control limits on the chart are invalid.

Later, variation decreases, and the plot points on the s chart drop below the
lower control limit. This is a very fortunate event, if it is recognized. If the
cause of the decreased variation can be identified and made a permanent part of
the process, then variation may be permanently reduced.

Example 6.2

Figure 6-7 is an control chart of a process with a slowly drifting average
value. The s chart is in control, revealing no signs of unstable variation. The nine
points in the box are all above the center line on the chart, triggering rule 2
eight points before the first point outside the upper control limits. Inside the box,
the second, third, fifth, and sixth points are all more than one standard deviation
above the mean. These points would trigger rule 6 eleven points before the first
point outside the control limits. This illustrates how rules 2, 6, and many of the
others are useful in identifying process changes earlier then rule 1.

Example 6.3

Figure 6-8 is an control chart of a process with cyclic behavior. The cycles
appear to have a period of 12 subgroups, six subgroups low and six subgroups
high. Once the cycle is recognized, the next question is, “What happens every
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X chart:

s chart:

Figure 6-8 Control Chart of a Process with Cyclic variation in the Average value

six subgroups?” Perhaps there is a change in machines, operators, or methods.
This process may be the combination of the output of two processes, one low
process and one high process. If the two processes can be changed so they are
consistent with each other, long-term variation will be reduced. This will reduce
waste and improve customer satisfaction.

Example 6.4

Figure 6-9 is an control chart of a process with a bimodal process dis-
tribution. The process is a combination of two process streams with different
average values. Each subgroup includes observations from both process
streams. Both and s charts have patterns of points that are unnaturally close
to the center lines as a direct result of the bimodal process distribution. Every
subgroup includes some points from the upper part and some from the lower
part of the distribution. Therefore, the average value of every subgroup is nearly
the same, and so is the standard deviation. Truly random behavior always has
some points near the control limits. On average, one point out of 20 from a
normal distribution will be at least two standard deviations away from the
center line. But this control chart has 30 points, none of which are close to the
control limits. Both charts seem to be hugging the center line.

Some people make the mistake of interpreting this chart as being “really” in
control. It is vital to interpret this chart properly and to find the special cause of

X 

X, s 
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X chart:

s chart:

Figure 6-9 Control Chart of a Process with a Bimodal Distribution. This Results in
Hugging of the Center Line in Both and s ChartsX

variation causing the bimodal distribution. After the process is changed so both
process streams have the same average value, variation will decrease and
customer satisfaction will increase.

Learn more about . . .

Control Chart Rules

The performance of a control chart rule is measured by its average run length
(ARL), where ARL is the average number of plot points before a point triggers
the rule, indicating an out-of-control condition. If the probability that any point
will trigger a rule is p, then the ARL is calculated by . Each control
chart rule is designed to control ARL, assuming that the process is normally dis-
tributed, and no out-of-control condition exists.

For example, Rule 1 is triggered whenever a single point falls more than three
standard deviations from the mean. When stable, normally distributed data is
plotted on an chart, the probability that any point will be more than three
standard deviations away from the mean is 0.0027. Therefore, applying Rule 1
to  an chart of a process that is in control results in . ForARL �

1
0.0027 � 370X 

X 

ARL �
1
p 
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most of the other rules, ARL is not so easily calculated, because the rules rely on
a sequence of points, and each point is not an independent trial. When rules are
combined, ARL drops significantly. Champ and Woodall (1987) calculated that
rules 1, 2, 5, and 6, when applied together on a single control chart have an ARL
of 91.75. Since the control chart has two component charts, the combined
ARL of both charts drops to roughly half that amount.

For this book, a Monte Carlo simulation was performed to illustrate the effect of
using all eight rules provided by MINITAB. In the simulation, control
charts were randomly generated, each chart containing 30 subgroups of 8
normally distributed values each. New control limits were calculated for each
control chart, and all eight rules were applied to both and s charts. Out of
10,000 control charts generated for the simulation, 4007 triggered one or more
of the eight rules. With 95% confidence, the probability that an control
charts with 30 subgroups of 8 values each will trigger at least one of the eight
rules is between 39.1% and 41.0%, when the process is in control. 

6.2 Calculating Measures of Process Capability

Process capability metrics provide convenient, widely accepted methods of
describing the capability of a process to meet its specification, expressed as a
target value T and tolerance limits UTL and LTL. This section presents a
selection of process capability metrics commonly used by Six Sigma companies.

Two families of metrics are used to measure short-term process capability
and long-term process capability.

1. Short-term capability metrics measure process variation within a rel-
atively short time. Short-term capability metrics are based on the short-
term standard deviation of the process �ST. If only a limited sample is
used to estimate process capability, then that sample only represents
short-term capability, regardless of which formulas are used. If a
sample contains rational subgroups collected over a long time, then the
variation within subgroups represents short-term variation �ST. Short-
term capability metrics include CP, CPK, and ZST.

2. Long-term capability metrics measure process variation over a period
of time long enough to include all expected sources of variation. Long-
term capability metrics are based on the long-term standard deviation
of the process �LT. If a sample contains data collected over a long time,
then the overall variation in the sample represents long-term variation
�LT. Long-term capability metrics include PP, PPK, and ZLT.
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Also, there are two varieties of metrics within each of the above categories.
Potential metrics only consider variation, while actual metrics consider both
variation and centering.

1. Potential metrics consider only the standard deviation of a process.
Potential metrics include the short-term CP and the long-term PP.
These metrics have the same values whether the process average is
perfectly centered on its target value or is far away from center.
Potential metrics presume that centering a process is usually easier
than reducing its variation. CP and PP describe how good the process
could potentially be, if it were centered.

2. Actual metrics consider both the average and standard deviation of a
process. These metrics include the short-term CPK and the long-term
PPK. If a process average is perfectly centered on its target, then
CPK � CP and PPK � PP. If the process is shifted off target, then
CPK � CP and PPK � PP. Therefore, CPK and PPK penalize
processes that are off target. Many Six Sigma companies also use a
family of Z process metrics which are closely related to CPK and PPK.
A special metric k describes how well a process is centered, and
provides the link between CP and CPK.

The style of tolerance also determines what type of process capability
measure is appropriate.

Bilateral Tolerances. Bilateral tolerances have both upper and lower tolerance
limits (UTL and LTL) specified for the characteristic being measured.
Usually the target value T is in the middle of the tolerance, so

. In this case, the tolerance is symmetric and bilateral.
All the examples of bilateral tolerances in this book are symmetric. For cases
where the tolerance is not symmetric, that is, , process
capability measures must be modified. See Bothe (1987) for information on
C*

P, C*
PK and other metrics developed for asymmetric bilateral tolerances.

Unilateral Tolerances. Unilateral tolerances have either an upper or a lower
tolerance limit, but not both. Sometimes, the missing tolerance limit really does
not matter. For instance, the gain of a filter might be specified as �40 dB
maximum at a frequency the filter should reject. The filter could actually
perform far better than �40 dB, but this would not matter. In other cases of uni-
lateral tolerances, the unspecified tolerance limit has a physical boundary,
usually zero. For instance, the concentricity of two features might have an upper
tolerance limit of 0.2 mm. Concentricity is defined so it is always positive, and
zero forms a natural boundary. Zero is the ideal value of concentricity. In this
case, do not set LTL � 0 to calculate metrics for a bilateral tolerance, because

T 2 (UTL � LTL)>2 

T � (UTL � LTL)>2 
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Table 6-1 Process Capability Metrics

Potential Actual Metrics,
Metrics, Considering 

Short-or Type of Considering Both Variation
Long-Term Tolerance Variation only and Centering

Short-term Bilateral CP CPK ZST

capability Unilateral upper CPU ZSTUmetrics (based
Unilateral lower CPL ZSTLon �ST)

Long-term Bilateral PP PPK ZLT

capability Unilateral upper PPU ZLTU
metrics (based

Unilateral lower PPL ZLTLon �LT) P rPL 

P rPU 

C rPL 

C rPU 

this will penalize processes that come close to the ideal value of zero. Also, do
not set the target value T � 0, at the physical boundary of process values. T
represents a target value for the process average �. If the process never generates
negative values, then it can never have an average value � � 0, unless every part
is perfect. Therefore, T should be set at a reasonable, possible value for �. In
the example of concentricity, T must be a positive number. Table 6-1 sum-
marizes metrics commonly used in Six Sigma projects.

Many other families of process capability metrics have been developed, but
these are used less often in Six Sigma projects. Here is a listing of other
metrics, which are discussed in detail in Bothe (1997). Each of the C metrics
for short-term capability has a companion P metric for long-term capability.

• CR is the inverse of CP. CR was developed before any of the other
metrics, and it has the characteristic that better process capability results
in a smaller value of CR. Like CP, CR is a potential capability metric.
Metrics such as CP are preferred to CR because a higher metric value
means better capability.

• C*
P and C*

PK are modified to measure process capability in the
presence of asymmetric bilateral tolerances.

• CPM involves a quadratic loss function, which penalizes the process
for observations away from the target value T. Achieving a good value
of CPM requires both centering and reduced variation, whereas a good
value of CPK requires staying away from the tolerance limits. In
practice, CPM is usually worse than CPK for the same process. CPM

and a related metric CPG are used in Taguchi’s system of quality engi-
neering. (Taguchi et al, 2004)
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• CPMK is proposed by Pearn et al (2002) as a “third-generation”
capability metric. CPMK combines the penalty for being off-target from
CPM with the penalty for being close to the tolerance limits from CPK.

The formulas and examples in this section assume that estimates of �ST and
�LT can be calculated from a sample containing k rational subgroups, with
n observations in each subgroup. Since estimates of �LT represent long-
term variation only as well as the sample represents long-term variation, we
assume that the sample includes data over a long enough time that all
expected sources of variation are included.

In a product development environment, samples representing long-term
variation are rare. Methods used in the Six Sigma industry to deal with this
issue are discussed in Section 6.4.

6.2.1 Measuring Potential Capability

This section introduces CP and PP, two measures of potential process
capability, plus modifications for unilateral tolerances.

6.2.1.1 Measuring Potential Capability with Bilateral Tolerances

CP is a measure of short-term potential capability, and PP is a measure of
long-term potential capability. Here are the definitions of CP and PP:

It has become common to measure the variation of a process by its
6�-spread, representing the difference between three standard deviations
below the mean and three standard deviations above the mean. If the process
is normally distributed, the 6�-spread includes 99.73% of all the observations
that the process produces. CP and PP represent the number of 6�-spreads that
could fit inside the tolerance limits, if the process were centered. Table 6-2 lists
criteria to interpret values of CP and PP.

Table 6-2 lists the defects per million (DPM) which a normally dis-
tributed process would produce with selected levels of CP and PP. Since
these metrics do not consider whether the process is centered, CP or PP

without additional centering information are not sufficient to calculate DPM.

PP �
UTL � LTL

6�LT

CP �
UTL � LTL

6�ST
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Table 6-2 Interpretation of Potential Capability Metrics

Potential DPM
Potential DPM of a Normally
of a Normally Distributed
Distributed Process, Shifted

Value of Process, 1.5� Away
CP or PP Interpretation Centered from Target

2.00 Potentially world- 0.002 3.4
class, “Six Sigma”
capability.

1.50 Acceptable potential 6.8 1350
capability, if process
stays centered

1.00 Minimal potential 2700 66,800
capability

�1.00 Unacceptable �2700 �66,800
capability

The table lists DPM assuming the process is perfectly centered, or assuming
the process is shifted off center by 1.5 standard deviations.

Figure 6-10 illustrates eight process distributions with their tolerance limits
and target values. These examples represent stable processes, so �LT � �ST

and CP � PP. These examples include “Six Sigma” potential capability on
the top row, down to unacceptable capability on the bottom row. Observe
that shifting the process distribution away from the target value does not
change the values of CP or PP. In fact, a process could have CP � 2.00 and
also be shifted entirely outside its tolerance limits, so it produces 100%
scrap. CP and PP measure capability that could potentially be achieved if
the process were centered.

When process variation is estimated using a sample comprising k subgroups
of n observations each, CP and PP are estimated as follows.

P
^

P �
UTL � LTL

6�^LT
�

UTL � LTL
6s>c4(kn)

C
^

P �
UTL � LTL

6�^ST
�

UTL � LTL
6s>c4(n)
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CP = PP = 1.50 CP = PP = 1.50

CP = PP = 2.00 CP = PP = 2.00

CP = PP = 1.00 CP = PP = 1.00

CP = PP = 0.75 CP = PP = 0.75

Figure 6-10 Examples of Eight Processes with Potential Capability Metrics.
Shaded Portions of Some Distributions Represent Defective Parts which are Outside
Tolerance Limits

The estimate of short-term standard deviation is calculated
from , the average of all the subgroup standard deviations:

In the formula for is a constant that corrects for bias in , based
on a sample size of n observations. Table A in the Appendix lists values
of c4.

The estimate of long-term standard deviation , is cal-
culated from s, the sample standard deviation of the entire sample of kn
observations:

In the formula for , is a constant that corrects for bias in s, based
on a sample size of kn observations. Often, kn is large and is so
close to 1 that this factor is ignored.

c4(kn)
c4(kn)P
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nk � 1 a

k

i�1
a
n

j�1
AXij � X B2

�^LT � s>c4(kn)

sC
^

P, c4(n)

s �
1
ka

k

i�1
si �

1
ka

k

i�1Å 1
n � 1 a

n

j�1
(Xij � Xi)2

s

�^ST � s>c4(n)



Measuring Process Capability 339

Example 6.5

Ian is investigating a problem with kitchen faucets manufactured at his plant
with an excessive rate of leaks around the handle. After some initial problem
definition work, he is now studying the dimensions of O-ring grooves in the
stem. Ian gathers 60 consecutively manufactured stems, organized into 15
subgroups of 4 parts each. The depth of a particular O-ring groove has a
tolerance of 1.5 �0.1 mm. He measures the O-ring groove depth at its deepest
point on all parts. Ian’s measurements are listed in Table 6-3.

Ian creates an  control chart from these measurements, as seen in Figure 6-11.
There are no points outside the control limits, and no other obvious violations
of control chart stability rules. Therefore, the data can be used for estimation of
short-term and long-term statistics and capability metrics.

Table 6-3 O-Ring Groove Depth Measurements

Std.
Subgroup O-Ring Groove Depth Mean Dev.

1 1.53 1.52 1.55 1.54 1.5350 0.0129

2 1.53 1.51 1.53 1.52 1.5225 0.0096

3 1.59 1.52 1.55 1.55 1.5525 0.0287

4 1.52 1.48 1.49 1.50 1.4975 0.0171

5 1.54 1.53 1.51 1.54 1.5300 0.0141

6 1.49 1.51 1.53 1.52 1.5125 0.0171

7 1.54 1.51 1.52 1.51 1.5200 0.0141

8 1.49 1.52 1.46 1.51 1.4950 0.0265

9 1.49 1.51 1.52 1.54 1.5150 0.0208

10 1.55 1.54 1.49 1.59 1.5425 0.0411

11 1.52 1.54 1.54 1.56 1.5400 0.0163

12 1.51 1.50 1.54 1.51 1.5150 0.0173

13 1.56 1.51 1.54 1.53 1.5350 0.0208

14 1.46 1.50 1.46 1.54 1.4900 0.0383

15 1.49 1.53 1.51 1.52 1.5125 0.0171
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Figure 6-11 Control Chart of O-ring Groove Depth Measurements

From the O-ring groove data, Ian calculates these estimates of population char-
acteristics:

Next, Ian calculates and :

The potential capability of the process making these O-ring grooves appears to
be reasonably good, although the long-term capability is not as good as the
short-term capability.

Lower confidence bounds for CP and PP can be calculated by substituting in
the upper confidence bounds for �STand �LT. Since the standard deviation is in
the denominator of the capability metric, using the upper confidence bound for
standard deviation gives a lower confidence bound for capability. The formulas
for calculating the bounds on standard deviation were given in Section 4.3.3.2.

P
^

P �
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C
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P
^
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P
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� 0.02671

�^ST �
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c4(4)
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0.02079
0.9213

� 0.2257

�^ST � �^LT � X � 1.5210
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Lower 100(1 � �)% confidence bound for PP:

Approximate lower 100(1 � �)% confidence bound for CP:

In some situations, it is also useful to calculate an upper confidence bound
on CP or PP. If needed, these may be calculated in a similar manner by
using the lower confidence bound for the standard deviation.

Example 6.6

Calculate the 95% lower confidence bounds for CP and PP from Ian’s O-ring
groove data.

Solution To calculate the 95% lower confidence limit for PP, look up T2(nk, �) �
T2(60, 0.05) � 0.8471.

To calculate the approximate 95% lower confidence limit for CP, first look
up dS for subgroup size n � 4. Table A in the appendix gives the value as
0.936. The sample size parameter for T2 is dSk (n � 1) � 1 � 0.936 
 15
(4 � 1) � 1 � 43.1, so this rounds down to 43. Using an Excel calculation,
T2(43,0.05) � 0.8186

Therefore, Ian is 95% confident that PP is at least 1.062 and CP is at least
1.312. Based on this sample, Ian is 95% sure that the potential capability is
better than the bare minimum criteria of PP � 1.

When few observations are available, it may be impossible to create enough
subgroups to plot a meaningful control chart. Instead, to check the
process for stability, the IX,MR control chart is frequently used. Short-

term standard deviation can be estimated by , and this can be
used to estimate CP. Confidence intervals are not available for �ST or CP

when calculated from moving ranges. The estimation of PP is the same for
individual data as it is for subgrouped data.

�^ST �
MR
1.128

X, s 

LCP
�

UTL � LTL
6s>T2(dSk (n � 1) � 1, �)

�
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 0.02079>0.8186
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Example 6.7

In an example from Chapter 4, Ed measured the flow rates through 15 parts.
The tolerance for this characteristic is 55 �5 flow units. An IX,MR control
chart showed no signs of instability. Ed calculated the following estimates of
population characteristics:

Calculate metrics of potential capability for this part, based on this sample of
15 measurements.

Solution

Even the potential capability of these parts is unacceptable, based on these
measurements of 15 prototypes.

6.2.1.2 Measuring Potential Capability with Unilateral Tolerances

Since CP and PP require both upper and lower tolerance limits, these
potential capability metrics must be modified to handle characteristics with
unilateral tolerances. Bothe (1997) defined modified metrics , ,

, and for unilateral tolerances based on Kane (1986). To estimate
these metrics requires either a target value T, or an estimate of the process
mean �. Here are the definitions:

 and CPU �
� � LTL

3�ST

C rPL � MaximumACT
PL, CPLB where  CT

PL �
T � LTL

3�ST

 and CPU �
UTL � �
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PU �
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P rPLP rPU

C rPLC rPU
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To estimate these metrics, substitute estimates of population characteristics
, , and into the above formulas.

If there is no target value T specified, then with similar simpli-
fications for the other metrics. These potential capability metrics express how
many 3�-spreads can fit between the target value T and the tolerance limit. If
the mean � is on the far side of the target value T, away from the tolerance
limit, then the metric gets larger. In this case, or if T is not defined, these metrics
express now many 3�-spreads can fit between the mean and the tolerance limit.

Example 6.8

The functionality of a disk drive depends on the concentricity of two features
of the spindle. The concentricity of these features has a one-sided upper
tolerance limit of 0.200. Concentricity is defined so it is never a negative
number, and zero forms a physical lower boundary for the values. Linda
collects 100 concentricity measurements in 25 subgroups, with 4 consecutively
machined parts in each subgroup. These measurements are listed in Table 6-4.
Calculate potential capability metrics and .

Solution Figure 6-12 is a histogram of all 100 observations. The histogram
suggests the distribution is skewed, but this will be ignored for now. An 
control chart, not shown here, shows no apparent signs of instability. Linda cal-
culates these estimates of population characteristics:

Suppose there is no target value specified for concentricity. Then the potential
capability metrics are calculated this way:
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Table 6-4 Concentricity Measurements

Std.
Subgroup Concentricity Mean Dev.

1 0.030 0.070 0.070 0.030 0.0500 0.02309

2 0.080 0.115 0.055 0.035 0.0713 0.03449

3 0.025 0.090 0.110 0.090 0.0788 0.03705

4 0.045 0.095 0.050 0.075 0.0663 0.02323

5 0.070 0.130 0.035 0.080 0.0788 0.03924

6 0.150 0.155 0.070 0.125 0.1250 0.03894

7 0.095 0.140 0.120 0.040 0.0988 0.04328

8 0.010 0.030 0.065 0.040 0.0363 0.02287

9 0.115 0.135 0.030 0.120 0.1000 0.04743

10 0.070 0.075 0.060 0.045 0.0625 0.01323

11 0.035 0.065 0.070 0.020 0.0475 0.02398

12 0.070 0.100 0.065 0.060 0.0738 0.01797

13 0.040 0.075 0.045 0.060 0.0550 0.01581

14 0.115 0.075 0.125 0.040 0.0888 0.03902

15 0.135 0.085 0.175 0.070 0.1163 0.04802

16 0.055 0.075 0.070 0.050 0.0625 0.01190

17 0.125 0.035 0.050 0.120 0.0825 0.04664

18 0.070 0.065 0.160 0.065 0.0900 0.04673

19 0.045 0.020 0.105 0.065 0.0588 0.03591

20 0.080 0.050 0.020 0.035 0.0463 0.02562

21 0.085 0.065 0.035 0.065 0.0625 0.02062

22 0.045 0.135 0.065 0.030 0.0688 0.04644

23 0.035 0.085 0.110 0.110 0.0850 0.03536

24 0.150 0.100 0.075 0.100 0.1063 0.03146

25 0.080 0.095 0.120 0.135 0.1075 0.02466
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Figure 6-12 Histogram of Concentricity Measurements

If a target value T is specified, what should it be? An engineer might say that
concentricity should be zero, because that is the ideal concentricity value. What
happens to the potential capability metrics if T � 0?

These are very high numbers, but are they appropriate? Do they really represent
potential capability? For this process, which only makes positive numbers, the
mean will always be a positive number. Setting the target value to 0 is an unre-
alistic goal that will never be achieved by adjusting the average value. Therefore,
these high numbers representing an unrealistic goal should not be used to
represent potential capability.

Instead, suppose the engineer sets a reasonable target value of T � 0.05. Then,
the potential capability metrics are:
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6.2.2 Measuring Actual Capability

CP and PP are among the first generation of capability metrics, which measure
the potential capability of a process by its variation alone. As we have seen, this
is not enough information to predict the probability of observing a defect. To
compute this probability requires that we also know how well the process is
centered, or at least how far it stays away from its tolerance limits.

This section introduces metrics for measuring actual capability considering both
process average and process variation. Different authors have described these
metrics using different terminology. These metrics have been called second-
generation metrics (Pearn et al., 1992), since they addressed a weakness in the
first-generation metrics. Bothe (1997) refers to CPK and PPK as performance
capability metrics. AIAG (1992) and other authors use performance to describe
theP family of long-term metrics. To avoid confusion in the use of the word per-
formance, this book refers to CPK and PPK as actual capability metrics, con-
sistent with Montgomery (2005). PP and PPK are refered to as long-term
capability metrics, avoiding use of the word performance in this context.

Actual capability metrics include CPK, PPK, and the Z family of metrics.
Potential and actual capability metrics are related through k, which measures
process centering. This section introduces the MINITAB capability analysis
function to automate the visualization of sample distributions and the cal-
culation of capability metrics.

6.2.2.1 Measuring Actual Capability with Bilateral Tolerances

CPK and ZST are measures of short-term actual capability. PPK and ZLT

are measures of long-term actual capability. Here are the definitions for
these metrics:

 and ZSTL �
� � LTL

�ST

ZST � Minimum(ZSTU, ZSTL) where  ZSTU �
UTL � �

�ST

 and PPL �
� � LTL

3�LT

PPK � Minimum(PPU, PPL) where  PPU �
UTL � �

3�LT

 and CPL �
� � LTL

3�ST

CPK � Minimum(CPU, CPL) where  CPU �
UTL � �

3�ST
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These metrics are estimated by substituting the usual estimates , , and
in place of their true values in the above formulas. We will denote the

estimates by , , , and .

CPK and PPK were designed with the idea that a minimally capable process
has at least three standard deviations between its average value � and either
tolerance limit. Any process that meets this criterion has values of CPK and
PPK greater than 1. Further, if the process is normally distributed with PPK

greater than 1, then its long-term defect rate will be no worse than 2700 DPM.

ZST is related to CPK by a factor of three, specifically, ZST � 3 
 CPK.
Also, ZLT � 3 
 PPK. Therefore, a minimally capable process has ZST

and ZLT � 3. In many courses and books about Six Sigma, (Harry, 2003)
ZST and ZLT are used instead of CPK and PPK because they express the
capability of a process as a number of “sigmas,” up to a world-class level of
six. For brevity, the discussions and examples in this book will generally
refer to CPK and PPK. These values can always be converted into
equivalent values of ZST and ZLT by simply multiplying by 3. Table 6-5
lists criteria to interpret different values of CPK, PPK, ZST, and ZLT.

Figure 6-13 illustrates eight different process distributions with their target
values and tolerances. These examples represent stable processes, so �LT �
�ST and CPK � PPK. The top left distribution represents world-class, Six
Sigma capability, down to unacceptable capability on the bottom row.

Observe that each of the processes shown in the left column of Figure 6-13
is centered, that is,

Whenever this is true, and . Whenever the process
is not centered, , then and . Therefore, the
actual capability is always less than or equal to the potential capability.

It is possible for a process to have negative actual capability. The bottom
right process distribution in Figure 6-14 has its average value outside the
tolerance region. This process produces more than 50% defective products.

PP � PPK CP � CPK � 2 T 

PP � PPK CP � CPK 
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Table 6-5 Interpretation of Actual Capability Metrics

DPM of a 
Normally

DPM of a Distributed 
Normally Process, 
Distributed Shifted 1.5 �

Value of Value of Process Away from
CPK orPPK ZST or ZLT Interpretation Centered Target

2.00 6.00 This is a design 0.002 0.001
goal for new
processes, so that
unexpected shifts
do not cause
unacceptable
capability

1.50 4.50 World-class, 6.8 3.4
“Six Sigma”
capability, if
CP � 2.00 or
PP � 2.00

1.00 3.00 Minimal process 2700 1350
capability

�1.00 �3.00 Unacceptable �2700 �1350
process
capability

This particular process has CPK � �0.25. If the process average were at
either tolerance limit, then CPK � 0 for that process.

The accuracy of a process is measured by the closeness of the process
average to its target value. A process with a symmetric bilateral tolerance is
completely accurate if � � T. We can measure the accuracy of a process
using a centering metric k, defined this way:

Figure 6-14 illustrates the relationship between k and the process average �. When
� � T, k � 0. As � departs from T on either side, k increases. If � � LTL or

k �
Z� �

UTL � LTL
2 Z

UTL � LTL
2

�
� � T

(UTL � LTL)>2� �
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CPK = PPK = 2.00 
CP = PP = 2.00

CPK = PPK = 1.00 
CP = PP = 2.00

CPK = PPK = 1.50 
CP = PP = 1.50

CPK = PPK = 0.50 
CP = PP = 1.50

CPK = PPK = 1.00 
CP = PP = 1.00

CPK = PPK = 0.00 
CP = PP = 1.00

CPK = PPK = 0.75 
CP = PP = 0.75

CPK = PPK = −0.25
CP = PP = 0.75

Figure 6-13 Eight Example Processes with Potential and Actual Capability
Metrics

� � UTL, then k � 1. If � is outside the tolerance limits, then k � 1. Potential
and actual capability metrics are related to each other through k:

ZST � 3CP(1 � k)� ZLT � 3PP(1 � k)

CPK � CP(1 � k)� PPK � PP(1 � k)

UTLTLTL

Average value m
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Figure 6-14 Process Centering Metric k Versus Average Value 
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Example 6.9

In an earlier example, Ian collected O-ring depth data from 15 subgroups of
four parts in each subgroup. Based on these measurements, here are Ian’s
estimates of process characteristics:

Calculate actual capability metrics for this process, based on a tolerance of
1.5 � 0.1.

Solution Note that the estimated mean is greater than the target value of
1.50. is closer to UTL than to LTL. Therefore, each of the actual capability
metrics will be calculated relative to UTL only.

In this example, the centering metric k is estimated by:

It is easy to verify in this example that and
.

The relationship between CP and CPK can be visualized on an A/P graph, as
shown in Figure 6-15. The A/P graph plots process accuracy on the horizontal
scale versus precision on the vertical scale, thus the name: A/P graph. The left
and right edges of the graph are formed by the tolerance limits, with the target
value T in the center. The process average � is plotted on the horizontal axis,
so that if the process is accurate, the plot point will be near the center line. To
determine the horizontal position of a plot point, it is helpful to calculate 
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Figure 6-15 A/P Graph Illustrating the Relationship Between CP, CPK and
Average Value �. The Shaded Portion Near the Top of the Graph Represents “Six
Sigma” Quality Criteria of CP � 2.0 and CPK � 1.5

kU ranges from �1 when � � LTL on the left edge of the graph, to �1
when � � UTL on the right edge of the graph.

The vertical scale of the A/P graph represents precision. The graph is con-
structed so that high precision (low standard deviation and high capability)
is toward the top end of the graph. The vertical scale is determined by

with infinite CP at the top of the graph and very low CP at the bottom of 

the graph. The vertical scale is labeled on the left by and on the right by CP.

The reason for this choice of vertical scale is that lines of constant CPK are
straight lines on this graph, forming a V shape. Seven different values of
CPK and ZST are indicated by the labeled lines.

The shaded region near the top edge of the graph represents the objective of
Six Sigma quality, as defined by CPK � 1.5 and CP � 2.0. Any normally
distributed process that falls within this region will produce fewer than 3.4
defects per million units (DPM).
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Figure 6-16 A/P Graph Showing the Progress of a Process from Initial
Measurements at point A, to an Improved Process at point B

Bothe (1997) shows how the A/P graph can be used to track the short-term
capability of a process over time in a Six Sigma project, as improvements
are introduced. This is a helpful visual way to tracking progress, and also to
understand where improvement is needed.

Example 6.10

From the previous example, Ian calculates coordinates for the O-ring depth
process on the A/P graph.

A point labeled “A” is plotted at these coordinates on the A/P graph shown in
Figure 6-16.

After applying the DMAIC process, Ian’s team implements some
improvements to fixtures in the machining operation responsible for these
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1 http://www.minitab.com/support/docs/ConfidenceIntervalsCpCpk.pdf

grooves. A follow-up verification run provides new estimates of short-term
capability:

Ian can now calculate new plot points for the A/P plot:

This point is labeled “B” in Figure 6-16. Comparing points A and B shows that
the changes reduced the average depth and also decreased its variation. Point B
is not yet in the Six Sigma region, but it is closer. To reach Six Sigma process
capability, Ian needs to reduce process variation still further.

Approximate confidence intervals can be calculated for CPK and PPK. In
most cases, only the lower confidence bound is needed. This calculation can
be used to express the precision of capability estimates, and to calculate
sample sizes for capability studies.

The sampling distributions of and are very complicated because
they involve estimates of both the mean and standard deviation (Pearn et al,
1992). Numerous approximate formulas for confidence bounds have been
proposed. Kushler and Hurley (1992) investigated six different approximate
confidence bounds for PPK. They found that the best compromise between
controlling the error rate � and maintaining a relatively simple formula is
the method proposed by Bissell (1990). Since that time, the Bissell formula
has also been recommended by Bothe (1997) and Montgomery (2005), and
it is used by MINITAB1. Here is the formula:

Approximate 100(1 � �)% lower confidence bound for PPK:

In this formula, Z� is the 1 � � quantile of the standard normal distribution, and
nLT is the sample size used to calculate the estimate of long-term variation .�^LT
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For a sample consisting of k subgroups and n observations in each subgroup,
nLT � nk. If a two-sided confidence interval is desired, then change Z� to Z��2

in both limits, and add the term to calculate the upper limit.

The approximate confidence bound for CPK has an additional com-
plication because of the way in which is calculated. If short-term
variation is estimated by the standard deviation of a single sample of size
n, then the approximate confidence bound formula for PPK can also be
used for CPK. However, if is estimated from the average subgroup
standard deviation or the average subgroup range, then the sample size
must be discounted to reflect the fact that does not use all the
information in the nk observations.

Approximate 100(1 � �)% lower confidence bound for CPK:

Where

In this formula, dS and dR are factors derived by Bissell (1990) describing
the relative efficiency of the two different estimates of short-term standard
deviation. The discount factors dS and dR are listed in Table A in the
appendix. The third formula for calculating in the above equation is
called the pooled standard deviation. This is the most efficient estimator of

and results in the narrowest confidence intervals for CPK.

For situations when is based on the average moving range, the discount
factors are unavailable, because the moving ranges are dependent on each
other. A simulation study conducted for this book suggests that when n � 2,

has a higher standard error than computed from the same number of
independent ranges. It is recommended to use or instead of to
estimate short-term standard deviation, so the precision of the estimate can
be calculated.
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Confidence bounds for ZST and ZLT are simply three times the equivalent
confidence bounds for CPK and PPK.

Example 6.11

In an earlier example, Ian calculated the following estimates of actual capability
from k � 15 subgroups of n � 4 observations each. Here are the point estimates
of actual capability metrics:

Calculate approximate 95% lower confidence bounds for these metrics.

Solution

.

The short-term standard deviation estimate was calculated using from subgroups
of size four. For this situation, . Therefore, the effective sample size
for the short-term standard deviation estimate is nST � dS k (n � 1) � 0.936 

15(4 � 1) � 42.12. The lower confidence bounds are:

Even though the point estimate of CPK met the minimum requirement of CPK �
1, the 95% confidence bound is less than one. Therefore Ian cannot conclude with
95% confidence that the process meets minimum requirements for short-term
actual capability.

LCPK
� C

^

PK � Z�Å 1
9nST

�
C
^ 2

PK

2(nST � 1)

� 1.167 � 1.645Å 1
9 
 42.12

�
1.1672

2(42.12 � 1)

� 0.9391

LZST
� 3 
 0.9391 � 2.817

dS � 0.936 
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� P
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PK � Z�Å 1
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�
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9 
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� 3 
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MINITAB will perform most of these calculations using its normal
capability analysis function.

How to . . .

Calculate Capability Metrics in MINITAB

1. Arrange the observed data in a MINITAB worksheet. The data can be
either in a single column or in a group of columns, with subgroups across
rows.

2. Select Stat  Quality Tools  Capability Analysis  Normal . . .
3. In the capability analysis form, select the appropriate options to describe

where the data are located in the worksheet.
4. Enter lower and upper tolerance limits in the Lower spec and Upper

spec boxes.
5. (Optional) Click Estimate . . . In the Estimation form, select either Rbar,

Sbar, or Pooled standard deviation to choose the method of estimating
short-term variation. The Sbar option is used for examples in this book.
Click OK.

6. (Optional) If confidence intervals are desired, click Options. Set the
Include confidence intervals check box. Choose either Two-sided or
Lower Bound and enter the desired confidence level. Click OK.

7. Click OK to create the Capability Analysis graph.

Figure 6-17 is a MINITAB capability analysis of the O-ring groove depth
data used in the preceding examples. This plot includes the capability
metrics discussed in this section plus 95% lower confidence bounds and
predicted defect rates, listed as PPM in the plot.

Figure 6-18 is another very useful MINITAB graph called a Process
Capability Sixpack. This graph includes a control chart, a dot graph, a
histogram, a probability plot, and a capability plot. All but the last two plots
have been discussed earlier.

The probability plot is a visual analysis of the data to see if the normal dis-
tribution is an appropriate model. If the data truly comes from a normal dis-
tribution, then all the dots will line up along the straight line, and most should
be inside the two curved confidence interval lines. In this case, some of the
extreme values lie outside the confidence limits. The P-value printed at the
top of the plot indicates the probability that a pattern like this could be caused
by random variation. In this case, P is small. Generally, if P � 0.05, then we
can conclude that the normal distribution does not fit. There are a variety of
possible explanations for this. If the process is stable and in control, it may
simply have a nonnormal distribution. Or, nonnormality could be caused by
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special causes of variation that are not large enough to trigger the control
chart rules.

The capability plot compares 6�-spreads of the short-term and long-term
variation to the tolerance limits. This panel also provides point estimates of
short-term and long-term capability metrics.

Release 14 MINITAB uses confidence interval formulas for CPK which do
not match the formulas in this book. MINITAB does not use the discount
factors dS and dR when estimating �ST from , or . The confidence
interval formula provided by Montgomery (2005) and used in MINITAB
only applies when �ST is estimated by the pooled standard deviation. It is
clear from the work of Pearn (1992), Kotz and Lovelace (1998), and others
that confidence intervals for CPK should be wider when estimating �ST

from , , or . MINITAB is incorrect to compute confidence intervals
which are too narrow in the , , and cases, without accounting for
this discrepancy. The Bissell discount factors used in this book are one way
to deal with this problem, but the best way to do this may still be unknown.
Hopefully more research in this area will provide more reliable confidence
interval formulas for CPK for all the common estimators of short-term
standard deviation.

6.2.2.2 Measuring Actual Capability with Unilateral Tolerances

For characteristics with unilateral tolerances, measuring actual process
capability is quite simple. The metrics for unilateral tolerances have already
been introduced in the previous section. The definitions for these metrics
are summarized in Table 6-6.

MRRs
MRRs

MRRs

Table 6-6 Actual Capability Metrics for Unilateral Tolerances

Lower Upper
Tolerance Limit Tolerance Limit

Short-term actual capability

Long-term actual capability
PPU �

UTL � �

3�LT

ZLTU �
UTL � �

�LT

PPL �
� � LTL

3�LT

ZLTL �
� � LTL

�LT

CPU �
UTL � �

3�ST

ZSTU �
UTL � �

�ST

CPL �
� � LTL

3�ST

ZSTL �
� � LTL

�ST



360 Chapter Six

These metrics are estimated by substituting the usual estimates , , and
in place of their true values in the above formulas. Interpretations of

metrics for unilateral tolerances are the same as for bilateral tolerances.
Confidence intervals can also be calculated using the same formulas as for
the bilateral capability metrics.

Example 6.12 

In an earlier example, Linda estimated population characteristics for the con-
centricity of two characteristics of a spindle in a disk drive. Here are her
estimates:

The upper tolerance limit is 0.2. Calculate actual capability metrics, with 95%
lower confidence bounds.

Solution: Estimated short-term actual capability metrics:

Since the short-term standard deviation estimate is calculated from computed
from k � 25 subgroups of n � 4 observations each, the effective sample size is

. Therefore, the 95% lower
confidence bounds are:

Calculation of long-term actual capability metrics is left as an exercise for
the reader.
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6.3 Predicting Process Defect Rates

Calculating estimates of process defect rates is a very common task in Six
Sigma and DFSS projects. Any time a new or improved process is
introduced, we need to predict the probability that defective units will be
produced. This section shows how to estimate defect rates from stable,
normally distributed processes. Here are the main points to be discussed in
this section:

• Defects per million units (DPM) is the recommended scale of meas-
urement for process defect rates.

• DPM should only be estimated for stable processes. Otherwise, it is a
meaningless number.

• The methods in this section assume that the process is normally dis-
tributed.

• DPM estimates should be calculated from long-term process charac-
teristics. For clarity, this estimate is called DPMLT with the LT suffix
indicating long-term. Short-term DPM estimates are not useful for pre-
dicting future process performance.

• It is easier to estimate DPM from the process mean and standard
deviation than from capability metrics like PPK and PP.

Many different measures of defect rates have been used. Percentage non-
conforming (%NC ) used to be a very common measure of defect rates. A
defect rate of 1%NC sounds small, but in most applications, that is unac-
ceptably poor quality. For example, if 1% of commercial air flights crashed,
this would be more than 400 crashes per day. Most passengers would find
this safety record unacceptable.

When Motorola developed the Six Sigma initiative, they found that world-
class processes typically have defect rates of a few DPM. From a purely
analytical point of view, the choice of scaling does not matter, since any
measure of defect rate can be converted easily into any other. For example,
%NC � DPM/10,000. However, to a human being, the perceived size of
10,000 DPM is far larger than 1%NC. Since 10,000 DPM is almost always
an unacceptable quality level, it has become common to measure defect
rates in DPM instead of %NC.

An alternate measure of defect rates is parts per million (PPM), which is
used in the same way as DPM. MINITAB reports PPM in process capability
graphs and reports. In this book, DPM is preferred. After all, we are counting
defects, not parts. DPM calls them what they are.
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Figure 6-19 Flowchart Illustrating Preliminary Steps to Complete Before
Estimating Defect Rates

Figure 6-19 is a process flow chart illustrating the preliminary steps to be
completed before calculating DPM estimates. Most of these points have
been discussed previously.

First, test the process for stability using an appropriate control chart. If any
signs of instability are seen, the process should be stabilized before
estimating DPM or any other characteristics.
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Second, evaluate the process for signs of nonnormality. The probability plot,
which is part of the MINITAB process capability sixpack, can be used for this
purpose. Chapter 9 contains more information about this technique and what
to do with nonnormal distributions. In some cases a transformation can be
applied to make the distribution more like a normal distribution. If this method
is successful, the transformed distribution can be analyzed to predict DPM.

Third, determine whether long-term data is available. In general, a sample
is considered long-term if it includes the sources of variation expected to be
present in the production distribution. If long-term data is available, then it
should be used to calculate and .

A sample involving a small number of parts is considered short-term. If
only short-term data is available, then the short-term estimates and 
must be converted into long-term estimates. The standard Six Sigma method
of performing this conversion is to shift the mean toward the closest
tolerance limit by 1.5 times the short-term standard deviation. This is
intended to represent the impact of uncontrolled shifts and drifts, which will
impact the process over time. After applying this shift to the mean, the long-
term standard deviation is assumed to be the same as the short-term standard
deviation.

Figure 6-20 illustrates the Six Sigma method of estimating long-term defect
rates from a short-term sample. The bold distribution in this figure is the short-
term distribution, with average value , based on estimates computed from
a short-term sample. The long-term distribution is estimated by shifting the
short-term distribution towards the closest tolerance limit by 1.5 . Since
the estimated short-term mean is closer to LTL than to UTL in the
illustrated example, the long-term mean is estimated by subtracting 1.5

�ST

�ST

�ST

�^ST�^ST

�^LT�^LT

mLT mST UTLLTL

DPMLT
1.5sST

Short-term
distribution

Estimated long-term 
distribution with 
1.5s mean shift

Figure 6-20 Estimating Long-Term Defect Rates by Shifting the Process Mean to
the Nearest Tolerance Limit by 1.5 Standard Deviations
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standard deviations from the mean. The mean is always shifted in the direction
that would create more defects from the long-term distribution. The long-term
defect rate is estimated by the probability that observations from the long-
term distribution will fall outside the tolerance limits.

The long-term defect rate, represented by DPMLT, is estimated using
this formula:

In this formula, represents the cumulative distribution function (CDF)
of a standard normal random variable. That is, where

. MINITAB performs these calculations as part of any of its
process capability functions. In Excel, the NORMSDIST function calculates

, or the NORMDIST function can be used as described in the box.

How to . . .

Estimate Defect Rates in Microsoft Excel

1. If is available from a long-term sample, skip this step. Otherwise, assume
that , and compute using one of the following Excel formulas.
Substitute in values or cell references in place of , , LTL, and UTL.
a. If the tolerance is unilateral with a lower limit only, calculate with

this Excel formula:

� � 1.5*

b. If the tolerance is unilateral with an upper limit only, calculate with
this Excel formula:

� � 1.5*

c. If the tolerance is bilateral, calculate with this Excel formula:

� � IF (UTL � � � LTL, 1.5, � 1.5)*

2. Calculate using one of the following formulas. Substitute in
values or cell references in place of , , LTL, and UTL.

a. If the tolerance is unilateral, with a lower limit only:

=1E6*NORMDIST(LTL, , , 1)

b. If the tolerance is unilateral, with an upper limit only:

=1E6*NORMDIST(�UTL, � , , 1)�^LT�^LT

�^LT�^LT

�^LT�^LT

DPMLT

�^ST�^ST�^ST�^ST

�^LT

�^ST�^ST

�^LT

�^ST�^ST

�^LT

�^ST�^ST

�^LT�^LT � �^ST

�^LT

�(z) 

Z , N(0,1)
�(z) � P[Z � z] 

�(z)”

DPMLT � 106 
 c�aLTL � �^LT

�^LT
b � �a�^LT � UTL

�^LT
b d
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Figure 6-21 Excel Worksheet with Formulas for Calculating Long-Term Defect
Rates

c. If the tolerance is bilateral:

=1E6*(NORMDIST(LTL, , , 1)

+ NORMDIST(�UTL, � , , 1))

Figure 6-21 is a screen shot of an Excel worksheet illustrating these formulas.

Example 6.13

In an earlier example, Ian collected O-ring depth data from 15 subgroups of
four parts in each subgroup. Based on these measurements, here are Ian’s
estimates of process characteristics:

Estimate long-term defect rates for this process, based on a tolerance of 1.5 �0.1.

Solution Since long-term estimates are available, use these to estimate defect
rates. Ian enters the following formula into a cell of an Excel worksheet:

=1E6*(NORMDIST(1.4,1.521,0.02671,1)+NORMDIST(-1.6,
-1.521,0.02671,1)).

�^ST � �^LT � X � 1.5210

�^ST �
s

c4(4)
�

0.02079
0.9213

� 0.02257

�^LT �
s

c4(60)
�

0.02660
0.9958

� 0.02671

�^LT�^LT

�^LT�^LT
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The formula returns a value of 1553 DPM, which matches the MINITAB
estimate of overall PPM in Figure 6-17 to four significant figures.

Example 6.14

After implementing process changes, Ian conducts a verification run involving
only a small number of units. Here are the short-term estimates from the veri-
fication run:

Use these estimates to estimate long-term defect rates from the improved process.

Solution Only a short-term sample is available for estimation, so long-term
characteristics are estimated by shifting the mean. Since is closer to LTL
than to UTL, the shift of is subtracted from :

Based on these estimates, Ian uses Excel to estimate the long-term defect rate
DPMLT � 569. The process change has cut defects by almost a factor of three.

Defect rates can also be calculated from process capability metrics. For
instance, if PP and PPK are known, then DPMLT can be calculated based
on the assumption of a stable, normal distribution. Likewise, if CP and CPK

are known, then the short-term defect rate DPMST can be calculated using
the same methods described here for the long-term defect rate.

The long-term defect rate can be estimated from PP and PPK using the
following formula.

For bilateral tolerances:

For unilateral tolerances: 

It is common in Six Sigma and DFSS projects to estimate defect rates from
very limited short-term samples. The following formula is very useful in
these situations. If only short-term CPK is available, the long-term defect
rate can be estimated with this formula:

DPMLT � 106 
 �A1.5 � 3C
^

PKB

DPMLT � 106 
 �A�3P
^

PKB

DPMLT � 106 
 c�A3P^PK � 6P
^

PB � �A�3P
^

PKB d

�^LT � �^ST � 1.5 
 �^ST � 1.487 � 1.5 
 0.0183 � 1.460

�^LT � �^ST � 0.0183

�^ST1.5 
 �^ST

�^ST

�^ST � 1.487

�^ST � 0.0183
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To derive the above formulas, assume without loss of generality that
LTL � �1 and UTL � � 1. Also assume that the process average � � 0.
The definition of PP can be solved for the standard deviation: .

Since the mean � � 0, then � � k, the process centering metric.The
relation can be solved for k this way: 

These expressions for and can be substituted into 

and simplified to give the above results. The formula involving incor-
porates the 1.5-sigma shift, through the relation: .

Example 6.15

Continuing Ian’s O-ring groove example, the initial estimates were
and . Use these values to calculate the long-term

defect rate.

Solution

An earlier example estimated 1553 DPMLT directly from and . The
difference between 1553 and 1541 is explained by the rounding of �2.9577 to
�2.96 so that the probability can be looked up in a table. For this reason, it is
better to calculate DPM estimates from mean and standard deviation estimates
whenever possible.

Example 6.16

After a process change, Ian conducted a verification run and estimated
, with no long-term estimates available. Estimate the long-term

defect rate from this short-term capability metric.

Solution

Table 6-7 lists long-term defect rates in DPM for several values of PP, with
the process centered, and with the process average shifted off center by 1.5
standard deviations.
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Figure 6-22 Long-term DPM of a process with Potential Capability PP. The
Dashed Line is for a Centered Process, and the Solid Line Includes a Mean Shift of
1.5 Standard Deviations off Center

Table 6-7 Long-Term Defect Rates for Processes with Given PP, Centered
or Shifted

PP � PPK

0 0.5
PP (Process centered) (Mean shifted by 1.5�)

0.333 317,311 697,672

0.500 133,614 501,350

0.667 45,500 308,770

0.833 12,419 158,687

1.000 2,700 66,811

1.167 465 22,750

1.333 63 6,210

1.500 6.8 1,350

1.667 0.57 233

1.833 0.038 32

2.000 0.0020 3.4
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Figure 6-22 graphs the defect rate versus potential capability PP, for both
centered and shifted processes. A process with Six Sigma quality has PP � 2
and a 1.5-sigma shift, so that PPK � 1.5. This results in a defect rate of 3.4
DPM, as noted on the right side of the graph. 

6.4 Conducting a Process Capability Study

We now have all the statistical tools needed to conduct and analyze process
capability studies. This section describes the procedures for conducting an
effective process capability study. Figure 6-23 is a flowchart illustrating the
steps to follow in a process capability study. Here are some additional
details:

• Select key characteristic. It is clearly impractical to perform capability
studies on every characteristic of every part. Therefore, we select only
the vital few characteristics that must have low variation to satisfy
customer requirements. These characteristics are frequently called
Critical To Quality characteristics or CTQs in Six Sigma companies,
although many other equivalent names are currently in use.

• Establish capability goal. The goal is typically established by company
policy or program objectives, and is applied uniformly to all characteristics.
A standard Six Sigma capability goal is PP � 2.0 and PPK � 1.5.

• Verify measurement system. Before performing a capability study, all
measurement systems involved in the process should have been
assessed with an appropriate measurement system analysis procedure,
as discussed in Chapter 5.

• Begin appropriate control chart. Section 6.1 discussed how to select
the most appropriate control chart. Subgroup size and interval must
also be established to minimize variation within subgroups and capture
as much long-term variation as possible between subgroups.

• Calculate control limits. After enough subgroups (usually 30) have
been collected and plotted, calculate control limits using the formulas
specified for the chart.

• Is chart in control? Apply the control chart rules described in
Section 6.1.2.

• If not, implement corrective action. Identify the cause of instability
and remove it from the process. After any process change, collect a
new sample of subgroups (usually 30) before calculating new control
limits.

• Estimate process parameters; estimate capability. Using the techniques
in Section 4.3.3, estimate the short-term and long-term mean and standard
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Figure 6-23 Flowchart for Process Capability Studies. Adapted with Permission
from Figure 4.21 in Bothe (1997) Page 75

deviation of the process. Then apply the techniques in Section 6.2 to
estimate potential and actual capability metrics. Using the methods in
Section 6.3, estimate the long-term defect rates.

• Is capability > goal? Compare capability metrics to established goals.
• Is further capability improvement desired? Calculate lower con-

fidence bounds on capability metrics to determine if the process is
better than its goal with high confidence. If not, consider looking for
process improvements.

• If improvement is needed, is the process average centered at the target
value? If not, can the average be moved to the target? If the average



Measuring Process Capability 371

can be adjusted, this is often the best and easiest way to improve process
capability.

• Reduce common-cause variation. If the process cannot be improved
by shifting its average value, then sources of variation must be inves-
tigated and removed.

• Maintain process at current quality level. After the process is stable
and meets its goals, the appropriate control chart should be continued
to monitor the process for any future shifts or problems. Consider
whether to adjust the subgroup size or interval based on what has been
learned. Once control limits are calculated, maintain the same control
limits on the chart unless the process changes again.

6.5 Applying Process Capability Methods
in a Six Sigma Company

This section discusses some practical issues faced by Six Sigma practi-
tioners, as they measure process capability and communicate their findings.

6.5.1 Dealing with Inconsistent Terminology

Process capability metrics have been used for decades by companies around
the world, long before the Six Sigma initiative was developed. In the early
days of quality control, “three-sigma” capability was considered good.
Because so many people now use process capability terminology, many
have developed or adapted methods to fit their specific situations. As a result
of inconsistent training, diverse applications, and for many other reasons,
there are many different, conflicting definitions in use for the same terms
and symbols.

The adjectives used to describe the metrics in this chapter are not stan-
dardized. Many authors, including Montgomery (2005) and AIAG (1992)
call CP and CPK “capability metrics,” while PP and PPK are called
“performance metrics.” However, in Bothe (1997), CP and PP are called
“potential capability metrics” while CPK and PPK are called “performance
capability metrics.” Fortunately, the mathematical definition of all the terms
is consistent among all the major authors.

Munro (2000) notes that the QS-9000 system employed by the automotive
industry effectively reverses the roles of CPK and PPK. As used by some
QS-9000 practitioners, PP and PPK measure process potential of early
prototype runs, while CP and CPK measure capability of early production.
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Munro proposes that there are actually three levels of metrics, for prototype,
early production, and long-term production.

The Six Sigma initiative emphasizes the use of simple statistical tools.
Therefore, to be simple, many prominent books on Six Sigma methods
never mention PP or PPK and barely acknowledge the concept of
measuring long-term versus short-term capability. These books, and many
Six Sigma training courses derived from them, only teach CP and CPK,
plus variations of the Z metrics presented here.

The simplicity of limiting capability metrics to CP and CPK is appealing.
The use of a simple tool set has enabled Six Sigma technology to be
understood and used by thousands of people who might be deterred by
overly complex tools.

But there is a very good reason not to gloss over the distinction between
short-term and long-term capability. Accounting for long-term shifts and
drifts is one of the crucial tasks in Six Sigma and DFSS projects.
Controlling the size of long-term shifts and drifts is one of the main reasons
to monitor production processes with control charts. Because these shifts
and drifts are so important, it is necessary to distinguish between short-
term and long-term capability. Predicting long-term capability is par-
ticularly important in DFSS projects, especially when this must be done
from short-term data.

Engineers and Six Sigma professionals who understand these concepts must
communicate with others who do not. Every conversation and report about
process capability provides a new opportunity to educate. By consistently
using precise terms and patiently explaining them as needed, others will
learn the correct usage of the correct terms.

6.5.2 Understanding the Mean Shift

Suppose we only know the short-term characteristics of a process and we
want to estimate its long-term characteristics by allowing for shifts and
drifts. How can this be done? In general, two methods are used:

Variation Expansion. To apply this method, assume the mean remains the
same and multiply the short-term standard deviation by an expansion factor
c: and . Evans (1975b) applies this method to
tolerance analysis, noting that various authors recommend that c � 1.5
(Bender) or c � 1.6 (Gilson). Harry (2003) cites empirical studies of real

�^LT � c�^ST�^LT � �^ST
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processes that justify a range of 1.4  c  1.8. This method is widely used
by mechanical engineers today, as part of the weighted root sum squares
(WRSS) method of tolerance analysis.

Mean Shift. Shift the mean toward whichever tolerance limit makes the
defect rate worse: and . In typical
DFSS projects, ZShift � 1.5.

In fact, the “shifts and drifts” accounting for the difference between short-
term and long-term process distributions may take many forms. Mean
shifts, slow trends, cyclic behavior, variation changes, and distribution
shape changes all happen to real processes. If a process is relatively stable,
the combination of these common causes results in a long-term dis-
tribution that is normal, with a larger variation than the short-term dis-
tribution. In other words, variation expansion is what actually happens to
real processes.

Harry (2003) writes that the founders of the Six Sigma initiative found that
variation expansion was difficult to teach successfully. People found the mean
shift model easier to understand and accept. For this very practical reason, the
mean shift model was adopted as a founding principle of Six Sigma.

So why should ZShift � 1.5? Why not some other number? Here are a few of
the rationales supporting this particular choice of ZShift.

Consistency with the Variance Expansion Method. If our goal is to control
the probability of defects, then each of the two methods can be converted to
the other. Holding the long-term defect rate constant, c and ZShift are related
through this formula:2

If we set ZShift � 1.5, this gives the same long-term defect rate as c � 1.40
(for CP � 1.50) and c � 1.64 (for CP � 1.00). Therefore, ZShift � 1.5

2�a�3CP

c b � �(ZShift � 3CP) 

�^LT � �^ST�^LT � �^ST � ZShift �^ST

2 A normal distribution centered between bilateral tolerances has a probability of 2�(�3CP)
of generating defects. If the standard deviation is inflated by a factor of c, the probability of
defects changes to 2�(�3CP/c). If the mean is shifted by ZShift �, the probability of defects
changes to 2�(Zshift � 3CP). This last formula ignores the small probability of falling outside
the opposite tolerance limit. If the two methods predict the same probability of defects, then the
two expressions must be equal.
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results in predictions consistent with long-established values of c used in
the variance expansion method.

Small Probability of Detecting Shifts Smaller than 1.5�. Control charts are
used to monitor processes and to detect shifts. Typical control charts are
likely to detect large shifts, but are unlikely to detect small shifts. The 
control chart with a subgroup size n � 4, has exactly 50% probability of
detecting a mean shift of 1.5� in the first point plotted after the shift. (Bothe
2002a) For this very common control chart, mean shifts smaller than 1.5�
are detected with less than 50% probability.

Uncertainty in Verification Testing. Examples in this book have shown
the typically wide range of confidence intervals for standard deviation.
Consider a production verification (PV) test of a typical size n � 50
units. After the test is complete, the precision of the standard deviation
estimates is expressed by a confidence interval. The uncertainty in the
estimated standard deviation is expressed by the width of a confidence
interval. The ratio of limits of a 95% confidence interval for standard
deviation is

For a sample size n � 50, this ratio of uncertainty is 1.49. To deal with this
uncertainty in the standard deviation, the process must be designed to have
acceptable quality if the true standard deviation is anywhere in its con-
fidence interval. This can be done by using the variation expansion method
with c � 1.5, or equivalently, the mean shift method with ZShift � 1.5.
Harry (2003) makes a similar argument by comparing U� to with n � 30
and � � 0.005.

It Works. Six Sigma methods are now used around the world. As a rule of
thumb, ZShift � 1.5 has gained acceptance as being reasonable and
effective. In the end, this pragmatic argument in favor of ZShift � 1.5 is the
most compelling.

6.5.3 Converting between Long-Term and Short-Term

Continuing the theme of the previous discussion, one frequently needs to
convert between long-term and short-term estimates. Here are the guidelines
for doing this conversion.

�^

U�

L�
�

T2An, 1 �
�
2 B
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2 B � Å �2

n�1,�>2
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1. To convert short-term estimates into long-term estimates, shift the
mean by 1.5 standard deviations, according to standard Six Sigma
practice. Here are the specific formulas:

2. To convert long-term estimates into short-term estimates, analyze the
long-term sample data, and calculate short-term estimates. This can be
done using , , or for small samples, . If the raw data is
unavailable, then assume the process is stable, and the short-term char-
acteristics are the same as long-term characteristics:

The second point above conflicts with the writings of Mikel Harry and many
Six Sigma trainers who teach that . There are two
important reasons why it is a bad idea to add 1.5 to .

First, if long-term data is available, and the process is stable enough to
estimate long-term characteristics like and , then the very same
data can be analyzed to estimate short-term characteristics like and

. When actual data is available to compute estimates, there is no good
justification for using rules of thumb instead of actual data.

Second, adding 1.5 to awards a “bonus” to processes that may not
deserve it. In real processes, ZShift varies over a wide range. If process
variation is controlled with an IX,MR control chart, ZShift � 3 is a common
value, because smaller shifts are unlikely to be detected by the chart. On the
other hand, processes that are inherently very stable may have no shift at all,
so ZShift is close to zero. If short-term estimates are truly unknown, then the
safest way to convert long-term estimates is to assume that ZShift � 0. This
results in short-term estimates that are the same as the long-term estimates.

Z
^

LT

CPK

ZST

PPK ZLT 

Z
^

LT

Z
^

ST � Z
^

LT � 1.5

�^ ST � �^ LT

�^ST � �^LT

Z
^

ST � Z
^

LT

C
^

PK � P
^

PK

MRRs 

�^LT � �^ST

Z
^

LT � Z
^

ST � 1.5

P
^

PK � C
^

PK � 0.5

�^LT � c�^ST � 1.5�^ST if UTL � �^ST � �^ST � LTL

�^ST � 1.5�^ST otherwise



376 Chapter Six

6.6 Applying the DFSS Scorecard

This section presents the most important tool in this book: the DFSS scorecard.
Every other tool in this book accomplishes one task of analysis or prediction.
Each tool focuses on a single piece of a product or process. The DFSS
scorecard organizes and summarizes the results provided by all the other tools.
By presenting the most important aspects of a product or process on a single
sheet, with color codes highlighting the riskiest areas, the DFSS scorecard is an
essential engineering and management tool for DFSS teams.

The DFSS scorecard is simply a spreadsheet that summarizes data and pre-
dictions for all CTQ characteristics in a product or process. CTQs with
inadequate quality are color-coded red, while others are color-coded green. In
some implementations, intermediate values are yellow. The DFSS scorecard
includes many statistical calculations based on formulas given earlier in this
chapter. Since the scorecard provides visibility to the greatest risks and oppor-
tunities of the project, it is as much a management tool as it is a statistical tool. 

The DFSS world abounds with versions of DFSS scorecard templates.
Many companies with DFSS initiatives use their own internally developed
templates. Some DFSS software applications offer scorecard templates.
Some consultants provide their own proprietary versions. While all of these
scorecards have individual strengths, most share the weakness of excessive
complexity. The essential DFSS scorecard does not require dozens of
columns, complex instructions, or proprietary technology.

In fact, anyone with a few Excel skills can prepare and use a DFSS scorecard
to organize their own work or facilitate their company’s DFSS initiative.
The instructions in this section allow anyone to build a basic DFSS
scorecard which they can customize to suit their individual requirements.

Many people will want to add features, columns, or formatting to suit their
own requirements. It is entirely up to the individual user or company to
modify the scorecard template to fit their internal culture and terminology.

The DFSS scorecard is a big picture tool. Its three main objectives are:

• To organize all CTQs on a single sheet.
• To highlight CTQs with the greatest risk.
• To highlight CTQs with cost reduction opportunities.

Statistical experts will find many reasons to complain about DFSS
scorecards. While all statistical tools have assumptions and limitations, the
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DFSS scorecard ignores them all. The calculations used in the scorecard
assume that all statistics represent random samples, that all populations are
normally distributed and that all CTQs are mutually independent. These
assumptions are rarely, if ever, completely true. This book presents various
remedies for violated assumptions and rationales that may justify acceptance
of the false assumptions. DFSS scorecards generally avoid these issues in the
interest of simplicity and rapid decision-making.

Estimates and predictions that are accurate to several digits are not required
to accomplish the objectives of the DFSS scorecard. While the assumptions
behind the statistical tools are important, and individual engineers need to
pay attention to them, experience suggests that these issues rarely change
the course of decisions made with the help of the DFSS scorecard. However,
if an engineer realizes that violated assumptions would cause significant
errors in the scorecard, that engineer is responsible for correcting the
scorecard. One way to accomplish this is to override the standard formulas
with more accurate estimates. 

This chapter illustrates a DFSS scorecard consistent with well-established
Six Sigma and DFSS practices. Here are the fundamental concepts and
assumptions incorporated into this DFSS scorecard:

• All CTQ data is from samples of stable processes, measured with
acceptable measurement systems. Besides the scorecard, DFSS projects
require process capability studies and Gage R&R studies for all CTQs.
The company’s project management system must assure that each project
satisfies these requirements.

• All engineering data is short-term data. The scorecard requires the user to
enter the mean and short-term standard deviation estimates for each CTQ.
From these statistics, the scorecard calculates short-term capability
metrics CP and CPK. If a long-term sample is available, this sample is
easy to analyze to produce estimates of short-term standard deviation. If
an engineer predicts long-term behavior using tolerance analysis tools of
Chapter 11, enter these predictions as if they are short-term predictions.
As the project moves forward, the engineer should replace these analytical
predictions with short-term data measured from samples of physical units.

• Long-term defect rates include a mean shift of 1.5 standard deviations
toward the closest tolerance limit. 

• As a DFSS project objective, all CTQs should have CPK � 2.0. When
CPK � 2.0, defect rates will be extremely low, even after the effects of
long-term shifts and drifts. If short-term capability CPK � 2.0 and the
process mean shifts by 1.5 standard deviations, the long-term defect
rate will be no higher than 3.4 defects per million (DPM) units.
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This section offers a minimalist view of DFSS scorecards, using a template
that is as simple as possible while still reflecting Six Sigma principles listed
above. The design of this template reflects experience with many scorecards,
both good and bad. A good scorecard will motivate the right engineering
behavior while allowing the maximum creative freedom and flexibility. A good
scorecard is used by engineers throughout the project, not just in the days
before a gate review. A good scorecard adds value to a project. DFSS leaders
must monitor the perceptions of the engineers, who are the customers of the
scorecard. As customer needs change, so should the scorecard.

It is not easy to build a good Excel template that truly automates work
without adding more work. Here are a few guidelines for creating good
Excel templates, and in particular, DFSS scorecards.

• Make life as easy as possible for template users. There are always
many ways to do something in Excel. The way that makes a template
easier or more flexible for users is always best.

• Avoid Visual Basic for Applications (VBA) unless it is required. Native
Excel functions are faster than VBA and do not require users to adjust
their macro security settings.

• Protect the worksheet as little as possible. Unprotected worksheets
are preferred, because they provide maximum flexibility to the user. To
help users avoid overwriting formulas, protect only cells with formulas,
leaving as many unprotected cells as possible.

• Indicate cells for user data entry with a distinctive fill color. This
attracts the user’s attention to the few cells that require data.

• Do not put formulas in data entry cells. Some templates have a
formula in data entry cells that specifies a default value. This is bad
practice because users may overwrite the formula with a value, but if
they change their mind later, they cannot easily restore the default
value. Instead of this practice, use the ISBLANK function in another
cell to detect the presence of data.

• Distinguish between empty cells and zero values. This is particularly
important for tolerance limits when no tolerance limit is different from
a tolerance limit of zero. A good way to adjust formulas for an empty
cell is the ISNUMBER function, which returns TRUE if the cell
contains a number, or FALSE if it is blank or contains text.

• Provide plenty of rows. If a user needs more rows, provide instructions
for adding more rows at the bottom of the table.

• Test templates before mass deployment. Like any software product,
templates need verification and validation testing. Verification testing
should include a variety of extreme and incorrect data entries, such as
blanks, text values, negative numbers, extremely large numbers, and
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the like. People who trust the formulas will expect them to behave rea-
sonably, even if the data entry is unreasonable. To validate a DFSS
scorecard, find a project team willing to try it out on their design. Listen
carefully to their feedback, with particular attention to the users’
feelings and perceptions of the template.

There are many good books on Excel. Those by John Walkenbach (2003,
2004) are particularly thorough, readable, and helpful.

6.6.1 Building a Basic DFSS Scorecard

Figure 6-24 shows a DFSS scorecard template containing only basic
features. The title block contains a place for the project name and the CPK

goal, which is 2. Below the title block is the scorecard itself, containing 11
columns. Eight columns are for user data entry, and three columns contain
formulas to calculate CP, CPK, and DPMLT.

How to . . .

Create a Basic DFSS Scorecard Template in Excel

Here are the instructions and formulas necessary to create the scorecard template
shown in Figure 6-24.

• Enter title text. Open a new Excel workbook. In cell A1, enter a title for the
worksheet. Type Project Name in cell B3 and Cpk Goal in cell B4. Enter the
number 2 in cell C4. Enter column titles in row 7, as shown in Figure 6-24.

• Format cells for readability. Make columns B and C wider to permit text
entries. The easiest way to do this is to click on the line between column
headings B and C, and drag column B wider. Perform the same operation to
widen column C. Next, select all of row 7 and select Format  Cells. In the
Alignment tab, set the Wrap text check box. Under Horizontal, select
Center. Click OK.

Figure 6-24 The basic DFSS Scorecard
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• Enter formula for CP. In cell I8, enter this formula: 
=IF(AND(ISNUMBER(D8),ISNUMBER(E8),ISNUMBER(H8)),
(E8-D8)/(6*ABS(H8)),””)
This formula calculates CP only if cells D8, E8, and H8 contain numbers.
Otherwise, the formula puts an empty text string in the cell. The formula
calculates the absolute value of the standard deviation with ABS(H8) to
protect against the possibility of a negative number entered in the standard
deviation cell.

• Enter formula for CPK. In cell J8, enter this formula: 
=IF(AND(ISNUMBER(G8),ISNUMBER(H8)),
IF(ISNUMBER(D8),IF(ISNUMBER(E8),
MIN(E8-G8,G8-D8)/(3*ABS(H8)),
(G8-D8)/(3*ABS(H8))),
IF(ISNUMBER(E8),(E8-G8)/(3*ABS(H8)),””)),””)
This formula returns four possible values, depending on whether both,
either, or neither of the tolerance limits are specified. The formula requires
numeric values for both the mean and the standard deviation.

• Enter formula for DPMLT. In cell K8, enter this formula: 
=IF(AND(ISNUMBER(G8),ISNUMBER(H8)),
IF(ISNUMBER(D8),IF(ISNUMBER(E8),
1000000*(NORMDIST(D8,G8+IF(E8-G8<G8-D8,1.5,-1.5)*H8,H8,1)
+NORMDIST(-E8,-G8-IF(E8-G8<G8-D8,1.5,-1.5)*H8,H8,1)),
1000000*NORMDIST(D8,G8-1.5*H8,H8,1)),
IF(ISNUMBER(E8),1000000*NORMDIST(-E8,-G8-1.5*H8,H8,1),0)),””)
This formula returns four possible values, depending on whether both,
either, or neither of the tolerance limits are specified. When both tolerances
are specified, the calculation includes a test to see which tolerance limit is
closer to the mean. To calculate long-term defect rates, the mean is shifted
by 1.5 standard deviations to the closest tolerance limit.

• Apply number formats. Select cells I8 and J8. Select Format  Cells. In
the Number tab, select Number format with 2 decimal places. Click OK.
Select cell K8. Select Format  Cells. In the Number tab, select Number
format with 0 decimal places. Click OK.

• Use conditional formatting to turn the standard deviation cell red if the user
enters a negative number. Select cell H8. Select Format  Conditional
Formatting. In the Conditional Formatting form, select Cell Value Is and
less than. Enter 0 in the value box. Click the Format button. In the Font
tab, select Bold and select white font color. In the Patterns tab, select a
bright red cell color. Click OK. Figure 6-25 shows the Conditional
Formatting form at this point. Click OK to apply the conditional format. Test
the format by entering a negative number.

• Use conditional formatting to turn the CPK cell green or red depending on
its value. Select cell J8. Select Format  Conditional Formatting.
In the Conditional Formatting form, select Formula Is and type
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Figure 6-25 Adding Conditional Formatting to the Standard Deviation Cell

Figure 6-26 Adding Conditional Formatting to the CPK Cell

=(AND(J8> =$C$4,NOT(J8=””))) in the formula box. Click Format, and
in the Patterns tab, select a bright green cell color. Click OK. Click Add >>
to add a second conditional format. Select Formula Is and type
=(J8<$C$4) in the formula box. Click Format and select a bright red
pattern with bold white font. Click OK. Figure 6-26 shows the Conditional
Formatting form at this point. Click OK to apply the conditional format.
Test the format by entering different numbers in the tolerance limit cells, the
mean cell, and the standard deviation cell.
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• Verify the formulas. Enter in various combinations of data using the
example in Figure 6-28. The values returned by the formulas in cells I8, J8,
and K8 should match the values in the figure.

• Format data entry cells and add borders. Select cells C3 and C4. Select
Format  Cells. In the Patterns tab, select a light blue color. In the Border
tab, click the Outline and Inside buttons. Click OK to apply these formats.
Select cells A8 through H8. Select Format  Cells. In the Patterns tab,
click on a light blue color. Click OK to apply this format. Now select cells
A7 through K8. Select Format  Cells. In the Border tab, click the Outline
and Inside buttons. Click OK to apply the format.

• Fill the table with copies of row 8. Enter the value 1 in cell A8. Select cells
A8 through K8. At this point, the worksheet looks like Figure 6-27. The box
around the selected cells has a bump in the lower right corner. Notice that
the cursor shape changes when the cursor is over the bump. Click on the
bump and drag down approximately 20 rows. This action copies all the
formulas and formatting to fill out the DFSS Scorecard table.

• Format cells for readability. If desired, apply additional cell formats. To
duplicate the scorecard illustrated in Figure 6-24, change cell A1 to bold,
14-point font. Select all cells in the table and center text in the cells. Select
cells B3 to B4 and right-justify text. Select cells C3 to C4 and center text.

• Verify formulas. Enter in tolerance limits and statistics from the example
below to verify that the formulas return correct results.

Example 6.17

Julie is project engineer for a new product with the code name “Apteryx.”
Apteryx is a system with seven CTQs identified by the customer and the team
members. Julie tracks the latest information on these CTQs using the DFSS
scorecard shown in Figure 6-28.

For example, the first CTQ is flow accuracy, with a tolerance of �1% of full
scale. Measurements taken on prototype units show a mean accuracy of
�0.052%, with a standard deviation of 0.21%. From this data, the scorecard
indicates that CP � 1.59, CPK � 1.50, and DPMLT � 1288. Since this

Figure 6-27 The First Row of the Scorecard is Complete and Ready to Copy Down
to the Remaining Rows
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Figure 6-28 Basic DFSS Scorecard with Entries for the Seven CTQs of Project
Apteryx

characteristic does not meet DFSS requirements that CPK � 2, the cell with the
CPK is colored red.

The last item in the scorecard, port profile, is a CTQ with a single upper tolerance
limit of 0.03. Profile is defined so that it is always a positive number. The ideal
value of profile is zero, but zero is not the lower tolerance limit. The parts should
all have a profile measurement as close to zero as possible. Entering 0 in cell D8
would lower CPK, since the mean is much closer to 0 than to the upper tolerance
limit. Therefore, cell D8 should be empty, indicating that there is no lower
tolerance limit. This example is a good test case to detect if the scorecard formulas
correctly distinguish between a tolerance value of 0 and an empty cell.

Out of the seven CTQs, three do not meet DFSS requirements, as indicated by
the red CPK cells. The worst of these is the calibration process with CPK � 1.14
and a predicted long-term defect rate of 26,892 DPM. The team must find a way
to improve the calibration process. Since the product is still in development,
there may be a way to redesign it so it does not require calibration, eliminating
this row from the scorecard. The earlier a project team uses the DFSS scorecard,
the more options they have to fix problems identified by the scorecard.

Many companies require additional information on their DFSS scorecard.
Once the basic formulas are entered, the scorecard developer may insert rows,
insert columns, or reformat to meet individual requirements. However, one
must always try to keep the scorecard as simple as possible. If a feature does
not add value for a large number of users, it does not belong on the template.
Here are a few examples of added features that may be useful.

• Project information, such as team members, project numbers, and
important milestone dates may be added to the title section of the
scorecard, or moved to a separate worksheet.

• Instructions for using the scorecard may be listed in a separate
worksheet. Comments may be added to cells to remind users of how to
enter data or interpret results.
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• Additional descriptive information for each CTQ, such as part numbers
and reference information may require additional columns.

• Data source. Before actual measurement data is available, the scorecard
can organize predictions derived from engineering analysis or perhaps
expert opinion. Adding a column to contain E for expert opinion, A for
analysis or V for verification data is a good way to indicate that the team
has less confidence in some data than in other data.

• Overall project summaries. Once the DPM is available for each CTQ,
these may be added to predict total DPM. Since some CTQs may appear
more than once, this addition to the scorecard requires a quantity
column. The quantities and the DPMs may be multiplied and added
easily with the SUMPRODUCT function.
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Chapter

Detecting Changes

Many business decisions are driven or influenced by changes in processes.
To make the correct business decision, we must determine whether a process
changed or whether multiple processes are different from each other. Here
are a few examples:

• According to a supplier of grinding machines, adding an attachment
that backs off the grinding wheel when the part reaches its intended
diameter will reduce variation in finished part size. Does it really?

• A project manager insists that mechanical designers sit next to the
engineer when working on that engineer’s parts. The project manager
claims that this practice reduces drafting errors and improves pro-
ductivity. Does it really?

• A circuit board fabricator claims that a new supplier of controlled-
impedance dielectric material costs less and performs as well as the old
supplier. Does it really?

These examples have several elements in common. First, an important
business decision must be made, and someone advocates for one choice
over another. Second, data can be collected to evaluate the impact of one
choice over another. Third, statistical tools known as hypothesis tests can be
used to determine whether the data supports the choice or not.

This chapter introduces hypothesis tests as tools for decision makers. A
hypothesis test is an experiment planned, executed, and analyzed to decide
whether the data supports a stated hypothesis.

Throughout this book, the examples illustrate how all datasets contain random
noise added into every observation. At times, the noise is so large that it
obscures any signals we would like to measure. Figure 7-1 illustrates this
point. The shaded region represents random noise, caused by variation in a
process. Suppose we want to measure the effect of changing a process setting.
This effect can be viewed as a signal added to the noise. Any observation from

Copyright © 2006 by The McGraw-Hill Companies, Inc. Click here for terms of use.
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Noise

Signal 1 Signal 2

Figure 7-1 Signals Hide in Random Noise. Smaller Signals are Harder to Detect
than Larger Signals

this process contains both the signal and the noise. If the signal is small, like
Signal 1 in the figure, the signal is difficult to pick out of the noise, and we are
unlikely to detect it. If the signal is large, like Signal 2, it stands out from the
noise, and we are very likely to detect it.

Hypothesis tests are tools designed to detect signals from the surrounding
noise. Through proper planning and careful data collection, we can reduce
the size of the noise and increase the size of the signal. Following proper
hypothesis testing procedures increases the probability of detecting signals.

Confidence intervals play a very important role in hypothesis testing. The
previous chapters illustrated the use of confidence intervals to describe the
probable ranges of population characteristics. In a hypothesis test, we will
calculate confidence intervals to estimate the true size of signals. Very often,
interpreting the confidence interval is all we need to decide whether the
hypothesis is supported by the data or not.

All hypothesis tests in this chapter assume that the noise is normally dis-
tributed. If the noise really is normally distributed, then these procedures are
the most powerful procedures available. That is, they can detect smaller
signals with higher probability than procedures that do not assume a normal
distribution. However, if the noise is not normal, these procedures will result
in incorrect conclusions more often than we would like. Chapters 8 and 9
provide some methods for detecting changes in processes with noise that is
not normally distributed.

This chapter starts with an explanation of terminology and procedures for
hypothesis testing, followed by specific instructions for the following tests:

• One-sample test for an increase, a decrease, or a change in variation.
• Two-sample test for a difference in variation between two processes.
• Test for a difference in variation between more than two processes.
• One-sample test for an increase, a decrease, or a change in process

average.
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Define objective
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Figure 7-2 Flowchart for Hypothesis Testing

• Two-sample test for a difference in average between two processes.
• Test for a difference in average between more than two processes.
• Comparison of repeated measures of a process average.

This chapter provides instructions to perform each of these tests in
MINITAB. The simpler tests can also be calculated by hand or using Excel,
if MINITAB is unavailable.

7.1 Conducting a Hypothesis Test

This section defines terminology used in hypothesis testing and provides a
common process for all hypothesis tests. Figure 7-2 is a flowchart describing
general steps to follow for almost every type of hypothesis test. The
following subsections discuss each of these steps in detail. A case study
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provides an example for this section, using a hypothesis test procedure
called a one-sample test for a decrease in variation.

7.1.1 Define Objective and State Hypothesis

Every experiment requires an objective, expressed as a question in simple
language. This is the most important step in the process, but it is often
overlooked. Sometimes an experimenter finds it difficult to write down an
objective question, because there is no clear objective. The desire to run off
and get some data can cause people to unwisely skip this step.

After an objective question is written in plain language, it must be translated
into a hypothesis statement for the statistical procedure. The hypothesis
statement has two parts, a null hypothesis H0, and an alternative hypothesis
HA. Using the signal and noise analogy of Figure 7-1, the null hypothesis
H0 represents “no signal,” and the alternative hypothesis HA represents “a
signal is present.”

First, consider how to define the objective question. An objective for a
hypothesis test is a single question about a characteristic of a process or a
population; the question will be answered by collecting and analyzing data.
A typical objective question asks whether a population characteristic is
higher, lower, or different from a specific value, or from the same charac-
teristic of another population. Very often, an objective question must be
rephrased or simplified before a single hypothesis test can be selected. Here
are some examples:

• “Which is the best connector for the printhead cable?”

This question expresses a goal for a procurement project, but it is too broad
to identify a specific hypothesis test. To narrow this down, one must specify
which one of the many characteristics of the connector to evaluate, and what
standard to use to make the ultimate decision. This project objective may
lead to several hypothesis tests. One of them is given as the next example.

• “Which connector type has the least variation in contact resistance
following life and humidity tests?”

This objective asks about a specific and measurable connector characteristic.
Further, it asks about the variation of that characteristic. The engineer
understands that variation in resistance is an early indicator of connector
failure, so the best connector choice will have the least variation. Here is an
equivalent objective: “Do the connector types have different variation in
contact resistance following life and humidity tests?” Answering this
question will also answer the original “Which is least” question.



Detecting Changes 389

• “Is the average thyristor leakage current at 500 V and 55°C more
than 1 mA?”

This objective statement clearly and precisely specifies what question is to
be answered, including environmental conditions for the measurement.
Note that the objective concerns the average current. A separate objective
statement might ask whether the standard deviation of leakage current is
less than a target value for variation. Both of these objectives about
thyristors call for one-sample hypothesis tests. A one-sample test involves
one sample from a population and compares an estimated population char-
acteristic to a specified value.

• “Do camshafts from supplier B have less variation in overall length
than camshafts from supplier A?”

This objective statement asks for a comparison of two samples of camshafts,
one sample from each supplier. Therefore, this objective calls for a two-
sample hypothesis test.

After the objective is defined in the form of a single question about a pop-
ulation characteristic, it must be translated into the language of hypothesis
testing. We do this by defining a null hypothesis H0 and an alternative
hypothesis HA.

Null Hypothesis A null hypothesis H0 is a statement about a population
characteristic. If H0 is true, there is no signal to be detected from the
noise in the observed data. Figure 7-3 illustrates this situation on the
left side of the figure. Generally, H0 involves a statement of equality.
For example, in a test to determine if the standard deviation of a pop-
ulation is less than a specific value �0, the null hypothesis is H0: � � �0.
In a test to determine if the average of two populations is different, the
null hypothesis is H0: �1 � �2.

Alternative Hypothesis An alternative hypothesis HA is a statement
about a population characteristic, which might be proven by the

Noise

H0:
Signal = 0 

HA:
Signal ≠ 0 

Figure 7-3 Null and Alternative Hypotheses as Signals in the Noise



390 Chapter Seven

hypothesis test. If HA is true, the signal is nonzero as shown in Figure 7-3.
If the signal is large enough, we are very likely to detect the signal in
the data and conclude that HA is true. If the objective asks about an
increase or a decrease, then HA includes < or >, and is called a one-
tailed alternative. If the objective asks whether something is different,
then HA includes �, and is called a two-tailed alternative. For
example, in a test to determine if the standard deviation of a population
is less than a specific value �0, the alternative hypothesis is HA: � � �0,
which is one-tailed. In a test to determine if the averages of two popu-
lations are different, the alternative hypothesis is HA: �1 � �2, which
is two-tailed.

Table 7-1 lists some generic examples of objective questions, hypotheses,
and the type of test indicated to answer each objective question.

In each of the examples discussed here, the alternative hypothesis HA can be
proven true if a signal is detected from the surrounding noise. But suppose no
signal is detected. This could mean there is no signal (H0 is true), or it could
mean the signal is too small to be detected (HA is true, but the signal is small).

Table 7-1 Example Objective Questions and Hypotheses for Testing

Hypotheses
Objective Question H0 and HA Hypothesis Test

Does (process) have a H0: � � �0 One-sample test for decrease
standard deviation less HA: � � �0 in standard deviation.
than � � (specific
value �0)?

Does (process 1) have H0: �1 � �2 Two-sample test for 
a standard deviation HA: �1 � �2 difference in standard 
different from deviation.
(process 2)?

Does (process) have H0: � � �0 One-sample test for increase
an average higher than HA: � � �0 in average.
� � (specific value �0)?

Do (processes 1, 2, 3, H0: �1 � �2 Multiple-sample test for
and 4) have different � �3 � �4 change in average, also 
averages? HA: at least one �i called analysis of variance 

is different (ANOVA)
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If no signal is detected, this does not prove H0; it only fails to prove HA. In
all hypothesis tests, HA is a statement which might be proven true, if the data
supports it. H0 is a statement which might be proven false, but cannot be
proven true.

In this respect, hypothesis testing is similar to a criminal trial. In the U.S., a
defendant is presumed innocent until proven guilty beyond a reasonable doubt.
Therefore, the null hypothesis is H0: innocent. The alternative hypothesis is
HA: guilty. During the trial, evidence is presented, and the judge or jury
deliberates. If the evidence proves guilt beyond a reasonable doubt, then the
verdict is guilty, and HA is proven true. If the evidence for guilt is not that
strong, then the verdict is not guilty. Notice that a verdict of not guilty is not
proof of innocence. 

In a hypothesis test, only the alternative hypothesis can be proven. This can
cause a problem, because sometimes we would like to prove something that
cannot be proven. For example, consider a design verification test where a
sample of motors is tested before and after a life test. Suppose the average motor
performance before is �1 and after is �2. The hypothesis for this test is stated
this way: H0:�1 � �2 and HA: �1 � �2. We want the test to succeed by not
finding a difference. Suppose the test is completed, and there is no signal strong
enough to prove HA. This could mean that H0 is true, and nothing changed; it
could also mean that HA is true but the change was too small to be detected.

If a hypothesis test is designed properly, with an adequate sample size, then
a signal too small to be detected will also be too small to matter in the
business decision. If the signal is too small to matter, then we should
conclude that H0 is true and make our business decision accordingly. The
validity of this decision depends on proper sample size calculations and the
validity of assumptions required for the hypothesis test. These issues will be
discussed in greater detail as each test is introduced.

Example 7.1

Harold is a green belt and a machinist in the grinder department of a machine
shop. The grinder department contains several machines for grinding outer
diameters, which are called OD grinders. Control charts on the grinding
processes show that the processes are stable. One machine in particular has a
standard deviation of �0 � 0.12 mm. This is too much variation for most appli-
cations, but the company cannot afford to replace the machine.

Harold assembles a team to work on this problem using Six Sigma methods.
The team includes a manufacturing engineer and a facilities representative
who is responsible for maintenance on the machine. During the project, the
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team consults the grinder manufacturer, who recommends an attachment for
the grinder. This attachment senses the part diameter during the grind
operation and backs the grinding wheel away from the part when the diameter
reaches its target value. Harold’s team wants to test the attachment by running
a sample of parts using the attachment and measuring the standard deviation
of that sample.

Here is the objective for this hypothesis test: “Does the attachment reduce the
standard deviation of OD grind diameters below the current value �0 � 0.12
mm?” Based on the words chosen for the objective, this is a one-sample test
comparing standard deviation to a specified historical value. Also, since the
question asks about a reduction in standard deviation instead of a change in
standard deviation, the alternative hypothesis is one-tailed. Therefore, the
hypothesis statement is H0: � � 0.12 mm versus HA: � � 0.12 mm.

As Harold reviews this with his team, Jerry asks a good question, “What if � is
greater than 0.12 with the attachment?”

Harold answers, “That doesn’t matter. If the attachment increases variation, we
won’t buy it. If there is no change in variation, we won’t buy it. We only want
to know if it significantly decreases variation.” 

In the example, Harold defined a one-tailed alternative hypothesis. If the
objective question were looking for a change in variation, instead of a
reduction in variation, the alternative hypothesis would be HA: � � 0.12, a
two-tailed alternative.

7.1.2 Choose Risks � and � and Select Sample Size n

Once a hypothesis test is defined, the next step is to establish risk levels. In
every hypothesis test, two types of errors could occur. The probabilities of
these two errors, known as � and �, can be controlled. Based on the desired
levels of � and �, the sample size n can be calculated.

Using the analogy between a criminal trial and a hypothesis test, the two
forms of error can be easily understood. In a criminal trial, the truth is that
the defendant is either innocent or guilty. Perhaps only the defendant knows
the truth with certainty. At the end of the trial, the verdict of the court is
either guilty or not guilty. So there are 2 
 2 � 4 combinations of the truth
and the verdict, as shown in Figure 7-4. 

Suppose the defendant is truly innocent. If the verdict is not guilty, this is
the correct decision. But if the verdict is guilty, this is an error of Type I. The
probability of convicting an innocent defendant is �.
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Figure 7-4 Four Possible Outcomes of a Criminal Trial, Formed by Combinations
of the Truth and the Verdict

Now suppose the defendant is truly guilty. If the verdict is guilty, this is the
correct decision. But if the verdict is not guilty, this is an error of Type II.
The probability of acquitting a guilty defendant is �.

William Blackstone wrote, “Better that ten guilty persons escape than that
one innocent suffer.”1

This statement, which has become known as Blackstone’s ratio, suggests
that a trial should control risks so that � � 10�. A trial controls � by setting
a high standard for conviction: proof of guilt, beyond a reasonable doubt. In
practice, � is difficult to control, and depends on the situation. If the
defendant is truly guilty, the probability of acquittal depends on how much
evidence is presented, and on how well the investigators and attorneys do
their jobs. Some crimes are more difficult to detect and to prove than other
crimes. During the trial, the judge may decide to exclude certain evidence
because it is prejudicial. Excluding such evidence is a tool to control �, the
risk of a false conviction, even though this might increase �, the risk of a
false acquittal.

In a hypothesis test, there are also four possible outcomes, as illustrated in
Figure 7-5. In truth, either H0 or HA is true. We decide to accept HA if the
data supports it, or to accept H0 otherwise. It is more accurate, and also more
confusing, to say that we “fail to reject H0” if the data does not support HA.
But in practice, a decision has to be made. So if the data does not support HA,
we are usually going to make the business decision as if we accept H0.

1 William Blackstone (1723–1780), Commentaries on the Laws of England, 1765.
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Figure 7-5 Four Possible Outcomes of a Hypothesis Test, Formed by Combinations
of the Truth and the Decision

If H0 is true, and there is no signal to be detected, there is a possibility that
random noise will lead us to believe a signal is present, and to accept HA when
it is not true. This is a Type I error, also called a false detection. We can control
�, the probability of a Type I error, to be any value we choose, between 0 and 1.
A typical choice is � = 0.05. With � � 0.05, on average, 5% of hypothesis tests
performed when there is no signal present will result in a false detection.

If HA is true, and a signal is present, there is a possibility that random noise
will lead us to believe there is no signal, and to accept H0 when it is not true.
This is a Type II error, also called a missed detection. The probability of a
Type II error is �. This probability always depends on the size of the signal.
Large signals are easy to detect, and small signals are hard to detect. For this
reason, values of � must be accompanied by a description of the size of
signal that will be missed with probability �.

Figure 7-6 illustrates the four possible outcomes of a hypothesis test using
the signal to noise analogy. The hypothesis test procedure will estimate the
signal size using the available data and compare the estimate to a decision
rule. In Figure 7-6, the decision rule is represented by dashed lines. If the
estimated signal is outside the dashed lines, the decision is to accept HA. If
not, the decision is to accept H0.

Because the estimated signal includes noise, it will not match the signal. If
H0 is true, the estimated signal may be outside the dashed lines, leading the
experimenter to accept HA when it is not true. This Type I error has prob-
ability �. If HA is true, the estimated signal may be inside the dashed lines,
leading the experimenter to accept H0 when it is not true. This Type II error
has probability �.
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Figure 7-6 The estimated Signal is Always Different From the true Signal. When
This Difference Crosses Decision rule lines, errors result

After � is selected and � is selected for a specified signal size, the next step is
to calculate the sample size required to perform the test at the selected risk
levels. This may be a difficult calculation to perform, and for many tests, only
approximate sample size formulas are available. For some common hypothesis
tests, MINITAB contains functions that calculate sample size requirements.
Whether approximate or exact, it is always possible to calculate relationships
between �, � for a specified signal, and sample size.

Example 7.2

In Harold’s OD grinder example, the historical standard deviation for the
grinding process is �0 � 0.12 mm. Harold will test whether an attachment to
the grinder reduces variation by grinding a sample of parts with the attachment
and calculating the sample standard deviation s. If s is less than a critical value
s*, then Harold will conclude that the attachment does reduce variation.

Suppose that H0 is true, and the attachment does not change the variation of the
process. The sample standard deviation s is random, and has a distribution like
the one shown in Figure 7-7. This distribution is called a sampling distribution
for s, since it is a distribution of a statistic calculated from a sample. Figure 7-7
shows a sampling distribution for s assuming that �0 � 0.12 and the sample size
n � 12. The arrows at the bottom of the figure indicate the values of s, which
lead to accepting H0 or to accepting HA.

If H0 is true, and the attachment does not reduce variation, Harold wants to
have a small probability of incorrectly deciding that it does reduce variation.
This would be a Type I error, with probability �. Harold decides to set � � 0.05.
This choice of � determines where the critical value s* will be. Figure 7-7
shows that P [s � s*] � � if H0 is true and �0 � 0.12. Therefore, the prob-
ability of a Type I error is controlled by selecting the critical value s*.
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Figure 7-7 Sampling Distribution of s,When � � 0.12. If s � s*, a False Detection
Error Happens, With Probability �

If HA is true, and the attachment reduces variation, Harold’s team must decide
how much of a reduction they want to detect. The team decides that a 50%
reduction in variation, to � � 0.06, is a significant improvement, and would
justify purchasing the attachment. Therefore, if the true value of � is 0.06, they
want a high probability of accepting HA, and a low probability making a Type II
error by deciding there is no reduction and accepting H0.

In Figure 7-8, the bold distribution is the sampling distribution of s, if the
standard deviation � � �� � 0.06. In this case, the correct decision is to accept

0 0.03 0.06 0.09 0.12 0.15 0.18 0.21 0.24

s∗

If s < s∗, accept HA If s > s∗, accept H0

s0sb

b

Figure 7-8 Sampling Distributions of s, When � � 0.06 and 0.12. If � � 0.06 and
s � s*, a Missed Detection Error Happens, With Probability �
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HA, so the probability of observing s � s* and accepting H0 is �, the prob-
ability of a Type II Error. That is, P [s � s*], if HA is true and � � �� � 0.06.

Harold’s team has decided to set the risk of false detections � � 0.05, if � �
�0 � 0.12, and the risk of missed detections � � 0.10, if � � �� � 0.06. Here
is a formula to calculate the approximate sample size to meet these requirements
(Bothe, 2002, p 786)

In this formula, Zp is the 1-p quantile of the standard normal distribution. Zp can
be calculated in Excel with the formula =-NORMSINV(p), and selected values
are listed in Table 7-2. 

Harold calculates sample size this way:

To be safe, sample size calculations should always be rounded up. Harold’s
team decides to grind a sample of n � 12 parts with the attachment to
determine if it really reduces variation.

In practice, sample sizes for hypothesis tests and other experiments are also
selected to meet time and resource constraints. There is always a limit to the
amount of time and material available for testing, and these constraints must
be considered as an experiment is planned.

Because some sample size calculations are difficult, it is tempting to ignore
them and to plan experiments purely on the basis of available resources.
This is a wasteful practice. Even if the final decision on sample size is
determined by resources, a thorough experimenter will use the sample size
calculations to determine what risk levels can be achieved and what signals
can be detected using the available resources. With this knowledge, an

n � 1 � 0.5aZ0.05�0 � Z0.1��

�0 � ��
b2

� 1 � 0.5a1.645 
 0.12 � 1.282 
 0.06
0.12 � 0.06

b2

� 11.5 

n � 1 � 0.5aZ��0 � Z���

�0 � ��
b2

 

Table 7-2 Selected Quantiles of the Standard Normal Distribution

p .50 .25 .20 .15 .10 .05 .025 .01 .005

Zp 0.000 0.674 0.842 1.036 1.282 1.645 1.960 2.326 2.576
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informed team can decide whether to proceed with the plan, lobby for more
resources, or look elsewhere for a solution to the problem.

Consider these alternate versions to the previous example, which illustrate
the waste of ignoring sample size calculations.

Example 7.3

To enable a new DFSS program to meet its objectives, the standard deviation
for the grinding process must be reduced from � � 0.12 to � � 0.10. A
procedure change is proposed to make this improvement. Harold applies the
sample size formula with � � 0.05 and � � 0.10 and finds that a sample size
of n � 133 is required. The manufacturing manager objects to this plan, and
approves a sample size of n � 20.

Suppose Harold accepts this decision and runs the test with n � 20. The sample
standard deviation is s � 0.09 under the new procedure, which looks good, but
this evidence is not strong enough to accept HA. Harold could accept H0, and
say that nothing changed, but he finds that hard to believe. He thinks that with
a larger sample size, the conclusion would have been different. This is the
uncomfortable situation for which statisticians invented the phrase, “we failed
to reject the null hypothesis H0.”

In this situation, the entire experiment may have been a waste of time and
resources. The experiment produced weak evidence that variation was reduced
by the change (s � 0.09), but this evidence is not strong enough to prove HA

beyond the error rate of � = 0.05.

Instead of this path, Harold decides to offer alternatives to his manager. Here
are four different options for the design of this hypothesis test:

Option 1: � � 0.05, � � 0.77, �� � 0.10, and n � 20: This is the option as
approved by the manager. If the sample size is 20, there is a 77% probability
of missing a shift in standard deviation from 0.12 to 0.10.

Option 2: � � 0.32, � � 0.25, �� � 0.10, and n � 20: Keep the sample size at
20 and trade off missed detections (�) for false detections (�). This option
has a 32% probability of a falsely detecting a change when there is none, and
a 25% probability of missing a shift in standard deviation from 0.12 to 0.10.

Option 3: � � 0.05, � � 0.27, �� � 0.08, and n � 20: If we relax the
requirement to detect a change from �� � 0.10 to �� � 0.08, the probability
of missing this change drops from 77% to 27%. By doubling the size of the
signal we want to detect, we are more likely to detect it.

Option 4: � � 0.05, � � 0.58, �� � 0.10, and n � 40: Doubling the sample
size to 40 reduces the probability of missing the signal from 77% to 58%.

With these options, Harold and his manager can make an informed decision to
proceed with the test, alter the test design, or cancel it.
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Figure 7-9 Four Options in Response to Insufficient Sample Size

Any time the available sample size is inadequate to meet the objectives of a
hypothesis test, there are four basic options illustrated in Figure 7-9.

• Option 1 is to run the experiment as planned, and accept the high risk
of missing a signal of the size that is interesting to the experimenter.

• Option 2 is to trade off one risk for another. In the previous example,
Harold may be willing to accept a higher risk of false detections to
lower his risk of missing detections.

• Option 3 is to recalculate sample size to detect a larger signal. If
detecting the larger signal is sufficient to meet the business objective
for the experiment, this is a viable option.

• Option 4 is to increase sample size. This will reduce the size of the
noise and increase the probability of detecting a small signal.

An infinite variety of choices may be formed by combining the above
options. By entering the sample size formula into an Excel worksheet, an
experimenter can easily explore the impact of different decisions about risk
levels, signal size, and sample size.

The following example illustrates a different type of waste that happens
when experimenters ignore sample size calculations.

Example 7.4

In an earlier example, Harold calculated a required sample size of 12, which
will detect a reduction in standard deviation to �� � 0.06 with error rates � �
0.05 and � � 0.10.

Suppose that Harold picked a sample size out of the air instead of performing
the calculation. Suppose he selects n � 30 because he has always heard 30 was
a good sample size. If Harold runs the experiment with a sample of 30 units, it
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will almost certainly detect a reduction in variation to �� � 0.06. Even if the
reduction is smaller, for instance, �� � 0.08, the sample size of n � 30 is very
likely to detect it.

The business decision motivating the test is whether to buy the attachment for
the grinder, which the manufacturer claims will cut variation in half. If the
attachment cuts variation by less than this amount, the company will not buy it.
Since a sample size of n � 12 is sufficient to make this business decision,
running a larger sample size of n � 30 is a waste of resources to test 18 more
units than necessary.

7.1.3 Collect Data and Test Assumptions

Once the experimenter has properly planned the hypothesis test, collecting
the data is simply a matter of following the plan. As a final planning step,
consider whether the hypothesis test requires randomization.

Depending on the process of performing measurements, many one-sample
hypothesis tests require randomization. If physical parts are made by one
process and measured by another process, randomizing the order of meas-
urements is important. This is especially true if the measurement process is
marginally acceptable (GRR%Tol � 10%) or if measurement system
analysis has not been performed. Randomizing the order of measurement
will assure that the repeatability and reproducibility of the measurement
system shows up as noise, instead of polluting the signal with extraneous
measurement system error.

In a two-sample hypothesis test, which compares one process to another
process, it is important to measure both samples in a combined randomized
sequence, rather than measuring process 1 and then process 2. This assures
that any bias or drift in the measurement process will not appear to be a dif-
ference between the two processes.

Chapter 5 discussed randomization in more detail, as it pertains to meas-
urement system analysis. The same methods and ideas apply to hypothesis
tests and to all other experiments too.

After the data are collected, the experimenter should test the assumptions
required for the hypothesis test. The specific assumptions will vary according
to the specific test. In general, most test procedures make three assumptions.
Table 7-3 lists these assumptions with actions to be taken before the test to
prevent problems, and methods to apply after the test to check the assumptions.
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Table 7-3 Three Common Assumptions for Hypothesis Tests

Assumption Pre-Test Preventive Action Post-Test Tools to Test Assumption

Assumption Zero: The sample is Define objectives Testing is not possible
a random sample of mutually
independent observations from

Define process of interest, and collect data 

the process of interest.
from that process

Select parts randomly

Randomize trial order

Assumption One: The process Review prior control charts Control charts
is stable.

Assumption Two: The process Review prior histograms Histograms
is normally distributed Probability plots
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Assumption Zero states that the sample is a random sample of mutually
independent observations from the population of interest. Since there is no
way to test this assumption after the data is collected, violations of this
assumption must be prevented by proper planning. Planning to satisfy
Assumption Zero requires that the process of interest is defined, and the
data must be gathered from that process.

A common example of violating Assumption Zero is the testing of lab pro-
totypes to predict production performance. If engineers or lab technicians
manufactured the prototypes, they will not represent production units. A test
sample intended to represent production units should be produced by pro-
duction machines, people and methods, using documented standard
operating procedures (SOP).

Experimenters can face strong opposition to their requests for samples of
production units. It is expensive to interrupt production, especially when
demand exceeds capacity. Some companies reach a compromise by estab-
lishing a separate prototype manufacturing area using production machines,
people, and methods. This can be a practical solution, but it requires close
attention to matching procedures between the prototype and production
areas. Any small difference may result in false conclusions from verification
tests, leading to costly problems to be solved after the new product is
launched. Rotating staff between production and prototype areas is a wise
precaution to avoid the use of different procedures and methods.

Another aspect of Assumption Zero is the requirement for a random sample
of mutually independent observations. A random sample is one for which
every member of the population of interest has equal probability of being
selected. In most Six Sigma and DFSS projects, the population includes
parts that will be manufactured months or years into the future. Without a
time machine, strict compliance with this assumption is impossible.

The antidote for this technical problem is the standard operating procedure
(SOP). Every production process requires SOPs to be defined, documented,
and managed under a revision control system. SOPs express the design intent
of the process. With effective SOPs in place, we can reasonably assume that
the process will be consistent today and into the future. Maintaining this
assumption is the continuing responsibility of the process owners.

Assumption One states that the process is stable. In earlier chapters, we
have seen how control charts detect evidence of instability in process
behavior. Before the test, experimenters should review any evidence from
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previous capability studies or ongoing control charts if these are available.
If the experimenter has evidence that the process is unstable, the process
must be stabilized before proceeding. The only hypothesis test appropriate
for an unstable process would be to identify the root cause of the instability
or to verify stability improvements.

After the data is collected for a hypothesis test, an appropriate control chart
will evaluate the sample for signs of instability. Because the sample size is
relatively small in most hypothesis tests, an IX,MR control chart is usually
the most appropriate choice. For a two-sample hypothesis test, two control
charts are required, one for each sample. If the control chart indicates that
the process is unstable, the experimenter should address this issue before
proceeding with the hypothesis test.

Assumption Two states that the process is normally distributed. More
precisely, the assumption states that the noise in the process is a normally
distributed random variable, when the null hypothesis H0 is true. During
the planning of a hypothesis test, the experimenter can evaluate this
assumption by viewing histograms or normal probability plots of prior
process data. After the test, a histogram or normal probability plot of the
sample collected for the hypothesis test will show if the distribution is
nonnormal. A two-sample test requires two histograms or probability plots,
one for each sample.

There are several options to consider if the process distribution seems to be
nonnormal:

• Apply a procedure that does not assume a normal distribution. These
procedures are called nonparametric or distribution-free tests. Chapter 9
introduces some of these methods.

• Apply a transformation to the data that changes the nonnormal dis-
tribution to a normal distribution. The Box-Cox or Johnson transfor-
mations may be used for this purpose and are discussed further in
Chapter 9. Transformations are not always successful, but when they
are, a normal-based hypothesis test on transformed data is more
sensitive to smaller signals than a nonparametric test.

• Proceed with the normal-based hypothesis test, applied to the nonnormal
data. Any experimenter who does not check hypothesis test data for
normality is effectively making this choice without realizing it. The impact
of this decision is that the risk levels � and � will not be as planned. For
example, a hypothesis test planned with � � 0.05 and � � 0.10 might
have an actual error rate of � � 0.35 and � � 0.01 if the procedure is
applied to nonnormal data. Depending on the distribution, false detections
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and missed detections could be more or less likely than one would like.
Therefore, it is unwise to proceed with a normal-based hypothesis test
when the data appears to be nonnormal.

Example 7.5

The OD grinder team, led by Harold, has assessed the three assumptions before
collecting data.

Assumption Zero is satisfied because the hypothesis test will use the same
machine, the same machinist, and the same procedures as regular production.
The only difference will be the variation-reducing attachment, which the test is to
evaluate.

A previous capability study on the grinder showed that the distribution is rea-
sonably normal. Ongoing control charts show the process is stable. Therefore,
the normal-based hypothesis test is appropriate for this situation.

As planned, Harold grinds n � 12 parts with a nominal diameter of 10.500 mm,
using the new attachment. Then, the diameter of the parts is measured using the
coordinate measuring machine (CMM) instead of calipers, because the CMM
has much better Gage R&R metrics. The list of the diameter measurements of
the 12 parts is:

10.490 10.470 10.495 10.575 10.530 10.575

10.440 10.535 10.460 10.475 10.510 10.485

An IX,MR control chart tests this data for signs of instability. Figure 7-10 is
an IX,MR control chart of this sample, showing no signs of instability. With
only 12 data points, the IX,MR control chart will only detect very large shifts.
For this reason, it is important to consider stability in the planning of the
hypothesis test. Since the OD grind process is old and established, Harold’s
team has ongoing control charts to justify the assumption of stability.

A histogram may be used to look for signs of nonnormality. Figure 7-11 is a
MINITAB graphical summary of the data, including a histogram, a box plot,
and a variety of statistics. With only 12 data points, the histogram cannot be
used to prove or refute a normal distribution. The graphical summary includes
the Anderson-Darling normality test, discussed further in Chapter 9. Because
the P-value for this test is large (0.522), Harold decides to accept the
assumption of normality.

It is better to assess the stability and normality assumptions before the test
rather than after the test, if the data is available. However, if the process is
truly new and no data is available, then control charts and histograms should
be used after the test to look for signs of major problems.
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Figure 7-10 Control Chart of Diameters of 12 Parts

7.1.4 Calculate Statistics and Make Decision

The statistical goal of a hypothesis test is to decide whether to accept HA or
H0. We have three different methods to analyze the sample, all of which will
lead to the same decision. However, two of these ways provide additional
and useful information. Table 7-4 summarizes these three methods.

The critical value method is the classical way to analyze a hypothesis test.
If all we care about is deciding between H0 and HA, this is the method to
use. Critical values may be found in tables appropriate for the particular test
being performed. By comparing the test statistic to the critical value, we can
make the required decision.

Example 7.6

In Harold’s OD grinder test, the critical value is determined by this formula:

In this example,

n � 12 and � � .05, so T2(n, �) � 0.6449,

and .

Table H in the Appendix lists values of T2(n, �).

s* � 0.6449 
 0.12 � 0.0774  

s* � T2(n, �) 
 �0 
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10.57510.55010.52510.50010.47510.450

Median

Mean

10.5310.5210.5110.5010.4910.4810.47

Anderson-Darling Normality Test

Variance 0.002
Skewness 0.522364
Kurtosis −0.560865
N 12

Minimum 10.440

A-Squared

1st Quartile 10.471
Median 10.493
3rd Quartile 10.534
Maximum 10.575

95% Confidence Interval for Mean
10.476

0.30

10.531
95% Confidence Interval for Median

10.471 10.534
95% Confidence Interval for StDev

0.031 0.073

P-Value 0.522

Mean 10.503
StDev 0.043

95% Confidence Intervals

Summary for Diameter

Figure 7-11 Graphical Summary of Diameters of 12 Parts
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Table 7-4 Three Methods of Analyzing Hypothesis Tests

Example in Test of 
H0: � � �0 versus

Method Description HA: �0 � �0 Advantages

Critical Calculate test If s � s*, then accept HA; Can do with 
value statistic; look up otherwise, accept H0. tables.

critical value; 
compare.

Confidence Calculate confidence Calculate 100(1 � �)% Can do with 
interval interval for critical upper confidence bound tables.

parameter; if H0 is for �. If �0 � U� Provides 
included in accept H0. Otherwise, interval 
confidence interval, accept HA. estimate of the 
accept H0. signal size.

P-value Calculate P-value, P-value � Consistent
the probability of . interpretation 
observing a more In this formula, sObs of P-value for 
extreme test statistic, is the observed value all hypothesis 
if H0 is true. If P-value of s. If P-value ��, tests.
��, accept HA. accept HA. Provides

relative
measure of
signal size;
larger signals
create smaller
P-values.

P[s � sObs Z� � �0] 

From the observed data, the sample standard deviation s � 0.043. Since s � s*,
this is strong evidence that variation has been reduced by the attachment, so we
should accept HA.

The critical value method helps us make the decision, but it tells us nothing
else about whether the signal is strong or weak. In a Six Sigma project, we
usually need more of a quantitative measurement of the signal, so we can
calculate the size of improvements. Simply applying the critical value
method does not give this vital knowledge.

Confidence intervals provide a range of values that contain the true value of a
process characteristic with high probability. They are easy to calculate for



408 Chapter Seven

many process characteristics, and they may be used to decide between H0 and
HA. In most hypothesis tests, H0 is a statement of equality, like H0: � � �0.
If the 100(1 � �)% confidence interval for � includes �0, then we can accept
that H0 is true. If �0 is outside the confidence interval, then we can accept that
HA is true. Once we have decided that the signal is present, the confidence
interval includes the true size of the signal with probability 1 � �. This is very
useful information.

Example 7.7

In the OD grinder example, a 100(1 � �)% � 95% upper confidence bound
for � is calculated by this formula:

Therefore, Harold is 95% confident that the standard deviation of the grinder is
less than 0.067 with the attachment. The standard deviation � is between 0.000
and 0.067 with 95% confidence. Since the original value �0 � 0.012 is outside
this interval, this is strong evidence to accept HA and conclude that standard
deviation has been reduced.

Furthermore, the confidence interval gives us an idea how much standard
deviation has been reduced. At the confidence bound, the reduction is

Therefore, Harold concludes that the attachment reduces standard deviation by
at least 44% with 95% confidence.

P-values provide a third way to make a hypothesis test decision. If the null
hypothesis H0: � � �0 is true, then the estimate of � is unlikely to be very
far away from �0. For a specific test, we know how estimates of � are dis-
tributed, so we can calculate the probability of observing an estimate of �
farther away from �0 than the value we observed in the test.

In the example of the one-sample test for a decrease in variation, the test
statistic is the sample standard deviation s. If H0: � � �0 is true, then we
know how s is distributed. If H0 is true, the probability of observing a lower
value of s than the one we observed is the P-value. That is, the P-value is

.

The main advantage of P-values is that they have a consistent interpretation
among all hypothesis tests. The formulas for calculating the P-value vary, but
the interpretation is the same. If P-value � �, then accept HA. Small P-values
indicate strong signals, so the P-value is a relative indication of the size of

P[s � sObs Z� � �0] 

0.12 � 0.067
0.12

100% � 44%

U� �
s

T2(n, �)
�

0.043
0.6449

� 0.067 
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each signal. Hypothesis tests analyzed by computer almost always produce P-
values. This is helpful for Six Sigma practitioners who are not statistical
experts. For infrequent users, a statistical report may be a confusing mass of
unknown terminology, but interpreting a P-value is easy and consistent.

Example 7.8

Harold cannot calculate a P-value for his test by reading a value from a table. Also,
the one-sample test for variation is not included among MINITAB’s standard menu
of tests. However, the P-value can be calculated using a simple formula in Excel.

If H0 is true, and � � �0 � 0.12, then the distribution of the test statistic s is
known:

,

where is a chi-squared random variable with n � 1 degrees of freedom.
Therefore,

In Excel, the CHIDIST function calculates cumulative probabilities for the chi-
squared random variable, with probability accumulated in the right tail. That is,
CHIDIST(x,n-1) returns the value of . Since the P-value calculation
requires a probability in the left tail, the CHIDIST value must be subtracted from 1.
Harold enters the following formula into Excel:

=1-CHIDIST(11*(0.043/0.12)^2,11)

The value of the above formula is 0.000283. Since the P-value is well below the
established � value of 0.05, this is strong support for accepting HA, that
variation is reduced by the attachment.

If the attachment did not reduce variation, the probability of observing a
standard deviation of 0.043 or less is only 0.000283. This proves the alternative
hypothesis beyond a reasonable doubt.

Each of the three methods of analyzing the sample data and reaching a decision
will always lead to the same decision if applied correctly. Each method
provides a different type of knowledge. The critical value method simply points
to a decision. The confidence interval method provides an interval that contains
the population characteristic with high probability. The P-value expresses the
probability of observing a more extreme result, if H0 is true.

Many computer programs, including MINITAB, provide both confidence
intervals and P-values for hypothesis tests. These two methods provide two
different views of the sample, and either one allows the experimenter to
make the required decision.

1 � F�2
n�1

(x)

P[s � sObs Z� � �0] � P c�2
n�1 �

(n � 1)s2
Obs

�2
0

d � F� 2
n�1
a (n � 1)s2

Obs

�2
0

b

�2
n�1 

(n � 1)s2

�2
0

, �2
n�1 
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The sections to follow provide formulas and instructions for all three methods,
as much as possible. Experimenters may choose the easiest method that
provides the knowledge required for the business decision.

7.2 Detecting Changes in Variation

This section presents tests for changes in variation of processes with normal
distributions. Tests for variation come in three varieties. One-sample tests
compare the variation of one process to a specific value. Two-sample tests
and multiple-sample tests compare the variation of two or more processes.

The previous section explained the process of hypothesis testing in detail,
using a one-sample test for a reduction in variation as an example. The
hypothesis testing process, illustrated in Figure 7-2, is the same for all
hypothesis tests. Only the specific formulas vary from test to test. In this
section, tables provide all the formulas and information required for each
hypothesis test.

7.2.1 Comparing Variation to a Specific Value

This section presents the one-sample test for changes in variation of a
normal distribution. This test compares �, the standard deviation of a
process, to a specific value �0, which could be a target value or a historical
value. The test will detect if � is higher, lower, or different from �0, if meas-
urements of one sample support that conclusion. The one-sample test for
changes in variation is sometimes called a one-sample chi-squared test,
because the �2 distribution is used to make the decision. The T2 factor
devised by Bothe (2002) helps to make calculations easier.

This hypothesis test has three varieties, depending on whether the exper-
imenter wants to detect a decrease, an increase, or a change in the standard
deviation. In hypothesis test language, this is expressed by three different
alternative hypotheses: HA: � � �0, HA: � � �0 or HA: � � �0. Here are
some guidelines for selecting the most appropriate HA.

• If the test is planned before the data is collected, and the business
decision depends on proving that the standard deviation is less than a
specific value, then choose HA: � � �0. This is a one-tailed test for a
decrease in standard deviation. The OD grinder example in the previous
section illustrates this procedure.
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• If the test is planned before the data is collected, and the business
decision depends on proving that the standard deviation is greater than
a specific value, then choose HA: � � �0. This is a one-tailed test for an
increase in standard deviation. This test is rarely performed, because
usually one is either looking for an improvement or a change in
variation.

• If the business decision depends on proving that the standard deviation
has changed from a specific value, then choose HA: � � �0. This is a
two-tailed test for a change in standard deviation. Also, if the test
involves historical data or if it was not planned in advance of data col-
lection, always choose the two-tailed test with HA: � � �0.

Proper planning is vital for all statistical methods, and this is especially true
for hypothesis tests. Unfortunately, planning is not always possible. Many
Six Sigma projects start with an analysis of old data to determine the size
and extent of a particular problem. When analyzing historical data, it is not
possible to choose � or to calculate sample size, but the analysis procedure
still controls the risk of false detections, �. For historical data analysis
without prior planning, set � � 0.05 or to whatever value is commonly
accepted. The reasons for this guideline will be explained shortly.

Whenever data is analyzed without planning before data collection, a one-
tailed test is inappropriate, and a two-tailed test should be used, regardless
of the business decision to be made. To understand this important rule of
good statistical practice, consider the following example.

Example 7.9

Bobo the Black Belt is a doer, not a planner. Bobo has a reputation for quick
decisions, if not always correct decisions. In one project, Bobo was inves-
tigating a heat treat process that suddenly produced a lot of scrap. The process
had always produced a standard deviation of �0 � 0.30 hardness units. Now
the process owners feared they had lost the recipe, because many parts were too
hard or too soft.

Bobo took the hardness measurements from the last lot of n � 15 parts and cal-
culated a sample standard deviation s � 0.40. This lot of parts seems to have more
variation than the old value of �0 � 0.30. So Bobo did a one-tailed test for an
increase in standard deviation. With the risk of false detections � � 0.05, Bobo
concluded that that lot of parts had higher standard deviation than �0 � 0.30.

Bobo was a little concerned that n � 15 may be too small a sample size. So he
took the measurements from the previous lot of n � 15 parts and calculated a
sample standard deviation s � 0.20. Since this lot seems to have less variation
than �0 � 0.30, Bobo did a one-tailed test for a decrease in standard deviation.
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Again with a risk of false detections � � 0.05, Bobo concluded that that lot of
parts had lower standard deviation than �0 � 0.30. From these two hypothesis
tests, Bobo concluded that the variation of the process is unstable, changing
from lot to lot.

Bobo expects his conclusions to be correct 95% of the time, because he sets
� � 0.05 for all his tests. However, Bobo is choosing the test to fit the data
instead of to meet the business objective. By looking at the data and then
choosing a one-tailed test according to the data, Bobo is doubling his risk
of false detections. If the sample has low s, the 5% error is on the lower
side of �0 � 0.30. If the sample has high s, the 5% error is on the upper side of
�0 � 0.30. Taken together, Bobo’s actual risk of false detections is 10%, or
� � 0.10. This explains why Bobo’s decisions are wrong more often than
5% of the time.

Since Bobo is analyzing historical data, the correct procedure is a two-tailed test,
with HA: � � �0. If this procedure is applied to the samples with s � 0.40 and
s � 0.20, with � � 0.05, neither sample is sufficiently different from �0 � 0.30
to accept the alternative hypothesis. The correct conclusion is that the standard
deviation of the heat treat process has not changed, based on these two samples.

The previous example illustrates one type of unethical statistical behavior,
by applying a one-tailed test to historical data. Another type of unethical
behavior is �-tuning to produce the desired decision. By adjusting � up or
down, the conclusion of the hypothesis test can be manipulated after col-
lecting the data. The most common level of false detection risk is � � 0.05.
There are many good reasons why � should be higher or lower than 0.05 in
some cases. However, � should only be changed as a part of deliberate
planning, with the rationale documented before the data is gathered. Good
statistical practice dictates that historical data should always be analyzed
with two-tailed hypothesis tests, using a generally accepted value of �, such
as � � 0.05.

Table 7-5 lists the formulas required to perform a one-sample test for
changes in standard deviation of a normal distribution. The table lists
formulas for analyzing the data in three different ways. Any one of these
three options will lead to the same decision, although the confidence interval
and P-value options provide additional useful knowledge about the process. 

Example 7.10

Mary is the manager of the First Quality Bank of Centerville. Mary’s friend
Kurt is manager of the Second Quality Bank of Skewland. Mary and Kurt have
agreed to cooperate on a benchmarking project to identify best practices
between the two banks. Part of this project is to compare approval times for
home loan applications. Mary’s bank tracks approval time on a control chart,
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Table 7-5 Formulas for One-Sample Tests for Changes in Standard Deviation

One-Sample Test for Standard Deviation of a Normal Distribution

Objective Does (process) have a Does (process) have a Does (process) have a 
standard deviation less standard deviation greater standard deviation different 
than � � �0? than � � �0? from � � �0?

Hypothesis H0: � � �0 H0: � � �0 H0: � � �0

HA: � � �0 HA: � � �0 HA: � � �0

Assumptions 0: The sample is a random sample of mutually independent observations from the process of interest.

1: The process is stable.

2: The process has a normal distribution.

Sample size Choose �, the probability of falsely detecting a change when H0 is true.
calculation Choose �, the probability of not detecting a change when HA is true and � � ��.

Test statistic

(Continued)

s � Å 1
n � 1g

n
i�1(Xi � X )2

n � 1 � 0.5aZ�>2�0 � Z���

Z�0 � �� Z
b2

n � 1 � 0.5aZ��0 � Z���

�� � �0
b2

n � 1 � 0.5aZ��0 � Z���

�0 � ��
b2
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Option 1:

critical value
If s � s*, accept HA If s � s*, accept HA If s � sL* or if s �sU*,

accept HA

Option 2: 
100(1 � �)%

If �0 � U�, accept HA If �0 � L�, accept HA

If �0 � L� or �0 > U�,

confidence interval

accept HA

Option 3: P-value P-value � P-value � If s � �0, P-value �

If P-value � �, accept HA If P-value � �, accept HA

If s � �0, P-value �

If P-value � �, accept HA

2 c1 � F�2
n�1
a (n � 1)s2

�2
0

b d  

2F�2
n�1
a (n � 1)s2

�2
0

b 
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n�1
a (n � 1)s2

�2
0

b F� 2
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0

b 
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Explanation is the 1 � � quantile of the standard normal distribution.
of symbols

. Look up in Table H in the appendix.

is the cumulative probability in the left tail of the �2 distribution with n � 1
degrees of freedom at value x.

Excel functions To calculate , use =-NORMSINV(�)

To calculate , use =SQRT(CHIINV(1-�,n-1)/(n -1))

To calculate , use =1-CHIDIST(x,n-1)

MINITAB This test is not available as a menu option. However, a 100(1 � �)% confidence interval for � is provided as part
functions of the graph created by the Stat  Basic statistics  Graphical summary function. For a two-tailed test, enter

100(1 � �)% as the confidence level. For a one-tailed test, enter 100(1 � 2�)% as the confidence level, and only
use the appropriate confidence limit.

Minitab provides a macro that performs a one-sample variation test. For more information, see 
http://www.minitab.com/support/answers/answer.aspx?ID=215

F�2
n�1

(x) 

T2(n, �) 

Z� 

F�2
n�1

(x) 

T2(n, �) � Å��
1��,n�1

n � 1
 

Z� 

http://www.minitab.com/support/answers/answer.aspx?ID=215
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and the process has been generally stable. Over the last year, the standard
deviation of approval time at Mary’s bank has been �0 � 0.50 days.

Mary is planning a hypothesis test to determine if the distribution of approval
times at Kurt’s bank is different. This will involve tests for both average and
variation, but the variation test is first. The objective statement is, “Does the
loan approval time at the Second Quality Bank have a different standard deviation
from �0 � 0.50 days?” This is a one-sample test for a change in standard
deviation, with the following null and alternative hypotheses: H0: � � 0.5 days
and HA: � � 0.5 days.

To plan the sample size for this test, Mary considers the impact of an incorrect
decision. If she falsely concludes that the banks are different, when they are
not, then she and Kurt would investigate the processes further. This is not such
a bad thing, so Mary sets the risk of a false detection to � � 0.10. But if there
is a big difference in variation between the two processes, Mary wants to be
confident of detecting that difference. For instance, if Kurt’s process has a
standard deviation of �� � 1.0 days, Mary wants to be 99% sure of detecting it.
Therefore, Mary sets � � 0.01 when �� � 1.0 days. Now Mary has enough
information to calculate the sample size:

Figure 7-12 shows the effect of choosing a sample size of n � 21. If H0 is true,
and � � �0 � 0.5 days, then the curve in this figure shows the sampling dis-
tribution of the standard deviation s. There are two critical values for this test,
an upper critical value sU* and a lower critical value sL*. If s is between sL* and
sU*, Mary will accept H0 and conclude that the standard deviations are the
same. But if s is outside either critical value, Mary will accept HA and conclude
that the standard deviations are different. To control the risk of false detections
�, the critical values are calculated so that s � sL* with �/2 probability and s �
sU* with �/2 probability, for a total false detection risk of �.

Figure 7-13 illustrates the risk of missed detections, �. If HA is true, and
� � �� � 1.0 days, then the upper curve in this figure shows a portion of the
sampling distribution s. If s � sU*, Mary will miss detecting the difference and
accept H0. The probability of this event is �, which should be 0.01. Actually, �
� 0.012 when � � �� � 1.0. The sample size formula is only approximate, and
this accounts for the discrepancy in � values.

n � 1 � 0.5aZ�>2�0 � Z���

Z�0 � �� Z
b2

 

Z�>2 � Z0.05 � 1.645

Z� � Z0.01 � 2.326

n � 1 � 0.5a1.645 
 0.5 � 2.326 
 1.0
Z0.5 � 1.0 Z b2

� 20.8 < 21
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If s < sL
∗ , accept HA Accept H0 If s >sU

∗ , accept HA

sL
∗

Figure 7-12 Sampling Distribution of s, When � � 0.5. If s is Outside the Range
of the Critical Values, a False Detection Error Happens, with Probability �/2 in
Each Tail

Suppose Kurt’s process has half the standard deviation of Mary’s process, so
that � � �� � 0.25 days. Figure 7-13 shows the sampling distribution of � in
this situation as the lower curve. Now, if s � sL*, Mary will falsely accept H0.
The probability of this error is also �. In this particular example, � � 0.008,
which is close to the intended value of 0.01.

When planning hypothesis tests on standard deviations, Six Sigma practitioners
commonly look for a ratio of standard deviations. In this example, Mary’s test

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

s0sb sbsL
∗ sU

∗

If s < sL
∗ , accept HA Accept H0 If s > sU

∗, accept HA

b b

Figure 7-13 Sampling Distributions of s, When � � 0.25, 0.5, and 1.0. If � � 0.25
and s is Inside the Range of the Critical Values, a Missed Detection Error Happens,
With Probability �. The Same Error Could Also Happen if � � 1.0
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will have almost the same probability of detecting a 2:1 ratio as a 1:2 ratio. This
is a typical result for all test procedures on standard deviations.

Based on the sample size calculations, Mary asks Kurt for the approval times of
the last 21 home loans processed by his bank. Kurt provides the measurements
listed in Table 7-6, in days.

Before analyzing this data, Mary checks the assumptions of the hypothesis test.
She tests the stability of the process by preparing an IX,MR control chart.
The control chart, not shown here, does not find any out of control conditions.

The other assumption to be tested is the shape of the distribution, which this test
procedure assumes to be normal. A histogram is a good tool to check this
assumption. Mary enters the data into MINITAB and creates a graphical
summary of the data (from the Stat  Basic statistics menu). Figure 7-14 shows
the graph produced by this function. The histogram in the graphical summary
shows no strong signs of nonnormality, for such a small sample. Further sup-
porting this conclusion is the Anderson-Darling normality test, which has a
P-value of 0.841. For the Anderson-Darling test, a P-value greater than 0.05 means
there is no significant sign of non-normality. Chapter 9 discusses this test further.

Now that she has verified the assumptions, Mary can determine whether � � 0.5
days at the Second Quality Bank. The test statistic is s, which is 1.0449 days.

Table 7-5 lists three options for analyzing this test. The examples in this chapter
show all options. However, in real life, Mary would only need to do one of the
three options to decide between H0 and HA. Mary would choose whichever
option is easiest, depending on the circumstances. If she only has a calculator
and the tables in this book, she might choose the critical value option. With
Excel, she might choose the P-value option. With MINITAB, she would
calculate a confidence interval. Six Sigma practitioners should be familiar with
all three options for use in different situations.

The first option for analyzing this test is to calculate two critical values. Here
are the calculations:

sL* � T2an,
�
2
b�0 � T2(21,  0.05)�0 � 0.7366 
 0.05 � 0.03683 

sU* � T2an, 1 �
�
2
b�0 � T2(21,  0.95)�0 � 1.2532 
 0.05 � 0.06266

Table 7-6 Approval Time in Days for 21 Home Loans

4.2 3.6 3.5 4.6 4.3 4.4 5.4 5.0 2.8 4.9

5.2 7.0 4.3 3.6 4.9 5.6 5.5 4.0 6.5

3.4 5.5
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Median

Mean

5.25.04.84.64.44.2

Anderson-Darling Normality Test

Variance 1.0919
Skewness 0.375523
Kurtosis 0.014255
N 21

Minimum 2.8000

A-Squared

1st Quartile 3.8000
Median 4.6000
3rd Quartile 5.4500
Maximum 7.0000

90% Confidence Interval for Mean
4.2829

0.21

5.0695
90% Confidence Interval for Median

4.2327 5.1347
90% Confidence Interval for StDev

0.8338 1.4187

P-Value 0.841

Mean 4.6762
StDev 1.0449

90% Confidence Intervals

Summary for Approval Time

Figure 7-14 Graphical Summary of 21 Loan Approval Times
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Since s > sU*, Mary accepts HA, and concludes that the variation in approval
times is greater at the Second Quality Bank than it is at her bank. Note that sL*
does not need to be calculated to make this decision, because s � �0.

The second option for analyzing this test is to calculate a 100(1 � �)% � 90%
confidence interval for �. Here are the formulas:

Mary can be 90% confident that the standard deviation of approval times is between
0.8338 and 1.4185 days. Since this interval does not include �0 � 0.5 days, Mary
accepts HA. Note that the MINITAB graphical summary in Figure 7-14 includes
this confidence interval at the bottom of the statistical table. Since the default con-
fidence level is 95%, Mary changed this to 90% in the graphical summary form,
before creating this graph.

The third option for analyzing this test is to calculate a P-value. Since s � �0,
here is the formula:

The P-value can be calculated in Excel with the formula =2*CHIDIST(87.3,20).
The P-value is the probability of observing s � 1.0449, if � � 0.5, plus the prob-
ability of a similarly extreme result in the left tail. Since the P-value is less than
� � 0.1, Mary accepts HA and concludes that the variation in approval times is
significantly higher than 0.5 days at the Second Quality Bank.

7.2.2 Comparing Variations of Two Processes

This section presents hypothesis tests for comparing the standard deviations
of two normal distributions. The test evaluates the ratio of standard
deviations of two samples, . When the processes are normally distributed,
the square of this ratio follows the F distribution. For this reason, this test is
often called the F-test. When the two sample sizes are equal, this test can
use the T3 factor devised by Bothe (2002) to make calculations easier.

s1

s2

� 4 
 10�10

� 2[1 � F� 2
20
(87.3)]

� 2 c1 � F�2
20
a (20)1.04492

0.52 b d

P-value � 2 c1 � F�2
n�1
a (n � 1)s2

�2
0

b d

U� �
s

T2An, �
2 B �

1.0449
0.7366

� 1.4185 

L� �
s

T2An,1 �
�
2 B �

1.0449
1.2532

� 0.8338
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The two-sample test for standard deviations comes two versions. One
version allows the experimenter wants to test if one process has less
variation than the other process. The other version tests for a difference in
variation. In hypothesis test language, this is expressed by two different
alternative hypotheses: HA: �1 � �2 or HA:�1 � �2. Here are guidelines for
choosing the most appropriate test procedure:

• If the test is planned before the data is collected, and the business
decision depends on proving that the standard deviation of process 1 is
less than the standard deviation of process 2, then choose HA: �1 � �2.
This is a one-tailed test for standard deviations of two processes.

• If the business decision depends on proving that the standard deviation
of two processes are different, then choose HA: �1 � �2. This is a two-
tailed test for standard deviations of two processes. If the test involves
historical data or if it was not planned in advance of data collection,
always choose the two-tailed test with HA: �1 � �2.

Tests for averages are discussed later in this chapter. When the averages
of two processes are compared, the formulas change if the standard
deviations of two processes are different from each other. The two-tailed
test with HA: �1 � �2 is used to test this assumption and determine which set
of formulas to apply in the test for averages.

Table 7-7 lists formulas, assumptions and other information needed to
perform the two-sample test for standard deviations of processes with
normal distributions. The sample size formula is an approximate formula
from Bothe (2002, p. 806). The table lists two versions of the critical value
and confidence interval formulas, depending on whether the two sample
sizes are the same or different. If n1 � n2, the simpler formulas involving
T3(n, �) may be used.

Example 7.11

Bernie is an engineer developing printhead firing electronics for inkjet printers.
Bernie wants to improve the consistency of dot volume by adjusting the
waveform shape. A simple square waveform is easy to produce, but the dot
volume varies, causing unacceptable print quality. Modeling of fluid dynamics
suggests that a two-step waveform will perform better, and Bernie wants to test
this theory.

Therefore, Bernie’s objective statement is, “Does the two-step waveform
produce less variation in dot volume than a square waveform?” This objective
requires a one-tailed test. If the two-step waveform produces more variation,
this is not interesting. Only a reduction in variation is of interest to Bernie. The
hypothesis statement is H0: �1 � �2 versus HA: �1 � �2, where process 1 is the



Table 7-7 Formulas for the Two-Sample Test for Standard Deviations of Processes with Normal Distributions

Two-Sample Test for Standard Deviations of Normal Distributions

Objective Does (process 1) have a standard deviation Does (process 1) have a standard deviation different 
less than (process 2)? from (process 2)?

Hypothesis H0: �1 � �2 H0: �1 � �2

HA: �1 � �2 HA: �1 � �2

Assumptions 0: Both samples are random samples of mutually independent observations from the processes of interest.

1: Both processes are stable.

2: Both processes have a normal distribution.

Sample size Choose �, the probability of falsely detecting a change when H0 is true.
calculation

Choose �, the probability of not detecting a change when HA is true and .

Test statistic
s1

s2
 

s1

s2
 

n � n1 � n2 � 2 � aZ�>2 � Z�

�ln(�)
b2

n � n1 � n2 � 2 � aZ� � Z�

�ln(�)
b2

 

�1

�2
� � � 1 
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Option 1: 
critical value
(if n1 � n2 � n)

If , accept HA

s1

s2
� as1

s2
b*

 

as1

s2
b*

� T3(n, �) 

If or , accept HA
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(Continued)
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Table 7-7 Formulas for the Two-Sample Test for Standard Deviations of Processes with Normal Distributions (Continued)

Option 2:
100(1 � �)%
confidence
interval (if n1

� n2)

Option 3:
P-value

If , accept HA

P-value �

If P-value � �, accept HA

FFn1�1,n 2�1
as2

1

s2
2
b 

U�1/�2
� 1 

U�1/�2
� as1

s2
b2F�,n2�1,n1�1 

L�1/�2
� 0

If or , accept HA

If s1 � s2, P-value �

If s1 � s2, P-value �

If P-value � �, accept HA

2FFn 2�1,n1�1
as2

2

s2
1
b

2FFn1�1,n 2�1
as2

1

s2
2
b

L�1/�2
� 1 U�1/�2

� 1 

U�1/�2
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s2
b2F�>2,n2�1,n1�1 

L�1/�2
� as1

s2
b 1

2F�>2,n1�1,n2�1

Explanation is the 1 � � quantile of the standard normal distribution
of Symbols

.
Look up in Table I in the appendix.T3(n, �) �

1

2F�,n�1,n�1
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is the 1 � � quantile of the F distribution with d1 and d 2 degrees of freedom. Look up in Tables F 
or G in the appendix.

is the cumulative probability in the left tail of the F distribution with d1 and d 2 degrees of freedom at
value x.

Excel functions To calculate Z�, use =-NORMSINV(�)

To calculate T3(n, �), use =1/SQRT(FINV(�,n-1,n-1))

To calculate , use =1-FDIST(x,n1-1,n2-1)

MINITAB Use Stat  Basic statistics  2 variances . . .
functions

To use this function, enter data in one column with subscripts, or in two columns.

Use the P-value in the report to decide whether to accept HA or H0. This function performs a two-tailed test
with HA: �1 � �2. To perform a one-tailed test with HA: �1 � �2, divide the P-value by 2.

FFn1�1,n2�1
(x) 

FFd1,d2

(x) 

F�,d1,d2

425



426 Chapter Seven

two-step waveform, and process 2 is the square waveform. This assignment of
process numbers is important to use the formulas in Table 7-7. Whichever
process might have less variation must be process 1.

To calculate sample size, Bernie must decide what risk levels are acceptable. A
false detection might lead to expensive circuitry changes, so Bernie wants a
small risk of false detections. He sets � � 0.01. Bernie wants to cut variation in
half, so he sets the target ratio of . If the two-step waveform cuts
variation in half, Bernie wants to be 95% confident of detecting it. Therefore,
the risk of missing detections is � � 0.05.

The following formula determines the sample size:

A sample of 35 dots is required from each of the two processes.

Figure 7-15 illustrates the impact of Bernie’s sample size decisions. The two
curves show the probability distributions of the ratio . If H0 is true and �1 �
�2, this ratio will have the distribution on the right, with its mode close to 1. The
critical value is set so that the probability of having a smaller value of is �.

If the ratio is less than the critical value , this will cause a false detection
error. Since � � 0.01, this probability is quite small.

As1

s2
B* 

s1

s2
 

s1

s2
 As1

s2
B* 

s1

s2
 

� 2 � a2.326 � 1.645
.6931

b2

� 34.8 < 35

n � n1 � n 2 � 2 � aZ� � Z�

�ln(�)
b2

� 2 � aZ0.01 � Z0.05

�ln0.5
b2

�1

�2
� � � 0.5 

0 0.5 1 1.5 2

b

If (s1/s2) < (s1/s2)∗,
accept HA

If (s1/s2) > (s1/s2)
∗, accept H0

a

(s1/s2)
∗

Figure 7-15 Sampling Distributions of s1/s2 When �1/�2 � 1 and 0.5. Both � and �
risks are Represented by Shaded Areas
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If HA is true and , the ratio will have the distribution shown on the

left, with its mode close to 0.5. If the ratio is greater than the critical value 

, this will cause a missed detection error. The probability that the ratio will
be greater than the critical value is �, which is 0.05 in this example.

Bernie performs the experiment by firing 35 ink dots using each waveform and
microscopically examining the dots to estimate their volume. Table 7-8 lists
Bernie’s measurements.

After collecting the data, Bernie checks the assumption of stability by creating
IX,MR charts of both samples. These graphs show no signs of instability.
Bernie verifies the assumption of normal distributions using boxplots, shown in
Figure 7-16. The distributions of volume appear reasonably symmetric, so
there is no reason to reject the assumption of normality. The boxplots show less
variation for the two-step waveform, but is it significantly less?

The sample standard deviations are s1 � 40.15 and s2 � 56.54, so the test
statistic is the ratio .

Option 1 for analyzing this test is to calculate the critical value.

Since , the correct decision is to accept H0.

Option 2 for analyzing this test is to calculate a 99% confidence interval for
the ratio . The lower confidence limit is 0, and the upper confidence
limit is

Since the confidence interval includes the value 1, the correct decision is to
accept H0.

Option 3 for analyzing this test is to calculate a P-value. The formula is 

This can be calculated using this Excel formula:=1-FDIST(0.7103^2,34,34).
Because the P-value is greater than � � 0.01, the correct decision is to
accept H0.

Bernie could also run the 2-variances test in MINITAB. This function performs
a two-tailed test and returns a P-value of 0.05. This P-value must be divided by
2 to convert it into a P-value for a one-tailed test.

FFn1�1,n 2�1
as2

1
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2
b � FF34,34

(0.71032) � 0.025 

U�1/�2
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0.6654

� 1.067 
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s2
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Table 7-8 Ink Volume in Picoliters for 35 Ink Dots Fired by Two Waveforms

Square Waveform Two-Step Waveform

320 398

284 333

301 400

276 407

343 395

238 301

371 308

315 240

291 366

326 372

234 374

237 234

290 347

271 259

295 278

307 244

324 365

219 348

334 283

304 313

293 301

330 424

270 363

344 274

(Continued)
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Table 7-8 Ink Volume in Picoliters for 35 Ink Dots Fired by Two Waveforms
(Continued)

Square Waveform Two-Step Waveform

318 244

356 342

350 304

354 288

357 320

264 322

275 299

325 430

375 428

307 352

270 360
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SquareTwo-step
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Boxplot of dot volume

Figure 7-16 Boxplot of Dot Volume Measurements from Two Waveform Shapes
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Whichever option Bernie chooses, he is disappointed with the result. The P-value
is very small, but not small enough. It is tempting to forget about the plan to set
� � 0.01 and use the usual value of � � 0.05, which would change the conclusion
of the test. This would be a mistake. Bernie’s rationale for setting � � 0.01 was
that implementing the two-step waveform is costly, and needs to be carefully
justified. This rationale is still valid, even if the results so far do not support the
two-step waveform.

Bernie decides to call this test inconclusive, but promising. After all, Bernie is
now 97.5% confident (1 – P-value) that the two-step waveform reduces
variation. Bernie wants to be 99% confident, so he decides to increase the
sample size by collecting more data. This will make the test more sensitive to
smaller changes in variation. If the true ratio of standard deviations is near 0.7,
a larger sample size will be much more likely to reach that conclusion.

The next example illustrates a situation where data was collected without
prior planning, and where the sample sizes are unequal. Because there was
no prior planning, good practice dictates that a two-tailed test with HA: �1

� �2 be applied to the data, regardless of the business objective. Good
practice also requires a standard false detection risk � � 0.05. The lack of
prior planning means that �, the risk of missed detections, is uncontrollable.

Unequal sample size is a very common situation, often caused by parts
damaged in the production process. Because this often happens on special
experimental runs, it is a good idea to order a few more parts than the sample
size calculations indicate. If the sample sizes are unequal, the calculations
become slightly more difficult, because they use the F distribution instead
of the convenient T3 factor. When applying the formulas in Table 7-7 with
unequal sample sizes, be careful not to mix up n1 and n 2, as this will
produce incorrect results.

Example 7.12

In the design of a small engine, surface texture on a ring valve has proven to be
a critical parameter. If the valve is too rough, it may not seal; if it is too smooth,
it may stick to the valve body until pressure pops it off. Ring valves have broken
in this situation, causing major damage to the engine. Tim is experimenting
with different fabrication processes to determine which process produces less
variation in surface texture. Tim makes a sample of 20 parts from process 1 and
process 2. Unfortunately, Tim dropped five parts from process 2, and he decides
to exclude the dropped parts from the experiment. Table 7-9 lists the meas-
urements of surface texture on the remaining parts.

Tim needs to know if there is a difference in variation between the two
processes. Tim did not plan sample size in advance of collecting the data. He
chose 20 because that is the usual lot size for the part in question.
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Table 7-9 Surface Texture of 20 Ring Valves from Process 1 and 15 from Process 2

Process 1 Process 2

47 55

39 59

58 48

43 52

65 54

61 59

52 53

60 61

53 58

38 59

35 58

41 55

55 58

38 56

37 49

44

47

51

43

35

Because of the lack of advance planning, Tim will conduct a two-tailed
hypothesis test of H0: �1 � �2 versus HA: �1 � �2, with a false detection risk
of � � 0.05.

Figure 7-17 is a MINITAB individual value plot of the surface texture data.
With these small sample sizes, there is insufficient data to reject the assumption
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of a normal distribution. Control charts do not show signs of instability. These
graphs verify the assumptions for the test.

The sample standard deviations are s1 � 9.296 and s2 � 3.832, with a ratio of
.

Option 1 for analyzing this data is to calculate a critical value. Since the test
statistic is greater than 1, only the upper critical value needs to be calculated:

The value of F0.025,19,14 can be calculated by the Excel formula
=FINV(0.025,19,14). Since , the correct decision is to accept HA

and conclude that process 2 produces less standard deviation than process 1.
Option 2 for analyzing this data is to calculate a 95% confidence interval for the

ratio . Both limits should be calculated. The upper limit is 

The lower limit is
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Figure 7-17 Individual Value Plot of Surface Texture Measurements of Parts Made
by Two Processes
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Both F factors can be calculated using the Excel FINV function. Notice that
the order of the degrees of freedom parameters in the FINV function is
important. Tim can be 95% confident that the ratio is between 1.434 and
3.947. Because this confidence interval does not include the value 1, the
correct decision is to accept HA and conclude that process 2 produces less
standard deviation than process 1.

Option 3 for analyzing this data is to compute a P-value. Since s1 � s2, the
P-value is

This value can be calculated by the Excel function =2*(1-FDIST
(0.1699,14,19)). The MINITAB 2-variances test returns a rounded
P-value of 0.002. Because the P-value is less than � � 0.05, the correct
decision is to accept HA and conclude that process 2 produces less standard
deviation than process 1.

7.2.3 Comparing Variations of Three or More Processes

This section presents tests to determine if the standard deviations of three or
more processes are equal. These tests are often called “homogeneity of
variance” tests, which is another way of saying the same thing. Here are a
few of the applications for this type of test:

• When several machines or processes are used to produce the same
product, it is important to detect differences in variation.

• When samples of parts from multiple suppliers are being compared,
suppliers with significantly lower variation are preferred.

• Analysis of variance (ANOVA) tests to compare the averages of several
samples assume equal variances between all groups. This assumption
should be tested before completing the ANOVA calculations. The
details of ANOVA are discussed later in this chapter. 

It is always a good idea to plot histograms, box plots, or dot plots of datasets.
These graphs can be useful in determining whether the standard deviations
are equal or different. When differences are drastic, a good graph is suf-
ficient to make this decision. However, many situations are difficult to judge
visually, and a statistical procedure is useful to make these close calls.

Several procedures are available to test for equal variances among several
processes. Two commonly applied procedures are Bartlett’s test and
Levene’s test. Bartlett’s test assumes that all processes have a normal dis-
tribution. Snedecor and Cochran (1989) and Montgomery (2000) describe
Bartlett’s test. Levene proposed his test in 1960 as a method that does not
assume a normal distribution. The version listed here includes improvements

2FFn2�1,n1�1
as2

2

s2
1
b � 2FF14,19

a 1
2.4262b � 2FF14,19

(0.1699) � 0.0015 

�1

�2
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by Brown and Forsythe (1974), which make the test more robust for a wide
variety of distribution shapes.

If the processes are normally distributed, Bartlett’s test is more sensitive to
smaller differences in standard deviation than Levene’s test. However,
Montgomery notes that various studies have shown Bartlett’s test to be
unreliable when the distribution is not normal. For most procedures in this
chapter, the normality assumption is safe unless there is strong evidence of
nonnormality. In other words, most normal-based tests are robust to
moderate departures from normality. However, Bartlett’s test is an exception
to this rule. Therefore, here are guidelines for choosing the best test for dif-
ferences in standard deviations:

• If substantial process data is available, and the data supports the
assumption of normality, use Bartlett’s test. Substantial process data
means at least 100 observations from each process either before or
during the current test.

• If limited process data is available, or if the processes appear to have
nonnormal distributions, use Levene’s test.

Table 7-10 lists the formulas and information necessary to perform Bartlett’s
and Levene’s tests. Since these tests produce statistics without a familiar
interpretation, confidence intervals are not useful. Either a critical value or a
P-value may be used to decide whether the standard deviations are equal. 

Example 7.13

Larry is a supplier quality engineer investigating Al’s machine shop, which is
under consideration for subcontract work. The machine shop does not track
their processes with control charts or by any other means. To evaluate Al’s
processes, Larry must request parts and have them measured.

Al has five lathes capable of machining a certain shaft, with a diameter
tolerance of 2.51 � 0.02 mm. Larry orders a sample of 60 shafts, with the
requirement that 12 shafts be manufactured on each of the five lathes. All shafts
must be marked with the lathe number and order of manufacturing. Table 7-11
lists the measurements of diameters of all 60 parts.

Figure 7-18 is a boxplot of these five samples, with lines indicating the target
value and tolerance for the diameter. All parts conform to the tolerance.
However, the boxplot suggests that the five lathe processes are not inter-
changeable. The processes may have significantly different averages and
standard deviations.

The first step in investigating this data is to test the five samples for equal
standard deviation. Larry enters the data into MINITAB and runs the test for
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Table 7-10 Formulas for Tests of Equal Standard Deviation

Multiple-Sample Tests for Equal Standard Deviations

Test Title Bartlett’s Test Levene’s Test

Objective Do (processes 1, 2, . . . , k) have the same standard Do (processes 1, 2, . . . , k) have the same standard
deviation? deviation?

Hypothesis H0: �1 � �2 � . . . � �k H0: �1 � �2 � . . . � �k

HA: At least one �i is different HA: At least one �i is different

Assumptions 0: All samples are random samples of mutually 0: All samples are random samples of mutually 
independent observations from the processes of independent observations from the processes of
interest. interest.

1: All processes are stable. 1: All processes are stable.

2: All processes have a normal distribution. 2: The processes may have any continuous
distribution.

Test statistic

(Continued)

W �
(N � k)gk

i�1ni(Zi? � Z??)2

(k � 1)gk
i�1gni

j�1(Zij � Zi?)2

�2
0 �

(N � k)lns2
P � gk

i�1(ni � 1)lns2
i

1 �
gk

i�1
1

ni � 1 �
1

N � k

3(k � 1)



Table 7-10 Formulas for Tests of Equal Standard Deviation (Continued)

Multiple-Sample Tests for Equal Standard Deviations

Test Title Bartlett’s Test Levene’s Test

Critical value

If > , accept HA If W � W*, accept HA

P-value P-value � P-value �

If P-value � �, accept HA If P-value � �, accept HA

1 � FFk�1,N�k
(W) 1 � F�2

k�1
(�2

0) 

�2
0
*

 �2
0

W * � F�,k�1,N�k �2
0
* � �2

�,k�1 

N � gk
i�1ni

Z?? �
1
Ngk

i�1gni
j�1Zij

Zi. �
1
ni
gni

j�1Zij

x~i. is the median of the i th group

from the i th group 

xij is the j th observation N � gk
i�1ni

Zij � Zxij � x~i. Zs2
P �

gk
i�1(ni � 1)s2

i

N � k
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Explanation is the 1 � � quantile of the �2 distribution with k – 1 degrees of freedom. Look up in Table E in the 
of symbols appendix.

is the cumulative probability in the right tail of the �2 distribution with k – 1 degrees of freedom at
value x.

is the 1 � � quantile of the F distribution with d1 and d 2 degrees of freedom. Look up in Tables F or G
in the appendix.

is the cumulative probability in the right tail of the F distribution with d1 and d 2 degrees of
freedom at value x.

Excel functions To calculate , use =CHIINV(�,k-1)

To calculate , use =CHIDIST(x,k-1)

To calculate , use =FINV(�,k-1,N-k)

To calculate , use =1-FDIST(x,k-1,N-k)

MINITAB Select Stat  ANOVA  Test for Equal Variances . . .
functions To use this function, enter data in one column with group numbers identified in a second column.

In the Test for Equal Variances form, enter the name of the data column in the Response box and the name of the
column with group numbers in the Factors box.

The report in the Session window will include results for both Bartlett’s test and Levene’s test. 

FFk�1,N�k
(x) 

F�,k�1,N�k 

1 � F� 2
k�1
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�2
�,k�1 
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Table 7-11 Diameters of 12 Shafts Made on Five Lathes

Order Lathe 1 Lathe 2 Lathe 3 Lathe 4 Lathe 5

1 2.509 2.502 2.502 2.513 2.509

2 2.512 2.501 2.502 2.505 2.506

3 2.509 2.494 2.505 2.503 2.501

4 2.520 2.508 2.503 2.505 2.507

5 2.514 2.503 2.496 2.505 2.512

6 2.503 2.494 2.506 2.506 2.504

7 2.506 2.509 2.504 2.505 2.504

8 2.520 2.503 2.504 2.506 2.500

9 2.524 2.509 2.512 2.510 2.513

10 2.513 2.501 2.499 2.508 2.500

11 2.509 2.508 2.508 2.509 2.508

12 2.498 2.504 2.510 2.504 2.507
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Boxplot of Lathe 1, Lathe 2, Lathe 3, Lathe 4, Lathe 5

Figure 7-18 Boxplot of Diameters of Parts Made by Five Lathes. Lines Represent
the Target Value and Tolerance Limits
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equal variances. This function performs both Bartlett’s and Levene’s test, and
produces a graph shown in Figure 7-19. A box to the right of the graph lists sta-
tistics and P-values for both tests.

In this example, 12 observations are too few to determine whether the dis-
tribution is normally distributed. Also, Larry has no prior data to test. Since the
underlying distributions might not be normal, the appropriate test in this case is
Levene’s test. The P-value for Levene’s test is 0.093, which is small, but still
greater than the standard value of � � 0.05.

Notice that Bartlett’s test gives a P-value of 0.043, which is less than 0.05. If
Larry had prior data to verify that the distributions of these processes are normal,
this would be sufficient to conclude that the standard deviations are different.
Without this prior data, Bartlett’s test is not reliable, and should be ignored.

Therefore, Larry concludes that the variances are equal based on this small
sample.

Figure 7-19 also includes a graph displaying confidence intervals for the
standard deviations of each of the five processes. These five intervals are
simultaneous confidence intervals with a simultaneous confidence level of
95%. This means that the probability of all five true values of �i being inside
their respective intervals is 95%. Notice that Figure 7-19 shows that process
1 has the largest sample standard deviation, and process 4 has the smallest.
However, these confidence intervals overlap slightly, indicating that all five

La
th

e

95% Bonferroni confidence intervals for stDevs
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0.0160.0140.0120.0100.0080.0060.0040.0020.000

Bartlett's test
Test statistic 9.85
P-value       0.043

Levene's test
Test statistic 2.10
P-value       0.093

Test for equal variances for diameter

Figure 7-19 Results of Tests for Equal Variances Applied to Lathe Data. Intervals
Represent Confidence Intervals for the Standard Deviations of the Five Processes
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processes could possibly have the same standard deviation. This observation
is consistent with the finding of Levene’s test.

A single 95% confidence interval has a 5% risk of not containing the true
value. Whenever one graph includes several confidence intervals, the intervals
should be adjusted so that their simultaneous error rate is 100(1 � �)%, in this
case, 95%. There are several ways to compute simultaneous confidence
intervals, but the easiest and most general method uses the Bonferroni
inequality. This method is indicated in the graph by the word “Bonferroni” in
the scale label.

As discussed in Chap. 3, the Bonferroni inequality is

Let Ai be the event that confidence interval i contains the true value. We
want all the Ai together to be true with probability 1 � �. Suppose we
divide the � risk equally between all the confidence intervals, so that each
confidence interval is true with probability

With this substitution, the right side of the inequality simplifies to 1 � �,
and the simultaneous confidence level is

So by computing each individual confidence interval with error rate , the
simultaneous confidence level of the set of n intervals is at least 1 � �. In
the example presented in Figure 7-19, each individual confidence interval is
a 99% interval, resulting in a simultaneous confidence level of at least 95%.

7.3 Detecting Changes in Process Average

This section presents tests for changes in average value of processes with
normal distributions. Just like tests for variation, tests for averages come in
three varieties for one sample, two samples, and more samples. The one-
sample and two-sample tests are often called “t-tests” because they use the
t distribution. The test for differences in averages among several samples is

�
n 

P ct
n

i�1
Ai d � 1 � � 

P[Ai] � 1 �
�
n 

P ct
n

i�1
Ai d � a

n

i�1
P[Ai] � (n � 1) 
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a one-way analysis of variance (ANOVA). In a more general form, ANOVA
detects significant effects in designed experiments, Gage R&R studies, and
many other applications.

The previous section explained the process of hypothesis testing in detail,
using a one-sample test for a reduction in variation as an example. The
hypothesis testing process, illustrated in Figure 7-2, is the same for all
hypothesis tests. Only the specific formulas vary from test to test. In this
section, tables provide all the formulas and information required for each
hypothesis test.

When the same units from a single process are measured two or more times,
this data requires a different type of analysis. Examples of this situation are
before and after measurements, or experiments to compare the results of
two different measurement systems. The paired-sample t-test analyzes
datasets with two repeated measurements on the same units.

A common mistake is to apply the two-sample test to datasets with repeated
measurements. This misapplication results in error risks � and � which may
be very different from the experimenter’s intent. When analyzing two
samples for different average values, apply these guidelines to select the
most appropriate test.

• If the two samples represent different units from different populations, use
a two-sample test. The two samples might have different sample sizes.

• If the two samples represent repeated measurements of the same units
from a single population, use a paired-sample test. The two samples
must be the same size. Every measurement in sample 1 must have a
corresponding measurement in sample 2, and these relationships must
be known.

7.3.1 Comparing Process Average to a Specific Value

This section describes the one-sample test for a change in process average,
often called the one-sample t-test. This test compares �, the average value
of a process, to a specific value �0, which could be a target value or a his-
torical value. The test will detect if � is higher, lower, or different from �0,
if measurements of one sample support that conclusion.

This hypothesis test has three varieties, depending on whether the exper-
imenter wants to detect a decrease, an increase, or a change in the process
average. In hypothesis test language, this is expressed by three different
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alternative hypotheses: HA: � � �0, HA: � � �0, or HA: � � �0. Here are
some guidelines for selecting the most appropriate HA.

• If the test is planned before the data is collected, and the business
decision depends on proving that the average is less than a specific
value, then choose HA: � � �0. This is a one-tailed test for a decrease
in average.

• If the test is planned before the data is collected, and the business
decision depends on proving that the average is greater than a specific
value, then choose HA: � � �0. This is a one-tailed test for an increase
in average.

• If the business decision depends on proving that the average has
changed from a specific value, then choose HA: � � �0. This is a two-
tailed test for a change in average. Also, if the test involves historical
data or if it was not planned in advance of data collection, always
choose the two-tailed test with HA: � � �0.

Proper planning is vital for all statistical methods, and this is especially true
for hypothesis tests. Unfortunately, planning is not always possible. Many
Six Sigma projects start with an analysis of old data to determine the size and
extent of a particular problem. When analyzing historical data, it is not
possible to control � or to calculate sample size, but the analysis procedure
still controls the risk of false detections, �. For historical data analysis
without prior planning, set � � 0.05 or to whatever value is commonly
accepted.

Table 7-12 lists formulas additional information needed to perform the one-
sample test for changes in average of a normal distribution.

Tests for average have a complication that tests for variation do not. Before
sample size can be calculated, one must provide a value for �0, the standard
deviation of the process. If historical data or a control chart is available for
the process, then �0 may be estimated from that information. Frequently in
a DFSS project, no prior information is available.

Here are guidelines for estimating the initial standard deviation of a process
for the purpose of sample size calculations:

• If recent historical data is available for the process, use that data to
estimate �0.

• Otherwise, if recent historical data is available for similar processes
using comparable materials, machines and methods, use that data to
estimate �0.
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Table 7-12 Formulas and Information for One-Sample Test for a Change in Average

One-Sample Test for Average of a Normal Distribution

Objective Does (process) have an average Does (process) have an average Does (process) have an average 
value less than � � �0? value greater than  � � �0? value different from � � �0?

Hypothesis H0: � � �0 H0: � � �0 H0: � � �0

HA: � � �0 HA: � � �0 HA: � � �0

Assumptions 0: The sample is a random sample of mutually independent observations from the process of interest.

1: The process is stable.

2: The process has a normal distribution.

Sample size Choose �, the probability of falsely detecting a change when H0 is true.
calculation

Choose �, the probability of not detecting a change when HA is true and � � ��.

Estimate �0, the process standard deviation

Find n that detects �1 shift in �1 Find n that detects �1 shift in �1 Find n that detects �1 shift in �1

table (Table J) with risks � and �. table (Table J) with risks � and �. table (Table J) with risks and �.

(Continued)
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Table 7-12 Formulas and Information for One-Sample Test for a Change in Average (Continued)

Test statistic

Option 1: 
critical value

If or if
accept HA

Option 2:
100(1 � �)%

If �0 � U�, accept HA If �0 � L�, accept HA If �0 � L� or �0 � U�,
confidence interval

accept HA

Option 3: P-value P-value � P-value � P-value �

If P-value ��, accept HA If P-value ��, accept HA If P-value ��, accept HA

2 c1 � Ftn�1
a2n Z�0 � X Z

s b d  1 � Ftn�1
a2n (X � �0)

s b 1 � Ftn�1
a2n (�0 � X)

s b

U� � X � T7An, �
2 Bs

L� � X � T7An, �
2 Bs

U� �  ̀

L� � X � T7(n, �)s

U� � X � T7(n, �)s

L� � �  ̀

X � X *
U X � X *
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X *
U � �0 � T7An, �

2 Bs
X *
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Explanation . Look up in Table K in the appendix
of symbols

is the 1 � � quantile of the t distribution with n � 1 degrees of freedom.

is the cumulative probability in the right tail of the t distribution with n � 1 degrees of
freedom at value x.

Excel functions To calculate , use =TINV(2*�,n-1)/SQRT(n)

To calculate , use =TDIST(x,n-1,1). Excel requires that x > 0 for the TDIST function.

MINITAB To calculate sample size required for this test, select Stat  Power and Sample Size  1-sample t . . .
functions Enter average shift to detect in the Differences box.For the “less than” test with HA: � � �0, MINITAB requires

a negative value in the Differences box.

Enter 1 � � in the Power values box.

Enter �0 in the Standard deviation box.

Click Options . . . and enter � in the Significance level box.

Select Less than, Not equal, or Greater than to choose HA. Click OK to exit the subform.

Click OK to calculate sample size required.

To analyze data, select Stat  Basic Statistics  1-Sample t . . .

Enter the name of column containing the data in the Samples in columns box.

Enter �0 in the Test mean box

Click Graphs . . . and set the check boxes labeled Histogram, Individual value plot or Boxplot to verify the
normality assumption. Click OK to exit the subform.

Click Options . . . and select less than, greater than, or not equal to choose HA. Enter 1 � � in the
Significance level box. Click OK to exit the subform.

Click OK to perform test and produce report.

1 � Ftn�1
(x) 

T7(n, �) 

1 � Ftn�1
(x) 

t�,n�1 

T7(n, �) �
t�,n�1
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• If no data is available, guess �0. If a bilateral tolerance is specified for the
characteristic, a reasonable guess is . If the distribution
of the process were uniformly distributed between the tolerance limits,
this would be the standard deviation. This default value of �0 is almost
always higher than the real value, and will result in a higher calculated
sample size. Therefore, this is a conservative assumption. 

After the data has been collected, the estimated value of �0 can be tested by
a test of H0: � � �0 versus HA: � � �0. This is easy to do by checking
whether . If the standard deviation is greater than this
critical value, then the test has a higher risk of missed detections �, than
expected. If the test finds a signal strong enough to accept HA that the mean
has changed, then guessing a value of �0 did not matter. But if the signal is
not strong enough to accept HA, and , then the sample
size was inadequate. At this point, the experimenter should recalculate
sample size using the value s from the sample, and collect additional data.
The next example illustrates how this situation might arise.

Example 7.14

An earlier example discussed a benchmarking project, in which Mary’s bank,
the First Quality Bank of Centerville, is benchmarking with Kurt’s bank, the
Second Quality Bank of Skewland. Mary is studying loan approval times, and
she wants to compare both the average and variation in loan approval times
between her bank and Kurt’s bank. Mary can use the same sample of data to test
for differences in both average and variation.

Mary tracks the loan approval process at her bank using a control chart.
Over the last year, this process has an average approval time of �0 � 4.3
days, with a standard deviation of �0 � 0.50 days. To test whether Kurt’s
bank has a different average approval time, Mary’s objective statement is,
“Does the loan approval time at the Second Quality Bank have a different
average from �0 � 4.3 days?” This is a one-sample test for a change in
average, with the following null and alternative hypotheses: H0: � � 4.3
days and HA: � � 4.3 days.

Mary has no idea what to expect from the processes in Kurt’s bank, because she
has no prior data. It is reasonable to assume that Kurt’s process behaves the
same as Mary’s process, until data is available to prove otherwise. In the earlier
example, Mary planned the one-sample test for a change in standard deviation,
which required a sample size of n � 21 measurements. She also needs to
calculate a sample size for the average test.

Mary decides that the risk of false detections should be � � 0.10, because the
impact of false detection is more investigation, which is not a bad thing. Also,
if the difference in average approval times is significant, 0.5 days or more,

s � T2(n,1 � �)�0 

s � T2(n, 1 � �)�0 

�0 �
UTL � LTL

23
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Mary wants to be 99% confident of detecting that difference. Therefore, Mary
sets �� � 4.3 � 0.5 � 3.8 days and � � 0.01.

It is not possible to calculate sample sizes for this test in Excel, so Mary uses
the MINITAB sample size function for the 1-sample t-test. She selects Stat 
Power and Sample Size  1-sample t . . . , and fills out the form as follows:

Sample sizes: (blank, so MINITAB will calculate it)
Differences: 0.5
Power values: 0.99 (This value is 1 � �, which is called the power of the test)
Standard deviation: 0.5

Next, Mary clicks the Options button and enters these values:

Alternative Hypothesis: Not equal
Significance level: 0.1 (This is another name for �)

After clicking OK, the MINITAB session window contains the report seen in
Figure 7-20. This report indicates that a sample size of n � 18 is required.
Since Mary has already calculated that n � 21 is required for the variation test,
this same sample size is more than sufficient for the average test.

Without MINITAB, Mary could determine the required sample size using Table J
in the appendix. Since this table assumes a one-sided test, Mary must divide the
risk of false detections in half. The correct column in the table for Mary’s test is for
� � 0.01 and � � 0.05. Since Mary wants to detect a difference of 0.5, which is
1.0 standard deviations, she needs a sample size which detects a shift of less than
�1 � 1.0 standard deviations. The first row in the table with �1 < 1.0 is the row for
n � 18. With the chosen sample size n � 21, Mary is able to detect a shift of
0.8981 standard deviations, or 0.449 days, with her chosen risk levels.

Figure 7-21 illustrates the risks associated with this hypothesis test. The three
curves are sampling distributions of for different values of the true process
average �, with a sample size of n � 18. The middle curve represents fromX 

X 

Power and sample size

1-sample t test

Testing mean = null (versus not = null)
Calculating power for mean = null + difference
Alpha = 0.1  Assumed standard deviation = 0.5

                 Sample  Target
Difference      Size   Power  Actual power 
       0.5           18    0.99      0.992263 

Figure 7-20 MINITAB Sample Size Report for One-Sample t-Test
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the approval process at Mary’s bank, with an average value of � � �0 � 4.3
days, and a standard deviation of � � �0 � 0.5 days. The left and right curves
represent from alternative processes where �� is shifted by 0.5 days above
or below �0. Critical values of and indicate where the decision to accept
H0 changes to a decision to accept HA.

If H0 is true, and � � �0 � 4.3 days, the probability of observing outside
the range of the critical values is �, the risk of a false detection. The � risk is
split between the two tails, with below and above .

If HA is true, and � � �� � 3.8 days, the probability of observing above 
is �, the risk of a missed detection. Also, if � � �� � 4.8 days, the probability
of observing below is �. Notice that � is not split between these two
cases, because they are two separate cases. The process average � might be 3.8,
or it might be 4.8, but it will not be both values at once. Therefore, the risk of
missed detections � applies to each alternative case separately. 

Based on the sample size calculations, Mary asks Kurt for the approval times of
the last 21 home loans processed by his bank. Kurt provides the measurements
listed earlier in Table 7-6. Figure 7-14 showed a MINITAB graphical summary
of the data. From these measurements, the sample mean � 4.676 days, and
the sample standard deviation s � 1.045 days.

Mary checks the assumptions of stability and normality with an IX,MR control
chart and a histogram, and she finds no cause to reject these assumptions. To test
whether the process mean is 4.3 days or not, Mary has three options for Excel cal-
culations, or she could use MINITAB. In real life, Mary would choose only the
easiest available option, but here, all options are illustrated.

Option 1 is to calculate critical values. Since , only the upper critical
value needs to be calculated. The formula is . TheX *

U � �0 � T7An, �
2 Bs 

X � �0 

X 

X *
U X 

X*
L X 

X *
U 

�
2 X *

L 

�
2 

X 

X *
U X *

L 

X 
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∗, accept HA If X > XU, accept HAaccept H0

a /2a /2 bb

4.5

Figure 7-21 Sampling Distributions of When � � 3.8, 4.3, and 4.8. � � 0.5 in
All Cases. Shaded Areas Represent Risks in a Two-Tailed Test
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factor . Mary can calculate this factor using the Excel
function =TINV(2*0.05,20)/SQRT(21). Therefore, 4.3. � 0.3764

 1.045 � 4.693 Since , the critical value method indicates that
Mary should accept H0 that � � 4.3 days.

Option 2 is to calculate a 100(1 � �)% � 90% confidence interval for �. The
upper limit is .
The lower limit is 4.676 � 0.3764 
 1.045 �

4.283. Therefore, Mary is 90% confident that the loan approval time in Kurt’s
bank is between 4.283 and 5.069. Since the test value of �0 � 4.3 is inside
this interval, the confidence interval method indicates that � may be 4.3
days, so Mary should accept H0.

Option 3 is to calculate a P-value for the test. The formula is 

Since the P-value is greater than �, the P-value method indicates that Mary
should accept H0.

The data can also be analyzed with the MINITAB 1-sample t function. Figure 7-22
shows the MINITAB report. The confidence interval and P-value in Figure 7-22
match the results calculated earlier.

Even though all the analysis methods for this test point to accepting H0 and con-
cluding that � � 4.3 days, there may be a problem with this conclusion. When
Mary planned this test, she expected that the standard deviation � � �0 � 0.5
days. However, the sample standard deviation s � 1.045 days, significantly more
than 0.5 days. This was the conclusion of the test for variation in an earlier section.

The test for averages deals with this situation by controlling � to the desired
level, 0.10. Whether the sample standard deviation is too large or too small, the
test for averages adjusts the decision rules to maintain the value of �.

� 0.1147

� 2[.0574]

� 2[1 � Ft20
(1.649)]

� 2 c1 � Ft20
a221 Z4.3 � 4.676 Z

1.045
b d

P–value � 2 c1 � Ftn�1
a2n Z�0 � X Z

s b d

L� � X � T7An, �
2 Bs �

U� � X � T7An, �
2 Bs � 4.676 � 0.3764 
 1.045 � 5.069 

X � X *
U 

X *
U �

T7(21, 0.05) � 0.3764 

One-Sample T: C2

Test of mu = 4.3 vs not = 4.3

Variable  N     Mean    StDev  SE Mean        90% CI           T      P
C2       21  4.67619  1.04494  0.22803  (4.28291, 5.06947)  1.65  0.115

Figure 7-22 MINITAB Report From a One-Sample t-Test
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Figure 7-23 shows what happens to this test if � is 1.045 instead of 0.5. This
figure shows two sampling distributions of when the average � � 4.3 and
4.8. The standard deviation � � 1.045 and n � 21 for both of these curves.
Compared to Figure 7-21, both sampling distributions are wider, because � is
larger. Also, the critical values and spread out to control the � risk to
0.10. However, �, the risk of not detecting a mean shift of 0.5 days, is much
larger than expected. Mary wanted � to be 0.01, but it is clearly much larger. In
fact, MINITAB calculates that the power of the test to detect a shift of 0.5 days
is 0.68, so � is 1 � 0.68 � 0.32.

This hypothesis test did not meet Mary’s objective, because the � was too high.
To meet her original objective, Mary should calculate a new sample size, using
the new assumption that �0 � 1.045. According to MINITAB, a sample size
n � 71 is necessary to meet the objective, which means Mary needs 50
additional observations.

7.3.2 Comparing Averages of Two Processes

This section presents tests to compare the averages of two processes with
normal distributions. This test is often called a two-sample t-test because it
uses the t distribution. The two-sample t-test uses the means and standard
deviations of two samples to determine of the two process averages are the
same or different.

Some people confuse this test with a paired-sample t-test because both tests
involve two sets of numbers. The two-sample t-test discussed here compares
samples of two different processes. The paired-sample t-test compares two
measurements of the same process. The following section discusses paired-
sample t-tests in more detail.

X*
U X*

L 

X

3 3.5 4 4.5 5 5.5 6

m0 mbXL
∗ XU

∗

a/2a/2 b

Figure 7-23 Sampling Distributions of When � � 4.3 and 4.8. � � 1.045 in
Both Cases. The Hypothesis Test Controls �, But � is Too Large Because of the
Large Standard Deviation
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The two-sample t-test has two varieties, depending on whether the exper-
imenter is looking for a shift in one direction, or simply a difference between
the two processes. In hypothesis test language, this is expressed by two
different alternative hypotheses: HA: �1 � �2 or HA: �1 � �2. Here are
guidelines for choosing the most appropriate test procedure:

• If the test is planned before the data is collected, and the business
decision depends on proving that the average value of process 1 is less
than the average value of process 2, then choose HA: �1 � �2. This is
a one-tailed test comparing average values of two processes.

• If the business decision depends on proving that the average values of
two processes are different, then choose HA:�1 � �2. This is a two-
tailed test comparing average values of two processes. If the test
involves historical data or if it was not planned in advance of data col-
lection, always choose the two-tailed test with HA: �1 � �2.

The two-sample t-test is a bit more complicated than earlier tests because its
formulas change depending on whether the two processes have the same
standard deviation. If the standard deviations are equal, the test is more
sensitive to smaller differences than if the standard deviations are not equal.
Therefore, the two-sample t-test requires testing the two samples for equal
standard deviations before calculating test statistics. If prior information is
available to suggest whether �1 � �2 or �1 � �2, the experimenter may choose
to use this information rather than performing the standard deviation test. In
most cases, when prior information is unavailable, it is recommended to
perform the standard deviation test as part of the two-sample t-test.

In the case where �1 � �2, the two sample t-test is exact, and the formulas
are consistent in virtually all statistical reference books. However, when
�1 � �2, no exact test is available, and various approximations are used. The
approximation presented here is from Welch (1937). Many references list
this method, including Ryan (1989), Snedecor and Cochran (1989), and
NIST. Also, MINITAB software uses the Welch formula in its 2-sample
t-test. Montgomery (2005) lists a slightly different formula for the degrees
of freedom to use in this test.

Table 7-13 lists formulas and information required to compare the average
values of two normally distributed processes.

Example 7.15

In an earlier example, Bernie studies the impact of changes in the electronics
used to fire a printhead in an inkjet printer. He plans a test to compare the
variation of dot volume produced by two different waveforms. With risk levels



452 Table 7-13 Formulas and Information Required to Compare the Average Values of Two Normally Distributed Processes 

Two-Sample Test for Averages of Normal Distributions

Objective Does (process 1) have an average value Does (process 1) have an average value 
less than (process 2)? different from (process 2)?

Hypothesis H0: �1 � �2 H0: �1 � �2

HA: �1 � �2 HA: �1 � �2

Assumptions 0: Both samples are random samples of mutually independent observations from the processes of 
interest.

1: Both processes are stable.

2: Both processes have a normal distribution.

3: If �1 � �2, formulas change, and the test is more likely to detect smaller signals.

Sample size calculation Choose �, the probability of falsely detecting a change when H0 is true.

Choose �, the probability of not detecting a change when HA is true and �2 � �1 � �.

Estimate �0, the standard deviation of either process. 

Find n that detects �2 shift in �2 table (Table L) Find n that detects �2 shift in �2 table (Table L)
with risks � and �. with risks and �

�
2

�2 �
�
�0

 �2 �
�
�0
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Test whether �1 � �2 Calculate confidence interval for ratio of standard deviations

If or , then �1 � �2; otherwise, �1 � �2

If �1 � �2: test statistic

T and degrees of freedom �

If �1 � �2: test statistic 

T and degrees of freedom �

(Continued)

� � ™ A s2
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s
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sP � Å (n1 � 1)s2
1 � (n2 � 1)s2

2

n1 � n2 � 2

L�1/�2
� 1 U�1/�2

� 1 

U�1/�2
� as1

s2
b2F�>2,n2�1,n1�1 

L�1/�2
� as1

s2
b 1

2F�>2,n1�1,n2�1



454 Table 7-13 Formulas and Information Required to Compare the Average Values of Two Normally Distributed Processes (Continued)

Option 1: critical value 

If and , accept HA If , accept HA

Option 2: 100(1 � �)%
confidence interval 

If , accept HA If or , accept HA

Option 3: P-value P-value � P-value �

If P-value � � and , accept HA If P-value � �, accept HA

Explanation of symbols is the 1 � � quantile of the F distribution with d1 and d 2 degrees of freedom. Look up in Tables F
or G in the appendix.

is the 1 � � quantile of the t distribution with � degrees of freedom. Look up in Table C in the appendix.

is the cumulative probability in the right tail of the t distribution with � degrees of freedom
at value T.
1 � Ft�

(T ) 

t�,� 

F�,d1,d2
 

X2 � X1 

2(1 � Ft�
(T )) 1 � Ft�

(T) 

U�2��1
� 0 L�2��1

� 0 L�2��1
� 0 
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if �1 2 �2
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1
n 2
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n 2
if �1 2 �2

 

U�2��1
� X2 � X1 � t�/2,�sD 

L�2��1
� X2 � X1 � t�2,�sD

U�2��1
�  ̀

L�2��1
� X2 � X1 � t�,�sD

T � T *
 X2 � X1 T � T *

T * � t�/2,� T * � t�,� 
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Excel functions To calculate , use =FINV(�,d1,d2)

To calculate , use =TINV(2*�,�)

To calculate , use =TDIST(T,�,1)

MINITAB functions To calculate sample size required for this test, select Stat  Power and Sample Size  2-sample t . . .

Enter average shift to detect in the Differences box. For the “less than” test, with HA: �1 � �2,
MINITAB requires a negative value in the Differences box.

Enter 1 � � in the Power values box.

Enter �0 in the Standard deviation box.

Click Options . . . and enter � in the Significance level box.

Select Less than, Not equal, or Greater than to choose HA. Click OK to exit the subform.

Click OK to calculate the required sample size.

To test for equal variation, select Stat  Basic Statistics  2 variances . . . Using this test or an
appropriate graph, decide whether the two processes have the same variation

To perform the test for a change in average, select Stat  Basic Statistics  2-Sample t . . .

Enter the names of columns containing the data in the appropriate boxes. The data may be in one column
with a subscript column, or in two columns.

To assume �1 � �2, set the Assume equal variances check box.

Click Graphs . . . and set the Individual value plot or Boxplot check boxes to verify normality assumption.

Click OK to exit the subform.

Click Options . . . and select less than, greater than, or not equal to choose the alternative hypothesis
HA. Enter 1 � � in the Confidence level box. Click OK to exit the subform.

Click OK to perform the test and produce the report. 

1 � Ft�
(T) 

t�,� 

F�,d1,d2
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of � � 0.01, � = 0.05, and , Bernie calculates that a sample size
n � 35 will be sufficient.

Because Bernie is experimenting with different waveforms, he does not know
whether the two-step waveform will produce more or less ink volume than the
square waveform. He suspects that the two-step waveform will produce less
ink, but he has been surprised before, so Bernie wants the test to be open to
detecting a shift in either direction. His objective statement is “Does the two-
step waveform produce different average dot volume than the square
waveform?” with H0: �1 � �2 versus HA: �1 � �2. Bernie plans to use the 35
measurements of dot volume from each waveform to test for differences in
average as well as variation.

From prior experiments, Bernie expects that the standard deviation of dot
volumes is about �0 � 50 pl. Bernie uses MINITAB to determine what size of
effect can be estimated by a two-sample t-test with n � 35 in each sample. On
the MINITAB menu, Bernie selects Stat  Power and Sample Size 
2-sample t . . . and fills out the form this way:

Sample sizes: 35
Differences: (leave blank and MINITAB will calculate it)
Power values: 0.95 (Power � 1 � �)
Standard deviation: 50

Bernie clicks Options . . . and fills out the subform this way:

Alternative Hypothesis: Not equal 
Significance level: 0.01 (This is �)

With these settings, MINITAB produces the report seen in Figure 7-24. With a
sample size of n � 35 in each group, Bernie will be 95% confident of detecting
a difference of 51.72 pl in the average dot volume between the two waveforms.

�1

�2
� � � 0.5 

Power and sample size

2-Sample t test
Testing mean 1 = mean 2 (versus not =)
Calculating power for mean 1 = mean 2 + difference
Alpha = 0.01  Assumed standard deviation = 50

Sample
 Size  Power  Difference
   35   0.95     51.7207

The sample size is for each group. 

Figure 7-24 MINITAB Sample Size Calculation for the Two-Sample t-Test
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Without MINITAB, Bernie could calculate the sample size required using Table L
in the appendix. For this two-sided two-sample test, � � 0.01 and � � 0.05.
Since Table L is for a one-sided two-sample test, Bernie must use the column
for � � 0.005 and � � 0.05. Table L does not have a row for n � 35. However,
for n � 34, the test will detect a difference of 1.0503 standard deviations, or
52.52 pl.

Bernie decides that the sample size of 35 is acceptable, and he collects the data
listed earlier in Table 7-8. Table 7-14 summarizes this data.

Experimenters should always analyze variation first. Bernie performs the two-
sample test for differences in standard deviation, and concludes that �1 � �2.
Actually, Bernie is unhappy with this conclusion, but there is not enough
evidence to conclude otherwise with this sample.

Assuming that �1 � �2, Bernie calculates the test statistic T and degrees of
freedom for the two-sample t-test using these formulas:

Here are the different options of analyzing this data, all of which lead to the
same conclusion.

Option 1 is to calculate a critical value for the T statistic. The critical value is
. Bernie can calculate this value in Excel with

the formula =TINV(0.01,68). (Notice that TINV requires 2�. In this way,
TINV is inconsistent with otherwise similar functions CHIINV and FINV.)
Since T � T *, this suggests that H0 is true and �1 � �2.

T * � t�/2,� � t0.005,68 � 2.650 

T �
ZX2 � X1 Z

sp2
1
n1

�
1
n2

�
331.89 � 304.80

49.032 2
35

� 2.311

� Å34(40.15)2 � 34(56.54)2

68
� 49.03

sP � Å (n1 � 1)s2
1 � (n2 � 1)s2

2

n1 � n2 � 2

� � n1 � n2 � 2 � 68 

Table 7-14 Summary of Dot Volume Samples

Sample Standard
Waveform Count ni Sample Mean  Deviation si

Two-step 35 304.80 40.15

Square 35 331.89 56.54

Xi 
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Option 2 is to calculate a confidence interval for the difference in means �2 � �1.
To calculate this, Bernie must estimate the standard deviation for the difference
in means with sD. Since �1 = �2,

The upper limit of the 100(1 � �)% � 99% confidence interval is 

The lower limit of the 99% confidence interval is

Therefore, Bernie is 99% confident that the average dot volume produced by
the square waveform is between 58.15 and �3.97 pl more than the average
dot volume produced by the two-step waveform. Since this interval
includes 0, this suggests that H0 is true and �1 � �2.

Option 3 is to calculate a P-value, using this formula: 
. Since the P-value is greater than

Bernie’s chosen value for �, 0.01, this suggests that H0 is true and �1 � �2.

Figure 7-25 shows the MINITAB analysis of this data using its 2-sample t-test
function. By default, MINITAB estimates a confidence interval for �1 � �2, so
the confidence interval is negated, compared to the above calculations.
Otherwise, the calculations match.

2(1 � Ft68
(2.311)) � 2(0.012) � 0.024 

2(1 � Ft�
(T )) �  

L�2��1
� X2 � X1 � t �/2,�sD

� 331.89 � 304.80 � 2.650*11.72

� �3.97

U�2��1
� X2 � X1 � t �/2,�sD

� 331.89 � 304.80 � 2.650*11.72

� �3.97

sD � sPÅ 1
n1

�
1
n2

� 49.03Å 2
35

� 11.72 

Two-Sample T-Test and CI: Two-step, Square 

Two-sample T for Two-step vs Square

           N   Mean  StDev  SE Mean
Two-step   35  304.8   40.2      6.8
Square     35  331.9   56.5      9.6

Difference = mu (Two-step) - mu (Square)
Estimate for difference:  -27.0857
99% CI for difference:  (-58.1481, 3.9767)
T-Test of difference = 0 (vs not =): T-Value = -2.31
P-Value = 0.024  DF = 68
Both use Pooled StDev = 49.0338

Figure 7-25 MINITAB Analysis of a Two-Sample t-Test
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Example 7.16

In an earlier example, Tim measured the surface texture on two samples of ring
valves. Tim did not plan this test before he collected data. He collected 20
measurements from process 1 and 20 measurements from process 2, listed in
Table 7-9. Tim has already concluded that the standard deviation of the two
processes is different. Now he wonders if the average surface texture is also
different.

Since Tim did not plan this test before collecting data, he must use a two-tailed
test of H0: �1 � �2 versus HA: �1 � �2, with a standard risk of false detections
� � 0.05. Table 7-15 summarizes the surface texture data.

Tim calculates the test statistic T and degrees of freedom ν using the following
formulas, which assume that �1 � �2.

Option 1 for testing this data is to use a critical value, which is

Option 2 for testing this data is to calculate a confidence interval. A 95% con-
fidence interval for �2 � �1 is (3.77, 13.23)

Option 3 for testing this data is to calculate a P-value, which is 
� 0.001.

All three methods show a significant difference between the average surface
textures of processes 1 and 2.

7.3.3 Comparing Repeated Measures of Process Average

This section presents a test for comparing two repeated measures of the same
process, which is often called a paired-sample t-test. This test is appropriate
when one set of parts is measured at two different times. The paired-sample
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Table 7-15 Summary of Surface Texture Samples

Sample Standard
Process Count ni Sample Mean  Deviation si

Process 1 20 47.10 9.296

Process 2 15 55.60 3.832

Xi 
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test may also be used to compare measurements of the same parts by two
different measurement systems, such as by two different laboratories.

The paired-sample experiment is a special case of a class of experiments
known as repeated measures designs, which are beyond the scope of this
book. However, if one process is measured k times, this data may be
analyzed as if it were k � 1 successive paired-sample tests.

In a paired-sample test, the first and second measurements of a part must be
linked together, so the difference can be calculated for each part. For example,
the two measurements of part 1 are X1,1 and X2,1, and the difference for part
1 is XD1 � X1,1 � X2,1. The paired-sample test is simply a one-sample test
conducted on the differences XDi.

In virtually every situation, the difference between measurements on the same
part has less variation than the difference between parts. Because of this fact,
the paired-sample test can detect much smaller signals than a two-sample test
applied to the same data. Six Sigma practitioners should always use the
paired-sample test for paired-sample data, instead of misapplying a two-
sample test to the same data.

When planning a paired-sample test, an experimenter must consider how to
link together repeated measurements of the same part. For example, suppose
Bobo wants to compare a supplier’s measurements of a part to his own meas-
urements. Bobo calls the supplier and asks him to send measurements with the
next order of parts. The supplier does this. However, Bobo neglected to ask the
supplier to mark the parts with serial numbers. Now Bobo has no way to link
his measurements with the supplier’s measurements. He could analyze the data
with a two-sample test, but he would lose all the advantages of a paired-sample
test over a two-sample test. The better decision is to start over and ask the
supplier to serialize the next order of parts before measuring them.

Sample size calculation for paired-sample tests is difficult because the
experimenter must estimate the standard deviation of the differences, �D, in
advance. �D is almost always less than �0, the standard deviation of the
parts, but how much less? If earlier paired-sample tests have been
conducted, these may be used to estimate �D. Or, an experimenter may
choose to estimate �D by �0, and compute sample size accordingly. This
will result in a larger sample size than is necessary. A practical solution to
this problem is to conduct a paired-sample test on a convenient, small
number of parts. The analysis of this data will produce sD, an estimate of �D.
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Then, using this estimate, a sample size calculation will show whether more
measurements are needed, and if so, how many.

Table 7-16 lists formulas and information necessary to perform a paired-
sample t-test on two measurements of a single process.

Example 7.17

Jerry, a reliability engineer, is concerned about a high-power thyristor selected
for a new fuel injection system. Field experience suggests that leakage current
may increase over the life of the part, leading to early failure. To test this
concern on the new part, Jerry plans to take a sample of new thyristors, measure
their leakage currents, subject them to an accelerated life test, and measure
them again.

For this experiment, the objective statement is: “Is the average difference in
thyristor leakage current (after – before) greater than 0?” The hypothesis test
statement is H0: �D � 0 versus HA: �D > 0. In this situation, �D � �1 � �2,
where �2 is the average leakage before the test and �1 is the average leakage
after the test. This assignment may seem backwards, but it is more convenient.
�D represents the average increase in leakage current during the life test.

Jerry wants the risk of false detections to be � � 0.05, and the risk of missed
detections to be � � 0.10 when leakage currents are 0.1 mA greater after the
test than before. In other words, �D � �D� � 0.1 mA. Next, Jerry must estimate
�D, the standard deviation of the change in leakage current. Jerry does not
know what to expect here, however the parts themselves have a standard
deviation of leakage near �0 � 0.5 mA. �D should be much less than this, so
Jerry guesses that �D � 0.1 mA. Jerry runs the 1-sample t-test sample size cal-
culator in MINITAB. He enters 0.1 for Differences, 0.9 for Power values,
and 0.1 for Standard deviation. In the Options subform, Jerry selects
Greater than because the test is one-tailed. MINITAB reports that a sample
size of n � 11 will meet these requirements. Jerry decides to test n � 14
thyristors, to have a few extras. This is always a good idea, and it is particularly
useful when the sample size calculation involved a lot of guesswork.

Jerry gathers 14 new thyristors, marks them for identification and measures
their initial leakage currents. Jerry subjects the parts to the accelerated life test
and measures them again. Table 7-17 lists these measurements.

The test statistic for this test is mA, the average increase in
leakage current. The standard deviation of the change is mA.
Figure 7-26 is a Tukey mean-difference plot, first presented in Chapter 2. This
graph is a very useful way to visualize changes in paired data. In this case, the
graph provides strong visual evidence of more leakage after the test than
before.

sD � 0.0866 

XD � 0.0919 



462 Table 7-16 Formulas and Information for Performing a Paired-Sample Test

Paired-Sample Test for Comparing Process Average at Two Times
�D � �1 ��2

Objective Is (process) average lesser at Is (process) average greater at time Is (process) average different at 
time 1 than at time 2? 1 than at time 2? time 1 than at time 2?

Hypothesis H0: �D � 0 H0: �D � 0 H0: �D � 0

HA: �D � 0 HA: �D � 0 HA: �D � 0

Assumptions 0: The sample is a random sample of mutually independent observations from the process of interest.

1: The process is stable.

2: The process has a normal distribution.

Sample size Choose �, the probability of falsely detecting a change when H0 is true.
calculation

Choose �, the probability of not detecting a change when HA is true and �D � �D�.

Estimate �D, the standard deviation of the difference between measurements at time 1 and time 2

Find n that detects �1 shift in �1 Find n that detects �1 shift in �1 table Find n that detects �1 shift in �1

table (Table J) with risks � and �. (Table J) with risks � and �. table (Table J) with risks and �.�
2

�1 �
Z�D� Z
�D

 �1 �
�D�

�D
 �1 �

��D�

�D
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Test statistic and 
standard deviation

Option 1: 

critical value

If or if

, accept HA

Option 2:
100(1 � �)%

If , accept HA If , accept HA If or , 
confidence interval

accept HA

Option 3: P-value P-value = P-value = P-value =

If P-value � �, accept HA If P-value � �, accept HA If P-value � �, accept HA

(Continued)

2 c1 � Ftn�1
a2n ZXD Z

sD
b d  1 � Ftn�1

a2n (XD)
sD

b 1 � Ft n�1
a2n (�XD)

sD
b 

U�D
� 0 L�D

� 0 L�D
� 0 U�D

� 0 

U�D
� XD � T7An, �

2 BsD 

L�D
� XD � T7An, �

2 BsD

U�D
�  ̀

L�D
� XD � T7(n, �)sD

U�D
� XD � T7(n, �)sD

L�D
� �  ̀

XD � X *
DU 

XD � X *
DL 

X *
DU � T7An, �

2 BsD 

X *
DL � �T7An, �

2 BsD

X *
D � T7(n, �)sD X *

D � �T7(n, �)sD 

sD � Ågn
i�1(XDi � XD)2

n � 1
 

XDi � X1,i � X2,i�i � 1, c,n 

XD �
1
ng

n
i�1XDi

If , accept HAXD � X *
D If , accept HAXD � X *

D 



464 Table 7-16 Formulas and Information for Performing a Paired-Sample Test (Continued)

Explanation . Look up in Table K in the appendix.
of symbols

is the 1� � quantile of the t distribution with n � 1 degrees of freedom.

is the cumulative probability in the right tail of the t distribution with degrees of freedom at value x.

Excel functions To calculate , use =TINV(2*�,n-1)/SQRT(n)

To calculate , use =TDIST(x,n-1,1). Excel requires that x � 0 for the TDIST function.

MINITAB To calculate sample size required for this test, select Stat  Power and Sample Size  1-sample t . . .
functions Enter average shift to detect in the Differences box. For the “less than” test with HA: �D � 0, MINITAB

requires a negative value in the Differences box.

Enter 1 � � in the Power values box.

Enter �D in the Standard deviation box.

Click Options . . . and enter � in the Significance level box.

Select Less than, Not equal, or Greater than to choose HA. Click OK to exit the subform.

Click OK to calculate the required sample size.

1 � Ftn�1
(x) 

T7(n,�) 

n � 11 � Ftn�1
(x) 

t�,n�1 

T7(n,�) �
t�,n�1

2n
 



465

To analyze data, select Stat  Basic Statistics  Paired t . . .

Enter the names of two columns containing the data

Click Graphs . . . and set the Histogram, Individual value plot or Boxplot checkboxes to verify the 
normality assumption. Click OK to exit the subform.

Click Options . . . and select less than, greater than, or not equal to choose HA. Enter 1 � � in the
Confidence level box. Click OK to exit the subform.

Click OK to perform the test and produce the report.
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Table 7-17 Measurements of Leakage Current on 14 Thyristors, Before and After
a Life Test

Leakage current (mA)

Before After Change

1.820 1.830 0.010

0.952 1.040 0.088

0.842 0.930 0.088

1.220 1.340 0.120

1.340 1.330 �0.010

0.570 0.880 0.310

0.250 0.250 0.000

0.840 0.880 0.040

1.020 1.030 0.010

1.230 1.290 0.060

1.030 1.190 0.160

0.980 1.150 0.170

0.340 0.440 0.100

1.440 1.580 0.140

Figure 7-26 Tukey Mean-Difference Plot of Thyristor Leakage Data Before and
After Life Test
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Option 1 for analyzing this data is the critical value method.

mA. Since , this is strong evidence of an increase in leakage.
Option 2 for analyzing this data is to calculate a 95% confidence interval on the

change in leakage current. The lower limit of this interval is
. Since

this lower limit is greater than zero, this provides strong evidence that
leakage current has increased.

Option 3 for analyzing this data is to calculate a P-value. The formula is

The P-value indicates that the probability of seeing data like this if there is
no change is 0.0008. Since this is far less than �, this provides strong
evidence that leakage current has increased.

Jerry could also use the MINITAB paired-sample t-test function, which
matches the above calculations. In the Graphs subform, Jerry selects the
individual value plot, which produces the graph seen in Figure 7-27. This very
informative graph shows the changes, the average change, the null hypothesis,
and a confidence interval for the average change, all on one compact display.

7.3.4 Comparing Averages of Three or More Processes

Many Six Sigma projects involve comparisons of samples from many
processes. Comparing average values of more than two processes requires a
hypothesis test known as the analysis of variance (ANOVA). The name
“analysis of variance” may be confusing, because the test looks for shifts in

� 1 � Ft13
(3.97) � 0.0008 

1 � Ftn�1
a2n(XD)

sD
b � 1 � Ft13

a214(0.0919)
0.0866

b

L�D
� XD � T7(n, �)sD � 0.0919 � 0.4733 
 0.0866 � 0.0509 

XD � X *
D 

X *
D � T7(n, �)sD � T7(14, 0.05)0.0866 � 0.4733 
 0.0866 � 0.041 

Figure 7-27 Individual Value Plot Produced by the MINITAB Paired-Sample
Analysis

Differences
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average values by analyzing the variation in the data. ANOVA is a very
flexible tool, with applications to designed experiments, regression and
many other types of problems. This section introduces a simple form of
ANOVA, known as the one-way, fixed effects analysis of variance.

It is unwise to perform ANOVA calculations without the aid of a computer
and a widely used commercial statistical package. The calculations are too
complex for reliable hand calculations. Even with Excel or one of the many
statistical add-ins for Excel, ANOVA calculations may be unreliable.
ANOVA calculations are particularly susceptible to rounding errors, when
applied to certain types of datasets. Therefore, one should only perform
ANOVA on mature, thoroughly tested software, designed and verified to
avoid these sorts of problems.

This section departs from other sections in this chapter by recommending
only MINITAB or similar statistical applications for ANOVA calculations.
The “Learn more about ANOVA” sidebar box explains the ANOVA method
for those who are interested.

ANOVA requires four assumptions about the processes producing the data.
Most authors list only three assumptions, because only three are verifiable.
This book adds the usually unstated Assumption Zero.

• Assumption Zero states that each sample is a random sample of
mutually independent observations from the process or population of
interest. This assumption is assured by proper design and planning of
the experiment, and cannot be verified after collecting the data.

• Assumption One states that each process is stable.An appropriate control
chart of the data will verify this assumption. If the processes appear to
be unstable, an experimenter should fix this problem before proceeding
with the ANOVA. Predictions of an unstable process are useless.

• Assumption Two states that each process is normally distributed. This
assumption may be verified by an appropriate graph of the distribution
of each sample, such as a histogram. Chapter 9 describes a test of
normality and transformations that convert some forms of nonnormal
data into normal data. However, the ANOVA has proven to be robust to
moderate departures from normality. In most practical situations,
ANOVA is still a reliable tool, even when applied to nonnormal distri-
butions, including discrete distributions.

• Assumption Three states that the standard deviations of all processes are
the same. That is, . (Statisticians use fancier terms
for the same concept, such as “homogeneity of variance” or
“homoscedasticity.”) Experimenters should verify this assumption by

�1 � �2 � c � �k 
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viewing a graph of residuals, as illustrated below. Bartlett’s test or
Levene’s test, presented earlier in this chapter, will determine ana-
lytically whether the standard deviations are the same. If the standard
deviations are not the same, some transformations such as or 
can be used to equalize the standard deviations among all the samples.

Unlike other tests in this chapter, ANOVA does not have a one-tailed
version. ANOVA always looks for differences in either direction, and its α
risk is divided evenly between the two tails.

Table 7-18 summarizes information required to perform the ANOVA test
using MINITAB. 

Example 7.18

An earlier example featured Larry, who is studying five lathes in a supplier’s
machine shop. Larry ordered 60 parts, with 12 made on each lathe, to study the
capability of each lathe process.

Larry did not plan his sample size in advance, but instead selected a convenient
number of parts. Therefore, Larry should use the standard value of �, 0.05 in
his analysis. But even without advance planning, Larry can use the sample size
calculator in MINITAB to determine how sensitive the ANOVA test will be.

In MINITAB, Larry selects Stat  Power and Sample Size  One-Way
ANOVA . . . and fills out the form this way:

Number of levels: 5
Sample sizes: 12
Values of the maximum difference between means: (blank, so
MINITAB will calculate this)
Power values: 0.9
Standard deviation: 1

MINITAB reports that this sample size will detect a difference of 1.67�, with
90% power. That is, � � 0.10 when � � 1.67�.

Table 7-11 lists the data collected by Larry. To test the assumption of equal
standard deviations, Larry performed Levene’s test. With no prior information
to substantiate the normal distribution of these processes, Bartlett’s test is too
risky. Levene’s test produced a P-value of 0.093. This value is small, but not
small enough to reject the assumption of equal standard deviations. Larry has
91% confidence that the standard deviations are different, but not 95%.
Therefore, Larry proceeds with the ANOVA test.

The graphs produced by the MINITAB ANOVA function are quite helpful.
Figure 7-28 is an individual value plot, showing all observations in the five
groups, plus a line connecting the means. This graph clearly shows that Lathe 1

2xlog(x)



Table 7-18 Information Required to Perform a One-Way ANOVA

Test for Averages of Multiple Processes

Objective Do (processes 1 through k) have different means?

Hypothesis H0: �1 � �2 � . . . � �k

HA: At least one �i is different.

Assumptions 0: Each sample is a random sample of mutually independent
observations from the process of interest.

1: Each process is stable.

2: Each process has a normal distribution.

3: The standard deviations of all processes are the same. That
is, .

Sample size Choose �, the probability of falsely detecting a change
calculation when H0 is true.

Choose �, the probability of not detecting a change when
HA is true and �1 � �2 � �.

Estimate �0, the standard deviation of the processes.

In MINITAB, select Stat  Power and Sample Size 
One-Way ANOVA

Enter k in the Number of levels box.

Enter � as the Values of the maximum difference 
between means box.

Enter 1 � � in the Power values box.

Enter �0 in the Standard deviation box.

In the Options subform, enter � in the Significance level box.

Analysis Enter data into MINITAB. The data may be stacked or
of data unstacked.

Stacked data is in a single column, with subscripts indicating 
group number in a second column. Select Stat  ANOVA
 One-Way . . . to analyze data in stacked format.

Unstacked data is in k columns, one for each group. Select
Stat  ANOVA > One-Way (Unstacked) . . . to analyze
data in unstacked format.

In the One-Way ANOVA form, click Graphs . . . and select
all the graphs. These will help verify assumptions and
understand the conclusions.

Make The MINITAB Session window contains an ANOVA table.
decision The right-most column of the table is a P-value.

If P-value � �, then accept HA.

�1 � �2 � c � �k 
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may be the odd process. It seems to have both more variation and a higher
average than the other lathes.

Figure 7-29 is a three-in-one residual plot for the data. When a model is fit to a
dataset, the residuals are the differences between the observed values and the
predicted values. For a one-way ANOVA, the residuals are the differences
between the observed values and the group means. Viewing plots of residuals
often provides insight into a process that statistical tables do not.

The three-in-one residual plot includes a normal probability plot and histogram
for checking the assumption of normal distributions. Neither plot indicates a
problem with this assumption. The third plot shows residuals versus the fitted
values, which are the group means. Notice that the group with the largest mean
value also has the most variation. This group must be Lathe 1, as seen in the
individual value plot.

Figure 7-30 shows the MINITAB ANOVA report for this data. The rightmost
column of the ANOVA table is a P-value, which is all most people need to
know. The P-value represents the probability that random noise could cause the
differences in group averages seen in this dataset, if there is no difference in
process averages. In this case, the P-value is 0.002, which is much smaller than
� � 0.05. Therefore, Larry concludes that there are significant differences
between the average diameters produced by the five lathes.

So if there are significant differences, which lathes are different? The text graph
below the ANOVA table in Figure 7-30 provides some guidance. This graph

Figure 7-28 Individual Value Plot of Lathe Data
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Figure 7-29 Residual Plots from ANOVA on Lathe Data
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shows individual 95% confidence intervals for the averages of each lathe. The
confidence interval for lathe 1 does not overlap the confidence intervals for
lathes 2 and 3. Therefore, Lathe 1 is significantly different from lathes 2 and 3.
However, there is no significant difference between any other pairs in this set.

To conclude this example, Larry finds that Lathe 1 is significantly different in
average, and probably also in variation from other lathes. A reasonable step at
this point is to exclude the data for Lathe 1, and analyze the data again. The
results of this analysis will help Larry work with the supplier to improve the
quality of their processes.

Often an ANOVA will find significant differences between groups, as in the
example. One might want to know which groups are different and by how
much. The individual confidence intervals provided in the ANOVA report
are not always a reliable way of answering this question. Several good test
procedures for multiple comparisons are available.

In the ANOVA form, click Comparisons . . . This will activate a subform
containing multiple comparisons tests. For most purposes, the Tukey
method works best. Select Tukey, and enter � in the error rate box.
MINITAB will prepare a report containing confidence intervals for the dif-
ference between every pair of groups. The Tukey method controls the simul-
taneous error rate of this set of confidence intervals to �, as specified.

Figure 7-30 MINITAB ANOVA Report from Lathe Data

One-way ANOVA: Lathe 1, Lathe 2, Lathe 3, Lathe 4, Lathe 5

Source  DF         SS         MS     F      P
Factor   4  0.0004977  0.0001244  4.82  0.002
Error   55  0.0014210  0.0000258
Total   59  0.0019187
S = 0.005083  R-Sq = 25.94%   R-Sq(adj) =  20.55%

Individual 95% CIs For Mean Based on 
Pooled StDev

Level     N     Mean    StDev   +---------+---------+---------+---------
Lathe 1  12  2.51142  0.00746                        (-------*------)
Lathe 2  12  2.50300  0.00517    (-------*------)
Lathe 3  12  2.50425  0.00445       (-------*------)
Lathe 4  12  2.50658  0.00287             (------*-------)
Lathe 5  12  2.50592  0.00432           (-------*------)
                               +---------+---------+---------+---------

Pooled StDev = 0.00508

2.5000 2.5040 2.5080 2.5120
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Learn more about . . .

Analysis of Variance (ANOVA)

Analysis of variance decomposes the total variance of the data into components
to identify the source of the variation. For a one-way ANOVA, there are two
sources of variation. One source of variation, treatments, causes differences
between group means. The other source of variation, error, causes variation of
individual values within each group. ANOVA separates the variation caused by
treatments from error, and compares them to decide whether treatments
represent a significant signal.

Consider a simple case of a one-way ANOVA with k groups and n observations
in each group, for a total of kn observations. Let Yij be the j th observation in
the i th group. Each group has a mean, which is . The overall mean is 

The total variance is the square of the overall sample standard deviation, which is

The total variance is the total sum of squares, SST, divided by the total degrees
of freedom, DFT.

Consider the expression for SST. Inside the parentheses, add and subtract the
group mean and expand the expression:

The middle term in this expression equals zero, since
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So the total sum of squares is the sum of two components, which we can call the
treatments sum of squares SSTreatments and the error sum of squares SSE.

The treatments sum of squares comprises variation between the group means
caused by the various treatments. The error sum of squares consists of variation
within each group, caused by other things. The error sum of squares is the sum of
k independent SS terms, one for each group. If each group SS were divided by
n � 1, its degrees of freedom, the result would be an estimate of error variance.
ANOVA pools all these SS terms together into a pooled estimate of error
variance. This pooled estimate of variance is called error mean squares, or MSE.

The group means also have variation, even if the treatments have no effect on
the process, and H0 is true. In fact, the standard deviation of is expected to be

under H0, where � is the standard deviation of the individual observations. 

Therefore, should have a variance of �2 if H0 is true. The variance of this
quantity is estimated by the treatments mean square MSTreatments.

If H0 is true and the treatments have no effect, then MSTreatments and MSE are
two independent estimates of the variance of the observations . The ratio of
these estimates is

This F statistic will have an F distribution with k � 1 and k (n � 1) degrees of
freedom. This fact is used to calculate critical values or P-values to decide
between H0 and H0.

If HA is true, and the treatments change the group means, MSTreatments will be
larger than it is when H0 is true, and the F ratio will be larger too. If the F ratio
is large enough that its P-value is less than the � risk, then we conclude that the
treatments have a statistically significant effect on the means of these processes.
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The ANOVA table in Figure 7-30 summarizes all this information into six
columns:

• The Source column identifies the sources of variation
• The DF column counts the degrees of freedom for each source. These

numbers will add up to the total DF on the bottom line.
• The SS column lists the sum of squares (SS) terms for each source of

variation
• The MS column lists the mean squares (MS) for each source of variation,

defined as MS � SS/DF
• The F column lists the F statistic, defined as for a one-way

fixed-effects ANOVA. If treatments have no effect, F will have an F dis-
tribution.

• The P column lists the P-value for the F statistic, expressing the probability
of observing a value of F at least as large, if H0 is true and treatments have
no effect. If P-value ��, we conclude that HA is true and the treatments
have a statistically significant effect.

Many statistical tools produce ANOVA tables, and some are much more complex
than this case. However, they all follow the same general format and list the same
information. By understanding and applying these principles, Six Sigma practi-
tioners can successfully use any statistical software to interpret ANOVA reports. 

F �
MSTreatments

MSE



Chapter

Detecting Changes
in Discrete Data

Chapter 7 presented hypothesis tests as tools for detecting changes in
process behavior. All the hypothesis tests in Chapter 7 work with processes
producing normally distributed, continuous data. This chapter applies the
concept of hypothesis testing to processes producing discrete data.

In a general sense, discrete data could have any countable set of possible
values. However, in Six Sigma and quality control applications, discrete
data are generally counts of bad things, such as defects or defective units.
Therefore, methods for discrete data in this book only apply to counts, with
nonnegative integer values, and simple functions of counts.

Three types of discrete data frequently arise in Six Sigma projects, and each
section of this chapter addresses one of the following situations:

• The proportion of a population that is defective is represented by �, a
number between 0 and 1. � is estimated by the ratio , where X
is a count of defective units in a sample of size n. We can observe
values of X and use these values to detect changes in the population
proportion defective �. Section 4.5 presented confidence intervals for
�, as the parameter to the binomial distribution. Section 8.1 adapts this
technique into one-sample tests comparing � to a specific value and
two-sample tests comparing proportions of two different populations.

• The rate of defects occurring in a unit of space, time, or product is rep-
resented by �, the rate parameter of the Poisson distribution. Section 4.6
presented a confidence interval for �. Section 8.2 adapts this technique
into a one-sample hypothesis test, comparing � to a specific value.

• Dependency between two categorical variables may be detected by
analyzing two-dimensional tables, called contingency tables. Section 8.3
discusses methods of analyzing contingency tables, and for detecting
relationships between the two variables.

p �
X
n  

8
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Continuous measurement data provides more information about a process
than discrete data. Frequently, continuous data is ignored and only discrete
data is recorded to save money and time. Whenever possible, Six Sigma
practitioners should study continuous data directly, instead of discrete data
derived from continuous data.

Example 8.1

Frank is a machinist who turns shafts on a lathe. To check his work, Frank
checks the diameter of parts with calipers, and observes the continuous meas-
urement data on the calipers readout. This continuous measurement reveals if
the part is near the target value, close to a tolerance limit, or outside tolerance
limits. Frank might adjust the lathe process because of this measurement. The
continuous measurement is very informative to Frank, but he never records it.
Frank sends shafts that conform to the specification to the next process step
without saving any measurement data. If Frank decides to scrap a shaft, he fills
out paperwork documenting the scrap.

Meanwhile, Ed is a Green Belt investigating why Frank’s lathe process has
scrapped 31 out of the last 1000 shafts. Ed’s boss wants Ed to investigate the
problem without disrupting the production process with any special requests.
This is a very difficult situation for Ed, because 31/1000 is the only data Ed has
to work with. Ed cannot determine much about Frank’s process from this data.
He cannot determine if the process is drifting, cyclic, or simply has too much
short-term variation. This is particularly frustrating for Ed, because he knows
the measurements of the parts existed at one time, on Frank’s calipers. Because
this data is gone, and only the scrap count remains, Ed will be unable to
diagnose this problem without additional data.

Before attempting to analyze discrete data, it is wise to investigate whether
the discrete data is an aggregated version of continuous data. Six Sigma prac-
titioners should always use continuous data when possible. In many sit-
uations, continuous measurements are not possible, and parts either pass or
fail their tests, with no continuous measurements of part quality. The
techniques in this chapter are applicable when discrete data is the best
available data on the process.

8.1 Detecting Changes in Proportions

This section describes hypothesis tests for proportions. When a proportion �
of a population is defective, and a random sample of n independent units is
selected from that population, then some number X of the units in the sample
will be defective. The number X is an integer between 0 and n. X is a
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binomial random variable with parameters n and �. Using symbols
introduced in Chapter 3, , and with a probability mass function
(PMF) defined by 

The capital letter X represents a random variable, which is the count of
defective units in the sample. The small letter x represents any particular
value of the random variable X.

Usually, Six Sigma projects apply the binomial distribution to model counts
of defective products in a sample of products. However, the binomial dis-
tribution has many other applications. The binomial distribution applies to
any experiment with n independent trials, where each trial has two
outcomes, A and B. If � is the probability of observing outcome A on any
trial, then X, the count of trials with outcome A in a set of n trials, is a
binomial random variable. The number of customers who will reorder a
product, the number of tax returns with a math error, and the number of
patients who experience side effects from a medication are all counts that
may be modeled by a binomial distribution. Examples in this section feature
defective products, but the techniques apply equally well to any binomial
experiment.

Confidence intervals and hypothesis tests are closely related. Whenever a pop-
ulation parameter can be estimated by a confidence interval, the parameter can
also be tested by a corresponding hypothesis test. If the confidence interval has
a confidence level 100(1 � �)%, then the corresponding hypothesis test has
probability � of false detections, also called Type I errors. If the confidence
interval contains the null hypothesis H0, then H0 may be accepted as a
plausible explanation for the data. If the confidence interval does not contain
H0, then H0 is unlikely and HA should be accepted instead.

If a confidence interval method makes assumptions or approximations, the
corresponding hypothesis test inherits these same assumptions or approxi-
mations. Section 4.5 discussed an approximate confidence interval for �,
which may be calculated by hand. An exact confidence interval for � requires
an iterative solution by a computer. Similarly, approximate hypothesis tests
for � are simple enough to calculate by hand or in Excel, but an exact
hypothesis test requires a statistical program such as MINITAB. Since both
approximate and exact methods are used by Six Sigma professionals, this
section presents both methods.

fX(x; n, �) � an
x
b �x(1 � �)n�x

X ~ Bin(n, �)
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8.1.1 Comparing a Proportion to a Specific Value

This section presents a one-sample test to compare a population proportion
� to a specific value �0, based on a sample of size n. The value �0 could be
a historical value or a target value. � could represent the proportion
defective, or any proportion with a characteristic to be counted in the sample
of n units. As a reminder of this point, the word defective is enclosed in
parentheses in this discussion.

This test has three varieties, depending on whether the experimenter is
looking for a decrease, an increase, or a change in the proportion (defective)
�. In hypothesis test language, this is expressed by three different alternative
hypotheses: HA: � � �0, HA: � � �0 or HA: � � �0. Here are some
guidelines for selecting the most appropriate HA.

• If the test is planned before the data is collected, and the business
decision depends on proving that the proportion (defective) is less than
a specific value, then choose HA: � � �0. This is a one-tailed test for a
decrease in proportion (defective).

• If the test is planned before the data is collected, and the business
decision depends on proving that the proportion (defective) is greater
than a specific value, then choose HA: � > �0. This is a one-tailed test
for an increase in proportion (defective).

• If the business decision depends on proving that the proportion
(defective) has changed from a specific value, then choose HA: � � �0.
This is a two-tailed test for a change in proportion (defective). Also, if
the test involves historical data or if it was not planned in advance of
data collection, always choose the two-tailed test with HA: � � �0.

Table 8-1 lists formulas and additional information required to perform a
one-sample test for proportion (defective). Most hypothesis tests have three
options for analysis, by critical value, confidence interval, or P-value.
However, because this test is approximate, the confidence interval method
will not always result in the same decision about H0 versus HA. Therefore,
the experimenter should choose H0 versus HA based on the critical value or
P-value methods. The confidence interval for � expresses a range of values
that contains � with high probability, but it is not to be used as a decision
criteria for this hypothesis test.

Example 8.2

Snap domes are stamped metal parts that provide tactile feedback in keyboards.
Occasionally, a dome has a defect causing it to break the first time it is pushed.
When the process was first launched, verification testing showed a defect rate of
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Table 8-1 Formulas and Information Required to Perform a One-Sample Test Comparing a Proportion to a Specific Value

One-Sample Test for a Proportion (Defective) of a Population

Objective Does (process) have a proportion Does (process) have a proportion Does (process) have a proportion 
(defective) less than � � �0? (defective) greater than � � �0? (defective) different from � � �0?

Hypothesis H0: � � �0 H0: � � �0 H0: � � �0

HA: � � �0 HA: � � �0 HA: � � �0

Assumptions 0: The sample is a random sample of mutually independent observations from the process of interest.

1: The process is stable.

2: The units in the population are mutually independent.

3: (For the approximate method) The number of (defective) units X is approximately normally distributed. 

Sample size Choose �, the probability of falsely detecting a change when H0 is true.
calculation Choose �, the probability of not detecting a change when HA is true and � � ��.

Test statistic , where X is the number of (defective) units in a sample of size n.

(Continued)

p �
X
n  

n � aZ�
2
2�0(1 � �0) � Z�2��(1 � ��)

�� � �0
b2

n � aZ�2�0(1 � �0) � Z�2��(1 � ��)
�0 � ��

b2
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Option 1: 
approximate
critical value

If p � p*, accept HA If p � p*, accept HA

If p < pL
* or if p > pU

*
, accept HA

Option 2: 
approximate

Use for information only, not Use for information only, not to
Use for information only, not to

100(1 � �)%

to choose H0 or HA. choose H0 or HA.
choose H0 or HA.

confidence
interval

U� � p � Z�/2Åp(1 � p)
n

L� � p � Z�/2Åp(1 � p)
n

U� � 1 

L� � p � Z�Åp(1 � p)
n

U� � p � Z�Åp(1 � p)
n

L� � 0 

p*
U � �0 � Z�/2Å�0(1 � �0)

n

p*
L � �0 � Z�/2Å�0(1 � �0)

np* � �0 � Z�Å�0(1 � �0)
np* � �0 � Z�Å�0(1 � �0)

n

Option 3:
approximate
P-Value

P-value � 

If P-value � �, accept HA

�a 2n(p � �0)

2�0(1 � �0)
b P-value � 

If P-value � �, accept HA

�a 2n(�0 � p)

2�0(1 � �0)
b P-value � 

If P-value � �, accept HA

2�a�2n Z�0 � p Z

2�0(1 � �0)
b 
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Explanation Z� is the 1 � � quantile of the standard normal distribution. Look up in Table C in the appendix.
of symbols is the cumulative probability in the left tail of the standard normal distribution at value x. Look

up in Table B in the appendix.

Excel To calculate Z�, use =-NORMSINV(�)
functions To calculate , use =NORMSDIST(x)

MINITAB To calculate sample size required for this test, select Stat  Power and Sample Size  1 Proportion . . .
functions Enter �� in the Alternative values of p box.

Enter 1 – � in the Power values box.

Enter �0 in the Hypothesized p box

Click Options . . . and enter � in the Significance level box

Select Less than, Not equal, or Greater than to choose HA. Click OK to exit the subform.

Click OK to calculate sample size required.

To analyze data using an exact test, select Stat  Basic Statistics  1 Proportion . . .

Enter the name of the column containing the raw data or enter summarized data. Raw data can be any numeric or text
column containing two distinct values. The higher value in alphanumeric order represents the event with probability �.

Click Options . . .

Enter � in the Confidence level box.

Enter �0 in the Test proportion box

(Continued)

�(x)

�(x) 
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Select less than, greater than, or not equal to choose HA.

Click OK to exit the subform.

If approximate test is desired, set the Use test and interval based on normal distribution check box. Leave this
unchecked to perform an exact test.

Click OK to perform test and produce report.
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no more than 150 defects per million (DPM) snap domes, with 90% confidence.
Since launch, the process has run without customer complaints, until now.

Pascal is a Black Belt investigating a sudden rise in complaints about snap
dome defects. Since the parts are so inexpensive, the customer simply throws
the defective parts away before calling to complain. Pascal asks the customer to
collect and return the defectives for analysis. Meanwhile, Pascal decides to
study the process to determine whether it is stable and if its defect rate has
increased since verification testing.

Pascal’s objective is “Does the snap dome fabrication process have a proportion
defective greater than � � �0 � 0.00015?” The hypothesis statement is
H0: � � 0.00015 versus HA: � � 0.00015.

To calculate the sample size needing to be tested, Pascal sets the risk of false
detections � � 0.05. Also, he wants to be 99% confident of detecting a shift if
the proportion defective has increased to 0.001, or 1000 DPM. Therefore,
� � 0.01 with �� � 0.001. Here is the calculation for sample size:

“Ow,” thinks Pascal. “That will hurt my fingers.” He begins to wonder what
information he could get from a more practical sample size. The process produces
snap domes in sheets of 80 domes each. Since Pascal wants to evaluate the
stability of the process, he decides to pull one sheet every hour for a 40 hour
week, and test all the domes on each sheet, for a sample size n � 3200 domes.
The sample will contain 40 subgroups with 80 domes in each subgroup.

To determine what proportion defective can be detected by this sample, Pascal
enters the sample size formula into an Excel spreadsheet. He uses the Excel Solver
to compute this. The Solver is found in the Tools menu, if it is installed and loaded.
Pascal asks the Solver to set the target cell containing n to a value of 3200, by
changing the cell containing ��. With � and � fixed at 0.05 and 0.01 respectively,
the solver finds a solution at �� � 0.0026. This means that the sample size of 3200
will be 99% confident of detecting a shift to a proportion defective of 0.0026, or
2600 DPM. Since 2600 DPM is certainly an unacceptable proportion defective,
Pascal decides to proceed with the sample size of n � 3200.

Pascal collects the 40 sheets, one per hour for a week. He tests every snap
dome, and finds 12 that fail when first pushed. Table 8-2 lists the counts of
defective snap domes in each sheet.

n � a1.6452.00015(.99985) � 2.32620.001(0.999)
0.001 � 0.00015

b2

� 12,142

n � aZ�2�0(1 � �0) � Z�2��(1 � ��)
�� � �0

b2

Z� � Z0.01 � 2.326

Z� � Z0.05 � 1.645 
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Table 8-2 Counts of Defective Snap Domes Per Sheet of 80

Monday 0 0 0 0 0 1 0 0

Tuesday 0 0 0 0 0 0 1 0

Wednesday 0 0 0 1 0 0 4 0

Thursday 0 0 0 0 1 0 0 0

Friday 0 0 0 0 0 1 3 0

Pascal’s first task with this data is to check the assumption of a stable process.
Figure 8-1 shows an np chart of Pascal’s data. When entering the data into
MINITAB, Pascal left blank lines to separate days, which produces gaps in the
control chart. The control chart shows that the process is out of control, with
defective parts on two sheets above the upper control limit. It is now clear to
Pascal that something is wrong with this process.

If Pascal takes the week’s data as a whole, he finds that

So, a point estimate of the defect rate is 3750 DPM, which is 25 times more
than the target proportion defective of 150 DPM. Worse, this estimate has no
predictive value, because the process is unstable.

It is not necessary to calculate the hypothesis test statistics, in this situation,
because the conclusion is already obvious. To provide an example of the
formulas in Table 8-1, here are the calculations:

The critical value is

p* � �0 � Z�Å�0(1 � �0)
n � 0.00015 � 1.645Å0.00015(.99985)

3200
� 0.0005 

p �
12

3200
� 0.00375

Sample

S
am

pl
e 

co
un

t

4137332925211713951

4

3

2

1

0

__
NP = 0.3
LCL = 0

UCL = 1.941

1

1
NP chart of defective snap domes per sheet

Figure 8-1 np Control Chart of Defective Snap Domes.
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The P-value is

The lower limit of a 95% confidence interval for � is

Therefore, Pascal is 95% confident that the proportion of defective snap domes
produced during the week of his sample is at least 0.001973, or 1973 DPM.
However, this prediction has no value for predicting future proportions
defective, since the process is unstable.

For comparison purposes, Figure 8-2 shows the exact analysis of this problem
from MINITAB. The exact 95% lower confidence bound for � is 0.002165.
The approximate lower confidence bound is 8.9% lower than the exact value in
this case.

Pascal notices something interesting from the graph and table of his data. All
the defective parts, except for one, came from the second half of the shift. The
two worst sheets happened during the next to the last hour of the shift. If Pascal
studies environmental and other factors that are present during this time of day,
he is very likely to find the root cause of this problem.

Example 8.3

Ed’s boss asked him to investigate a lathe process. The materials resource
planning (MRP) system allocates 2% of extra material for yield losses, but the
lathe process recently scrapped 31 parts out of 1000, for a loss of 3.1%. This is
creating problems with inventory shortages and late customer shipments. Is the
3.1% significantly more than the 2% goal or is this just a random event?

Solution Ed can determine whether 

is evidence that the lathe scraps more than 2% by running a one-sample test of
proportions. Notice Ed received this data after it happened, and had no

p �
31

1000
� 0.031

L� � p � Z�Åp(1 � p)
n � 0.00375 � 1.645Å0.00375(0.99625)

3200
� 0.001973 

�a2n(�0 � p)

2�0(1 � �0)
b � �a23200(0.00015 � 0.00375)

20.00015(0.99985)
b � �( � 16.6) � 10�62

 

Test and CI for One Proportion 

Test of p = 0.00015 vs p > 0.00015

  95%
Lower
Bound

Exact
P-ValueSample   X     N  Sample p

1       12  3200  0.003750  0.002165      0.000

Figure 8-2 Analysis of One-Sample One-Tailed Proportion Test
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opportunity to plan the test. To comply with good statistical practice, he decides
to run a two-tailed hypothesis test with � � 0.05. Ed’s objective statement is,
“Does the lathe process have a proportion defective different from � � �0 �
0.02?” The hypothesis statement is H0: � � 0.02 versus HA: � � 0.02.

In this case, Ed does not care if the lathe is producing less than 2%. Ed only wants
to know if the process is producing more than 2%. If Ed had planned this test in
advance, he could use a one-tailed hypothesis test of HA: � � 0.02. Since Ed
sees the data before deciding to test it, he must run a two-tailed test. The reason
for this rule is to control the risk of false detections �. If Ed makes a habit of
looking at the data and then choosing the HA which is in the direction of the data,
this will double his risk of false detections. By stacking the test in favor of HA

this way, Ed would have a 10% risk of error instead of a 5% risk of error.

Ed analyzes his data in MINITAB, using the exact one-sample proportion test
procedure. Figure 8-3 shows the MINITAB report. Ed can be 95% confident that
the lathe process produces between 2.1% and 4.4% scrap. Since the P-value is
0.023, less than � � 0.05, Ed concludes that the scrap rate is significantly more
then the 2% expected by the MRP system.

Now that Ed knows the problem is real, he must get continuous measurement
data, somehow. He may have to sit by the lathe and personally measure parts.
Only with continuous measurement data can Ed start to understand the reasons
for the high rate of scrap.

Learn more about . . . 

The Approximate Hypothesis Test for Proportion �

The approximate method described in Table 8-1 and taught to many Six Sigma
practitioners assumes that the count of defective units X is normally distributed.
Since X is actually a binomial random variable, it can only assume nonnegative
integer values. The envelope of the probability mass function for X may be bell-
shaped, but X remains a discrete random variable. How much error does this
approximation introduce into the hypothesis test procedure?

It is relatively easy to calculate the actual values of � and � for any sample size n
and proportion �. Figure 8-4 shows two graphs of the actual error risk � achieved
by the approximate one-sample proportion test, for sample sizes n � 30 and 300.

Figure 8-3 Analysis of One-Sample Two-Tailed Proportion Test

Test and CI for One Proportion

Test of p = 0.02 vs p not = 0.02 

95% CISample   X     N  Sample p
1       31  1000  0.031000  (0.021158, 0.043715)    0.023

  Exact
P-Value
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Type I error rate when n = 30
Intended a = 0.05
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Type I error rate when n = 300
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Figure 8-4 Actual False Detection (Type I) Error Rate � for Approximate One-Sample Two-Tailed Proportion Test, When the Intended � is
0.05. Sample Size n � 30 in the Left Graph and 300 in the Right Graph
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The intended error risk � is 0.05, which is the centerline in these graphs.
Depending on the particular value of �, the actual � risk may be higher or lower
than 0.05. The approximation of a discrete random variable by a continuous
random variable causes this discrepancy.

The actual values of � and � may be calculated by these formulas:

In Excel, the BINOMDIST function calculates the binomial cumulative dis-
tribution function. Figure 8-4 was created using this function.

8.1.2 Comparing Two Proportions

This section presents a two-sample test to compare proportions of two popu-
lations to each other, based on samples from each population. The pro-
portions can be of defective parts, or of any other characteristic. This test has
two varieties, depending on whether the experimenter is looking for evidence
that one population has a smaller proportion, or a different proportion than
the other population. In hypothesis test language, this is expressed by two
different alternative hypotheses: HA: �1 � �2 or HA: �1 � �2. Here are
some guidelines for selecting the most appropriate HA.

• If the test is planned before the data is collected, and the business
decision depends on proving that process 1 has smaller proportion
(defective) than process 2, then choose HA: �1 < �2. This is a one-
tailed test for a difference in proportions (defective).

• If the business decision depends on proving that the two processes have
different proportions (defective), then choose HA: �1 � �2. This is a
two-tailed test for a difference in proportions (defective). Also, if the
test involves historical data or if it was not planned in advance of data
collection, always choose the two-tailed test with HA: �1 � �2.

Table 8-3 lists formulas and additional information required to perform a
two-sample test comparing proportions (defective) of two populations.

Example 8.4

Emily is studying a problem with flex circuits that occasionally fail because of
dendritic growth in harsh environments. The flex circuit comes from two

�Actual � a
:np*

U;
x�<np*

L=anxb��
x (1 � ��)n�x

 

�Actual � a
:np*

L;
x�0
an
x
b�0

x (1 � �0)n�x � a
n

x�<np*
U= anxb�0

x (1 � �0)n�x
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Table 8-3 Formulas and Information to Perform a Two-Sample Test of Proportions

Two-Sample Test for Proportions (Defective) of Two Populations

Objective Does (process 1) have a proportion (defective) less Does (process 1) have a proportion (defective) 
than (process 2)? different from (process 2)?

Hypothesis H0: �1 � �2 H0: �1 � �2

HA: �1 � �2 HA: �1 � �2

Assumptions 0: Both samples are random samples of mutually independent observations from the processes of interest.

1: Both processes are stable.

2: The units in both populations are mutually independent.

3: The number of (defective) units X is approximately normally distributed. 

Sample size Choose �, the probability of falsely detecting a change when H0 is true.
calculation Choose �, the probability of not detecting a change when HA is true and 

Estimate �0, the proportion defective of either process. If �0 � 0.5, then redefine problem so that �0 � 0.5 by
counting the opposite outcome for each unit. If unknown, assume �0 � 0.5

Note: when evaluating the arcsin function on a calculator, be sure the calculator is in radians mode. 

(Continued)

� � arcsin2�0 � � � arcsin2�0

n1 � n2 � n � 0.5aZ�>2 � Z�

�
b2

 

� � arcsin2�0 � � � arcsin2�0

n1 � n2 � n � 0.5aZ� � Z�

�
b2

 

� � Z�1 � �2 Z 
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Test statistic , the estimated proportion (defective) based on the sample from process 1.

, the estimated proportion (defective) based on the sample from process 2.

Option 1:
critical value

If and , accept HA If , accept HA

Option 2:

100(1 � �)%

onfidence interval

If , accept HA If or , accept HA

Option 3: P-value P-value = P-value = 

If P-value < � and , accept HA If P-value � �, accept HAX2 � X1 

2(1 � �(Z)) 1 � �(Z) 

U�2��1
� 0 L�2��1

� 0 L�2��1
� 0 

sD � Åp1(1 � p1)
n1

�
p2(1 � p2)

n 2
sD � Åp1(1 � p1)

n1
�

p2(1 � p2)
n2

L�2��1
� p2 � p1 � Z�>2sD

L�2��1
� p2 � p1 � Z�sD

U�2��1
� p2 � p1 � Z�>2sD 

U�2��1
� 1 

Z � Z *
 

X2 � X1 Z � Z *
 

Z * � Z�>2 Z * � Z� 

Z �
Zp1 � p2 ZÅp1(1 � p1)

n1
�

p2(1 � p2)
n2

 

p2 �
X2

n2
 

p1 �
X1

n1
 



Explanation is the 1 � � quantile of the standard normal distribution. Look up in Table C of the appendix.
of Symbols

is the cumulative probability in the left tail of the standard normal distribution at value x. Look up in
Table B of the appendix.

Excel functions To calculate arcsin (x) in radians, use =ASIN(x)

To calculate Z�, use =-NORMSINV(�)

To calculate , use =NORMSDIST(x)

MINITAB To calculate sample size required for this test, select Stat  Power and Sample Size  2 Proportions . . .
functions

Enter value of �1 to be detected in the Proportion 1 values box

Enter 1 � � in the Power values box

Enter an estimate of �2 in the Proportion 2 box

Click Options . . . and enter � in the Significance level box

Select Less than, Not equal, or Greater than to choose HA. Click OK to exit the subform.

Click OK to calculate the required sample size.

(Continued)

�(x)

�(x)

Z� 
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Table 8-3 Formulas and Information to Perform a Two-Sample Test of Proportions (Continued)

To analyze data, select Stat  Basic Statistics  2 Proportions . . .

Enter the names of columns containing the data. The data may be in one column with a subscript column, or in 
two columns. Or, if summarized data is available, enter n1 and n2 in the Trials boxes and X1 and X2 in the Events
boxes.

Click Options . . . and select less than, greater than, or not equal to choose HA. Enter 1 � � in the Confidence
level box. Click OK to exit the subform.

Click OK to perform the test and produce the report. 
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suppliers, and Emily wants to evaluate both suppliers by running a harsh
humidity test intended to induce dendritic growth. With the help of a physicist
who understands the mechanisms of failure, Emily plans a test to induce
dendritic growth, involving high temperature, humidity, physical flexing, and
applied voltage. This is an extreme test intended to evaluate a lifetime of harsh
conditions in a few days. At the end of the test, a dielectric withstand test will
evaluate each flex circuit with a pass or fail result.

Emily does not know if either supplier will perform better in this test, but if
they are different, she wants to know which supplier is best. Her objective is
“Do flex circuits from supplier 1 have a proportion failing the dentritic growth
test different from supplier 2?” The hypothesis statement is H0: �1 � �2 versus
HA: �1 � �2.

Emily does not know what to expect for a failure probability �0 for either
supplier. Obviously, �0 � 0 is best. Emily’s physicist consultant stated that if
20% of the flex circuits fail the test, this would indicate a serious problem. With
no other information, Emily decides to set �0 � 0.10, midway between the two
benchmarks of 0 and 0.20. If one of the suppliers has a failure proportion 10%
higher than the other, Emily wants 90% confidence of detecting that difference.
Finally, Emily decides to set the risk of false detections � to 0.05.

Here is the sample size calculation:

Emily decides to perform the test with n � 270 flex circuits from each supplier.
She orders the parts and performs the test as planned. After the test, the parts
are covered with ugly dark stuff, but only the dielectric withstand test
determines whether the electrical insulation has degraded. After testing all the
parts, Emily determines that 6 out of 270 parts from Supplier 1 failed, and 21
out of 270 parts from Supplier 2 failed. Here the analysis:

Z �
Zp1 � p2 ZÅp1(1 � p1)

n1
�

p2(1 � p2)
n 2

� 2.99 

p1 �
X1

n1
�

6
270

� 0.0222 

p2 �
X2

n 2
�

21
270

� 0.0778

� � arcsin2�0 � � � arcsin2�0 � arcsin20.2 � arcsin20.1 � 0.1419

n1 � n2 � n � 0.5aZ�>2 � Z�

�
b2

� 0.5a1.96 � 1.282
0.1419

b2

� 261

� � 0.05�Z�>2 � 1.960 

� � 0.10�Z� � 1.282

� � Z�1 � �2 Z � 0.1

�0 � 0.1
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Option 1 is the critical value method. Z * > Z α/2 = Z 0.025 = 1.96. Since
Z � Z *, Emily accepts HA, that �1 � �2. Notice that this option does not
tell Emily which supplier is worse or by how much.

Option 2 is the confidence interval method. The sD factor is

The lower limit of a 95% confidence interval for �2 � �1 is L�2 � �1
= p2 –

p1 – Zα/2sD = 0.0778 – 0.0222 – 1.96 × 0.0186 = 0.019. The upper limit
is U�2 � �1

= p2 – p1 + Zα/2sD = 0.0778 – 0.0222 + 1.96 × 0.0186 = 0.092.
Since the confidence interval does not contain zero, Emily accepts HA,
that �1 � �2. Further, it is clear that supplier 2 has a higher failure rate.
With 95% confidence, supplier 2 has a failure rate between 1.9% and
9.2% higher than supplier 1.

Option 3 is the P-value method. The P-value is . If the
suppliers truly have the same failure rate, the probability Emily would
observe a test result like this is 0.0028, which is far less than �. Therefore,
Emily accepts HA, that �1 � �2.

All three analysis options lead to the same conclusion, but the confidence
interval provides greater knowledge of how large is the difference between
the suppliers.

8.2 Detecting Changes in Defect Rates

Introduced in Chapters 3 and 4, the Poisson distribution is a useful model
for processes that produce defects or other events. Any process producing
independent defects or events that may happen anywhere in a continuous
medium is a Poisson process. A continuous medium could be a period of
time, a region of space, or a unit of product that might have multiple defects.

Here are a few examples of Poisson processes that a Six Sigma practitioner
may encounter:

• Bugs in a software module.
• Unplanned server shutdowns per month.
• Appearance defects in a sheet of glass.
• Customers entering the business per hour.
• Defects per wafer of chips.
• Drafting errors per drawing.

In each of these situations, defects or events may happen anywhere in a
defined quantity of some continuous medium. A Poisson process has a

2(1 � �(Z )) � 0.0028 

sD � Åp1(1 � p1)
n1

�
p2(1 � p2)

n 2
� 0.0186 
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single parameter �, which measures the expected number of defects per unit
of continuous medium.

Poisson processes are different from binomial processes discussed in the
previous section. In a binomial process, each unit of product is either defective
or not. In a Poisson process, each unit of product could possibly have many
defects, and the count of defects is useful information. Whenever defects are
counted, instead of declaring the unit defective as a whole, the Poisson dis-
tribution is a more appropriate model than the binomial distribution.

The Poisson distribution has a close connection to the exponential distribution,
used by reliability engineers to model the time between failures for many types
of systems. If the time between failures follows an exponential distribution with
parameter �, then the count of failures per unit of time is a Poisson distribution
with parameter �. Therefore, the hypothesis test described in this section for the
Poisson rate parameter � also applies to the exponential rate parameter �.

For convenience, this discussion refers to � as a (defect) rate. Enclosing the
word defect in parentheses is a reminder that � may represent rates for any
kind of Poisson process.

As with other one-sample tests, this test has three varieties, depending on
whether the experimenter is looking for a decrease, an increase, or a change
in the (defect) rate �. In hypothesis test language, this is expressed by three
different alternative hypotheses: HA: � � �0, HA: � � �0 or HA: � � �0.
Here are some guidelines for selecting the most appropriate HA.

• If the test is planned before the data is collected, and the business
decision depends on proving that the (defect) rate is less than a specific
value, then choose HA: � � �0. This is a one-tailed test for a decrease
in (defect) rate.

• If the test is planned before the data is collected, and the business
decision depends on proving that the (defect) rate is greater than a
specific value, then choose HA: � � �0. This is a one-tailed test for an
increase in (defect) rate.

• If the business decision depends on proving that the (defect) rate has
changed from a specific value, then choose HA: � � �0. This is a two-
tailed test for a change in (defect) rate. Also, if the test involves his-
torical data or if it was not planned in advance of data collection, always
choose the two-tailed test with HA: � � �0.

Table 8-4 lists formulas and other information to perform a one-sample test
comparing � to a specific value �0.



Table 8-4 Formulas and Information Required to Perform a One-Sample Test for a (Defect) Rate of a Poisson Process

One-Sample Test for a(Defect) Rate of a Poisson Process

Objective Does (process) have a (defect) rate Does (process) have a (defect) rate Does (process) have a (defect) rate 
less than � � �0? greater than � � �0? different from � � �0?

Hypothesis H0: � � �0 H0: � � �0 H0: � � �0

HA: � � �0 HA: � � �0 HA: � � �0

Assumptions 0: The sample is a random sample of mutually independent observations from the process of interest.

1: The process is stable.

2: Each unit in the population is a continuous medium in which any number of (defects) may occur.

3: (Defects) are independent of each other.

Sample size Choose �, the probability of falsely detecting a change when H0 is true.
calculation Choose β, the probability of not detecting a change when HA is true and � � ��.

n � aZ�/22�0 � Z�2��

Z�0 � �� Z
b2

 n � aZ�2�0 � Z�2��

�0 � ��
b2
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Test statistic , where X is the number of (defects) per units in a sample of size n. The formulas in this table use X and n separately.
When the sample consists of k units of different sizes measured by ni, then and 

Option 1: Critical values are not available for this test. See example for a method to calculate critical values.
critical value

If �0 � U�, accept HA. If �0 � L�, accept HA.
If �0 � U� or �0 � L�, accept HA.

Option 3: P-value � P-value � If u � �0, P-value �
P-value If P-value � �, accept HA If P-value � �, accept HA Otherwise P-value �

If P-value � �, accept HA

Explanation is the 1 � � quantile of the standard normal distribution. Look up in Table C of the appendix.
of symbols

is the 1 � � quantile of the �2 distribution with 2X degrees of freedom. Look up in Table E of the appendix.

is the cumulative probability in the left tail of the �2 distribution with 2X degrees of freedom, at value c.

(Continued)

F�2
2X

(c) 

�2
�,2X 

Z� 

 2(1 � F�2
2(X�1)

(2n�0))

2F�2
2X

(2n�0) F�2
2X

(2n�0) 1 � F�2
2(X�1)

(2n�0) 

U� �
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�>2,2(X�1)

2n
 

L� �
�2

1��>2,2X

2n

U� �  ̀

L� �
�2

1��,2X

2n

U� �
�2

�,2(X�1)

2n

L� � 0 

n � gk
i�1ni X � gk

i�1Xi 

u �
X
n  

Option 2: 
100(1 � �)%
confidence
interval

499



Table 8-4 Formulas and Information Required to Perform a One-Sample Test Comparing a Proportion to a Specific Value (Continued)

Excel To calculate Z�, use =-NORMSINV(�)
functions To calculate , use =CHIINV(�,2X)

To calculate , use =CHIDIST(c,2X)

MINITAB MINITAB does not have a function for this test. If � � 0.05, the Poisson capability analysis function will calculate a 
functions 95% confidence interval for �. Select Stat  Quality tools  Capability analysis  Poisson . . . to run this function.

1 � F�2
2X

(c) 

�2
�,2X 
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Example 8.5

Leon is a process engineer in a wafer fabrication facility making flash RAM chips.
Each wafer contains hundreds of individual chips. The wafers are fabricated in an
extremely clean environment, but defects do happen. After fabrication and before
the wafer is cut into individual chips, a robot functionally tests each chip. Defective
chips are marked with a red dot and counted by the robot.

Fabrication planning assumes that each wafer contains no more than 4 defects,
based upon experience with the process. Each order is increased by an amount
to compensate for this amount of yield loss. Leon wants to program the testing
robot to keep track of defect rates and to email him whenever the defect rate is
higher or lower than expected. If the defect rate is too high, Leon needs to know
ASAP to fix the problem. Also, if it is significantly lower than expected, Leon
wants to know ASAP, because this is a great opportunity to save money. If he
can find the cause of low defects and make it a permanent part of the process,
then the padding added to each order for yield losses can be reduced. Capacity
will increase and so will profits.

Leon’s objective is “Do the wafers have a defect rate different from � � 4
defects per wafer?” The hypothesis statement is H0: � � �0 versus HA: � � �0.

Leon is very busy, and he does not want to investigate false alarms. Therefore,
he sets � � 0.0027, so 99.73% of the alarms will be for a significant shift in
defect rates. This is consistent with control chart techniques which are designed
to have a false alarm rate of � � 0.0027. Also, if the defect rate should double
to 8 defects per wafer, Leon wants to be 90% confident of detecting that change.
So, � � 0.1 and �� � 8. Here is the sample size calculation:

Therefore, to meet Leon’s goal, the robot should count defects in groups of n � 6
wafers. If � � 4, each group of six wafers is expected to have 24 defects.

To test this concept, Leon checks the records for a recent group of six wafers. He
finds that the six wafers had 2, 5, 3, 1, 6, and 2 defects, for a total of X � 19.
This is less than the expected value of 24, but is it significantly less?

The test statistic for the hypothesis test is 

u �
X
n �

19
6

� 3.167 

� � 0.0027� Z�/2 � Z0.00135 � 3.000

� � 0.1� Z� � 1.282 

n � aZ�/22�0 � Z�2��

Z�0 � �� Z
b2

� a324 � 1.28228
Z4 � 8 Z b2

� 5.8 < 6
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defects per wafer. Critical values are not readily available for this test. After
illustrating Options 2 and 3, we will see how to use the P-value formula to
determine critical values.

Option 2 is to calculate a 99.73% confidence interval for �. The lower limit is 

The upper limit is

Most �2 tables do not have these quantiles, so Leon calculates them with the
Excel CHIINV function. Based on this confidence interval, Leon is 99.73%
confident that the process produced between 1.422 and 6.017 defects per wafer
at the time it produced these six wafers.

Option 3 is to calculate a P-value. The formula is either or

depending on the value of u. In this case, u � 3.167 � �0,

so the P-value is � 2 
 0.18 � 0.36.

Leon calculates with the Excel formula CHIDIST(48,40).

Leon wants to program the robot to alert him if the count of defects per group
or six wafers is significantly higher or lower than 24. Unfortunately, the robot
does not have Excel or any �2 functions in its library. This would be a good job
for critical values, since the robot can easily compare counts to critical values
and make decisions accordingly.

To calculate critical values for this test, Leon enters the numbers 0 to 50 in
column A of an Excel worksheet. These numbers represent the number of
defects per group of six wafers. In column B, Leon enters a formula to calculate
a P-value for the two-sided test. In cell B2, Leon enters this formula:
=IF(A2<24,2*CHIDIST(48,2*(A2+1)),2*(1-CHIDIST(48,2*A2))). After
filling column B with this formula, Leon has a table with P-values for all counts
of defects up to 50. A portion of this table is shown in Table 8-5.

To determine critical values for the hypothesis test, Leon finds which counts
have a small P-value, less than � � 0.0027. These are indicated by an alert
message in Table 8-5. Therefore, if the robot counts more than 40 defects per
group of six wafers, the robot will email Leon with a message warning of a sig-
nificant increase in the defect rate. If the robot counts fewer than 11 defects per
group of six wafers, the robot will email Leon with the good news that the
defect rate has significantly decreased.

The example illustrates a hypothesis test applied to the task of ongoing process
control. Control charts perform the same task by applying a one-sample,

1 � F� 2
40
(48) 

2(1 � F�2
40
(48))2(1 � F�2

2(X�1)
(2n�0)) �

2(1 � F�2
2(X�1)

(2n�0)) 

2F�2
2X

(2n�0) 

U� �
�2

�>2,2(X�1)

2n
�

�2
0.00135,40
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72.21
12

� 6.017 

L� �
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�

�2
0.99865,38

12
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17.06
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� 1.422 
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Table 8-5 Determining Critical Values

X P-value Decision Rule

0 7.55E-11 Alert: Too Few

1 1.89E-09

2 2.36E-08

3 1.98E-07

4 1.24E-06

5 6.25E-06

6 2.63E-05

7 9.5E-05

8 0.000301

9 0.000851

10 0.00217

11 0.005048 Do nothing

12 0.010805

13 0.021432

. . . . . .

35 0.041139

36 0.02631

37 0.016424

38 0.010011

39 0.005961

40 0.003469

41 0.001973 Alert: Too Many

42 0.001098

43 0.000598
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two-tailed hypothesis test to every subgroup. A c chart is designed for control
of Poisson processes with constant subgroup size. Section 4.6 introduced the c
chart. Any subgroup with a count of defects c falling outside the control limits
indicates that the defect rate has significantly changed. Since control charts
have a nominal � � 0.0027, points out of control on the control chart should
have a P-value less than � � 0.0027 on the hypothesis test.

Suppose that Leon had applied a c chart to the task of controlling the
wafer defect process. During an initial capability study, Leon found that

= 24 defects per subgroup of 6 wafers. The control limits of the c chart
would be:

According to the control chart, any group of wafers with 10 defects is within
the control limits, but Leon’s robot would alert him that this group has
unusually few defects. On the high side, the control chart would treat any
group of wafers with 39 or 40 defects as out of control, but Leon’s robot
would accept these as within the bounds of expected variation. Both the
control chart and Leon’s method control �, the risk of false detections to
0.0027. Which method is correct? 

The c chart is based on a normal approximation to the Poisson distribution.
This approximation makes calculations easier, but it is not exact. The
hypothesis test P-value formula used by Leon is exact for the Poisson dis-
tribution. Therefore, the correct critical values should be 11 and 40, as
Leon calculated. The probability that the c control chart has a false alarm
is approximately 0.0034 in this situation, greater than the intended value
of 0.0027.

The next example illustrates that when zero failures occur over enough time,
it is possible to prove that the rate of failures is less than a certain value.

Example 8.6

A plant control system has experienced occasional unplanned shutdowns at
multiple customer sites, causing heavy financial losses. Rick found and
corrected a software problem that enabled a stack to overflow, leading to the
shutdowns. Now, all customer sites have the new code, and none have failed
yet. So far, 50 installations have a total of 1500 days of operation with zero
failures. Is this sufficient data to prove that the rate of failure is less than one
failure in five years (1825 days) of operation with 99% confidence?

UCLc � c � 32c � 24 � 3224 � 38.7 

LCLc � c � 32c � 24 � 3224 � 9.3

c
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Solution Here is an objective question that leads to the required answer: “Is
the rate of failure l less than failures per day?” The hypothesis
statement is H0: � � �0 versus HA: � � �0. Under the assumption that failures
are independent, and can happen with equal probability at any time to any
customer, this is a Poisson process.

So far, X � 0 failures have occurred over n � 1500 days. Since 99% con-
fidence is required, set � � 0.01. The 99% upper confidence limit for � is

failures per day. The available data has shown with 99% confidence that the
failure rate is less than 1 per 325 days. This is short of the stated goal of 1 per
1825 days.

Assuming no more failures occur, when will the target failure rate be proven?
In other words, when will the 99% upper confidence bound for � be 1/1825?
With zero failures, the confidence interval formula can be solved for the number
of days n:

Subtracting the 1500 days already logged and dividing by 50 customers, an
additional 138 days of experience with no failures is required to prove that the
target is satisfied with 99% confidence.

8.3 Detecting Associations in Categorical Data

Many Six Sigma projects involve databases containing tables of categorical
data. Categorical variables are limited to a discrete set of possible values.
For example, a customer database may contain categorical data representing
the customer’s location, application for the product, and whether the
customer has purchased an extended warranty.

The investigation of a problem frequently leads to questions of association
between categorical variables. Early in a project, Six Sigma practitioners must
drill into the available data to find where a problem is most common and to get
closer to the source of the problem. Associations between a problem and cate-
gorical variables representing applications or environments help to narrow the
focus of a project. Later in the project, we may need to know whether different
people, machines, or methods are associated with occurrences of a problem. To
verify that a problem is fixed, we may need to show that there is no longer any
significant association between variables identified as cause and effect.

n �
�2

�,2

2U�
�

�2
0.01,2

2>1825
� 8404 

U� �
�2

�,2(X�1)

2n
�

�2
0.01,2

3000
� 0.00307 < 1
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�0 �
1
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All of these examples involve the comparison of two categorical variables
to detect associations between them. This section presents a hypothesis test
for detecting associations between categorical variables. The hypothesis test
most often used to analyze cross tabulations is called a chi-square (�2) test.
Many hypothesis tests use the �2 distribution, but this test has inherited the
name. To avoid confusion with other techniques based on the �2 distribution,
this test may be called a “chi-square test of association.”

Before performing this test, the raw data records must be summarized in a
special table called a cross tabulation, illustrated in Figure 8-5. In a cross
tabulation, rows represent the r values of one categorical variable, and
columns represent the c values of the other categorical variable. The
counts in the cross tabulation, Yij, represent the number of data records in
which the row variable has value i and the column variable has value j.
The counts are summarized into row totals , column totals , and a
grand total .

Microsoft Excel creates cross tabulations of spreadsheet data in the form of
PivotTable® or PivotChart® reports. If the data is in database format,
Microsoft Access also offers PivotTable and PivotChart views of tables and
queries. However, Excel and Access cannot perform a hypothesis test to
determine whether the variables are associated. MINITAB can perform tests
for association on raw data in stacked format, or data already summarized
into a cross tabulation.

Y??

Y?jYi?

CountsYi j

Y•j

Row totalsYi •

Y• • Grand total

Values of
column variable

V
al

ue
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Column totals

Figure 8-5 Cross Tabulation
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Example 8.7

Lee is a Green Belt supporting a production line in a printer assembly plant. The
plant has two production lines running in parallel. Lee is investigating whether
the two lines have the same performance. One of the measures of performance
is the number of printers passed, reworked, or scrapped at the inspection station.
Actually, there are several inspection stations, but Lee considers a printer to pass
if it passes all inspections the first time, with no rework of any kind.

Lee pulls the work order records on 299 printers produced yesterday, and
creates a table listing the assembly line (A or B) and the disposition (Pass,
Rework, or Scrap) for each of the printers. Table 8-6 shows a small portion of
Lee’s table.

In Microsoft Excel, Lee creates a PivotTable report of the data. Figure 8-6 is a
screen shot showing this view. Figure 8-7 is a PivotChart report of the same

Table 8-6 Portion of a Table Containing Printer Dispositions

Serial Line Disposition

1104320 A Pass

1104321 A Pass

1104322 B Pass

1104323 B Pass

1104324 A Rework

1104325 A Pass

1104326 B Pass

1104327 A Pass

1104328 B Pass

1104329 A Rework

1104330 B Scrap

1104331 B Rework

1104332 A Pass

1104333 B Pass
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Figure 8-6 PivotTable View of Printer Data

data. Judging from the graph, Lee notes that line B produced more units, but
they also reworked and scrapped more printers. Lee wonders if the two pro-
duction lines have significantly different probabilities of reworking and
scrapping printers. If not, the effects seen in the graph could be typical random
variation.

To answer this question with a hypothesis test, Lee defines this objective
question: “Is there an association between production line and the disposition
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Figure 8-7 Pivot Chart View of Printer Data
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of printers?” The hypothesis may be stated in terms of independence, as H0:
“Line and Disposition are not associated” versus HA: “Line and Disposition
are associated.”

Lee copies the pivot table into a MINITAB worksheet, and runs a �2 test on the
table. Figure 8-8 shows the results of this analysis. At the bottom of the report,
MINITAB provides a P-value, which is 0.011. If the two variables are inde-
pendent, the probability of observing a table with differing proportions like this
one is 0.011. Since this number is small, less than � = 0.05, Lee accepts this as
proof that HA is true, that the two lines have significantly different rates of
reworking or scrapping printers.

This statistical result does not reveal anything about cause and effect. If the two
variables are truly associated, one variable might be causing changes in the
other variable, or both could be responding to a third factor. The association
observed by Lee could be explained by many possible causes, including the
following:

• Line B might be rushing more, causing more defects.
• The parts used by Line A and Line B might be from lots with different

defect rates.
• The inspectors on Line A and Line B might be using different standards to

determine Pass, Rework, or Scrap.

These are only a few of many possible explanations. Now that Lee knows
the effect is statistically significant, he will form a team to study the
problem with Six Sigma methods and test possible causes with controlled
experiments.

Figure 8-8 Analysis of Printer Data

Chi-Square Test: Pass, Rework, Scrap

Expected counts are printed below observed counts
Chi-Square contributions are printed below expected counts 

        Pass  Rework  Scrap  Total
   1     107      34      3    144
       96.32   40.45   7.22
       1.184   1.030  2.470

   2      93      50   12    155
      103.68   43.55   7.78
       1.100   0.957  2.295

Total 200      84     15    299

Chi-Sq = 9.035, DF = 2, P-Value = 0.011
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How to . . .

Perform a Chi-Square Test of Association in MINITAB

The data may be organized in either of two ways before performing a chi-square
test of association:

• If the data has already been summarized into a cross tabulation, enter the cross
tabulation into a MINITAB worksheet and select Stat  Tables 
Chi-Square Test (Table in Worksheet) . . . This is usually the easiest way
to perform the test. MINITAB produces a simple report, as shown in Figure 8-8.
Interpret the hypothesis test using the P-value.

• If the data is in a raw, stacked form, with categorical values in columns,
enter the data into a MINITAB worksheet and select Stat  Tables 
Cross Tabulation and Chi-Square . . .
• Enter the column names for the two categorical variables in the For rows

and For columns boxes.
• If counts are in a third column, enter the column name for the counts in

the Frequencies are in box.
• Click Chi-Square . . . In the subform, set the Chi-Square analysis,

Expected cell counts and Each cell’s contribution to the Chi-Square
statistic check boxes.

Figure 8-9 is an analysis of the same data used to produce Figure 8-8 by the
MINITAB Cross Tabulation and Chi-Square function. This report produces
two different P-values, using two different statistical models for this problem.
Both P-values will be similar. Most people use the Pearson chi-square statistic
and P-value. 

The chi-square test of association relies on an assumption that a function of
the count data in the cross tabulation is normally distributed. Since the count
data is discrete, this approximation is wrong, but the results of the test are
reasonably good in most cases.

For certain cross tabulations containing cells with small counts, the �2 test
becomes unreliable. If the expected number of counts in any cell is less than
5, when the two variables are independent, the �2 approximation is not very
good. The MINITAB report will contain a warning if this situation arises. If
the expected number of counts in any cell is less than 1, MINITAB will not
perform the test.

If the warning about expected counts smaller than 5 counts arises, here are
a few options:

• Use the �2 analysis anyway. The MINITAB report lists the expected
counts and the contribution of each cell to the �2 statistic. If the cells
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Figure 8-9 Analysis of Printer Data

with less than 5 have expected counts close to 5, and the contribution to
the �2 statistic is relatively small, the analysis may still be reliable.

• Combine rows and/or columns with small counts. In Lee’s example
above, the Rework and Scrap columns could be combined, reducing the
table to a 2 
 2 table.

• Only for 2 
 2 tables, Fisher’s exact test is available. MINITAB offers
this test as an option in the Cross Tabulation form. Fisher’s exact test
makes no assumptions about distributions, and provides an exact P-value.

Example 8.8

Rick is studying the effectiveness of different methods of software testing. He
has compiled a database of all the defects discovered for a recent project,
including how they were discovered and the seriousness of the defect, both cat-
egorical variables. Methods of discovery include Inspection, Internal, V&V,
and Customer. Levels include Critical, Major, Minor, and Incidental. Rick
needs to know if the different methods of software testing are more likely to
find different levels of defects.

Rick summarizes the counts of defects into Table 8-7.

Rick’s objective question is “Is defect discovery method associated with the
level of defects discovered?” The hypothesis statement is H0: “Method and
Level are not associated” versus HA: “Method and Level are associated.”

Tabulated statistics: Line, Disposition

Rows: Line   Columns: Disposition 

        Pass  Rework  Scrap     All

A         107      34      3     144
       96.32   40.45   7.22  144.00
       1.184   1.030  2.470       *

B          93      50     12     155
      103.68   43.55   7.78  155.00
       1.100   0.957  2.295       *

All       200      84     15     299
      200.00   84.00  15.00  299.00
           *       *       *       *   

Cell Contents:      Count
                   Expected count
                   Contribution to Chi-square

Pearson Chi-Square = 9.035, DF = 2, P-Value = 0.011
Likelihood Ratio Chi-Square = 9.425, DF = 2, P-Value = 0.009
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Table 8-7 Summary of Software Defects by Discovery Method and Level

Method Level Defects

Inspection Critical 1

Inspection Major 14

Inspection Minor 121

Inspection Incidental 72

Internal Critical 4

Internal Major 10

Internal Minor 52

Internal Incidental 31

V&V Critical 1

V&V Major 2

V&V Minor 9

V&V Incidental 18

Customer Critical 0

Customer Major 1

Customer Minor 18

Customer Incidental 2

Rick copies this table into MINITAB and selects the Cross Tabulation and
Chi-Square function. He fills out the form as follows:

• For rows: Method
• For columns: Level
• Frequencies are in: Defects
• In the Chi-Square subform, set the Chi-Square analysis, Expected cell

counts and Each cell’s contribution to the Chi-Square statistic check boxes

After clicking OK, the MINITAB session window contains these warnings: 
“2 cells with expected counts less than 1” and “Chi-Square approximation
probably invalid.” Accordingly, the P-value for the test is not calculated.

To fix this problem, Rick could combine two rows or two columns to increase
the counts in the low cells. Since the data included only 6 critical defects, this



Detecting Changes in Discrete Data 513

column has the smallest sum of any of the rows and columns. Therefore, Rick
decides to combine the critical defects with the major defects.

Note that defect level is an ordinal categorical variable, meaning that there is an
order to its values.1 The order is: critical, major, minor, incidental. If the critical
column is combined with any other column, it must be combined with the
major column to preserve the ordering of the values.

Rick combines the critical and major defect counts into a single value,
“Crit-Maj”. Figure 8-10 shows the MINITAB analysis of the reduced 4 
 3
table. This analysis notes that 2 cells have expected counts less than 5.
These cells are the (Customer, Crit-Maj) cell and the (V&V, Crit-Maj) cell.
The expected counts are low, but the contributions of those cells to the chi-
square statistic are 0.46 and 0.17. Since the �2 statistic is 21, these cells with
small values do not have much impact on the results. Besides, the P-value for
the test is 0.002, using the Pearson method. This very small P-value means
there is a strong association between the method of discovery and the defect
level. Further combining the Crit-Maj column with the minor column would
have little impact on this result.

Rick concludes that defect discovery method and defect level are very strongly
associated.

Learn more about . . .

The Chi-Square Test of Association

The test of association is a comparison of the observed counts in each cell with
the counts expected if the two variables were independent. To show how the
expected counts are calculated, refer to the symbols used in the cross tabulation
in Figure 8-5.

Based on the row totals, the probability that the row variable will have value i is

Similarly for the column variable,

P[C � j] �
Yi?

Y??
 

P[R � i] �
Y?j

Y??
 

1 There are two types of categorical variables, ordinal and nominal. Ordinal variables have an
order to the values, while nominal variables do not. Examples of nominal variables include
hair color and eye color. The test of association presented in this section does not assume an
order to the values, so it works equally well on nominal and ordinal variables.
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If R and C are independent, then their joint probabilities are products of their
marginal probabilities. That is,

Therefore, the expected number of observations in cell (i, j) is this joint prob-
ability times the grand total:

E[Yij] � P[R � i ¨C � j ]Y?? �
Y?jYi?

Y??
 

P[R � i ¨C � j ] �
Y?jYi?

Y 2
??

 

Figure 8-10 Analysis of Software Defect Data, after Combining Critical and Major
Defects

Tabulated statistics: Method2, Level2

Using frequencies in Defects2 

Rows: Method2   Columns: Level2

             Crit-Maj  Incidental   Minor      All

Customer             1           2      18       21
                 1.95        7.26   11.80    21.00
               0.4603      3.8069  3.2606        *

Inspection          15          72     121      208
                19.28       71.87  116.85   208.00
               0.9505      0.0003  0.1471        *

Internal            14          31      52       97
                 8.99       33.51   54.49    97.00
               2.7898      0.1886  0.1142        *

V&V                  3          18       9       30
                 2.78       10.37   16.85    30.00
               0.0173      5.6237  3.6599        *

All                 33         123     200      356
                33.00      123.00  200.00   356.00
                    *           *       *        *

Cell Contents:      Count
                   Expected count
                   Contribution to Chi-square

Pearson Chi-Square = 21.019, DF = 6, P-Value = 0.002
Likelihood Ratio Chi-Square = 21.619, DF = 6, P-Value = 0.001

* NOTE * 2 cells with expected counts less than 5
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So under the null hypothesis, if the row and column variables are independent,
the expected count in each cell is

The Pearson Chi-Square test statistic is

Under the null hypothesis, when the two variables are independent, this statistic
has a �2 distribution with (r � 1)(c � 1) degrees of freedom. If the two variables
are not independent, the observed counts Yij will be farther away from the
expected counts Eij, and the �2 statistic will be larger. This fact can be used to
calculate critical values or P-values for this test. 

�2 � a
i
a
j

(Yij � Eij)2

Eij
 

Eij �
Y?jYi?

Y??
 



Chapter

Detecting Changes
in Nonnormal Data

Chapter 7 introduced hypothesis tests as tools for detecting changes in process
behavior. The hypothesis tests in Chapter 7 all assume that the process has a
normal distribution. Chapter 8 presented hypothesis tests for common
problems involving discrete data. This chapter describes a variety of techniques
for detecting changes when the process distribution is nonnormal.

When the distribution of a dataset appears to be nonnormal, or if the dis-
tribution is simply unknown, experimenters have many options. Here is a
summary of the major approaches to data with nonnormal or unknown
distributions.

• Apply the normal-based procedure. An experimenter may choose to
accept the assumption of normality and apply a normal-based
procedure. This is common practice when the distribution is unknown
and the available sample is too small to test for normality. When the
distribution is truly normal, the normal-based procedures have more
power to detect small signals than the alternative methods. For this
reason, many practitioners use normal-based procedures by default,
when no data exists to refute the normal assumption. However, when
the data is clearly nonnormal, it is unwise to apply the normal-based
procedures. Doing so results in risks of error that can be very different
than expected. When no signal is present, the probability of false
detections may be much higher than �, leading to wasteful attempts to
fix the wrong problem. If a signal is present, the probability of missing
that signal may be higher or lower than �.

• Apply a procedure specifically designed for the process distribution.
Examples of these procedures include the estimation tools for expo-
nential and Weibull distributions covered in Chapter 4. Also, Chapter 8
presented tests for discrete distributions. Some of these methods
approximate the true distribution by a normal distribution, which often

9
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works well within certain limits. Many other methods provide exact
results based on the specific process distribution. In theory, exact tests
and estimation methods can be derived for any situation, but many of
these may be very difficult to develop or to apply.

• Apply a nonparametric procedure. Apply a procedure that does not
assume any distribution shape. These procedures are called dis-
tribution-free or nonparametric methods. Section 9-1 presents three
popular nonparametric tools for detecting changes without assuming
any particular distribution shape. Nonparametric statistics is a very
broad field that cannot be covered in depth in this book.

• Transform the data into a normal distribution and apply a normal-based
technique. Many types of distributions can be transformed into a normal
distribution by simple formulas. If the transformation is successful,
applying a normal-based technique to the transformed data controls the
error rates to the desired levels of � and �. The Box-Cox transformation
is one technique that works with many skewed distributions. The Johnson
transformation is a more flexible technique effective for a wide family of
distribution shapes. Section 9.3 presents these methods.

• Resample the data. A relatively new family of statistical methods
involves selecting samples from the data that is itself a sample. The set
of all possible resamples and the statistics calculated from them provide
the best available picture of what the population distribution is like.
Resampling methods, also called nonparametric bootstrapping, provide
a comprehensive family of tools for estimation, confidence intervals,
and hypothesis testing. Resampling methods are beyond the scope of
this book, but Efron and Tibshirani (1993) is a very readable and
practical introduction to these tools.

In addition to the techniques mentioned above, this chapter presents
methods for testing the fit of a distribution model in Section 9.2. These
techniques will determine if there is strong evidence that a proposed dis-
tribution model does not fit a set of data. These are often called goodness-
of-fit tests. Ironically, goodness-of-fit tests cannot prove goodness of fit.
They can only prove badness of fit.

9.1 Detecting Changes Without Assuming a Distribution

This section introduces selected tools from the field of nonparametric statistics.
To understand the word nonparametric, recall how parameters are used to
specify characteristics of random variables. Chapter 3 discussed parametric
families of random variables. A probability function containing one or more
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50% 50%

Figure 9-1 Probability Function of a Random Variable With no Mean and no Standard
Deviation

parameters may describe the probability distribution of a parametric family. A
random variable that is a specific member of a parametric family is specified by
its parameter values. For example, all members of the normal parametric family
have the familiar bell-shaped probability function. Two parameters, the mean �
and the standard deviation �, identify a specific normal random variable.

Nonparametric tools do not assume any particular parametric family. They
may make broad assumptions (such as symmetry), but they do not assume
normality, as do all the methods from Chapter 7. Since these methods do not
involve population parameters, they are called nonparametric.

Most nonparametric methods work with the median or other quantiles of a
distribution, rather than the mean. The p-quantile of a random variable X is
the value which has p probability to its left and (1 � p) probability to its
right. More precisely, the p-quantile of a random variable X is the value x
that solves the equation p � P [X  x] or p � FX[x], for any p such that
0  p  1. The median is the same as the 0.5-quantile.

The reason for using quantiles is a practical one. Quantiles always exist, but
sometimes the mean and standard deviation do not exist. Figure 9-1 shows
a probability function of a random variable with no mean and no standard
deviation. The median = 1, which separates the random variable into two
equally likely halves. However, the tail of this distribution is so “heavy” that
the integral required to determine the mean diverges to . Therefore, the
mean, standard deviation, skewness, and all other moments are undefined.1

If samples were taken from this distribution, the sample mean could be
calculated, but it would be unstable, without any useful statistical properties.

X

`

�|

�|

1 Figure 9-1 illustrates the absolute value of a t distribution with 1 degree of freedom. This
particular t distribution is also called a standard Cauchy distribution. 
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Some nonparametric methods are quite simple to calculate. In particular,
the Fisher one-sample sign test requires only basic calculations, and the
Tukey end-count test for comparing two samples requires no calculations at
all. These tools are useful for Six Sigma practitioners to remember for sit-
uations where quick decisions are needed without the aid of a computer.

The drawback of nonparametric methods is that they do not have as much
power to detect small signals as normal-based procedures do, when the data
is truly normal. The advantage of nonparametric methods is that they control
the false detection risk � better than a normal-based procedure over a wide
range of distribution shapes.

In many real problems, there is insufficient data to determine whether the dis-
tribution is normal or not. There are two strategies for dealing with this
situation. One strategy is to apply normal-based tools when the distribution is
unknown, only applying nonparametric tools when there is evidence of non-
normality. The second strategy is to apply nonparametric tools when the dis-
tribution is unknown, only applying normal-based tools when there is evidence
of normality. The first strategy is more common in the Six Sigma world, partly
because nonparametric tools are rarely taught to Green Belts and Black Belts.

Another reason for the popularity of normal-based tools when the dis-
tribution is unknown is the terminology itself. The use of a lengthy
adjective, nonparametric, suggests that nonparametric tools might be
restrictive or complex. Compared to the normal-based tools, one might
wonder whether the nonparametric tools are abnormal in some way. In fact,
nonparametric tools apply to much wider classes of problems than the
normal-based tools, and they are often simpler and easier to understand.
This fact provides strong support for the second strategy, which favors non-
parametric tools when the distribution is unknown. 

In practice, the very use of the words normal and nonparametric, which are
friendly and foreboding words, respectively, relegates nonparametric tools
to the back shelf of the Six Sigma toolbox. This is unfortunate, because
many nonparametric tools are simple, practical, and provide insight that
simply cannot be gained through other means.

A wise Six Sigma practitioner has a variety of tools ready to use, but considers
carefully which is the most appropriate tool for a particular situation. One
might apply many different tools to explore a dataset, but only choose one for
presentation. When presenting results, consider that the audience may have
heard of ANOVA, but not Kruskal-Wallis, a nonparametric alternative to
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ANOVA. Anyone presenting a Kruskal-Wallis result must overcome the
audience’s fear and uncertainty about this tool with a strange name. Suppose
normality is doubtful, but ANOVA and Kruskal-Wallis lead to the same con-
clusion. Here, there is no harm in using the familiar ANOVA result. But if
ANOVA and Kruskal-Wallis lead to different conclusions, the right choice is
to present the evidence of nonnormality followed by the Kruskal-Wallis con-
clusion. This situation provides an excellent opportunity for education,
beyond the agenda of the project at hand.

There are many good books about nonparametric statistical methods. Three
of these are Hollander and Wolfe (1973), Lehmann (1975), and Sprent and
Smeeton (2001).

9.1.1 Comparing a Median to a Specific Value

This section presents two one-sample nonparametric tests of the median.
These one-sample tests also apply to paired-sample problems, where the
difference between before and after is essentially a single sample. Both tests
can determine if the process median is less than, greater than, or different
from a specific value. Both tests can generate a confidence interval for the
median. Here are the two tests with comments as to how to apply them.

• The Fisher sign test is simple to understand and easy to calculate. This
is one of the few statistical methods worth remembering for times when
instant analysis is needed. The Fisher test makes a minimum of
assumptions about the shape of the process distribution, so it works
well in a wide variety of situations.

• The Wilcoxon signed rank test requires more calculation than the Fisher
sign test. The Wilcoxon test can be performed by hand, but it is usually
best to leave it to a computer. The advantage of the Wilcoxon procedure
is that it has more power to detect small changes in the median than the
Fisher test, in most (but not all) cases. One disadvantage of the Wilcoxon
test is that it assumes a symmetrical distribution. When the distribution
appears to be symmetric and a computer is available to perform the
Wilcoxon test, it is recommended over the Fisher test. When symmetry
is in doubt, the Fisher test is recommended.

The following example illustrates the Fisher sign test.

Example 9.1

Paul is programming a machining center to perform finish machining on a
piston. To verify the process, he machines a test batch of 10 pistons and
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carefully measures them. A critical dimension of the part has a tolerance of
5.10 �0.05. The actual measurements of this dimension on the 10 parts are:

5.108 5.106 5.096 5.110 5.104 5.104 5.112 5.102 5.114 5.110

All the measurements are comfortably within the tolerance limits. However,
Paul notices that nine measurements are above the target value of 5.10, and one
is below, which seems unusual. Paul understands the importance of hitting the
target value. If the process is off target, Paul wants to adjust it. However, if this
9:1 split in the data is simply random noise, Paul does not want to make
adjustments as a reaction to random noise.

If the process were centered on the target value, with its median � 5.10, then
each observation will be above the median with probability and below the
median with probability . Out of a sample of n observations, the probability
that exactly x observations will be above the median is

This is the binomial probability formula with p � . The symbol 

is the number of combinations of x observations out of n that could be above
the median. Table 9-1 lists the probability that x observations will be above the
median, for all possible values of x.

In Paul’s sample, 9 observations were above the target value of 5.10. The prob-
ability of observing 9 or 10 observations above the median is 0.0010 � 0.0098 �
0.0108. But it is equally unusual to observe 1 or 0 observations above the median.
Since Paul is looking for evidence that the process is off target (as opposed to
above target), he must consider these probabilities also. The total probability of
observing a sample as unusual as Paul’s, or more so, is 0.0010 � 0.0098 � 0.0098
� 0.0010 � 0.0216. Therefore, the probability that a sample of 10 values will
have 9 or 10 values on the same side of the population median is 0.0216. This is
the P-value for the Fisher sign test.

Since the P-value is less than a typical value for � � 0.05, Paul concludes that
the process is off target and needs to be adjusted. The sample median of the 10
observations . Therefore, Paul attempts to reduce this feature size
by 0.007 units.

Table 9-2 lists formulas and information necessary to perform Fisher’s
sign test.

This test is the first procedure in this book that does not require a stable
process distribution. The test is valid as long as the process median is stable,

X
~

� 5.107 

an
x
b �

n!
x!(n � x)!

 

1@2

an
x
b 1

2n 

1@2

1@2

�|



Detecting Changes in Nonnormal Data 523

Table 9-1 Probabilities of Observing a Sample of n � 10 Values with x Values
Above the Median

# Above Median Probability

10 0.0010 As unusual as the sample or 

9 0.0098
more so

8 0.0439 More expected than the sample

7 0.1172

6 0.2051

5 0.2461

4 0.2051

3 0.1172

2 0.0439

1 0.0098 As unusual as the sample or 

0 0.0010
more so

even if the variation and shape of the distribution changes from point to
point. In Six Sigma applications of control charts, the variation chart
(s chart, R chart, or MR chart) should be interpreted first. When the
variation chart is out of control, the average chart cannot be interpreted,
since its control limits are invalid. However, even if the variation chart is out
of control, the Fisher one-sample sign test will reliably test whether the
process median is off target.

In Six Sigma applications, this characteristic of the Fisher test may be useful
as a diagnostic tool, but not for prediction. Even if the process median is
stable and on target, unstable variation is a serious problem. It is unwise to
predict process behavior in the presence of unstable variation. Pointing out
the flexibility of the Fisher test is not an endorsement for its use to predict
the behavior of unstable processes.

All nonparametric methods need some procedure to deal with ties in the
data. In the previous example, suppose that one of the measurements was
5.100, exactly on the target value. This observation is a tie, because it
matches within the error of measurement. The part that measures 5.100�|0
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Fisher’s One-Sample Sign Test

Objective Does (process) have a Does (process) have a Does (process) have a 
median less than  ? median greater than  ? median different from 

?

Hypothesis H0: H0: H0:

HA: HA: HA:

Assumptions 0: The sample is a random sample of mutually independent observations from the process of interest.

1: Each observation comes from a continuous distribution with median .

Test statistic n< is the count of observations 

n= is the count of observations 

n > is the count of observations 

Exact P-value
P-value � P-value �

If P-value ��, accept HA If P-value ��, accept HA P-value �

If P-value ��, accept HA

gnMin

i�0 An� � n�

i B
2n��n��1  

nMin � Minimum(n�,n�)gn�
i�0An� � n�

i B
2n��n�

 

gn�
i�0An� � n�

i B
2n��n�

 

Xi � �|0 

Xi � �|0 

Xi � �|0 

�| 

�| 2 �|0 �| � �|0 �| � �|0 

�| � �|0 �| � �|0 �| � �|0 

�| � �|0 

�| � �|0 �| � �|0 
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Approximate P-value for 
large samples

P-value � P-value �

P-value � 2

Explanation of symbols is the cumulative probability in the left tail of the standard normal distribution. 

Excel functions
To calculate , use =BINOMDIST(n�,n��n�,0.5,1)

To calculate , use =NORMSDIST(Z )

MINITAB functions Select Stat  Nonparametrics  1-sample Sign . . .

In the Variables box, enter the name of the column containing the data. Enter in the Test median
box. Select less than, not equal or greater than, depending on the hypothesis to be tested. Click OK
to generate the report in the Session window. If the P-value is less than �, then accept HA.

�|0

�(Z) 

gn�
i�0An� � n�

i B
2n��n�

�(Z)

�(Z) 

Z �
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is almost certainly above or below 5.100 in size. However, because the
measurement system is not ideal, 5.100 is the best available measurement.

In the Fisher one-sample sign test, observations which tie do not provide
any information about whether the median is different from . The P-value
formulas use n� � n� which is the total sample size less the number of ties.
By excluding ties from this count, the procedure effectively removes ties
from the dataset.

Example 9.2

In an example from Chapters 2 and 7, Jerry measured the leakage current of 14
thyristors before and after a life test, to determine if the leakage current is
greater after the life test than before. This is a paired-sample experiment, which
measures the same parts twice and examines the difference in measurements.
Like all paired-sample tests, this experiment is essentially a one-sample test
applied to the differences. Table 9-3 lists the measured data from this test,
sorted with the changes in descending order.

In Chapter 2, Figure 2-46 is a Tukey mean-difference plot providing a visual
analysis of the data. This graph shows clear evidence that the leakage current
increases. In Chapter 7, a paired-sample t-test applied to this data resulted in a
P-value of 0.0008, again giving strong evidence that the leakage current
increased.

The paired-sample t-test assumes that the differences are normally dis-
tributed. A sample of 14 observations is really too small for a goodness-of-
fit test, but Jerry can easily prepare a histogram of the differences, such as
Figure 9-2. Figure 9-2 does not look symmetric, like a normal distribution.
Therefore, Jerry may be unwilling to accept the assumption of normality
required for the paired sample t-test. The Wilcoxon signed-rank test, discussed
later, assumes symmetry, so it is also inappropriate for this problem. However,
the experiment satisfies the very limited assumptions for the Fisher one-
sample sign test.

In the one-sample sign test, the objective question is: “Is the median change in
thyristor leakage current (after – before) greater than 0?” The hypothesis test
statement is H0: versus HA: , where is the median dif-
ference in leakage current.

To apply the Fisher one-sample sign test, count the number of observed change
values greater than, equal to, and less than zero.

n� � 12

n� � 1

n� � 1

�|D �|D � 0 �|D � 0 

�|0

�|0
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Table 9-3 Measurements of Leakage Current on 14 Thyristors, Before and After a
Life Test

Leakage current (mA)

Before After Change

0.570 0.880 0.310

0.980 1.150 0.170

1.030 1.190 0.160

1.440 1.580 0.140

1.220 1.340 0.120

0.340 0.440 0.100

0.952 1.040 0.088

0.842 0.930 0.088

1.230 1.290 0.060

0.840 0.880 0.040

1.820 1.830 0.010

1.020 1.030 0.010

0.250 0.250 0.000

1.340 1.330 �0.010

The one tied value provides no information about the value of the median, so
the procedure effectively removes it from the calculation. The P-value is the
probability of observing 12 out of 13 values greater than 0, if the median is 0.
The P-value is

In this case, the P-value is larger than the P-value for the normal-based test,
but it is still very small. Even without assuming normality or symmetry, Jerry
can be 99.83% confident that the median leakage current increased. (100% 

(1 � 0.0017) � 99.83%)
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Figure 9-2 Histogram of Change in Thyristor Leakage Currents

All hypothesis tests for a population parameter � can be used to calculate a
100(1 � �)% confidence interval for �. The range of �0 test values which lead
the experimenter to accept H0 forms a 100(1 � �)% confidence interval for �.

The Fisher test can also be used to generate a nonparametric confidence
interval for the median. One characteristic of nonparametric confidence
intervals is that they are only available for certain confidence levels, depending
on the sample size. To estimate a confidence interval with a specific level, some
interpolation is necessary. The following example explains why this happens.

Example 9.3

For Paul’s piston diameter data listed in Example 9.1, calculate a 95% con-
fidence interval for the median diameter.

Solution In the example, the target median value . Figure 9-3
shows the observed data in the form of a dotplot.

For a moment, suppose the target value were , lower than all 10
observations. The P-value for the test would be

Also, if , higher than all 10 observations, the P-value would be
0.002. If the false detection risk � � 0.002, this dataset leads to accepting 

�|0 � 5.114 

2 

1

210a10

0
b � 0.002

�|0 � 5.096 

�|0 � 5.100 
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Figure 9-3 Dotplot of Piston Diameters. P-Values for One-Sample Median Tests
are Listed for Various Values of . A Confidence Interval for the Median Can be
Constructed from These P-Values

�|0

m0

89.1% C.I. for median

97.8% C.I. for median

5.100 5.102 5.104 5.106 5.108 5.110 5.112 5.1145.0985.096

Dotplot of piston diameter

0.002 0.0020.0220.1090.7540.022 0.109 0.754

99.8% C.I. for median

P-value
vs. ~

H0: for any value of between 5.096 and 5.114. Therefore, the prob-
ability that the median is between 5.096 and 5.114 is 1 � 0.002 � 0.998, based
on this dataset. We can say that the interval (5.096, 5.114) is a 99.8% con-
fidence interval for the median.

Following the same logic, if � � 0.022, any value of between 5.102 and
5.112, the second lowest and second highest observations, leads to an
acceptance of H0: . Therefore, the interval (5.102, 5.112) is a 97.8%
confidence interval for the median.

Similarly, if � � 0.109, any value of between 5.104 and 5.110, the third lowest
and third highest observations, leads to an acceptance of H0: . Therefore,
the interval (5.104, 5.110) is an 89.1% confidence interval for the median.

Since Paul wants a 95% confidence interval, the 97.8% confidence interval is
too wide, and the 89.1% confidence interval is too narrow. One approximate
method to estimate a 95% confidence interval is to interpolate between the two
intervals, arriving at a 95% confidence interval of (5.103, 5.111).

MINITAB will calculate a confidence interval based on Fisher’s sign test, if the
confidence interval option is selected. Figure 9-4 shows the MINITAB report
calculating a 95% confidence interval for the median piston diameter. In this
report, NLI stands for non-linear interpolation, a method MINITAB uses to
estimate a confidence interval at the desired level.

Like all nonparametric procedures, the Fisher test has no way to predict the
distribution of data between data points. Therefore, only a few specific con-
fidence levels are available for a given sample size, corresponding to the
exact locations of data points. Table 9-4 lists all the possible P-values and
confidence levels based on Fisher’s one-sample sign test of a sample of size

�| � �|0 

�|0

�| � �|0 

�|0

�|0�| � �|0
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Figure 9-4 MINITAB Report of a Confidence Interval for the Median Based on
Fisher’s Sign Test

Table 9-4 P-values and Confidence Levels for Fisher’s One-Sample Sign Test,
when n � 10

Number of 
Values Above 

One-sided test Two-sided test

(or Below) Confidence Confidence
Median P-value Level P-value Level

0 0.001 99.9% 0.002 99.8%

1 0.011 98.9% 0.022 97.8%

2 0.055 94.5% 0.109 89.1%

3 0.172 82.8% 0.344 65.6%

4 0.377 62.3% 0.754 24.6%

n � 10. This table can be generated using the P-value formulas for any
sample size. For the purpose of calculating confidence intervals, the pos-
sibility of ties is ignored.

Wilcoxon’s one-sample signed rank test is an alternative to Fisher’s one-
sample sign test. Wilcoxon’s test has greater power to detect smaller
changes in the median for most (but not all) distribution shapes. This greater
power comes at the price of an additional assumption that the process dis-
tribution is symmetric about the median.

Table 9-5 lists formulas and information necessary to perform Wilcoxon’s
one-sample signed rank test.

Sign CI: Piston 

Sign confidence Interval for median

                                Confidence
                     Achieved    Interval
        N  Median  Confidence  Lower  Upper  Position
Piston  10   5.107      0.8906  5.104  5.110         3
                       0.9500  5.103  5.111       NLI
                       0.9785  5.102  5.112         2
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Table 9-5 Formulas and Information for Performing Wilcoxon’s One-Sample
Signed Rank Test

Wilcoxon’s One-Sample Signed Rank Test

Objective Does (process)  Does (process) Does (process) 
have a median  have a median have a median 
less than greater than different from 

? ? ?

Hypothesis H0: H0: H0:

HA: HA: HA:

Assumptions 0: The sample is a random sample of mutually independent 
observations from the process of interest.

1: Each observation comes from a continuous distribution
which is symmetric around its median .

Test statistic If the observed data is Xi, calculate 

Calculate absolute values 

Sort the values of 

Assign ranks ri to the observations from ri � 1 for the smallest 
to ri � n for the largest . If a group of values are

tied, assign the average rank value to all observations in that 
group. To double check this step, the sum of the ranks should 

always be .

The test statistic T� is the sum of the ranks for which . 

Exact P-value Exact P-values require tables such as Table A.4 in Hollander 
and Wolfe (1973). MINITAB will calculate exact P-values for 
this test.

Approximate From T�, calculate a new statistic T*, which is approximately 
P-value for distributed like a standard normal random variable for larger 
large samples samples.

First, adjust the sample size to discard observations that are
exactly tied with the test median value. , where n�

is the count of observations which are equal to 

If there are no ties among the remaining values, calculate 

T* �
T� �

1
4[n

*(n* � 1)]

2 1
24[n

*(n* � 1)(2n* � 1)]
 

ZYi Z 

�|0

n* � n � n5 

T� � gi:Yi�0 ri 

Yi � 0 

n(n � 1)
2  

ZYi Z ZYi Z ZYi Z 

ZYi Z 

ZYi Z 

Yi � Xi � �|0 

�|

�| 2 �|0 �| � �|0 �| � �|0 

�| � �|0 �| � �|0 �| � �|0 

�| � �|0 �| � �|0 �| � �|0 

(Continued)
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Table 9-5 Formulas and Information for Performing Wilcoxon’s One-Sample
Signed Rank Test (Continued)

If there are ties among the , count the number of obser-
vations tj in each of the g groups, and adjust the formula as 
follows:

P-value � P-value � P-value �

Explanation is the cumulative probability in the left tail of the standard
of symbols normal distribution. 

Excel To calculate �(T*), use =NORMSDIST(T*)
functions

MINITAB Select Stat  Nonparametrics  1-sample Wilcoxon . . . 
functions In the Variables box, enter the name of the column con-

taining the data. Enter in the Test median box. Select 
less than, not equal or greater than depending on the 
hypothesis to be tested. Click OK to generate the report 
in the Session window. If the P-value is less than �, then 
accept HA.

�|0

�(Z)

2�( � ZT* Z) 1 � �(T*) �(T*) 

T* �
T� �

1
4[n*(n* � 1)]

2 1
24[n*(n* � 1)(2n* � 1) �

1
2g

g
j�1tj (tj � 1)(tj � 1)]

ZYi Z 

Example 9.4

Using Paul’s piston diameter data listed earlier, apply Wilcoxon’s one-sample
signed rank test to determine if the median diameter is different from 5.100.

Solution If any observations were tied with the test median 5.100, they must be
discarded before proceeding. In this example, none of the observations are
exactly 5.100. Table 9-6 shows how to apply the Wilcoxon procedure to this
data, step by step, leading to the test statistic T�.

Here is an explanation of the columns in Table 9-6.

• The first column lists the original data.
• The second column lists the difference between each observation and the test

median 5.100. Note that one of these differences is negative, and the rest are
positive.

• The third column lists the absolute value of the differences.
• The fourth and fifth columns contain the same data as the second and third

columns, sorted by the absolute differences. The sorting makes it easier to
assign ranks.
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Table 9-6 Wilcoxon Signed Rank Test Statistic Calculated from the Piston Diameter Data

In the Order Observed Sorted by Absolute Difference

Absolute Absolute Assign Ranks for 
Data Difference Difference Difference Difference Ranks Positive Yi

Xi Yi Yi Yi Yi ri

5.108 0.008 0.008 0.002 0.002 1 1

5.106 0.006 0.006 �0.004 0.004 3 0

5.096 �0.004 0.004 0.004 0.004 3 3

5.110 0.010 0.010 0.004 0.004 3 3

5.104 0.004 0.004 0.006 0.006 5 5

5.104 0.004 0.004 0.008 0.008 6 6

5.112 0.012 0.012 0.010 0.010 7.5 7.5

5.102 0.002 0.002 0.010 0.010 7.5 7.5

5.114 0.014 0.014 0.012 0.012 9 9

5.110 0.010 0.010 0.014 0.014 10 10

Sum: Sum T+

55 52
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• The sixth column lists ranks from 1 for the lowest to 10 for the highest absolute
difference. There are two groups of ties in this data. One group contains three
values of 0.004, in positions 2, 3, and 4. All three of these observations receive
the rank of 3, which is the average of 2, 3, and 4. The second group contains
two values of 0.010 in positions 7 and 8. Each of these receives a rank of 7.5.
The sum of these ranks is 55, which is 10(11)/2. No matter how many obser-
vations are tied, the sum of the ranks will always be n (n � 1)/2.

• The seventh column lists only the ranks corresponding to observations above
the test median, with zero corresponding to observations below the test
median. The sum of this column is the Wilcoxon test statistic T� � 52.

Calculating an exact P-value for the Wilcoxon test requires a table not provided
in this book, although MINITAB can calculate the exact P-values. An
approximate large sample P-value can be calculated without MINITAB. To do
this, calculate a new statistic using this formula:

In this formula, n* counts the number of observations not equal to the test
median, which is 10 in this case. There are two groups of tied absolute dif-
ferences, one with two values and the other with three values. Here is the cal-
culation for T*:

The P-value is 

Figure 9-5 is the MINITAB report for the Wilcoxon test applied to the same
data. This report lists an exact P-value of 0.014. Even though a sample of size
10 is not large, the approximate P-value is quite close the exact P-value.

2�(�ZT* Z) � 2�(�2.505) � 0.012 

�
52 � 27.5

2 1
24[2310 � 15]

� 2.505

T* �
52 �

1
4[10(11)]

2 1
24[10(11)(21) �

1
2[2(1)(3) � 3(2)(4)]]

T* �
T� �

1
4[n

*(n* � 1)]

2 1
24[n

*(n* � 1)(2n* � 1) �
1
2g

g
j�1tj (tj � 1)(tj � 1)]

Figure 9-5 MINITAB Report for the Wilcoxon Signed Rank Test

Wilcoxon Signed Rank Test: Piston 

Test of median = 5.100 versus median not = 5.100

N
            for   Wilcoxon         Estimated
        N  Test  Statistic      P     Median

Piston  10    10       52.0  0.014      5.107
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9.1.2 Comparing Two Process Distributions

Comparing observations from two processes is one of the most common sta-
tistical tasks in process improvement. This section presents the Tukey end-count
test, a tool for comparing two process distributions. John Tukey published this
procedure in the very first issue of Technometrics, in 1959. This test is so simple
that it requires no calculations at all. It can be memorized for instant application,
as soon as the data is available. This simplicity comes at the price of reduced
power to detect small differences. The other two-sample procedures in this book
may be applied to resolve any questionable situations with greater accuracy.

Table 9-7 describes the end-count test, in its simplest form. Some additional
details are explained following an example.

Example 9.5

Glen, a machinist, is having problems with certain parts being eccentric, or out
of round. Glen believes that a worn holding fixture may be causing this problem,

Table 9-7 Tukey’s End-Count Test

Tukey’s End-Count Test

Objective Does (process A) have a different distribution from 
(process B)?

Assumptions 0: Each sample is a random sample of mutually 
independent observations from the process of interest.

1: Each process is stable

Test Statistic Calculate end-count, which is the sum of

• The count of observations in sample A that are less than
all observations in sample B, plus

• The count of observations in sample B that are greater
than  all observations in sample A.

Figure 9-6 provides an example of two groups of 
measurements with an end-count of 7.

Note: If either sample contains both the highest and lowest 
value in both samples, there is no end-count, and this test 
does not apply.

Critical values If the end count is 7 or 10 or 13, the processes are different 
with 95% or 99% or 99.9% confidence, respectively.

If the sample sizes are significantly unbalanced, a 
correction should be added to the critical value. (See Table 9-9)
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Figure 9-6 Dot Gaph of a Dataset in Two Groups Represented by Black and White
Symbols. The End-Count for this Dataset is 7

Table 9-8 Eccentricity Measurements of 10 Parts with the Old Fixture and 10 Parts
with the New Fixture. Measurements which Contribute Toward the End-Count of 11
are Shown in Bold

Old New

2.5 0.6

3.7 0.9

4.8 2.8

4.3 1.1

3.2 1.8

2.8 2.2

5.1 0.6

1.9 2.4

3.2 2.9

1.5 0.5

so he machines a new holding fixture. To test whether the fixture improved the
process, Glen machines 10 parts with the old fixture and 10 parts with the new
fixture. Table 9-8 lists the eccentricity measurements on all parts. Is the dis-
tribution of eccentricity with the new fixture different than with the old fixture?

Solution Figure 9-7 shows a dot graph of this data. With the old fixture, 6 parts
had greater eccentricity than any of the parts with the new fixture. With the new
fixture, 5 parts had less eccentricity than any of the parts with the old fixture.
Therefore, the end-count is 6 � 5 � 11.

Since 10 is the critical value for 99% confidence, Glen is at least 99% confident
that the new fixture significantly improved the process.

The three critical values, 7, 10, and 13, for 95%, 99%, and 99.9% confidence
are easy to remember. These critical values are correct for most situations
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Eccentricity

4.84.23.63.02.41.81.20.6

Variable
New
Old

Dotplot of eccentricity with new and old fixture

Figure 9-7 Dotplot of Eccentricity Data for New and Old Fixtures

where the two sample sizes are nearly equal. When the sample sizes are
unequal, the critical value may be somewhat higher to maintain the same
level of confidence. Tukey developed the correction rules listed in Table 9-9
which approximately maintain the confidence level.

Example 9.6

Andrei must reduce switching losses related to leakage inductance in a
transformer. He is experimenting with flat wire for the primary winding instead
of the usual round wire. Andrei has wound four transformers with flat wire, to
be compared to 12 transformers with round wire. Table 9-10 lists the leakage
inductance measurements of all sixteen parts. Does flat wire change the leakage
inductance with at least 95% confidence?

Solution The sample sizes are N � 12 and n � 4. Since , the cor-
rection for unequal sample sizes is determined by the expression

The correction is 2, which is the integer part of 2.25. Therefore, the critical end-
counts for this problem are 9, 12, and 15 for 95%, 99%, and 99.9% confidence.

N � 1
n � 1 � 2.25 

N � 2n 

Table 9-9 Correction to Tukey End-Count Test for Unequal Sample Sizes

Sample Sizes Add this Correction to the Standard 
N (Larger) and n (Smaller) Critical Value of 7, 10, or 13

0

1

Integer part of N � 1
n � 1 N � 2n 

3 �
4n
3

� N � 2n 

n  N  3 �
4n
3
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Table 9-10 Leakage Inductance (�H) of 12 Transformers with Round Wire and 4
Transformers with Flat Wire

Round Flat

6.1 5.3

6.2 5.4

7.5 6.1

5.5 5.8

6.0

5.9

6.8

7.4

6.5

5.9

6.8

6.2

Leakage inductance (mH)
7.57.26.96.66.36.05.75.4

Variable
Round
Flat

Dotplot of leakage inductance by round or flat wire

Figure 9-8 Dotplot of Leakage Inductance for Two Types of Wire

Figure 9-8 is a dot graph of the data. Based on the graph, the end count is
2 � 7 � 9. Therefore, Andrei concludes that flat wire reduces leakage
inductance with 95% confidence, based on this very small sample.

The Tukey end-count test is remarkable in many ways other than its obvious
simplicity. Notice that the test makes no assumptions about the processes or
their distributions, other than Assumption Zero, which is required for all
inference tools. The test is based purely on the likelihood of observing certain
end-counts, when both samples come from the same process distribution.
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Unlike other procedures in this book, which test a particular process char-
acteristic like the mean or standard deviation, the end-count test compares
distributions directly. Regardless of the shape of the distribution, the end-
count test works the same way. On the other hand, since the end-count test
focuses on the tails of the two samples, it is very susceptible to changes in
the extreme values of the samples. A small change in the extreme values of
one sample could significantly change the end-count. Therefore, when the
process might be unstable, including sporadic outliers, it is unwise to apply
this procedure.

Practitioners should be aware of the limitations of the end-count test.
Although it compares the distributions of two samples, it is unable to detect
all types of differences between distributions. For example, if one process
has more variation, so that its sample contains both the highest and lowest
observations, the end-count test cannot be used. In this case, a two-sample
variation test, using the F distribution, would be more appropriate.

9.1.3 Comparing Two or More Process Medians

This section presents the Kruskal-Wallis test, a nonparametric alternative to
the one-way ANOVA presented in Chapter 7. The Kruskal-Wallis test
examines samples from several processes, looking for evidence that the
process medians are different. This procedure assumes that each process has
a continuous distribution with the same shape, but the shapes do not have to
be normal.

The Mann-Whitney test is a nonparametric test comparing the medians of two
processes. Kruskal-Wallis is a generalization of Mann-Whitney for two or more
groups. For this reason, the Mann-Whitney test is not described in this book.
Both tests are provided in the MINITAB Stat  Nonparametrics menu.

Table 9-11 provides formulas and information required for the Kruskal-
Wallis test.

Example 9.7

In the previous section, Glen evaluated whether a new fixture changed the
eccentricity of a certain part. He evaluated the data listed in Table 9-8 using the
Tukey end-count test. With an end-count of 11, Glen is at least 99%, but not
99.9% confident that the new fixture reduced the eccentricity. Does the
Kruskal-Wallis test agree with this conclusion?

Solution Table 9-12 lists the eccentricity data sorted from lowest to highest.
The third column lists ranks from 1 to 20, accounting for three sets of two tied
values in each set.
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Table 9-11 Formulas and Information to Perform the Kruskal-Wallis Test

Kruskal-Wallis Test for Medians of Multiple Processes

Objective Do (processes 1 through k) have different medians?

Hypothesis H0:

HA: At least one is different.

Assumptions 0: Each sample is a random sample of mutually independent
observations from the process of interest.

1: Each process is stable.

2: All processes have the same continuous distribution except
for possibly different medians.

Test statistic Combine all samples and assign ranks to each observation in
the combined sample.

Assign ranks ri ,1 to the lowest value, 2 to the second lowest, up
to N to the highest value, where 

For any group of tied values, assign the average rank to all 
members of that group.

Calculate the average rank for observations in each sample.

Calculate the overall average rank , which should be (N � 1)/2

Calculate

If there are ties in the combined sample, adjust the statistic 
as follows, where tj is the number of ties in each group of ties: 

If there are no ties, then HAdj � H.

Exact P-value Exact P-values may be found in Table A.7 in Hollander and 
Wolfe, for k � 3 groups and sample sizes of 5 or less. 

Approximate P-value �
P-value If P-value ��, accept HA.

This approximation is quite good if each sample contains at 
least 5 observations.

Explanation  1 � is the cumulative probability in the right tail of

of symbols the �2 (chi-squared) distribution with k � 1 degrees of freedom 
at value x.

(Continued)

F� 2
k�1

(x)

1 � F�2
k�1

(HAdj)

HAdj �
H

1 �
g(t3

j � tj)

N
3

� N

 

H �
12gk

i�1ni(ri � r)2

N(N � 1)
 

r

ri

N � n1 � n2 � c� nk 

�|i 

�|1 � �|2 � c � �|k 
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Table 9-11 Formulas and Information to Perform the Kruskal-Wallis Test (Continued)

Excel functions To calculate , use =CHIDIST(x, k-1)

MINITAB To perform the Kruskal-Wallis test in MINITAB, the data 
functions must be stacked in a single column, with a second column 

containing sample labels (numeric or text).

Select Stat  Nonparametrics  Kruskal-Wallis . . .

In the Response box, enter the name of the column with the
data from all samples.

In the Factor box, enter the name of the column with the
labels identifying the samples.

Click OK to perform the test and print a report on the test in 
the Session window. The last line of the report lists an 
approximate P-value for the adjusted statistic HAdj.

1 � F� 2
k�1

(x)

The average rank for the New sample is and the average rank for
the Old sample is .2 The overall average rank is , which
is , as it should be.

The test statistic is:

Since there are three tied groups, each with two ties, adjust the test statistic this way:

To calculate the P-value in Excel, enter =CHIDIST(8.057,1) into a cell, which
returns the value 0.0045.

Based on this P-value, Glen is 99.55% confident that the new fixture reduced
eccentricity (100%(1 � 0.0045) � 99.55%). This result is consistent with the
Tukey end-count test.

HAdj �
H

1 �
g At 3

j � tjB
N

3
� N

�
8.036

1 �
3(23

� 2)

203
� 20

� 8.057 

�
12[10(6.75 � 10.5)2 � 10(14.25 � 10.5)2]

20(21)
� 8.036 

H �
12gk

i�1ni(ri � r)2

N(N � 1)

N � 1
2

r � 10.5rOld � 14.25
rNew � 6.75

2 In Excel, the SUMIF and COUNTIF functions are very useful for this type of calculation.
Suppose Table 9-12 were in cells A1:C21 of a worksheet. The formula =SUMIF(A2:A21,
“New”,C2:C21)/COUNTIF(A2:A21,”New”) calculates the average rank of values in the
“New” group.
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Table 9-12 Eccentricity Measurements with Ranks

Fixture Eccentricity Rank

New 0.5 1

New 0.6 2.5

New 0.6 2.5

New 0.9 4

New 1.1 5

Old 1.5 6

New 1.8 7

Old 1.9 8

New 2.2 9

New 2.4 10

Old 2.5 11

Old 2.8 12.5

New 2.8 12.5

New 2.9 14

Old 3.2 15.5

Old 3.2 15.5

Old 3.7 17

Old 4.3 18

Old 4.8 19

Old 5.1 20

Example 9.8

In examples from Chapter 7, Larry measured the diameters of 60 shafts,
including 12 shafts from each of five different lathes. Table 9-13 lists Larry’s
measurements. Without knowing the shape of the process distributions, and
without assuming any distribution, are the medians of these five processes the
same or different?
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Table 9-13 Diameters of 12 Shafts Made on Five Lathes

Order Lathe 1 Lathe 2 Lathe 3 Lathe 4 Lathe 5

1 2.509 2.502 2.502 2.513 2.509

2 2.512 2.501 2.502 2.505 2.506

3 2.509 2.494 2.505 2.503 2.501

4 2.520 2.508 2.503 2.505 2.507

5 2.514 2.503 2.496 2.505 2.512

6 2.503 2.494 2.506 2.506 2.504

7 2.506 2.509 2.504 2.505 2.504

8 2.520 2.503 2.504 2.506 2.500

9 2.524 2.509 2.512 2.510 2.513

10 2.513 2.501 2.499 2.508 2.500

11 2.509 2.508 2.508 2.509 2.508

12 2.498 2.504 2.510 2.504 2.507

Solution The Kruskal-Wallis tests whether the medians are the same or
different without assuming any particular distribution shape. Glen copies
Table 9-13 into MINITAB. Since the table is not in stacked format, Glen uses
the Data  Stack  Columns command to put all the measurements into a
single column, with the lathe identifiers in another column. Then Glen runs the
Kruskal-Wallis test. Figure 9-9 shows the report from MINITAB. The P-value
for the test is 0.014. Based on this result, Glen is 98.6% confident that the lathes
produce different median diameters.

9.2 Testing for Goodness of Fit

This section presents tools for determining whether a dataset fits a particular
distribution model. The goodness-of-fit question is important because most
statistical techniques assume that the process distribution has a specific
shape, usually normal. The nonparametric tools in the previous section
minimize or eliminate these assumptions, but this benefit comes at the price
of reduced power to detect certain types of signals. If the process dis-
tribution is truly normal, then a normal-based tool will always be more
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Figure 9-9 MINITAB Report from Kruskal-Wallis Test

effective than a nonparametric tool. Therefore, we need goodness-of-fit
tools to justify or refute the assumption of a particular distribution.

Both graphical and analytical tools are available to assess goodness of fit.
As with most other statistical questions, Six Sigma practitioners should
always apply graphical tools first, using analytical tools to quantify the
probability that a certain decision is the correct one.

The best graphical goodness-of-fit tool is the probability plot. This book has
already illustrated probability plots in earlier chapters. The probability plot is
a very flexible tool that can test any dataset against any distribution model.
Interpretation of probability plots is easy, and they are very widely known.
However, among goodness-of-fit tests, there is no best method, and many
different methods are in use today. This book features the Anderson-Darling
test, because it is very reliable and commonly used. The definitive book by
D’Agostino and Stephens (1986) describes this and many other goodness-of-
fit techniques.

One challenge of goodness-of-fit testing is the enormous universe of
possible distribution models. Figure 9-10 illustrates only a few families of
continuous random variables discussed in this book. Some of these families
partially or completely overlap other families. For instance, among con-
tinuous random variables with positive values, the exponential family is a
special case of the �2 (chi-square) family, which is itself a special case of the
gamma family. The exponential is also a special case of the Weibull family,
but exponential is the only set of random variables shared by both Weibull
and gamma families. There are many, many other named families of con-
tinuous random variables, plus infinite families without names. Beyond this
galaxy of continuous random variables, there is a galaxy of discrete random

Kruskal-Wallis Test: Diameter versus Lathe 

Kruskal-Wallis Test on Diameter

Lathe     N  Median  Ave Rank      Z
Lathe 1  12   2.511      44.0   2.99
Lathe 2  12   2.503      21.2  -2.06
Lathe 3  12   2.504      24.2  -1.40
Lathe 4  12   2.506      33.2   0.59
Lathe 5  12   2.507      29.9  -0.13
Overall  60              30.5

H = 12.42  DF = 4  P = 0.014
H = 12.48  DF = 4  P = 0.014  (adjusted for ties)
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Figure 9-10 A Small Portion of the Galaxy of Continuous Random Variables

variables, and other galaxies of random variables that are neither discrete
nor continuous.

Starting with a sample containing a finite number of observations, it is
impossible to select a single best distribution from the infinite universe of
distributions. Before applying any goodness-of-fit tools, one must narrow
down the field of possible distribution models to a few likely ones. Here are
some guiding principles for narrowing the field to a manageable few.

• Apply basic knowledge about the process. If the process generates
discrete counts, limit the search to discrete random variables. If the
process generates only positive numbers, limit the search to positive
random variables. If previous analysis or theoretical knowledge about the
processes suggests a particular family of random variables, then that
family should be favored. More specific guidelines are provided later.

• Favor simpler models unless evidence supports a more complex model.
This is an application of the principle known as Occam’s razor. With
only one parameter, the exponential family is the simplest positive con-
tinuous random variable. The normal family has two parameters, and it
is also very simple, because many natural processes tend to be normally
distributed. Among discrete random variables, the Poisson is the
simplest, with one parameter. More complex models should be selected
only if they fit the available data better, and if the additional complexity
is useful in explaining some feature of the process.

Many programs, including MINITAB and Crystal Ball, provide functions
for testing data against a large number of families of random variables.
Applying these functions can generate an overwhelming number of graphs
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and some needlessly confusing results. Critical thinking is especially
important in the understanding and application of goodness-of-fit tools.

Suppose Bobo wants to select a distribution model for a set of measurement
data. He enters the data into MINITAB and runs the Individual
Distribution Identification function with the Use all distributions option.
Bobo discovers that the “3-parameter loglogistic” distribution fits the data
best. Now what? What can Bobo do with this knowledge? Bobo can predict
future observations based on the 3-parameter loglogistic distribution, but
will these predictions be accurate? If Bobo’s model choice is questioned,
his only available justification is “because it fits,” not “because it’s right.”
Practitioners can avoid this trap by choosing a model that is only as
complex as necessary.

When selecting a continuous distribution models for a process, here are a
few general guidelines for selecting appropriate model candidates.

• If the process has a natural lower boundary of zero, such as cost or
failure times, then consider Weibull, lognormal, gamma, and
loglogistic. Also consider the normal distribution, even though it may
produce negative numbers. If the normal distribution fits the data best,
it might be a practical choice because of the wide range of techniques
available for normal processes.

• If the process has a natural lower boundary which is not zero, consider
variations of Weibull, lognormal, gamma and loglogistic with a third
parameter representing the threshold or minimum value.

• If the process represents a maximum or minimum of a set of values,
consider largest or smallest extreme value distributions or Weibull.

• If the process generates symmetric data, consider normal or logistic.
Some of the skewed distributions might fit a particular dataset better
than a symmetric model. However, if there is no theoretical reason why
the process is skewed, this might just be a random feature of that par-
ticular dataset. In this case, the skewed model would be too complex.

• If Weibull or gamma families fit best, consider whether the simpler
exponential model is acceptable. In the Weibull and gamma families,
the exponential distribution is a special case with the shape parameter
equal to 1. Perform a hypothesis test to determine whether the shape
parameter is different from 1. Section 4.4 describes how to perform this
test for the Weibull case. The same method also works for gamma. If
there is no strong evidence that the shape parameter is different from 1,
then use the simpler exponential model.

• Consider transforming the data into a normal distribution. Transformation
methods are the subject of the next section.
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Many graphical tools are used to assess whether a distribution model is
appropriate for a process. Chapter 2 introduced dot graphs, stem-and-leaf,
boxplots, and histograms, all tools for visualizing the distribution of data. Among
these, the histogram is the most effective for comparing data to a distribution
model, because the shape of the histogram bars resembles a probability density
function. Even so, the histogram has weaknesses when applied to this task.

Example 9.9

Pete, a real estate broker, tracks the number of days from offer to closing on
home sales. The list of the days to close for Pete’s last 10 transactions is:

33 41 39 49 74 45 35 30 56 31

Figure 9-11 is a histogram of this data with a normal probability curve. Judging
from the histogram, is the normal distribution an appropriate model for this
data? The histogram appears to be skewed to the right, suggesting that the
symmetric normal distribution is inappropriate. But the sample size is very small
here. Perhaps the histogram is asymmetric only because so few observations are
available.

Instead of asking whether the normal model appears to fit, it is more important
to ask whether the normal model should fit this data. Time to close is always a
positive number, so it makes sense that the time to close distribution is skewed
to the right. Perhaps a lognormal model is more appropriate for this data.
Figure 9-12 shows the same data with a lognormal probability curve.
(To generate these plots in MINITAB, select Graph  Histogram . . . and then
select With Fit. In the Histogram form, click Data View, . . . , select the Distribution
tab, and select the desired distribution family for the probability curve.)

Pete thinks about the process of steps between offer and close. Many steps in the
process require a minimum number of days. Therefore, perhaps the probability
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model should include a minimum threshold parameter. Figure 9-13 is a
histogram of the same data with a 3-parameter lognormal probability curve. The
third parameter is a threshold representing the minimum number of days.
Between these three histograms, which is the best probability model for the
data? Based only on the histograms, there is no easy answer.

The process of creating a histogram discards information as the obser-
vations are aggregated into bins. Any procedure based on a histogram will
be less effective than a procedure based on individual data, because of the
discarded information. Visually judging goodness-of-fit from a histogram
requires comparing the heights of the bars to the probability curve. This per-
ception process is complicated by several thoughts that might occur at the
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same time. Is this the best histogram for the data? How would it look with
wider or narrower bars? How does sample size affect this decision?

A probability plot is a graph designed to make this visual analysis easy.
Because it plots individual values, a probability plot is a more powerful visual
analysis than a histogram. A probability plot is a scatter plot with the observed
values on the X axis and the quantiles represented by each observed value on
the Y axis. Based on the hypothesized family of distributions, the probability
plot distorts the Y axis so that the points should lie along a straight line only
when the process distribution belongs to the hypothesized family. To assess a
probability plot, simply judge whether a pattern of points follows a straight
line. This is a much easier perception task than with a histogram.

A probability plot is specific to the hypothesized family of distributions.
The same data may be plotted on different probability plots for normal,
Weibull, gamma, or other distributions. The plots will have different scales
along their Y axes, but the interpretation of all probability plots is the same.
If the dots lie along the straight line, the distribution fits the data.

Example 9.10

Continuing the previous example, Pete generates a normal probability plot
from the 10 observations of days to close. Figure 9-14 shows this plot. If the
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process distribution were normal, the dots would lie close to the straight line
shown on the plot. Notice that the dots clearly form a curve, with the ends of
the curve below the line and the middle of the curve above the line.

If the process distribution is not normal, the pattern of dots suggests what sort
of distribution might fit better. On the normal probability plot, the dots at the
lower end become nearly vertical, indicating that some observations are much
closer together than they would be on the lower tail of a normal distribution. At
the upper end, the dots are closer to horizontal, indicating that the points in the
upper tail are spread out more than they would be on the upper tail of a normal
distribution. Taken together, these two observations suggest that the process
distribution is more likely to be skewed to the right.

Figure 9-15 is a MINITAB distribution identification plot including four prob-
ability plots of the same data. The four plots are based on the normal, lognormal,
gamma, and 3-parameter lognormal distributions. Three of these plots have a
similar curved pattern to the plot points. With the addition of a threshold
parameter, the 3-parameter lognormal probability plot appears to fit this data best.

With only 10 observations, none of these conclusions are statistically significant.
In Figure 9-15, each of the four plots contains curved lines representing 95%
confidence intervals for the pattern of points, if the process follows that par-
ticular distribution. If points cross either curved line, this is evidence that that
distribution does not fit with at least 95% confidence. Since the 10 observations
are all within the confidence intervals, none of these models can be rejected for
statistical reasons.

However, Pete might choose the most complex of these models, the 3-parameter
lognormal for two reasons. First, it fits the best. Second, the complexity of the
3-parameter lognormal is justified from a theoretical understanding of the
process. Time processes are often skewed, and this one probably has a natural
minimum threshold. Therefore, 3-parameter lognormal is a sensible model to
choose for this situation.

Even so, Pete ought to test the model again as more data becomes available.
With 100 or more observations, he may find a statistical reason to reject the 3-
parameter lognormal in favor of some other model.

How to . . .

Create Probability Plots in MINITAB

Many MINITAB functions produce probability plots as part of the analysis of a
larger problem. For example, the Capability Sixpack includes a normal prob-
ability plot to assess the assumption of normality. MINITAB includes three
menu functions for situations where the primary goal is to determine which dis-
tribution is the best fit.
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To create a normal probability plot:

• Enter the data in a single column in a MINITAB worksheet.
• Select Stat  Basic Statistics  Normality Test . . . 
• In the Variable box, enter the name of the column with the data.
• Click OK to create the normal probability plot.

The Normality Test function is simple, with few options. A more flexible prob-
ability plotting function is available on the Graph menu.

To create a probability plot with more options:

• Enter the data in a single column in a MINITAB worksheet.
• Select Graph  Probability Plot . . .
• Select a plot with a single variable or a plot with multiple variables.
• In the Graph variables box, enter the name(s) of the column(s) with the

data.
• A normal probability plot will be created by default. To change this option,

click Distribution . . .
• Select other options if desired, and click OK to create the probability plot.

In the Quality Tools menu is a function that produces up to four probability plots
in a single graph, like Figure 9-15.

To create a graph with multiple probability plots:

• Enter the data in a single column in a MINITAB worksheet. (This function
will also handle data in subgroups across rows.)

• Select Stat  Quality Tools  Individual Distribution Identification . . .
• Enter the name(s) of the column(s) containing the data in the appropriate

boxes.
• Click Specify and use the drop-down boxes to select up to four distribution

families. By default, the Use all distributions check box is set. This will create
14 probability plots spread over four graph windows. It is easier to compare
models by specifying up to four models of interest to plot on the same graph.

• By default, this function will add 95% confidence interval lines to each
probability plot, as illustrated in Figure 9-15. To remove these lines or to
change the confidence level, click Options . . .

• Click OK to create the probability plots.

All of these MINITAB functions will calculate Anderson-Darling goodness-of-fit
statistics and P-values when possible. This statistic is explained later in this section.

When interpreting probability plots, it is helpful to understand how dis-
tributions of different shapes relate to patterns on the probability plot.
Figure 9-16 contains six normal probability plots. Each plot shows 500
values randomly generated from a particular distribution and graphed on
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the probability plot. Each probability plot includes 95% confidence
interval lines. The density functions used to generate these random values
are drawn above each probability plot.

Here is a brief explanation of each of these six cases:

• Normal random variables will appear as a straight line on a normal
probability plot. Because of random variation, the line may not be
perfectly straight. The first plot in Figure 9-16 includes a few points in
the tails of the distribution lying outside the confidence interval lines.
This tends to happen in normal probability plots of large datasets, even
if the process distribution is truly normal.

• Distributions skewed to the left appear as patterns of points with an
upward curve. The second probability plot shows 500 observations
from a smallest extreme value distribution. Because this distribution
has a heavy lower tail, it is said to be skewed to the left.

• Distributions skewed to the right appear as patterns of points with a
downward curve. The third probability plot shows 500 observations from
a �2 (chi-squared) distribution with 3 degrees of freedom. Because this
distribution has a heavy upper tail, it is said to be skewed to the right.

• Leptokurtic distributions have either heavy tails or a tall, narrow
central peak. The fourth probability plot shows 500 observations from
a t distribution with 3 degrees of freedom, which has very heavy tails.3

The ends of the pattern of points on the probability plot curve outward
to the left and right, resulting in an S-shaped pattern.

• Platykurtic distributions have either truncated tails or a flat central
section. The fifth probability plot shows 500 observations from a
uniform distribution, which meets both these criteria. The ends of the
pattern of points curve upward and downward on this probability plot.

• Bimodal distributions may be mixtures of multiple processes or they may
indicate an unstable process. They are often platykurtic, so the prob-
ability plot will have a flat portion in the middle of the pattern of points.

To accompany the visual analysis of a probability plot, we need a statistical
analysis of a hypothesis test. With a test statistic measuring how well a dis-
tribution model fits a dataset, we can compare different models to select the

3 The t distribution with 4 or fewer degrees of freedom does not have a coefficient of kurtosis.
The tails of this distribution are so heavy that the integral required to calculate kurtosis does not
converge. The coefficient of kurtosis could be regarded as infinite, but it is more correct to say
that the kurtosis is undefined. Strictly speaking, the t distribution with 3 degrees of freedom is
not leptokurtic because its kurtosis is undefined. Informally, it is leptokurtic because it has such
heavy tails. 
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best one. If a P-value is available, we can estimate the probability that the dis-
tribution model would produce a dataset like the one we observed. If the P-value
is very small, this provides strong reason to reject the distribution model.

All hypothesis tests start with a null hypothesis H0. To test whether the
normal distribution fits a dataset, the null hypothesis states that the process
has a normal distribution. The evidence provided by the data may disprove
H0, but it can never prove it. If the data is far from where it would be under
a normal model, this disproves H0. But if the data exactly follows the
normal model, this does not prove that the process is normal. Although
these tests are called goodness-of-fit tests, they are actually badness-of-fit
tests, since only a bad fit can be proven. If the fit is not bad, we may choose
to accept H0, because we have not disproved it. When we compare multiple
distribution models, we might choose to accept the least bad model, since
we cannot prove which model is truly best.

Many goodness-of-fit tests have been developed, and research continues in
this area. As discussed earlier, the universe of possible distribution models
is vast. Because of this fact, there can be no optimal goodness-of-fit test.
The Anderson-Darling test is a very reliable procedure, and many statistical
programs use it. Therefore, this is the only goodness-of-fit procedure
described in this book. For information on other procedures, see D’Agostino
and Stephens (1986).

Table 9-14 lists formulas and information required to perform an Anderson-
Darling test of normality.

Example 9.11

In an example from Chapter 4, Fritz collected measurements of dielectric
thickness from 80 circuit boards. Figure 9-17 shows these measurements in the
form of a stem-and-leaf display. Because this figure looks a bit skewed, Fritz
has some doubt that the normal distribution is an appropriate model for this
process. What is the probability that a normal distribution would produce a
sample distributed like this one?

Solution The answer to the question is provided by the P-value for the Anderson-
Darling test. In the MINITAB Stat  Basic Statistics menu, Fritz performs the
Normality Test function. This function produces a graph shown in Figure 9-18.
The probability plot shows a classic right-skewed shape, consistent with the
stem-and-leaf display. The box at the right side of the figure gives statistics of
interest, including the Anderson-Darling statistic, labeled “AD.” ,
which is difficult to interpret by itself. The P-value for this statistic is very small,
which MINITAB indicates as �0.005. Therefore, this sample provides very
strong evidence that the process is not normally distributed.

A2 � 1.182 
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Table 9-14 Anderson-Darling Test for Normality

Anderson-Darling Test of Normality

Objective Is (process) normally distributed?

Note: The Anderson-Darling test statistic A2 may be calculated for any 
hypothesized distribution. The P-values for A2 will be different for each choice of distribution. Consult D’Agostino
and Stephens for more information.

Hypothesis H0: The process is normally distributed. 

HA: The process is not normally distributed.

Assumptions 0: The sample is a random sample of mutually independent observations from the process of interest.

1: The process is stable.

2: The process mean � and standard deviation � are unknown and are estimated by sample statistics and s.

Test statistic are the observed data for 

are the sorted data so that 

, where is the cumulative distribution function of the standard normal distribution.

A higher A2 indicates a greater lack of fit

A lower A2 indicates a better fit

A2 � �n �
1
ngn

i�1(2i � 1)(lnF(Yi) � ln(1 � F(Yn�1�i ))) 

�(z)F(Yi) � �AYi � X

s B 

X �
1
ngn

i�1Xi 

s � 2 1
n � 1gn

i�1(Xi � X)2

Y1  Y2  c  Yn Yi 

i � 1, c,n Xi 

X
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P-value Modify the statistic as follows:

The P-value formula depends on the value of A*2:

The P-value indicates the probability that a sample of size n from a normal distribution would have a distribution
like this sample.

A smaller P-value indicates greater lack of fit.

A larger P-value indicates a better fit.

Excel functions To calculate , use = NORMSDIST(z)

MINITAB When testing normality, many MINITAB functions calculate A2 and its P-value, including:
functions

Stat  Basic Statistics  Normality Test

Other MINITAB functions will calculate A2 for any hypothesized distribution in a list of 14 families. These func-
tions return a P-value for some of these families. These functions include:

Stat  Probability Plot

Stat  Quality Tools  Individual Distribution Identification

�(z)

If A*2 � 0.2  P � 1 � exp(�13.436 � 101.14A*2 � 223.73(A*2)2)

If 0.2 � A*2 � 0.34 P � 1 � exp(�8.318 � 42.796A*2 � 59.938(A*2)2)

If 0.34 � A*2 � 0.6 P � exp(0.9177 � 4.279A*2 � 1.38(A*2)2)

If 0.6 � A*2 �13 P � exp(1.2937 � 5.709A*2 � 0.0186(A*2)2)

 

A*2 � A2a1 �
0.75
n �

2.25
n2 b 
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Table 9-15 Anderson-Darling Results for Days to Close

Number
Model of Parameters A2 P-value

Normal 2 0.471 0.190

Lognormal 2 0.250 0.663

Gamma 2 0.326 > 0.250

3-parameter lognormal 3 0.198 Not available

Example 9.12

In an earlier example, Pete collected 10 observations of days from offer to close in
home sales. In Figure 9-15, Pete examined the fit of various distribution models
using probability plots. How does the Anderson-Darling test rate the options?

Solution Figure 9-15 includes a text box listing Anderson-Darling test sta-
tistics and P-values for the models tested. Table 9-15 lists these values.

A lower A2 value indicates a better fit. By this measure, the 3-parameter lognormal
is the best of the four models. None of the P-values are small, so from a statistical
point of view, the Anderson-Darling test does not reject any of these four models.

One must be cautious comparing A2 values between models with different
numbers of parameters. With more parameters, a model will naturally fit the
data better, and A2 will naturally be lower. But this does not mean that the
model with more parameters is more appropriate for the process or more useful
for prediction. This sample has 10 observations. Theoretically, a model with 10
parameters could fit the data perfectly, giving A2 � 0. But this model would
only be appropriate for this sample, and would not be useful for predicting
future behavior of this process. One should only choose a more complex model
if the additional complexity explains something useful about the process.

In this case, Pete believes that there is a minimum threshold time between offer
and closing. Based on his knowledge of the process, combined with an exam-
ination of the MINITAB report, Pete may choose to accept the 3-parameter
lognormal as a model for this data. This conclusion ought to be verified with a
larger sample size.

P-values are not always available for the Anderson-Darling test. The dis-
tribution of A2 is different for each distribution tested. In this example,
P-values are available only for normal, lognormal, and gamma cases. The
theory required to compute a P-value for the 3-parameter lognormal case is not
available at this time.
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Sample size is an important issue for goodness-of-fit tests. In general,
samples need at least 100 observations before statistical methods will reject
some models or favor others. Certainly smaller samples may be tested, and
they may provide useful results. Statisticians and Six Sigma trainers often
advise that sample size should be at least 100, or 30 as a bare minimum,
before performing goodness-of-fit tests.

Sample sizes can also be too large. With samples of thousands of obser-
vations, it is common for the goodness-of-fit tests to reject every distribution
model that is tried. Small features of the process distribution may cause this
to happen, even if those features are too small to make any practical dif-
ference. In these cases, practitioners may choose to accept the distribution
model with the lowest A2, which is the least bad model.

This section uses an example with only 10 observations to make a point.
Experimenters should never forget what they know about a process. In fact,
they should combine that knowledge with the available observed data to reach
conclusions. In Pete’s example, the statistical tests are suggestive but not con-
clusive because of the small sample size. Pete’s knowledge alone would not be
enough to select a distribution model. However, when the statistical sug-
gestions make sense based on Pete’s theoretical understanding, he can reach a
conclusion, and he can justify it. The combination of statistical results with the-
oretical knowledge leads to wisdom that either path alone could not provide.

9.3 Normalizing Data with Transformations

The most commonly used statistical tools assume that the process has a
normal distribution. When this assumption is true, the normal-based pro-
cedures are more efficient and more powerful than the alternative methods.
If a function can be found which transforms the process distribution into a
normal distribution, then the powerful normal-based procedures may be
applied to the transformed data. The challenge is to find a transformation to
meet these requirements.

This section presents two families of transformations that successfully
normalize a wide class of distributions. Experimenters have long used the
Box-Cox transformation to correct for skewness. One appealing feature of the
family of Box-Cox transformations is that the family includes the natural
logarithm and square root functions, which are frequently applied transfor-
mations for right-skewed data. The Johnson transformation is a more flexible
system of transformations that successfully normalizes a very wide range of
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process distributions. Both Box-Cox and Johnson methods have procedures
for identifying the most appropriate transformation, based on a sample.

Transformation is a powerful statistical tool. However, not every process dis-
tribution can be transformed into a normal distribution. Even when trans-
formation is possible, it may not be advisable. In some cases, nonnormality is
a result of instability. If the process is unstable, no statistical technique can
predict its future performance. Transformation methods are appropriate when
the process appears to be stable, and its stable distribution is not normal.

9.3.1 Normalizing Data with the Box-Cox Transformation

Experimenters often attempt to transform data by various power transfor-
mations of the form . Power transformations include , , ,
and many others. The natural logarithm, , is also regarded as a power
transformation when � � 0. Box and Cox (1964) analyzed the family of
power transformations and provided a reliable method of selecting the
optimal transformation from this family. This section applies the Box-Cox
transformation to single samples, with the goal of transforming the process
distribution into a normal distribution. The Box-Cox transformation is also
useful in the analysis of experiments and in process capability studies.

To illustrate the flexibility of the Box-Cox transformation, Figure 9-19
shows several probability functions that can be transformed into a normal
distribution by means of a power transformation . When the dis-
tribution is skewed to the left, a power � � 1 may normalize the distribution.
When the distribution is skewed to the right, a power � � 1 may be effective,
including the case of ln(X ).

One important limitation of the Box-Cox transformation is that this tool
only works with positive-valued random variables. If the process generates

Y � X �
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Figure 9-19 Probability Functions of Several Skewed Distributions That May be
Transformed into a Normal Distribution by a Box-Cox Transformation. The Vertical
and Horizontal Scales are Different for Each Curve
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some negative values, add a constant to all observations before applying the
transformation. Also, the Box-Cox transformation is only effective for
certain cases of skewed distributions. In general, the power � is limited to
the range (�5, �5), because values outside this range tend to produce
overflows and underflows. This tool will not normalize leptokurtic,
platykurtic, or multimodal distributions.

MINITAB functions and those of many other programs can search and find
optimal values of �. The instructions given in the box titled “Learn more
about Box-Cox” will allow anyone to calculate an optimal � using the Excel
solver. Many practitioners prefer to round off the optimal value of � to the
nearest integer, or to 0.5 or �0.5 if those values are closest. This is an
application of Occam’s razor, which favors simpler models unless evidence
supports more complex models. For example, if the optimal � is 0.42,
consider rounding � to 0.50. The model is simpler to understand
and to explain than . Also, if the optimal � is close to 0, consider
accepting the model .

Example 9.13

Continuing an earlier example, Fritz collected 80 measurements of dielectric
thickness on circuit boards. Fritz would like to know whether the mean thickness
is 100 �m, as the supplier claims. Looking at the stem-and-leaf display in Figure
9-17, this seems unlikely. However, he needs proof before approaching the
supplier about this issue. He could calculate a confidence interval for the mean,
but this procedure assumes normality. The Anderson-Darling test proves that the
sample is not normal. Can a Box-Cox transformation help to prove whether the
mean is 100 �m or not?

Solution In the MINITAB Stat  Quality Tools menu, the Individual
Distribution Identification function provides a Box-Cox option. Fritz uses this
function to produce probability plots for the data without and with the optimal
Box-Cox transformation. Figure 9-20 shows the resulting plot. By default,
MINITAB makes both probability plots skinny and tall. Fritz adjusts the aspect
ratio of the plots so that the diagonal lines are close to 45°. As explained in Chapter
2, banking plots to 45° helps to improve the perception of effects on the plot.

To make this graph, MINITAB searches through the range of Box-Cox transfor-
mations to find the best one. In this case, the optimal Box-Cox transformation is

. With this transformation, the P-value for the Anderson-Darling
normality test improves to 0.186. Fritz decides to accept this as a reasonable nor-
malizing transformation.

The next step is to calculate a confidence interval for the mean of the transformed
distribution. The MINITAB function put the transformed data in a new column
of the worksheet. Since the transformed data are in the range of 10�8, Fritz uses

Y � X�3.785

Y � ln(X)
Y � X 0.42

 

Y � 2X 
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Figure 9-20 Normal Probability Plots for Thickness Without and With the Optimal
Box-Cox Transformation

the MINITAB calculator to multiply the data by 108, just to make things more
convenient. Fritz wants to test whether the mean is 100 or not. The transformed
value of 100 is 100�3.785 � 2.691 
 10�8. Fritz uses the MINITAB 1-sample t
function in the Stat  Basic Statistics menu to calculate a confidence interval
and print out a histogram of the transformed data.

Figure 9-21 shows a histogram of the transformed data, with a confidence
interval for the mean, and the test value 2.691. Clearly, the desired mean value
is far from the confidence interval. This is strong evidence that the average
dielectric thickness is not 100 �m. Notice that the power transformation with a
negative power reverses the order of values in the distribution. The confidence
interval in Figure 9-21 is greater than the test value 2.691. However, in the real
world, the average thickness is less than 100 �m.

One final optional step is to reverse the transformation and generate a con-
fidence interval for thickness in the original units. The MINITAB session



564 Chapter Nine

NormThickE8

F
re

qu
en

cy

5.55.04.54.03.53.02.52.0

15.0

12.5

10.0

7.5

5.0

2.5

0.0
X

Ho

Histogram of NormThickE8
(with Ho and 95% t-confidence interval for the mean)
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window reports that a 95% confidence interval for the mean normalized
thickness is (3.460, 3.839) 
 10�8. These limits can be transformed back to the
original units by using the inverse of the transformation 

Fritz is 95% confident that the center of the distribution of thicknesses is in the
interval (91.05, 93.58) �m. For comparison, the confidence interval for the
mean calculated with an assumed normal distribution is (91.80, 94.58).

How to . . .

Apply the Box-Cox Transformation in MINITAB

Several MINITAB functions have Box-Cox options. When working with a single
set of data, use the Individual Distribution Identification function:

• Select Stat  Quality Tools  Individual Distribution Identification . . .
• Enter the name(s) of the column(s) containing the data.
• Set the Specify check box, and select only the Normal distribution. The

transformed data will only be plotted on a normal probability plot.

U� � (3.460 
 10�8)�1/3.785 � 93.58 

L� � (3.839 
 10�8)�1/3.785 � 91.05

X � Y �1/3.785
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• Click Box-Cox . . . Set the Box-Cox power transformation check box.
Choose either Use optimal lambda or enter a specific � if known. Enter a
column name to store the transformed data. Click OK

• Click OK to prepare the probability plots and normality test statistics for the
original and transformed data.

If the sample consists of subgrouped data for control charts, another function in
the Control Charts menu provides a useful plot.

• Select Stat  Control Charts  Box-Cox transformation . . . 
• Enter the column name(s) where the data are located.
• Enter a subgroup size in the Subgroup size box.
• To use a specific lambda or to store the transformed data in a new column,

click Options.
• Click OK to produce a plot showing the optimal �, with a 95% confidence

interval.

This last function produces a very informative plot, showing what range of �
values produce an acceptably normal distribution. Note that it is intended for
control chart situations, where the goal is to normalize the variation within
subgroups. If this function is applied to a single sample, it will estimate the
standard deviation using instead of the overall sample standard deviation.
This results in a slightly different optimal � value than the value calculated by
the Individual Distribution Identification function.

The next example illustrates how the Box-Cox transformation can be used
in capability studies for stable processes that are not normally distributed.

Example 9.14

Paula is performing a capability study on a piston used in fuel injector. One of
the critical characteristics of the piston is the runout of a sealing surface,
relative to the piston axis. Runout is always a positive number, so it has a
physical lower boundary of 0. Table 9-16 lists measurements of runout from 80
parts, arranged into 20 subgroups of four parts each. Each measurement is
divided by the upper tolerance limit for runout, so the effective upper tolerance
for runout in this example is 1.000.

Paula suspects that this data is not normally distributed, and a histogram
confirms her suspicion. Use a Box-Cox transformation to identify an appropriate
distribution model for this data. Use this model to create a control chart and to
predict the long term DPM for this process.

MR
1.128 
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Table 9-16 Runout Measurements from 20 Subgroups of Pistons, with four Parts in
each Subgroup

0.214 0.192 0.297 0.171

0.182 0.135 0.158 0.297

0.120 0.097 0.293 0.447

0.128 0.246 0.137 0.041

0.123 0.449 0.424 0.137

0.358 0.172 0.515 0.130

0.057 0.172 0.029 0.049

0.160 0.727 0.125 0.473

0.199 0.266 0.337 0.061

0.042 0.058 0.098 0.594

0.277 0.271 0.103 0.461

0.324 0.082 0.100 0.229

0.204 0.248 0.101 0.086

0.057 0.183 0.114 0.129

0.281 0.061 0.305 0.101

0.176 0.159 0.285 0.419

0.042 0.088 0.216 0.081

0.238 0.147 0.135 0.707

0.331 0.178 0.055 0.170

0.041 0.138 0.198 0.113

Solution Paula runs the MINITAB Box-Cox function on the Stat  Control
Charts menu, and produces the plot seen in Figure 9-22. This plot illustrates
how the program searches for the optimal �. According to the original Box-Cox
paper, the optimal � minimizes the standard deviation of a standardized version
of the transformed data. The Box-Cox plot shows how this standard deviation
varies as a function of �.
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The MINITAB function identifies an optimal � value of 0.01, with a 95%
confidence interval of (�0.25, 0.28). Using the rounded value of � � 0.00 is
recommended, so Paula accepts the transformed model of . Since
the transformed Y is normal, this means that X is lognormal. This is very
convenient, since both MINITAB and Excel have functions for the
lognormal distribution.

To create a control chart, Paula selects Stat  Control Charts  Control
Charts for Subgroups  Xbar-S. After entering the names of the columns
containing the data, she clicks Xbar-S Options. In the Box-Cox tab. She sets
the Use a Box-Cox Transformation check box and selects the Lambda = 0
(natural log) option. Figure 9-23 shows the completed control chart of the
transformed data. Based on this sample, the process appears to be stable.

Next, Paula runs a nonnormal capability analysis, using the MINITAB Stat 
Quality Tools  Capability Analysis  Nonnormal function. (She could
also have used the Normal capability analysis, which has an optional Box-Cox
transformation.) She selects a lognormal distribution and produces the graph
seen in Figure 9-24. The histogram clearly shows how skewed is the process
distribution. The predicted long-term defect rate is 6071 DPM, based on a
lognormal distribution.

The above example does not mention capability metrics like CPK or PPK

for nonnormal processes. When processes are stable and nonnormal, it is
reasonable to predict a defect rate such as DPMLT, based on a nonnormal

Y � ln(X)
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Figure 9-24 Lognormal Capability Analysis of Runout Data

distribution. However, it is a bad idea to publish capability metrics such as
CPK or PPK for nonnormal processes, because these metrics have no con-
sistent interpretation for nonnormal processes. Unless the meaning of
capability metrics will be clearly understood by the audience of a pres-
entation or report, it is best to leave them out.
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Learn more about . . .

The Box-Cox Transformation

In their original paper, Box and Cox defined a family of transformations with a
parameter � as follows:

This transformation family has the mathematical advantage of being continuous
through � � 0. Because ANOVA and other common statistical procedures are
invariant to linear transformations, analyzing gives the same results as
analyzing . Therefore this simpler transformation is generally used:

To find the optimal Box-Cox transformation in Excel or some other program,
calculate the following standardized version of the transformed data as a
function of �:

In this formula, G is the geometric mean of the original data, calculated as 

. The Excel GEOMEAN function calculates the geometric
mean.

Then, calculate the sample standard deviation of the Wi, sW. The optimal value
of � is the value that minimizes sW. The Excel Solver is very effective at finding
the optimal �.

For subgrouped data, the standard deviation of Wi should be calculated as or
a pooled standard deviation which is

Box and Cox showed that minimizing the standard deviation of the standardized
transformed data is equivalent to a maximum likelihood estimation of �.

sp � Ågigj (Wij � Wi)2

gi (ni � 1)
 

s
W

c4

G � Cwn
i�1XiD 1n 

Wi � d Xi
� � 1

�G��1 � 2 0

G ln (Xi ) � � 0
 �

for i �  1, c , n

Y (�) � c X � � 2 0

ln(X ) � � 0

X �
 

X
�

� 1
�  

Y (�) � dX � � 1
�

� 2 0

ln(X ) � � 0
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Table 9-17 Transformations, Parameters, and Support of the Johnson System of
Distributions

Family Transformation Parameters Support

SB

SL

SU
�` � � � `

� � 0 

�` � � � `

� � 0

X � � �` � � � `

� � 0 

�` � � � `

Z � � � �ln(X � �)

� � X � � � � 

�` � � � `

� � 0 

�` � � � `

� � 0

Z � � � �lnA X � �
� � � � XB

9.3.2 Normalizing Data with the Johnson Transformation

In 1949, N.L. Johnson published a paper defining a system of distributions
with the common feature that any Johnson distribution can be transformed into
a standard normal distribution by means of a simple transformation. Johnson
distributions fall into three families, known as SB, SL, and SU. The SB family
is bounded at some lower and upper bounds, so the B stands for bounded. The
SL family is bounded on the lower end, and the L stands for lognormal. The SU

family are unbounded. The Johnson system includes a very wide range of
possible distribution shapes, including skewed, leptokurtotic, platykurtotic,
and bimodal. Table 9-17 lists the transformations for each family, ranges of
parameter values, and the support or range of random values for each family.

Many authors have devised methods of selecting the best member from the
Johnson system to represent a process distribution, based on a sample of data.
Chou, Polansky, and Mason (1998) surveyed various methods and selected a
method which works well for a variety of SPC problems. Their method is now
built into the MINITAB functions that offer the Johnson transformation.

Example 9.15

Using the Box-Cox transformation, Paula identified a log function as the best
normalizing transformation for her runout data. Does the Johnson trans-
formation provide a better alternative?

Z � � � �sinh�1AX � �
� B �` � X � `
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Solution Paula runs the Johnson transformation function from the MINITAB
Quality Tools menu on the runout dataset. Figure 9-25 shows the graph
produced by this function.

On the left side are before and after probability plots. On the right side is a
graph showing the Anderson-Darling P-values for a large number of distri-
butions in the Johnson system. The highest P-value represents the trans-
formation that normalizes the data best. The best transformation is:

The transformed sample scores a P-value of 0.894 on the Anderson-Darling
normality test. The log transformation suggested by Box-Cox gave a P-value of
0.710, so the Johnson transformation provides a transformed dataset which is
closer to a normal distribution than Box-Cox.

Paula also performs a nonnormal capability analysis of the runout data, using
the Johnson transformation. Figure 9-26 shows the graph produced by this
function. This graph includes histograms before and after the transformation.
One of the text boxes also predicts a long term defect rate of 950 DPM. This
is lower than the 6000 DPM predicted by the Box-Cox model. Since both
models have very high P-values from the Anderson-Darling test, Paula could
choose either one. It is certainly tempting to choose the Johnson trans-
formation, since it predicts a much lower defect rate from the same sample.
The disadvantage of the Johnson transformation is the complexity of the trans-
formation model.

One interesting result of the Johnson transformation in this example is that it
suggested a member of the bounded SB family. Clearly runout is bounded on
the low end by zoro, but this Johnson distribution is also bounded on the high
end. In fact, the lower bound of the suggested transformation is � = 0.0017, and
the upper bound is � � � � 1.68. In some cases, these bounds may be of interest
to the experimenter.

The Johnson transformation is not a bigger, better version of Box-Cox.
Although many skewed distributions can be normalized using Johnson
transformations, power transformations are not included in the Johnson
system, except for Y � ln(X ). Some processes can be normalized by
either or both tools, while others cannot be normalized by either tool.
Because of its widespread acceptance, the Box-Cox transformation is rec-
ommended when it works. The Johnson transformation works well for so
many types of distributions, that it is a worthy addition to the Six Sigma
toolbox.

Y � 2.82274 � 1.29445 
 lnaX � 0.00172407
1.68426 � X

b
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Figure 9-25 Johnson Transformation of Runout Data
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Figure 9-26 Nonnormal Process Capability Analysis of Runout Data, Using
Johnson Transformation

How to . . .

Apply the Johnson Transformation in MINITAB

• Arrange the data in a single column, or in subgroups across rows.
• Select Stat  Quality Tools  Johnson Transformation . . .
• Enter the column name(s) where the data is located.
• If the transformed data is needed for capability analysis or control charting,

enter names for a range of columns to store the transformed data.
• Click OK to select the best Johnson transformation.

The Johnson transformation will not work for every sample. If the algorithm finds
no members of the Johnson system with an Anderson-Darling P-value greater than
0.10, the graph will state that no Johnson transformation could be found.

If the data is part of a capability study, select Stat  Quality Tools  Capability
Analysis  Nonnormal . . . In the Capability Analysis form, set the Johnson
transformation check box, and fill out the other boxes as usual. This produces
a nonnormal capability analysis using the optimal Johnson transformation to
normalize the data.



Chapter

Conducting Efficient
Experiments

An experiment is an investigation of a process by changing inputs to the
process, observing its response to the change, and inferring relationships
from those observations. In an experiment, input variables are called factors.
In earlier chapters, this book has discussed many types of experiments, but
all of these have had either zero or one factor. A one-sample hypothesis test
is an experiment with zero factors, because we simply observe a system
without changing it. In a two-sample test, we change one factor between
two levels and draw inference about the effects of changing that one factor.
This chapter explains the design and analysis of experiments with two or
more factors.

Figure 10-1 illustrates a process with inputs and outputs. This sort of
diagram is called an IPO diagram because it shows the relationship between
Inputs, Processes, and Outputs. In an experiment, the inputs X are called
factors; the outputs Y are called responses. The process responds to changes
in the factors according to an unknown transfer function represented by
Y � f (X). Not everything in the process is predictable or controllable, so
all responses have some random noise added to them.

In an experiment, we want to understand more about the process by building
a model for f (X). If we change the factors in a systematic way and observe
the responses, we can construct a model for f (X) that can be very effective
in predicting process behavior.

A good experiment is efficient. As the number of factors increase,
efficiency becomes more important. Many experiments are inefficient,
wasting time and resources because they do not answer the right
questions, or they provide no answers at all. Sometimes, the urge to go get
some data can be so strong that the experimenter has no idea what the
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Figure 10-1 IPO Structure of a Process, with Inputs (Factors) and Outputs
(Responses)

Inputs
(factors)

X

Outputs
(responses)

Y

Process
Y = f (X) + Noise

questions are. This is understandable, because playing in the lab is more
fun than planning at a desk. But the discipline of planning is an essential
part of an efficient experiment.

An experiment is efficient if it meets these criteria:

• The experiment answers the questions in its stated objective.
• The conclusions of the experiment prove to be right.
• The experiment requires few resources.

Efficiency requires a stated objective, usually in the form of a question. An
easy way for a manager to spot inefficient experiments is to ask for the
objective. An efficient experiment will have an objective clearly stated in
advance. Once the objective is stated, an efficient experiment will collect
data and answer the questions raised by the objective.

Efficient experiments lead to conclusions that prove to be right. Statistical
tools use an incomplete picture of the physical world provided by samples.
Obviously, no statistical tool can give the right conclusions 100% of the
time. However, we can control our risk of being wrong. We can set the risk
of false detections at � � 0.05 and the risk of missing an effect of a certain
size at � � 0.1 to control the risks of errors. If we are willing to accept
higher risks, the experiment requires fewer resources.

Efficient experiments use only the resources needed to answer the questions
raised by the objective. Planning is the key to controlling resources. By
clearly identifying which effects we want to measure and which we expect to
be insignificant, we can design an experiment requiring only enough
resources to provide the answers we need, with a controlled risk of error.
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A common theme throughout this book is the need to estimate signals from
observations that include both signals and noise. Figure 10-2 illustrates this
concept. In this figure, Signal 1 is relatively small, compared to the noise, so
an experiment is unlikely to detect it. Signal 2 is larger than the noise, and
an experiment is more likely to detect it. Proper planning of experiments
can increase the signal to noise ratio, greatly improving the likelihood of
detecting signals.

Various authors and teachers use different phrases or acronyms to represent
the design and analysis of efficient experiments. DOE (design of experiments)
is most common in the Six Sigma world. This book refers to “efficient
experiments” to emphasize the goal of gaining as much useful knowledge
about the process using as few resources as possible.

Some systems of experimentation attract a large congregation of devoted
adherents. For the true believers of a particular system, other systems are
somehow inferior to their own. Some practitioners narrowly apply only
their chosen techniques, while voicing scorn for other methods. This
parochial attitude only limits one’s selection of tools and restricts the pace
of engineering progress. By remaining open to new ideas and learning tools
from all schools of thought, a practitioner can enjoy a rich variety of tools,
from which to choose the best one for a particular task.

This chapter describes several strategies for planning, conducting, and
analyzing efficient experiments in a Six Sigma environment. For additional
reference, many excellent books on experimental design are available. Good
books with simple language and practical advice are Launsby and Weese
(1999) and Anderson and Whitcomb (2000). For a wider variety of appli-
cations, theory and examples, see Barker (1994), Box, Hunter, and Hunter
(1978), Montgomery (2000), Schmidt and Launsby (1997), and Taguchi,
Chowdhury, and Wu (2004). The advanced experimenter will find Milliken
and Johnson (1993) a very useful reference.

Figure 10-2 Larger Signals are More Likely to be Detected from the Surrounding
Noise

Noise

Signal 1 Signal 2
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10.1 Conducting Simple Experiments

This section explains the major concepts in the design and analysis of
efficient experiments using a series of examples and a minimum of formality.
The five examples in this section illustrate these major points:

• It is more efficient to change every factor according to a plan, than to
change one factor at a time.

• Some experiments can be analyzed very easily, without the aid of a
computer.

• Randomization and residual plots are two insurance policies every
experimenter needs.

• Computer tools make the design and analysis of experiments fast and
easy. This example illustrates step by step how to design, analyze, and
interpret a two-level experiment in MINITAB.

• An experiment on k factors does not need to have 2k runs, but there is
always a price to pay for reducing the number of runs.

10.1.1 Changing Everything at Once

A critical decision in the design of an experiment is the selection of a
treatment structure. The treatment structure assigns combinations of factor
levels to the runs in an experiment.

Many people believe that the best treatment structure is to change one
setting at a time while controlling everything else. This method is easy to
understand, but it is not efficient. This example explains the benefits of a
more efficient factorial treatment structure. Factorial experiments often
appear to be big and complex. In reality, they are natural and efficient. The
following story explains some of the benefits of factorial experiments.

Example 10.1

Ed works in an injection molding shop where he runs molding machines. Ed
wants to find the best machine settings for a new mold. His early test shots were
defective because the plastic did not fill all corners of the part before it
solidified. Ed wants to adjust certain settings to see if he can fix this problem.
In particular, Ed wants to experiment with mold temperature T, injection
velocity V, and hold pressure P.

Ed wonders how to change factors T, V, and P to find the best settings. Ed’s
years of experience and common sense tell him that he should Change One
Setting at a Time (COST) while controlling all other settings. Following the
COST method, Ed plans to start from the current settings, and perform one run
at a higher temperature. By comparing the one run at higher temperature with
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the baseline run, Ed can estimate the effect of temperature. By adding one more
run for velocity and one more run for pressure, Ed can learn about all three
factors with only four runs.

At this point, Claire the Black Belt wanders by. “What’s up, Ed?” Claire asks.
Ed likes Claire, because unlike some of the other stuffy engineer-types, Claire
is approachable, she talks in plain English, and she never puts him down. After
a little small talk, Ed decides to ask Claire’s opinion of his plan to find better
settings for the molding machine.

“You’ve been to those fancy Black Belt classes, right?” Ed says, waving his
arms in karate-chop motions. “Here are the four runs I want to do. See, I
change one setting at a time, and leave everything else the same. That’s the
right way to do it, isn’t it? I can get it all done in four runs, right?”

“Well let’s see. I always need a picture to see what’s going on.” Claire looks at
Ed’s plan and makes a sketch like the left half of Figure 10-3. “This is a very
traditional way to run experiments, called Change One Setting at a Time, or
COST. This is what I learned in high school science class. But it’s always
good to have options. Let’s compare this to a different approach, where we
test every combination of the three factors at two levels.” Claire draws a
sketch like the one on the right side of Figure 10-3. “Here’s another approach
where we test all combinations of the three factors at two levels each. This is
called the Change Everything at Once or CEO method.”

“So now you’re the CEO, huh? OK, Boss. But I don’t get it. I see four runs here
and eight runs there,” observes Ed. “My way’s better, right?”

“It looks that way, but four to eight really isn’t a fair comparison. To see which
is better, we need to look at what we get from the four or eight runs. For a
moment, let’s pretend we already ran this experiment and now we have to
analyze it. In the COST method, we compare one run to the baseline run to
estimate the effect of each factor. In the CEO method, we have four runs
where temperature is at the low level.” Claire draws a pencil line around the
four points on the left side of the sketch with eight runs. “There are also four
runs where temperature is at the high level.” Claire draws a pencil line around
the four runs on the right side of the sketch. The first part of Figure 10-4

Figure 10-3 Comparison of Two Ways to Experiment with Three Factors
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Figure 10-4 Each Factor has Four Runs at its High Level and Four Runs at its Low
Level. The Difference in Averages of These Two Groups Estimates the Effect of the
Factor
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shows where Claire drew the pencil lines. “If we compare the average of the
low-temperature group with the average of the high-temperature group, then
we get an estimate of the effect of temperature.”

“But the velocity and pressure are going up and down in those groups,” Ed
observes. “Can we just lump them together like that?”

“Yes, the velocity and pressure are going up and down, but it’s the same in both
groups,” Claire explains. “So the difference in averages of the two groups is
the effect of temperature, without any velocity or pressure effects mixed in.”

“I see. That’s pretty fancy!” says Ed.
“It gets better. I can take the same eight runs and divide them this way to learn

about the effect of velocity.” Claire drew lines around the top half and the
bottom half of the eight runs, as in the middle section of Figure 10-4. “The
difference between averages of these two groups is the effect of velocity
without any interference from temperature and pressure.

“In the same way,” Claire continues, “I can compare the averages of the four
runs at high pressure with the four runs at low pressure to learn about the
effect of pressure without any interference from temperature or velocity. And
I can do all this with the same eight runs.”

“Well, that’s good for you, Boss, but it sounds complicated. I think you’re trying
to talk me into this CEO method, but I don’t see why yet. Don’t I get the same
information by changing one setting at a time, and with less work?” Ed asks.

“That would be true if every measurement were perfectly accurate, and every
shot in the mold gave exactly the same results. Tell me, what are you trying
to learn from this experiment?”

“Take a look at these first shots, Claire.” Ed showed her the defective parts.
“Right now, I’m just trying to get the mold to fill right. Maybe we need
another gate, but if I can get it to fill by tweaking the machine here, that will
save money, right?”

Claire nodded. “You’re on the right track. If we can get consistent results by
changing the process settings, that’s better than sending the tooling out for
more changes. Even if you do add a gate, you may still have to experiment
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with the process when the new tool comes back. And this project doesn’t
have any time to spare for tooling changes. So for now, you’re just trying to
get every part to fill, right?”

“That’s right.” Ed nods.
“And tell me, does every part you shoot look exactly the same?”
“No, they’re all a little different. These parts here were all shot at the same tem-

perature and all that. This part here almost filled, but the corner of that one is
a globby mess.”

“So are you planning on shooting one part for each combination of settings?”
Claire asks.

“No, here’s what I do to test the settings. I crank up the mold temp to where it
should be and let it sit for a couple hours or so, just so it’s all even. Then I
shoot one part just to get the process going, but I throw that part away. Then
I shoot four parts, one after the other. Those four parts will be my test group
for that setting.”

“That’s a very good plan, Ed. Whenever a process behaves randomly, you can
take an average of several parts, and the average is less random than the
individual parts. In fact, an average of four parts has only half the random
variation that individual parts have.”

“Half? How do you figure?”
“It goes by the square root of the sample size. An average of four cuts variation

in half. An average of nine cuts variation to one-third. When you reduce
random variation, you can measure the effects of changing the settings more
accurately.” Figure 10-5 illustrates Claire’s point. “Actually, that is
something I learned in those fancy Black Belt classes.”

“Hi-YA!” Ed chops the air.
“That’s right. So these sketches of the COST and CEO methods,” Claire

indicates Figure 10-3, “really aren’t a fair comparison. The COST method
compares single parts to each other, while the CEO method compares
averages of four parts to each other.

“To make it fair,” Claire continued, “we could add three more replications to
the COST method like this.” Claire added more circles to the COST sketch
representing more runs, so the sketch now looks like Figure 10-6. “Now it’s
fair. To get the same information about each factor, the COST method needs
16 parts, but the CEO method only needs 8 parts.”

“Oh, now I see. So I get more information with fewer parts by changing
everything at once. That’s cool, Claire. Thanks!”

Figure 10-5 Comparing Groups of Four Parts Cuts the Noise in Half, Improving
the Likelihood of Detecting Signals
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Figure 10-6 A Fair Comparison between Two Methods for Experimenting with
Three Factors
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Changing one setting at a time is an old and established method for experi-
menting. But it is not efficient. In this example, a simple experiment with all
combinations of three factors at two levels is twice as efficient as the COST
experiment. The CEO experiment in this example has a full factorial
treatment structure, because it includes all combinations of the three factors
at two levels each. When testing any physical system with random noise,
this type of experiment always provides more information from fewer meas-
urements than a COST experiment.

In addition to the benefit of greater efficiency, the full factorial experiment
provides information that the COST method cannot. If two of the three
factors interact with each other, so their combined effect is not the sum of
their individual effects, the COST method cannot detect this situation. The
CEO method with eight runs will detect any of three possible two-factor
interactions. These interactions happen frequently in industrial processes,
and it is wise to look for them when possible.

10.1.2 Analyzing a Simple Experiment

This example shows how to estimate a model to represent a physical system
using simple calculations and simple graphs. Expressing factor levels in
coded values makes the model easier to estimate and easier to understand.

Example 10.2

Minh works for a company that manufactures exercise equipment. He is
developing new recipes for resins with a controlled spring rate. These materials
provide controlled resistance in the exercise equipment. Each resin must be
cured to achieve the desired spring rate. Therefore, each new recipe requires an
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experiment to determine the best settings of the cure process. For this particular
recipe, Minh’s objective is to find settings of curing time and temperature that
result in a spring rate of 30.

Figure 10-7 shows an IPO diagram for Minh’s experiment on the cure process.
There are two factors, time and temperature. Time ranges between 20 and 30,
while temperature ranges from 225 to 275. To conduct this experiment, Minh
will conduct four runs, one at each of the four combinations of two factors at
two levels each.

Figure 10-8 shows the four runs, or combinations of time and temperature in
this experiment. Minh wants to develop a model for spring rate which is good
anywhere in the shaded region labeled “Model space,” defined by the four runs
on its four corners. Minh hopes that settings can be found inside the model
space to achieve the target value for spring rate.

The factors X1 and X2 are in coded units, so that �1 represents the low level
and �1 represents the high level of each factor. The benefits of using coded
units will become apparent as the data is analyzed.

Since each batch of resin cures with a slightly different spring rate, each trial in the
experiment will a new batch of resin, cured separately from all other batches. To
measure the variation between batches, Minh decides to replicate the experiment
twice. He runs two trials at each of the four runs, for a total of eight trials.

After Minh prepares the eight batches and cures them, he measures the spring
rate of each batch. Table 10-1 lists the factors and response data for this
experiment.

Figure 10-7 IPO Structure of the Resin Cure Process

Resin cure process 
Y = f (X1, X2) + Noise

X2: Temperature
X1: Time 20–30

225–275

Y: Spring rate

Figure 10-8 The Model Space is the Interior of the Square Defined by the Levels of
the Two Factors
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Minh’s objective is to find settings that give a spring rate of 30. Just by looking
at the data, he sees that some measurements are below 30 and some are above 30.
This is encouraging, because the model space appears to include settings that
result in a spring rate of 30.

The model for this system will be a simple linear model of this
form: . In this model, the factors X1 and
X2 are in coded units, and b0, b1, b2, and b12 are unknown coefficients. Since
there are four runs, providing four average values of Y, there should be exactly
one solution for the four coefficients in the model.

One of the benefits of representing X1 and X2 in coded units is that the model
coefficients become easy to understand. Suppose , representing a
point in the center of the model space. The model reduces to . Therefore,
b0 represents the spring rate in the center of the model space. The best way to
estimate b0 is to average all the spring rate measurements in the corners of the
model space. The estimate of b0 is .

Since X1 ranges from �1 to �1, the coefficient b1 represents half of the effect
of changing X1 from �1 to �1. The coefficient b1 is called the half-effect of X1.
To estimate b1, average the spring rate values when X1 � �1, subtract the
average of the spring rate values when X1 � �1, and divide the difference by 2.

The estimate of b1 is .
Figure 10-9 illustrates this calculation.

Since the coefficient b2 represents half of the effect of changing X2 from �1 to
�1, the coefficient b2 is called the half-effect of X2. The estimate for b2 is half
of the difference between the average spring rate when X2 � �1 and the
average spring rate when X2 � �1.

. Figure 10-10 illustrates this calculation.

Only one coefficient remains, which is b12. If the combined effect of X1 and X2

is the sum of their individual effects, then b12 � 0. The model only needs the
coefficient b12 when X1 changes the effect of X2, or when X2 changes the
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X1 � X2 � 0

Y � b0 � b1X1 � b2X2 � b12X1X2 

Table 10-1 Data from Spring Rate Experiment

Actual Units Coded Units Spring Rate

Run Time Temp X1 X2 Rep 1 Rep 2 Average

1 20 225 �1 �1 27 23 25

2 20 275 �1 �1 44 42 43

3 30 225 �1 �1 32 38 35

4 30 275 �1 �1 53 49 51
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Figure 10-9 Calculation of the Half-Effect of X1
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effect of X1. This situation is called an interaction between X1 and X2, and b12

represents the size of the interaction effect of X1 and X2. Since the coded
values of X1 and X2 are �1 and �1, half of the runs in the experiment have
X1X2 � �1 and half have X1X2 � �1. The estimate of b12 is half of the
difference between the averages of these groups. 

. Figure 10-11 illustrates this calculation.

Now Minh has a complete model for spring rate based on this
experiment: .

Three standard types of graphs provide a quick visual analysis of an experiment.
These graphs are the Pareto chart, the main effects plot, and the interaction plot.
Figure 10-12 shows the Pareto chart for this experiment. This graph shows the
magnitude of the coefficients in the model, sorted from largest to smallest.
Temperature has the largest effect, followed by time. The interaction effect is
very small.
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Figure 10-10 Calculation of the Half-Effect of X2
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Figure 10-11 Calculation of the Interaction Effect of X1 and X2
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Figure 10-12 Pareto Chart of Half-Effects
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The main effects plot shows the effects of factors in an experiment. Figure 10-13
is a main effects plot for this experiment. The plot points on the main effects plot
are simply the averages for each level of each factor, as shown in Figures 10-9
and 10-10. The lines show that changing time from 20 to 30 has the effect of
increasing spring rate from 34 to 43. Also, changing temperature from 225 to
275 has the effect of increasing spring rate from 30 to 47. It is clear that tem-
perature has the largest effect, and that increasing either factor causes a higher
spring rate.

The interaction plot shows whether one factor changes the effect of another factor.
Figure 10-14 is an interaction plot for the X1X2 interaction in this experiment.
Each line on this plot represents a different level of the factor time, with the
dashed line representing time � 20 and the solid line representing time � 30. On
each line, the two plot points show the effect of temperature at that level of time.

To interpret an interaction plot, observe whether the lines on the plot are
parallel. If they are nearly parallel, as in this case, there is no interaction, or a
very weak interaction. This is consistent with the Pareto chart, and the fact that

, much smaller in magnitude than the main effects.

Suppose a different experiment on a different recipe produced an interaction
plot like Figure 10-15. The lines in this plot are certainly not parallel, so this
system has a strong interaction. In fact, at high temperature, the effect of time is
reversed, with longer time leading to reduced spring rate. This could indicate
that the chemical properties of the substance breaks down at temperature � 275,
drastically changing the resulting spring rate.

At this point, Minh has a model for spring rate, and he can use the model to find
settings of time and temperature to give the desired spring rate of 30. Looking
at a graph like Figure 10-9, it appears that Y � 30 somewhere along the bottom
edge of the model space, with temperature � 225. Also, Y � 30 somewhere
along the left edge of the model space, with time � 20. There is a line connecting
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Figure 10-14 Interaction Plot
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these points containing many combinations of settings where Y � 30. Minh
must choose where along this line to set the process.

Time is money. Temperature is also money, but Minh decides that time is more
money than temperature. Therefore, he wants to find a process setting where
time � 20, giving spring rate Y � 30. He can do this by substituting X1 � �1
and Y � 30 into the model and solving for X2.

Since X2 � �0.444 is a coded value, it must be uncoded to find the correct
temperature, using this formula:

Minh predicts that curing this recipe with time � 20 and temperature � 239
will give the target spring rate of 30. To verify this prediction, Minh mixes two
more batches of resin and cures them using these conditions. The measured
spring rates of these two batches are 30 and 32. Minh is satisfied with this result
and concludes the experiment.
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This example illustrates several important points about efficient experiments:

• It is not necessary to have a computer to analyze an experiment such as
this one. Sketches created by hand and simple hand calculations can
generate a model to estimate the system behavior.

• As with all statistical tools, graphs are very important to understand
what is happening and why. The Pareto chart, main effects plot and
interaction plot are standard graphs provided by any experimental
analysis software. Experimenters should always look at them for the
insight they may provide.

• Using coded values for factor levels makes the model easier to
understand. With coded values, the model coefficients are half-effects,
in the same units as the response variable.

• An interaction effect exists when the combined effect of two factors is
different from the sum of their individual effects. When the lines on the
interaction plot are parallel, this indicates no interaction. When the lines are
not parallel, whether they cross or not, there may be an interaction effect.

• The relatively easy analysis of this experiment is only possible because
the experiment is orthogonal. Orthogonal experiments are good
experiments. Orthogonality means that all of the effects in the
experiment can be estimated independently of each other. Without
explaining orthogonality in mathematical detail, balance is a major part
of it. In this example, if Minh had dropped one of the batches, and it
bounced away, one run of the experiment would only have one trial
instead of two. With a missing trial, the experiment would no longer be
orthogonal. Also, if the factors time and temperature were not controlled
precisely, the experiment would not be orthogonal. Nonorthogonal
experiments can be analyzed with the help of a computer, but the results
will never be as reliable as the analysis of an orthogonal experiment.

• This example did not discuss the important issue of whether the coef-
ficients in the model are statistically significant. If coefficients do
not rise above the noise in the data, they may be removed from the
model in some cases. In this example, both main effects are sig-
nificant, but the interaction effect is not, so a better model would be

. Determining which effects are sig-
nificant is best done by a computer, and this is discussed in later
sections. For situations when a computer is simply unavailable, two-
level orthogonal experiments may be analyzed easily by Yates’ method.
This method uses t tests to determine which effects are significant.
Yates’ method is remarkable because it is simple enough to be
memorized. See Box, Hunter, and Hunter for more information about
this clever technique.

Y � 38.5 � 4.5X1 � 8.5X2 
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10.1.3 Insuring Against Experimental Risks

No responsible driver will operate a car without insurance. Yet many
otherwise responsible engineers and scientists experiment without insurance
every day. This section introduces two optional insurance policies that are
available for every experiment, specifically randomization and residual plots.

The premium for these insurance policies is small, but real. Randomization
adds extra work before and during an experiment. Sometimes the additional
time to collect data in randomized order is significantly longer. Residual
plots are quite easy to generate. The computer will create them if asked.

Like most insurance policies, the benefits of randomization and residual
plots are often invisible. All experiments rely upon Assumption Zero, that
the sample is a random sample of mutually independent observations from
the population of interest. Randomization and residual plots provide pro-
tection against many violations of Assumption Zero. In some experiments,
it is quite easy to violate Assumption Zero without realizing it. Without the
insurance provided by randomization and residual plots, one can reach
incorrect conclusions and have no idea that there is any problem.

This example describes one common type of problem from which random-
ization and residual plots provide a degree of protection. The story is told in
three scenarios: first, without insurance; second, randomization only; third,
randomization and residual plots.

Example 10.3 (Scenario One)

Grant is a packaging engineer who is selecting connectors for a portable
electronic device. Since customers use these connectors on a daily basis, reli-
ability is a critical requirement. The contact area on the connector pins are
plated with gold. The tolerance for the gold thickness is 25 � 5 �m. Grant has
a sample of five connectors each from suppliers A, B, and C. Grant’s objective
is to see if the suppliers meet the plating thickness tolerance.

Grant takes the parts down to the inspection department and takes the beta
backscatter probe off the shelf. This is a device for measuring thickness of gold
over a tin substrate. Grant switches on the device, and measures the fifteen
parts. Table 10-2 lists Grant’s measurements.

Just by looking at the table, Grant knows there is a problem. Because he wants
to formalize the evidence, Grant enters the data into MINITAB and performs a
one-way ANOVA. This is an appropriate procedure for a one-factor experiment,
if the noise is normally distributed. The ANOVA shows a highly significant dif-
ference between means of the three suppliers. Figure 10-16 illustrates the
measurements, with a line connecting the mean thickness for each supplier.
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Table 10-2 Measurements of Gold Thickness on 15 Connectors

Part ID Measurement Order Thickness (�m)

A1 1 9.4

A2 2 12.0

A3 3 14.5

A4 4 16.6

A5 5 17.1

B1 6 20.2

B2 7 19.0

B3 8 22.1

B4 9 19.7

B5 10 21.3

C1 11 22.8

C2 12 20.7

C3 13 18.1

C4 14 25.7

C5 15 20.7

Grant concludes that all the suppliers are bad, but supplier A is hopeless. He
resolves never to speak to supplier A again.

Example 10.4 (Scenario Two)

Before heading to the inspection department, Grant uses MINITAB to generate
a random measurement order for the 15 parts. Table 10-3 lists Grant’s meas-
urements for each part, collected in random order.

Grant analyzes the data with MINITAB, producing the plot seen in Figure 10-17.
Judging by the plot, all the suppliers are bad. Each supplier has a part with very
thin plating, and many others are outside the tolerance limits.

As much as he wants to, Grant is unable to disqualify all three suppliers,
because he has to choose at least one. He decides to send the parts with thin
plating back to their respective suppliers, and demand an explanation.
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Figure 10-16 Individual Value Plot of Plating Thickness versus Supplier

Example 10.5 (Scenario Three)

This scenario continues scenario two from the point before Grant sends letters
to the suppliers that will later prove to be embarrassing.

Starting from the data in Table 10-3, Grant uses MINITAB to generate a four-
in-one residual plot, shown in Figure 10-18. This is an option available in the
ANOVA function and all of the DOE analysis functions.

Residuals are the difference between the observed data and the fitted data. With
one factor at three levels, the model for the system is , where
�1, �2, and �3 are the average thicknesses of parts from the three suppliers. The
best estimate of is , so the residuals are . Figure 10-18
graphs these residual values in four different ways.

To justify using the ANOVA method, residuals should be normally distributed.
Whatever their distribution, residuals should be randomly scattered. If not, this
may indicate a violation of Assumption Zero. The residual plots show a number
of reasons for concern. First, the normal probability plot and the histogram
show that the residuals are not normal. In fact, they appear to be skewed to the
left. The plot of residuals versus the run order is the most telling, because it has
a clearly increasing trend. This plot should show a random scatter of points,
without trends or other recognizable patterns.

Upon seeing this plot, Grant starts to doubt the measurement process instead of
the parts. Could the beta backscatter probe be drifting over time? Does it
perhaps require a warm-up period before taking measurements? Should he

rij � Yij � YiYi�i

Yij � �i � Noise
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Table 10-3 Randomized Measurements of Gold Thickness on 15 Connectors

Part ID Measurement Order Thickness (�m)

A2 1 9.6

C2 2 11.6

B2 3 14.1

A4 4 16.6

B5 5 17.4

C4 6 21.1

B3 7 21.3

B4 8 19.1

A3 9 20.9

A1 10 20.5

A5 11 21.1

C5 12 20.0

C1 13 23.4

B1 14 24.5

C3 15 18.4
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Figure 10-17 Individual Value Plot of Plating Thickness versus Supplier, With a
Randomized Order of Measurement
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perhaps have asked for help? Grant decides to take the parts and his plot to the
inspection supervisor, Chris.

Chris tried to be tactful. “You know, Grant, I don’t like to interfere with your
work, but there’s a procedure for using the beta backscatter probe. It needs a
warm up period, and we have series of standards to use for zeroing before
measuring any actual parts. But any time you need measurements, just come
and ask me, and I’ll have it done for you right away. Would you like me to
measure those parts for you now?”

Grant left the parts with Chris. “Be sure to randomize them,” he said as he
walked away.

“I’ll email you the results as soon as I have them,” Chris assured Grant. After
following the appropriate procedures, Chris measured the plating thickness on
the 15 parts, producing Table 10-4.

Table 10-4 Randomized Measurements of Plating Thickness on Fifteen Parts

Part ID Measurement Order Thickness (�m)

C4 1 26.8

A2 2 22.9

C3 3 19.6

A3 4 24.1

A4 5 23.6

B2 6 22.7

A1 7 23.5

B4 8 22.7

B5 9 24.2

C1 10 24.8

C5 11 21.5

B3 12 26.1

B1 13 25.5

A5 14 22.6

C2 15 22.2
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By this time, Grant had learned the value of residual plots, so he looked at the
residual plot first. Figure 10-19 shows the four-in-one residual plot from the new
data collected by Chris. In this residual plot, the normal probability plot and
histogram look normal, as they should. Also, the plot of residuals versus order of
measurement looks randomly scattered, without recognizable patterns. The top
right plot shows the residuals versus the fitted values, which are simply the means
for each supplier. The three groupings in this plot have uneven size, possibly
indicating that some suppliers have more variation in plating than others.

Figure 10-20 is the individual value plot of plating thickness by supplier. This
plot clearly shows an important difference between the suppliers. There is no
significant difference in mean plating thickness, but a worse problem is
apparent. Supplier A has the least variation, while supplier C has the most
variation. Is this difference significant or just random noise? Grant pursues this
question and runs the test for equal variances on the MINITAB Stat  ANOVA
menu. Bartlett’s test returns a P-value of 0.032, indicating strong evidence that
there is a difference in variation between the suppliers.

Grant’s initial objective was to determine whether the parts met their tolerances.
All parts do, except for one from Supplier C. In addition to this knowledge, Grant
learns that Supplier A is superior because it has least variation in plating thickness.

Assumption Zero states that the sample is a random sample of mutually
independent observations from the population of interest. When Grant
attempts to measure the parts without knowing the correct procedure, he
violates this assumption. Grant’s measurements are not from the population
of interest, because they include significant measurement bias due to
improper procedure. The measurements do not constitute a random sample
because they are not randomized. Also, his measurements are not mutually
independent because the instrument drifts as it warms up.

The impact of Grant’s error is different in each of the three scenarios,
because of the use of randomization and residual plots.

• In the first scenario, with no randomization, the drifting instrument
creates bias that looks like a difference between suppliers. Since Grant
measures all the parts from Supplier A first, when the warm-up error is
worst, Supplier A looks like the worst of the three suppliers. This is
exactly the wrong conclusion. Without randomization, this type of error
is unlikely to be detected after the experiment. A residual plot on the
data from Table 10-2 does not reveal the drift in the data, because the
drift is incorrectly attributed to suppliers. In this case, the drift looks
like a signal, instead of noise.

• In the second scenario, Grant randomizes the order of measurement.
The drifting instrument effects all the suppliers instead of just the one
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Figure 10-20 Individual Value Plot of Plating Thickness versus Supplier

measured first. Randomization converts the patterned error of drift into
a random error that is averaged out of the model. Grant’s analysis of
Table 10-3 shows that all suppliers look bad, with high variation and
parts out of tolerance. Unless Grant realizes that the lowest meas-
urement from each supplier happens to be the first measurement from
each supplier, he may not realize that there is a problem with the meas-
urement process.

• In the third scenario, Grant creates a residual plot from the randomized
data. The residual plot clearly shows a drift that cannot be explained by
supplier differences. Investigating this problem leads to the discovery
of Grant’s procedural error. His initial measurements are useless. Chris
repeats the measurements, and Grant finds that Supplier A is actually
the best of the three because of low variation.

In this example, the procedural problems would be avoided if Grant had
asked for help instead of trying to do everything himself. But in many
experiments, such problems are inadvertent and unavoidable. By their
very nature, experiments involve observations of processes that are not
fully understood. In many experiments, measurement systems are new
and unproven. Even with the best intentions and very careful planning,
many experiments encounter drifts, human learning curves, and other
measurement problems.

Randomization provides insurance against drifts and other patterned biases,
by converting these patterns into random noise. The analysis of any
experiment attempts to separate the signal from the noise. Randomization
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helps to assure that biases affect the noise more than the signal. If the
process is drifting, randomization will actually inflate the noise, as in
scenario two. This may cause an inconclusive result, but this is better than
the incorrect result of scenario one.

Once randomization has converted patterned biases into noise, residual
plots help the experimenter detect and understand the problem. Neither the
ANOVA report nor the individual value plot reveals problems like this.

Randomization and residual plots are insurance policies that every exper-
imenter needs to purchase to detect and prevent potentially serious errors in
their conclusions.

10.1.4 Conducting a Computer-Aided Experiment

This example illustrates the use of MINITAB software to plan, analyze, and
interpret an efficient experiment. The figures illustrate almost all the
MINITAB forms used in this process. This example provides a template for
the analysis of two-level factorial experiments.

Example 10.6

Megan needs to determine how case hardening affects the tensile strength of
steel rods. To do this, she has designed a special part illustrated in Figure 10-21.
The middle of the part is machined to form a circular cross-section with a con-
trolled diameter. The part has optional fillets where the central rod joins the ends
of the part. The ends of the part have holes for connection to a tensile testing
fixture. The fixture will pull the part until it breaks, recording the maximum
force sustained by the part.

Megan’s objective is to determine how tensile strength is affected by diameter,
alloy type, heat treat recipe, and fillet. Each of the four factors has two levels.
Figure 10-22 is an IPO diagram for this experiment.

Diam.

Optional fillets

Figure 10-21 Part Designed for Testing Tensile Strength of Steel Rods
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Megan decides to use a full factorial treatment structure for this experiment,
with 16 runs. The 16 runs include all combinations of four factors at two levels
each. Figure 10-23 illustrates the treatment structure.

The experiment will have three replications, so three new parts are required for
each of the 16 runs. Megan orders a total of 48 parts for the test, three for each
of the 16 combinations of the four factors. Megan plans to test all 48 parts in
random order.

Megan uses MINITAB to prepare for this experiment. She selects Stat 
DOE  Factorial  Create Factorial Design. Figure 10-24 shows the
Create Factorial Design form. She selects a 2-level factorial design with
4 factors.

Next, Megan clicks Designs . . . to specify the experiment more fully. Figure
10-25 shows the Designs subform. In this form, Megan selects a full factorial
design with 16 runs. She selects 3 replicates for a total of 16 
 3 � 48 trials.
She leaves the other settings at their default values and clicks OK to return to
the main form.

Next, Megan clicks Factors . . . to specify factor names and levels. Figure 10-26
shows the Factors subform, with Megan’s choices for factor names and levels.
Notice that factors can have either numeric or text levels. Megan clicks OK to
return to the main form.

Next, Megan clicks Options . . . Figure 10-27 shows the Options subform. To
generate a randomized run order, Megan sets the Randomize runs check box.
Normally it is not necessary to enter a base for the random number generator.
Specifying a base allows one to recreate the same design with the same random
order. Examples for this book have the base of 999 for the convenience of
anyone who wants to recreate them.1

Finally, Megan clicks OK to generate the design. MINITAB creates a table for
the design containing one row for each of the 48 trials. Figure 10-28 shows a

Steel rod
Y = f(X1,X2,X3,X4,) + noise

X1: Diameter 1–4

X2: Alloy A–B

X3: Heat treat H9–H11

X4: Fillet yes–no

Y : Tensile stregth

Figure 10-22 IPO Structure for the Steel Rod Experiment

1 MINITAB does not guarantee that specifying the random number base will generate the same
design across different releases of MINITAB or on all platforms. Examples for this book were
created in MINITAB Release 14 for Windows.
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Figure 10-24 MINITAB Create Factorial Design Form

Figure 10-25 Designs Subform
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Figure 10-23 Treatment Structure for the Steel Rod Experiment
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Figure 10-26 Factors Subform

Figure 10-27 Options Subform

Figure 10-28 MINITAB Worksheet with Design Matrix
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section of this table. MINITAB generated the first eight columns. The last
column contains Megan’s entries for the tensile strength of each test bar. These
numbers are scaled down for convenience.

Table 10-5 describes the full experiment, listing the levels of the four factors,
the run order of the 48 trials, and the measured response values. The rows of the
table are arranged in standard order. The MINITAB worksheet created for the
experiment contains columns labeled StdOrder and RunOrder, containing the
standard and randomized order of all 48 trials. The worksheet may be sorted by
either column using the Data  Sort function, if required.

Table 10-5 Table of Factors and Response Values for the Steel Rod Experiment

Factors Response

Heat
Diameter Alloy Treat Fillet Run Order Tensile Strength

1 A H9 No 30 21 43 76 85 85

4 A H9 No 7 35 20 150 143 142

1 B H9 No 25 28 26 70 63 54

4 B H9 No 6 2 15 121 132 122

1 A H11 No 34 38 32 110 131 121

4 A H11 No 42 37 17 158 158 148

1 B H11 No 14 13 33 109 106 104

4 B H11 No 47 10 18 157 160 145

1 A H9 Yes 12 5 16 92 110 106

4 A H9 Yes 23 27 46 151 148 129

1 B H9 Yes 19 1 4 86 85 90

4 B H9 Yes 31 24 29 137 132 115

1 A H11 Yes 41 36 22 144 127 139

4 A H11 Yes 39 44 3 151 148 153

1 B H11 Yes 40 48 9 120 116 125

4 B H11 Yes 11 8 45 146 141 136
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Figure 10-29 MINITAB Analyze Factorial Design Form

Figure 10-30 Graphs Subform
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To analyze this experiment, Megan selects Stat  DOE  Factorial 
Analyze Factorial Design. Figure 10-29 shows the Analyze Factorial Design
form. Megan selects the column containing the response data, which is named
Strength.

If Megan clicks OK now, she can read a text analysis of the experiment in
the Session window. Because she likes graphs, Megan clicks Graphs . . .
Figure 10-30 shows the Graphs subform. Megan selects both Normal and
Pareto effects plots. She selects Standardized residuals, which divides the
residuals by their standard deviations. The standardized residuals should
follow a normal distribution, so if any of these values are outside the range
(�3, 3), this would be extremely unusual. She selects the Four in one
residual plot. Megan clicks OK in the subform and OK in the form to
generate the graphs and analyze her experiment.

Figure 10-31 shows the MINITAB Pareto chart of the effects in this experiment.
The legend at the right side of the chart shows how the letters A through D cor-
respond to the factors. The largest effect in this experiment is caused by A, the
rod diameter. Heat treat recipe is next, followed by alloy. Next are two two-factor
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BCD
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Pareto Chart of the Standardized Effects
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Figure 10-31 Pareto Chart of Effects
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Standardized Effect
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Figure 10-32 Normal Probability Plot of Effects

interactions. The AD interaction is between diameter and fillet, and the AC
interaction is between diameter and heat treat. After these interactions is the
fillet effect.

The vertical line in the Pareto chart separates significant effects from non-
significant effects. The subtitle says Alpha � .05, indicating that all the bars
which extend beyond the vertical line are significant with 95% confidence. All
the other bars represent effects that are probably just random noise.

Figure 10-32 is a normal probability plot of the effects in this experiment. If
the measurements were purely random noise with no significant effects, the
points on this plot would lie along the diagonal straight line. Significant
effects have points far from the line, and they are labeled. The normal prob-
ability plot provides information about the direction of the effect which the
Pareto chart does not. Factors A, C, and D lie to the right of the line,
indicating that changing from �1 to �1 in these factors increases rod
strength. Factor B lies to the left, indicating that changing from �1 to �1
decreases rod strength.

Figure 10-33 is the four-in-one residual plot for this experiment. The normal
probability plot and histogram indicate a small amount of left skew in the
residuals, but this is probably insignificant. The residual plots on the right side
show an even spread of points, with no detectable patterns or trends. This is
all good.

According to the Pareto and normal effects plots, the experiment has two sig-
nificant interactions (AC and AD), and all four main effects are significant.
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Figure 10-34 MINITAB Factorial Plots Form

To understand what these effects mean, Megan generates more plots. She
selects Stat  DOE  Factorial  Factorial Plots. Figure 10-34 shows the
Factorial Plots form. She selects all three optional plots, the Main Effects,
Interaction, and Cube plots. Each of these plots requires the user to specify
options using the setup button to the right of each selection.

In the Main Effects setup subform, Megan enters Strength in the Responses
box, since this is the variable to plot. She wants to see all a plot of all the main
effects, so she clicks the �� button to select all factors. Then she clicks OK.

In the Interaction setup subform, Megan again enters Strength in the
Responses box. This time, she only selects A: Diameter, C: HeatTreat
and D: Fillet, using the � button for each, since these are the only three
factors involved in significant interactions. Megan clicks the Options
button and sets the Draw full interaction plot matrix check box. She
clicks OK.

In the Cube plot setup subform, Megan again enters Strength in the
Responses box. She selects all factors using the >> button. She clicks OK
in the subform, and OK in the Factorial Plots form to create all three plots.

When interactions are significant, interaction plots should be interpreted before
main effects plots are interpreted. Figure 10-35 shows the interaction plot
matrix for the three selected factors. This matrix graphs three interaction
effects, AC, AD, and CD. Each effect has two different views of the same
effect. Sometimes one view is more informative than the other, so it is a good
idea to evaluate the entire matrix.

The AC interaction effect involves diameter and heat treat recipe. The middle
left plot in Figure 10-35 illustrates this interaction well. The two lines in this
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plot represent the two heat treat recipes. The “H11” recipe results in higher
strength than the “H9” recipe, but this effect is less when the diameter is 4 and
more when the diameter is 1. It makes sense that hardening the surface of the
rod would have less effect on a thicker rod than on a thinner one. This is the
story told by the significant AC interaction.

The significant AD interaction involves diameter and fillet. The bottom left
graph illustrates this interaction. Notice that the two lines touch and cross close
to the end where diameter is 4. When the rod diameter is 1, the fillet increases
strength. But when the rod diameter is 4, adding the fillet has no effect. This
story told by the significant AD interaction makes sense from an engineering
viewpoint.

Interpreting main effects is easier than interpreting interactions. Sometimes,
significant interactions can change the interpretation of main effects. For this
reason, it is wise to view interaction plots for significant interactions before the
main effects plot.

Figure 10-36 shows the main effects plot for this experiment. Since this plot
has four panels, the MINITAB plot function creates a pattern of two rows and
two columns. To change this setting, Megan right-clicks the plot and selects
Panel. She overrides the automatic panel settings and asks for one row with
four columns.

The Pareto chart showed that all four factors have significant main effects. The
main effects plot illustrates what these significant effects actually mean.

Figure 10-35 Interaction Plot Matrix for Strength
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In some cases, conclusions must consider both main effects and interaction
effects. Here are some conclusions for this experiment:

• Thicker rods are stronger.
• Rods made with alloy B are weaker.
• Heat treat recipe H11 produces stronger rods. However, the improvement is

less when the diameter is 4 than when the diameter is 1.
• The fillet produces a slightly stronger rod, but only when the diameter is 1.

When diameter is 4, the fillet has no effect.

Figure 10-37 shows the cube plot for this experiment. This plot shows the
average rod strength at each combination of factor levels. Megan likes to use
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Figure 10-36 Main Effects Plot for Strength
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the cube plot to decide how to operate the process in the future. One of Megan’s
questions is how best to design rods with a diameter of 1, for maximum
strength. The left face of each cube in the plot represents diameter � 1. Of the
8 values shown on the left face, the highest strength is 136.667, achieved with
alloy A, heat treat recipe H11, and a fillet. Megan can use the same method to
select the strongest design when diameter � 4.

Megan’s next step is to reduce the model by removing all the insignificant
terms. To do this, Megan again selects Stat  DOE  Factorial 
Analyze Factorial Design. She clicks Terms and unselects all the terms
with the << button. Then, she individually selects only terms A, B, C, D,
AC, and AD. She clicks OK and analyzes the experiment again, leaving
all other settings the same.

Figure 10-38 shows the residual plot from the analysis of the reduced model.
The left skew seen in Figure 10-34 is gone now. This provides additional
assurance that this reduced model is a valid and correct model.

The MINITAB Session window contains much more information about this
experiment. Perhaps the most useful part of the report is the first part, shown in
Figure 10-39. This table gives all the coefficients needed to write out a model
in coded units. Later in the printout is another table with coefficients in uncoded
units, if this is needed. The model uses the coefficients listed in the “Coef”
column as follows:

In the above equation, X1, X2, X3, and X4 are all in coded units, with values of
�1 and �1 representing the two levels in this experiment.

The table shown in Figure 10-39 provides other useful information as well. For
each term in the model, the Effect column lists the change from the �1 to the
�1 level, which is twice the value in the Coef column. The SE Coef lists the
standard error for each term, which is divided into the Coef to give a t statistic,
listed in the T column. If the t statistic is far from zero, this indicates that the
effect is statistically significant. The P column lists a P-value for each statistic.
Since these are all very close to zero, there is very low probability that any of
these effects are results of random noise, and not real changes in the system.
When the P-value is less than �, usually 0.05, an experimenter may conclude
that that term is statistically significant and belongs in the model.

The last line of Figure 10-39 lists the estimated standard deviation of the noise
in the system. If Megan tests several rods of the same design, she would expect
the strength of the rods to have a standard deviation of 7.5 units.

The R2 value, labeled R-Sq, measures the percentage of variation in the data
that is explained by the model. R2 is a percentage between 0% and 100%.

� 3.688X4 � 5.646X1X3 � 5.729X1X4

Y � 122.438 � 20.187X1 � 6.937X2 � 13.104X3
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A higher value of R2 indicates a better model. When comparing different
models, compare the adjusted R2 value, labeled R-Sq(adj). The adjusted R2

includes a penalty for having more terms in the model. Using the adjusted R2

to compare models leads to selecting the simplest model that adequately
explains the data. In this experiment, the adjusted R2 of the reduced model
is 92.61%.

This completes the analysis of Megan’s experiment. She has derived a model
for strength as a function of the four factors she tested, and she predicted how
to design rods for maximum strength. Before launching into production,
Megan will fabricate some more rods with diameter � 1, alloy A, heat treat
H11, and a fillet. She will test these to verify that her predicted strength of
136.667 is reliable. She will also perform a verification run for rods with a
diameter of 4.

This example illustrates in detail how to use MINITAB to design, analyze,
and interpret a two-level experiment. With a few variations, the same
procedure is effective for all designed experiments. Later sections will
provide more rules and guidelines to use for different situations.

10.1.5 Selecting a More Efficient Treatment Structure

Previous examples have featured full factorial treatment structures,
which includes every combination of the factors at two levels. With two
levels, a full factorial treatment structure requires 2k runs to test k factors.
When k is 2, 3, or 4, the size of the experiment is reasonable, but as k
increases, the size of a full factorial experiment increases so fast that it
becomes inefficient.

Factorial Fit: Strength versus Diameter, Alloy, HeatTreat, Fillet 

Estimated Effects and Coefficients for Strength (coded units)

Term                 Effect     Coef  SE Coef       T      P
Constant                     122.438    1.089  112.40  0.000
Diameter             40.375   20.187    1.089   18.53  0.000
Alloy               -13.875   -6.937    1.089   -6.37  0.000
HeatTreat            26.208   13.104    1.089   12.03  0.000
Fillet                7.375    3.688    1.089    3.39  0.002
Diameter*HeatTreat  -11.292   -5.646    1.089   -5.18  0.000
Diameter*Fillet     -11.458   -5.729    1.089   -5.26  0.000

S = 7.54691   R-Sq = 93.55%   R-Sq(adj) = 92.61%

Figure 10-39 ANOVA Report for Strength
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Fractional factorial designs provide an alternative to full factorial designs by
testing k factors in fewer than 2k runs. By choosing a clever subset of the 2k

runs, k factors can be tested in a fraction of the full 2k runs. Using this approach,
up to three factors may be tested in four runs. Up to seven factors may be tested
in only eight runs, compared to 128 runs for a full factorial treatment structure.

Naturally, no benefit comes without a price. The price may be low or high.
This example illustrates a fractional factorial experiment where the price of
a smaller experiment is too high. The story is told in two scenarios.

Example 10.7 (Scenario One)

Dave is designing a signal isolation transformer for an isolated analog circuit.
The transformer must have a phase lag of less than 5° at 40 kHz. The magnetic
core manufacturers do not provide clear information about phase lag. Since
Dave recently attended a class on the design of experiments, he decides to
apply his new skills to this task.

Dave’s objective is to determine the core type, wire size, and turns ratio that
minimizes phase lag of the transformer. Figure 10-40 illustrates the factors and
response for this experiment.

In MINITAB, Dave notices that he has two options for a three-factor two-level
experiment. One option is the full factorial, eight run experiment. Another
option is a half factorial, four run experiment. Dave selects the half factorial,
four run experiment, with four replications. This experiment requires a total of
16 transformers. Figure 10-41 illustrates the four combinations of turns, core
type, and wire size included in this experiment.

Isolation transformer
Y = f (X1,X2,X3,) + Noise

Y: Phase lag

X1: Core material A–B

X2: Wire size 30–34

X3: Turns 40–60

Figure 10-40 IPO Structure for the Isolation Transformer Experiment
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Figure 10-41 Treatment Structure for the Isolation Transformer Experiment



Conducting Efficient Experiments 615

Table 10-6 Factor and Response Values for the Four-Run Transformer Experiment

Core Type Wire Size Turns Phase Lag Average

A 30 60 2.8 2.5 3.7 3.0 3.00

B 30 40 3.8 3.7 4.2 3.3 3.75

A 34 40 8.7 9.8 9.0 8.5 9.00

B 34 60 3.8 3.6 4.6 3.8 3.95
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Figure 10-42 Main Effects Plot for Phase

Dave winds the 16 transformers and measures their phase lags in randomized
order. Table 10-6 lists Dave’s factor levels and measurements.

Figure 10-42 is a main effects plot generated from this data. Based on this plot,
Dave concludes that to minimize phase, a transformer should have core type B,
wire size 30, and 60 turns.

Using the MINITAB report in the Session window, Dave writes out this model
to predict phase lag: . Since these
factors are coded, the minimum phase lag is achieved with X1 � 1, X2 � �1,
and X3 � 1. At these settings, the transformer should have a phase lag of 0.85°,
according to the model.

To verify his conclusion, Dave winds two transformers using core type B, wire
size 30, and 60 turns. To his dismay, Dave finds that the phase lag of these
transformers is 4.9° and 5.2°, a long way from the predicted value of 0.85°

What happened?

Example 10.8 (Scenario Two)

For his three-factor, two-level experiment, Dave selects a full factorial
experiment with eight runs and two replications, for a total of 16 transformers.

Y � 4.925 � 1.075X1 � 1.55X2 � 1.45X3
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Table 10-7 lists Dave’s phase lag measurements for these 16 parts.

The Pareto chart of effects from this data shows that all three main effects, plus
the interaction between core type and turns are significant. Dave generates an
interaction plot to help him understand the interaction. The interaction plot
shown in Figure 10-43 is surprising to Dave. With core type B, more turns
increases the phase lag. However, with core type A, more turns decreases the
phase lag.

Table 10-7 Factor and Response Values for the Eight-Run Transformer Experiment

Core Type Wire Size Turns Phase Lag Average

A 30 40 9.7 9.5 9.60

B 30 40 3.2 3.8 3.50

A 34 40 9.0 9.3 9.15

B 34 40 3.0 2.5 2.75

A 30 60 3.1 3.8 3.45

B 30 60 5.0 4.9 4.95

A 34 60 2.6 3.2 2.90

B 34 60 4.8 4.3 4.55

Turns
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Figure 10-43 Interaction Plot for Phase as a Function of Turns and Core Type
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Figure 10-44 is the main effects plot from this experiment. Core type and turns
both have large effects, but since they have a significant interaction, their
combined effects do not add. Core type B with 60 turns is not the lowest phase,
as the main effects plot suggests. However, wire size does not interact signif-
icantly with the other factors, so its main effect stands alone. Wire size 34
reduces the phase a small amount compared to wire size 30.

To choose a minimum phase design, Dave has two nearly equivalent choices,
according to Figures 10-43 and 10-44. One choice has core type A, wire size
34, and 60 turns. The other choice has core type B, wire size 34, and 40 turns.
Core type A worries Dave, because of its very strong reaction to the number of
turns. Therefore, Dave chooses core type B, wire size 34, and 40 turns.

Dave removes the insignificant terms from the model and analyzes the data
again. This produces the table seen in Figure 10-45. Based on this table, Dave
writes out the following model for phase lag: Y � 5.106 � 1.169X1 �
0.269X2 � 1.144X3 � 1.956X1 X3. This model predicts a phase lag of 2.856°
for Dave’s chosen transformer design.
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Figure 10-44 Main Effects Plot for Phase

Factorial Fit: Phase versus Core, Wire size, Turns 

Estimated Effects and Coefficients for Phase (coded units)

Term        Effect    Coef  SE Coef       T      P
Constant             5.106  0.07526   67.85  0.000
Core        -2.337  -1.169  0.07526  -15.53  0.000
Wire size   -0.537  -0.269  0.07526   -3.57  0.004
Turns       -2.287  -1.144  0.07526  -15.20  0.000
Core*Turns   3.913   1.956  0.07526   25.99  0.000

S = 0.301040   R-Sq = 99.06%   R-Sq(adj) = 98.72%

Figure 10-45 Terms and Coefficients in the Model for Phase
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To verify this conclusion, Dave winds two more transformers with core type B,
wire size 34, and 40 turns. The phase lags of these parts are 2.8° and 3.0°.
Satisfied, Dave concludes the experiment.

In this example, Dave conducted two experiments, both with three factors at two
levels. Both experiments required 16 trials in all. The first experiment included
four runs, or combinations of the three factors, while the second experiment
included eight runs. The first experiment led to the wrong conclusion, so it was
not as efficient as the second experiment, which led to a correct, verifiable con-
clusion. Why did these experiments lead to different conclusions?

Any experiment with three factors at two levels has eight linear effects, which
may be present in the behavior of the system. These eight effects are the overall
average, the main effects of factors A, B, and C, two-factor interactions AB,
BC, and AC, and a three-factor interaction ABC. A system with eight effects
requires eight runs to estimate all of those effects. The full factorial design used
in the example is orthogonal, so all eight estimates are mutually independent.

The four-run experiment is also orthogonal, but it can only measure four
effects independently. The four-run experiment used in this example
measures the following effects:

• Overall average � ABC
• A � BC
• B � AC
• C � AB

In this example, the system had real, significant effects for the average,
A, B, C, and AC. The four-run experiment estimated the sum of B � AC,
and the coefficient of this effect was �1.550. In the eight-run experiment, the
coefficients for B and AC were �0.296 and �1.956, which sum to �1.660,
reasonably close to the sum estimated by the first experiment. In the four-run
experiment, the effect of B is the same as the effect of an interaction between
A and C, therefore the B and AC effects are said to be aliased. The net effect
measured by the experiment is the sum of the two aliased effects.

The MINITAB report for an experiment provides this information in the
session window, in a section called Alias Structure. Figure 10-46 shows the
alias structure for this four-run experiment.

Many experimenters run experiments including effects that are aliased with
other effects. The experimenter hopes and assumes that no more than one
effect in each alias group will be present. This example illustrates that
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aliasing can lead to incorrect conclusions. In many cases, it is reasonable to
run experiments with aliased effects. Later sections discuss how to decide
whether the risk of aliasing is acceptable.

10.2 Understanding the Terminology and Procedure
for Efficient Experiments

The examples in the previous section introduced many terms and concepts
relating to experiments. This section provides a more complete explanation
of experimental terminology, and a clear procedure for maximizing the
efficiency of experiments.

10.2.1 Understanding Experimental Terminology

Here is a list of the most important terms used by experimenters. In this dis-
cussion, the term “process” refers to the system being studied by the
experiment.

• A factor is a process input variable that is controlled and varied in the
experiment. The objective of the experiment is to learn about the effects
of the factors on the process.

• A level is one setting of a factor. In a two-level or three-level experiment,
all factors have two or three levels. In a mixed-level experiment, factors
may have different numbers of levels.

• A response is a process output variable that is observed and measured
during the experiment.

• An experimental unit is a physical part of the process that varies or
changes from trial to trial within the experiment.

• The IPO structure of an experiment is a description of the inputs (factors and
levels), process (experimental unit), and outputs (responses) for an
experiment. Figure 10-1 is a generic IPO diagram that documents the IPO
structure. Most of the examples in the previous section include IPO diagrams.

• A screening experiment has the objective of testing several factors and
determining which factors have significant effects on the process.

Alias Structure
I + Core*Wire size*Turns
Core + Wire size*Turns
Wire size + Core*Turns
Turns + Core*Wire size

Figure 10-46 Alias Structure in the 4-Run Phase Experiment
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Screening experiments may have many factors, and they may have only
a few more runs than factors.

• A modeling experiment has the objective of developing a model for the
process that reliably predicts future performance. Modeling experiments
often have only a few factors, and they require at least as many runs as
the number of coefficients in the desired model.

• A trial is one application of specific factor levels to the process, and
one observation of the responses. In many experiments, the number of
trials equals the number of experimental units.

• A run is a distinct combination of levels for all factors in an experiment.
One or more trials are conducted for each run.

• The treatment structure of an experiment is the assignment of factors
and levels to the runs of the experiment. Examples of treatment
structures discussed in this chapter include full factorial, fractional
factorial, Plackett-Burman, and central composite.

• Replication is the process of conducting multiple trials for all runs in an
experiment. For example, if three trials are conducted for each run, the
experiment is replicated three times.

• A replication or rep is a set of trials including one trial for each
run in the experiment.

• An experiment with one replication is said to be unreplicated.
• Repetition is the repeated measurement of the same unit for the

purpose of reducing measurement error. Because repetition does not
measure variation between experimental units, it is not the same as
replication.

• The design structure of an experiment is the assignment of exper-
imental units to the trials in an experiment. The most common design
structure is the completely randomized design structure. 

To illustrate these terms, consider Example 10.8 in the previous section, which
describes a transformer experiment. Figure 10-40 shows the IPO structure,
listing factors, levels, and the response. In the process box is a short description
of the experimental unit, which is one isolation transformer.

Figure 10-47 illustrates the treatment structure and design structure of the
same experiment. The experiment has a full factorial treatment structure,
which assigns all eight combinations of three factors at two levels each to
the eight runs in the experiment. The experiment has a completely ran-
domized design structure with two replications, assigning two exper-
imental units at random to each of the eight runs. In this case, the
experimental units are isolation transformers, shown at the corners of the
cube representing the treatment structure. The plan results in an experiment
with 16 trials.
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Here are the most common treatment structures for experiments used in the
Six Sigma community:

• A full factorial treatment structure with k factors includes all combi-
nations of factors and levels. If all factors have two levels, the
experiment has 2k runs, and is called a 2k full factorial experiment.
Three-level full factorial experiments have 3k runs.

• A fractional factorial treatment structure with k factors uses a specific
subset of the full factorial treatment structure, dividing it by powers of
the numbers of levels. Two-level fractional factorial treatment structures
are labeled with the notation 2k�m, where k is the number of factors and
m is the number of times a 2k full factorial treatment structure is divided
by 2. A 2k�m treatment structure contains 2k�m runs. For example, a 25�2

fractional factorial experiment has 5 factors and 23 � 8 runs.
• Plackett-Burman treatment structures are two-level designs frequently

used for screening experiments. Plackett and Burman initially
published these methods in 1946.

This book refers to many treatment structures using the L-series notation
made popular by the Taguchi system of experimental design. Treatment
structure labels in this system have the letter L followed by a number repre-
senting the number of runs in the experiment. Many treatment structures in
the factorial, fractional factorial, and Plackett-Burman families have
equivalent design in the Taguchi L-series.2 For example, the eight-run L8

Treatment structure

3 factors
at 2 levels each, 
in a full factorial 

treatment structure
with 8 runs

Design structure

16 experimental units
randomly assigned to 

2 replications.

Data collection

16 trials,
with

measurements
conducted in 

random order. 

Figure 10-47 Experimental Terminology Applied to the Isolation Transformer
Experiment

2 In the Taguchi system, L stands for Latin square, a special type of matrix that is important in the
development of these orthogonal experiments. Experienced practitioners may notice that Taguchi
L-series experiments do not always have the same set of trials as the equivalent fractional factorial
designs. In the Taguchi system, experiments typically include the run (�1, �1, . . . ,�1) with
every factor at its low level. Fractional factorial designs generated by MINITAB and illustrated in
this book will not always include the run (�1, �1, . . . , �1). However, the properties of these
experiments are identical.
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experiment is equivalent to the 23 full factorial and 24�1 fractional factorial
designs, among others. Because the L notation is compact and informative,
it has become very popular in Six Sigma companies.

Table 10-8 lists several common treatment structures by L notation, with
equivalent designs in other families.

When experiments need to have more than two levels, two popular families of
treatment structures are the central composite design and the Box-Behnken
design. A later section discusses these families of experiments in greater detail.

10.2.2 Following a Procedure for Efficient Experiments

Efficient experiments are the result of careful planning and execution. This
section presents an experimental procedure that is simple and effective. The
steps in this procedure are not difficult, but each is essential to reaching
correct conclusions.

Figure 10-48 illustrates the procedure for efficient experiments. Here is a
brief description of each step in the procedure.

Table 10-8 Cross-Reference Between L-series Experiments and Equivalent
Experiments in Other Families

L notation Factorial Fractional Factorial Plackett-Burman

L4 22 23�1

L8 23 24�1, 25�2, 26�3, 27�4

L9 32 33�1, 34�2

L12 PB 12 run

L16 24 25�1, 26�2, 27�3, . . . , 215�11

L18 2
32 ∗

L27 33 34�1, 35�2, . . . , 313�10

L32 25 26�1, 27�2, 28�3, . . . , 231�26

* The L18 treatment structure can test up to seven factors at three levels plus one
factor at two levels. This design is not equivalent to any fractional factorial
experiment, but it is quite useful for screening experiments with three-level
factors.
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1: Define the objective

2: Define the IPO structure

10: Verif  Conclusions10: Verify conclusions

3: Select treatment structure

e4: Select design structure

5: Select sample size

6: Prepare to collect data

7: Collect data

8: Determ8: Determine significant effects

9: Reach conclusions

Figure 10-48 Procedure for Efficient Experiments

10.2.2.1 Step 1: Define the Objective

An objective statement lists factors and responses and describes the exper-
imental unit. The objective may also describe business motivations for the
experiment and secondary goals. Here is a template to follow:

Objective

• Determine the effect of (list factors) on (list responses) of the (describe
the process or experimental unit).

• The primary purpose of this experiment is (check one)
� Screening—to identify the most influential factors.
� Modeling—to develop a model for prediction or optimization.

• The impact of this problem is (describe impact on business), which
costs (amount of money) per year.

The first item is the most important part of the objective statement, because it
clearly describes a model, which is the desired outcome of the planned
experiment. If filling in the blanks is difficult, the rest of the planning process
will also be difficult. A good objective statement is very specific in listing
factors and responses, and in describing the process to be studied.
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Deciding whether the experiment is primarily a screening or a modeling
experiment is extremely important. It is unreasonable to expect the same
experiment both to screen through many factors and also to develop a reliable
model. Many projects will have a series of experiments to study a particular
problem. Very often, the first experiment is a screening experiment, followed
by a modeling experiment on a few significant factors.

The final part of the objective documents the monetary impact of the
existing problem on the business. Documenting the business case for the
experiment is important if the experiment will require significant resources
or time. This step may be unnecessary if the experiment is part of a larger
development project, or if it is part of a Black Belt project. In these sit-
uations, the project leader should have already made the business case for
the project as a whole. However, if the experiment stands alone as a project,
it should have a charter with an appropriate business case, like any other
important project.

10.2.2.2 Step 2: Define the IPO Structure

Every efficient experiment has clearly defined responses, experimental
units, and factors.This information can be organized and documented in the
form of an IPO diagram. Here is a list of questions to be considered in the
design of an experiment:

For each Response Variable

• Is it quantitative? If not, find a quantitative way to measure the process,
if at all possible. Pass-fail response variables rarely provide useful
information, unless the sample sizes are very large.

• Is it measurable? Has an appropriate measurement system analysis
been performed?

• Should this response variable be minimized, hit a target value, or be
maximized?

• What is the ideal or target value? What are unusable values on either
side of the target? These target and tolerance values are particularly
helpful when optimizing a system with multiple responses.

For the Experimental Unit and Process

• What is the experimental unit that is changed for each trial?
• What is held constant for each trial?
• What are known noise sources which are uncontrolled in the experiment?
• What standard operating procedures (SOP) describe the process?
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For each Factor

• How is the factor controlled?
• What are the levels of the factor in this experiment?

Many experimenters struggle with pass-fail response variables. An experiment
with pass-fail responses requires extremely high sample sizes to measure the
effect of each factor. Experimenters should make every effort to find quantitative
response variables. For processes with subjective or sensory assessments, a
Likert scale of five to ten steps will create a quantitative response variable.
Section 5.2.2 presented an example of this method applied to measurement
system analysis.

Specifying the experimental unit is a crucial planning step which many
experimenters overlook. Every experiment observes a process with
elements that change between trials and elements that do not change. The
elements that change between trials are the experimental unit. In Example
10.7 and 10.8, the experimental units were transformers, since each trial
required a new transformer. The experiment will only discover effects
relating to the population of experimental units. 

In a DFSS environment, many experiments perform all trials on a single
prototype product, when prototypes are expensive and scarce. In an
experiment like this, the experimental unit is the application of factors to the
prototype and the observation of responses. This type of experiment can
discover how that prototype reacts to changes in the factors, but it cannot
discover the variation between prototypes. Experiments on a single prototype
can be very useful, but experimenters must understand their limitations. 

Another task critical to a successful experiment is the selection of factor
levels. When quantitative factors are studied at two levels, the levels can be
too close or too far apart. The goal of many experiments is to develop a
model representing system behavior inside the space defined by the factor
levels. If levels are too close together, the effect on the process may create
such a small signal that the noise in the system swamps it out. If the signal
looks like noise, the experiment cannot measure it precisely. Therefore,
levels should be far enough apart that the expected effect will be measurable.

However, levels can easily be too far apart. A model developed from a two-
level experiment can only include linear functions of the factors. If the
factors have nonlinear effects, the model can be significantly wrong in some
places. This error becomes larger as factor levels are set farther apart. A
strategy to detect this problem is to add a center point run to the design.
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If the response at the center point is nearly the same as at the average of all
the corner points, then it is reasonable to assume that the linear model is
adequate.

A far worse problem occurs when the process is inoperable at some combi-
nations of factor levels, so that the response cannot be measured for those
runs. In many experiments, the process may have never operated at the com-
binations of settings proposed for the experiment. Missing data from one or
more runs in an experiment creates a difficult problem that analysis cannot
completely overcome. If in doubt that the process will function at certain
extreme cases, an experimenter should test these extreme cases before
starting the actual experiment. If necessary, adjust factor levels to be sure
that all runs will produce measurable response values.

Many experimenters feel the urge to specify 3, 5, or more levels per factor.
Considering the earnest desire to understand all about each factor, this urge
is understandable, but efficient experimenters should resist it. Some argue
that real processes are always nonlinear, so two levels can never be suf-
ficient. The first part is true, but the second part is not. In most engineering
experiments, the range of interest is small enough that the system is nearly
linear within that range, and the model is accurate enough for its intended
purpose. Adding a center point allows the experimenter to test whether the
system is significantly nonlinear within the model space.

For screening experiments, two levels are usually sufficient to identify the
most important factors. For modeling experiments with nonlinear effects,
two levels may not be enough. Three-level experiments, described later in
this chapter, produce very effective quadratic models for process behavior.
Quadratic models are sufficiently complex to identify robust operating con-
ditions, and to accomplish other objectives in a Six Sigma environment.

10.2.2.3 Step 3: Select Treatment Structure

Once factors and levels are decided, the experimenter must select a treatment
structure appropriate for the objectives of the experiment. Often, many
options are available. The largest treatment structure is the full factorial,
which includes all combinations of all levels of all factors. The smallest
practical treatment structure may include only a few more runs than factors
in the experiment. When a treatment structure has only one more run than the
experiment has factors, the experiment is said to be saturated. The following
sections offer specific guidance for selecting treatment structures for two-
level and three-level experiments.
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10.2.2.4 Step 4: Select Design Structure

The design structure specifies how experimental units are assigned to the
runs in an experiment. The easiest and most common design structure is the
completely randomized design structure, in which identical experimental
units are randomly assigned to the various runs. Randomized experiments
have a randomized order of conducting and measuring each trial. On
occasion, this requires two sets of random numbers, one for the assignment
of experimental units and one for the order of measurement.

For practical reasons, some factors in some experiments cannot be com-
pletely randomized. For example, the temperature of an oven may take
hours to stabilize. If every trial required a new setting of oven tem-
perature, the experiment would require too much time. In many cases like
this, experimenters use a tiered randomization scheme. The factor which
is hard to change is set only once for each level. Other factors are
applied randomly within each level of the hard to change factor. Tiered
randomization is practical and widely used. However, experimenters
should be aware of the risks introduced by this practice. In one of the
earlier examples, a lack of randomization led to incorrect conclusions.
Because of the risks, experimenters should compromise on random-
ization as little as possible, and only when complete randomization is
simply impractical.

In some experiments, it is not possible to find enough experimental units
from one population. When experimental units from different populations
must be used, complete randomization is not possible. In experimental ter-
minology, a block is a group of experimental units which are more similar
within the block than they are between blocks. When one block of units is
too small to conduct the full experiment, an experimenter should consider
these blocks while selecting the design structure.

Using blocks properly improves the accuracy and precision of the model
developed from the experiment. For example, consider a pharmaceutical
process that requires a biological reagent. Each batch of the reagent is
uniform within the batch, but there are differences between batches. If the
experiment requires more than one batch of reagent, then the batches are
blocks. If the experimenter uses batches randomly, the differences between
batches will increase the noise in the experiment, and the differences
between batches will contaminate the estimates of factor effects. Instead, if
the experimenter chooses a block design with batches as blocks, noise is
reduced to the smaller variation within batches, and factor effects are
estimated independent from the block differences. 
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In a randomized block design, one block is large enough to provide only one
unit for each run. Instead of multiple replications, the experiment uses
multiple blocks. Many other types of block designs are available, but these
are beyond the scope of this book. Montgomery (2000) contains much more
information on block designs of several types. The MINITAB DOE
functions will design and analyze many types of experiments with blocks.

Some experiments have several sizes of experimental units. One common
type of experiment with two sizes of experimental units is the split-plot
experiment. In a split-plot experiment, some factors apply to a larger exper-
imental unit, while others apply to a smaller experimental unit nested within
the larger one. For example, consider an experiment on a pump containing
a housing and an impeller. Some factors apply to the housing, and other
factors apply to the impeller. If the housing is expensive and not enough are
available to provide one housing for each trial, the experimenter might
choose to run a split-plot experiment. These nested experiments require spe-
cialized analysis that is beyond the scope of this book. Milliken and Johnson
(1993) describe the analysis of these experiments in detail.

10.2.2.5 Step 5: Select Sample Size

Generally, all experiments require more than one replication. Replications
provide a measurement of noise, which is necessary to separate significant
effects from insignificant effects. Replications also reduce the size of the
noise by the square root of the number of trials per run. When the noise is
reduced, smaller effects can be detected and measured more precisely.

Here is a simple rule of thumb to calculate sample size for efficient
experiments:

“Add 32”

To apply this rule, take the number of runs in the experiment and add 32 to
get the total number of trials.

For example, an L8 experiment requires 8 � 32 � 40 trials. Since 40 / 8 � 5,
this experiment requires five replications.

An L12 experiment requires 12 � 32 � 44 trials. Since 44 is not a multiple
of 12, round up to 48. This experiment requires four replications.

As a rule of thumb, experiments with 32 or more runs should have at least
two replications.
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This rule of thumb is adequate for most Six Sigma experiments.3 It is not
appropriate for all experiments. If a more accurate calculation is needed for
a specific case, the following sections provide specific instructions for cal-
culating sample sizes for two-level and three-level experiments, using
MINITAB functions.

10.2.2.6 Step 6: Prepare to Collect Data

This step is mostly clerical, and it is extremely important. Randomized
experiments can be tedious and difficult to complete without error. Careful
preparation is important to prevent errors in procedure and settings of
factor levels.

It is useful to prepare trial sheets for the experiment, one sheet for each trial.
Mail merge features of Microsoft Word are very helpful to create these trial
sheets from a spreadsheet. Trial sheets should include at least the following
information and blank spaces for the operator to complete.

• Randomized trial order and standard trial order. (After the data is
collected in randomized order, the sheets may be sorted by standard
trial order).

• Time and date of the trial.
• Name of operator who performs the trial.
• List of settings for all factors in the experiment, including control

factors that are not changed.
• If the operator measures factor values during the trial, include a space

for the actual measured value of each factor. Specify a tolerance for
each factor. Preferably, the error in setting each factor should be less
than 1% of the range between levels.

• Spaces for measured values of all response variables.
• Extra space for comments and anything unexpected noticed by the

operator.

It may seem odd to recommend paper trial sheets now that computers are
everywhere. Consider these benefits to paper data entry over a spreadsheet:

3 The “Add 32” rule assumes that the risk of false detections � � 0.05, and the risk of missed
detections � � 0.05 for a change in averages of 1.25 standard deviations. This sample size also
provides a risk of missed detections � � 0.05 for a ratio in standard deviations of 2.5. This rule
applies to L4 through L32 designs, and is consistent with the sample size rules of thumb
provided in Schmidt and Launsby (1997)
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• Paper can go almost anywhere people can go. Computers are more fragile.
• Paper has margins, a back side, and there is always more paper.

Experienced experimenters know that unexpected things always
happen during experiments. Anything unexpected must be recorded in
case it becomes important later. In a spreadsheet with little boxes and
fixed borders, people are unlikely to make copious notes. If a sketch or
drawing is needed, paper becomes essential.

• With one sheet per trial, the operator is less likely to think about past or
future trials. This results in less variation in the procedure applied to
each trial.

Finally, before starting the actual experimental trials, be sure all procedures
are in place. Learning curves can bias the measured data, for a variety of inad-
vertent reasons. Avoid learning curves by practicing the procedures before the
experiment, and documenting procedures appropriately. The SOP for each
trial should be printed out and visible by the operator during the experiment.

10.2.2.7 Step 7: Collect Data

This is the time some well-planned experiments become a total waste. The
most frequent cause of wasted experiments is when an experimenter hands
over a plan to someone else who does not understand the objective of the
experiment or good experimental practices.

If anyone other than the experiment planner is involved in data collection,
hold a meeting before the experiment. Allow plenty of time to explain the
objective for the experiment, the importance of randomization, and the pro-
cedures to be followed. Be sure questions are answered and people are
appropriately trained before the trials begin.

When the trials are performed and response variables measured, the exper-
imenter should observe, if not actively participate. Unexpected questions
will arise, and interesting things will happen. Only the person who planned
the experiment is best qualified to react to these situations.

However tempting it may be to modify the experiment in the middle, or call it
off because early trials look so good (or so bad), experimenters must resist this
urge. Tampering with an experiment by changing levels or other settings in the
middle of data collection may make it impossible to analyze the data effectively.

An exception to this rule happens when the process fails to function in one
or more trials and provides no response values. An experiment with
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missing data is no longer orthogonal, and the analysis cannot fully com-
pensate for this problem. When this happens, consider stopping the
experiment and reviewing the choices of factors and levels. Testing the
extreme combinations of factor levels before the experiment can prevent
these types of problems.

10.2.2.8 Step 8: Determine Significant Effects

After collecting data, it is a good idea to check the assumptions for the
analysis. As illustrated in the earlier examples, residual plots are very helpful
to identify biases, trends, and departures from a normal distribution. This is
particularly effective with a randomized design structure.

To generate residual plots in MINITAB, analyze the experimental data by
fitting a full model with all effects that can be estimated by the treatment
structure. In most cases, MINITAB uses this model by default. MINITAB
will produce the residual plots, plus other plots useful for identifying sig-
nificant effects. The effects Pareto chart, for example Figure 10-31,
identifies which effects are statistically significant with bars extending
beyond the vertical line.

If any interactions are significant, view interaction plots to understand what
these interactions mean. To understand significant main effects, view a main
effects plot.

There are two types of significance in experiments: statistical significance
and practical significance. An effect is statistically significant if it is larger
than the noise, which is estimated by the variation between replicated trials.
An effect is practically significant if its size is meaningful to the exper-
imenter or to the customer. Effects in many experiments are significant in
one sense, but not in the other. If the noise in a process is small, effects may
be statistically significant, but too small to make any difference to the exper-
imenter. In this case, a smaller sample size might have been sufficient for
the experiment. In other experiments, the noise is so large that it obscures
effects that would be important to the experimenter. These experiments
might be helped by a larger sample size, but this situation could also indicate
poorly defined response variables or an inherently unstable process.

Good planning and sample size calculations are the best way to prevent
these sorts of problems. In the most efficient experiment, the smallest sta-
tistically significant effect is also the smallest practically significant effect.
This is the goal of sample size calculations.
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10.2.2.9 Step 9: Reach Conclusions

The conclusions to a screening experiment will include a list of factors
selected for further study. Experimenters should review these decisions with
their team to be sure they make sense from an engineering viewpoint.
Screening experiments might have interactions aliased with main effects, and
the team should consider this possibility while reaching their conclusions.

A modeling experiment requires additional steps to select the best model for
the system:

1. Reduce the model. Repeat the analysis of the data with fewer terms in
the model until all terms are statistically significant. During this
process, obey the Rule of Hierarchy: If an interaction is significant,
then all included effects should remain in the model. For example, if
the AB interaction is significant, then the main effects of A and B
must stay in the model, even if they are not significant.

2. Select the best settings. Each response variable has a target value and
one or two tolerance values. Using the reduced model, find factor
settings that cause the response to be as close as possible to the target
value. Cube plots, contour plots, or surface plots can help to visualize
the answer to this question. The MINITAB response optimizer will
also search and find optimal settings.

3. Predict response values at the optimal factor settings. Also, predict
the standard deviation of the response. MINITAB provides an estimate
of standard deviation, labeled S, in the Session window.

4. Review the objective statement. Did the experiment answer the
questions and satisfy the objectives?

10.2.2.10 Step 10: Verify Conclusions

To verify conclusions of the experiment, run additional trials at the factor
settings predicted to be optimal. Calculate confidence intervals for the mean
� and standard deviation �, based on the verification run. The mean and
standard deviation predicted by the model should fall within these con-
fidence intervals.

When major decisions depend on the conclusions of an experiment, the ver-
ification step should be a carefully planned and executed one-sample
experiment. The objective of the verification step is to determine if the mean
and standard deviation of the process match the values predicted by the
experiment. Using the one-sample test procedures from Chapter 7, the
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proper sample size for a verification run can be calculated, and the veri-
fication data can be analyzed to determine if the process is behaving as
predicted by the model. If verification run provides no evidence that the
model is wrong, the model is considered to be verified.

10.3 Conducting Two-Level Experiments

This section provides more information about the design and analysis of
two-level experiments. The initial examples in Section 10.1 illustrated many
important concepts regarding two-level experiments. This section provides
more information on the following specific topics:

• Selecting the most efficient treatment structure.
• Calculating sample size.
• Analyzing screening experiments.
• Analyzing modeling experiments.
• Testing for nonlinearity with a center point run.

This section uses two additional examples to illustrate the concepts. Here
are the initial steps of the experimental process for both examples.

Example 10.9 (Flyback converter)

Marty is designing a flyback converter to convert �5V into �12V. His design
calculations point to specific component values, but Marty must use only com-
ponents on his company’s approved parts list, if possible. Marty must choose
specific values for the inductor, the output capacitor, and the timing capacitor.
Also, he must choose between a PN and a Schottky diode. Therefore, Marty
decides to conduct an experiment to find the best values.

Marty’s objective statement is “Determine the best choices for inductor, output
capacitor, timing capacitor, and diode to minimize line regulation, minimize
load regulation, and minimize variation between units.” Since Marty wants a
model to help select the best choices, this is a modeling experiment.

Figure 10-49 illustrates the IPO structure for this experiment. The experimental
unit is a flyback converter, which will be new for each trial. For each converter,

Flyback converter
Y = f (X1,X2,X3,X4,)

+ Noise

X1: Inductor  22–47 µH

X2: CapOut 4.7–10 µF

X3: Captiming 0.033–0.068 µF

X4: Diode PN–Schottky

Y1: Line regulation

s1: Std dev of line reg.

Y2: Load regulation

s2: Std dev of load reg.

Figure 10-49 IPO Structure for the Flyback Converter Experiment
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Marty will measure the line regulation and load regulation. These parameters
are defined to be always positive, and they must be minimized. Both parameters
have an upper tolerance limit of 120 mV.

The projected volume for this product is high, so the converter must work
well every time. Therefore, Marty is particularly concerned with minimizing
variation between units. To accomplish this objective, Marty will compute
the standard deviation of line and load regulation across replicated units.
Marty can fit a model to predict standard deviation and learn how to minimize
variation between units. In all, this experiment has four factors and four
responses.

The flyback converter example introduces two concepts not seen in earlier
examples. First, the experiment has more than one output of interest. This
common situation is easy to handle. In analyzing the experiment, the exper-
imenter will build a model separately for each output. Then, to optimize the
system, all models are considered together to find the best settings. The
MINITAB response optimizer makes this task quite easy.

The second new concept is the use of the standard deviation as a response
variable. This is a natural and direct way to discover how to reduce variation
in a process. If the experiment has five replications, the experimenter records
five values for each response. The analysis of the average response value
considers all five replications, as in earlier examples. However, the standard
deviation of these five values provides one value of s. Therefore, the standard
deviation response variable has only one replication.

Example 10.10 (Operating System)

An embedded computer provides control and data processing functions for an
industrial control system. Processing speed is a critical characteristic, and parts
cost must be tightly controlled. Eero is studying how to set eight parameters in
the operating system to minimize time required to perform certain benchmark
tests. Some of the factors have a cost impact, while others are simply software
settings. Eero identifies two levels for each factor.

Ultimately, Eero wants to find the settings of the eight factors that minimize
computing time. However, eight factors is a large number for a modeling
experiment. Eero decides to run a screening experiment with this objective
statement: “Determine which of eight factors (buffered I/O limit, direct I/O
limit, block size, stack depth, file limit, pipeline width, cache size, and
working set quota) have the greatest effect on time to complete graphic and
I/O benchmark tests.” Figure 10-50 illustrates the IPO structure for this
experiment.
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10.3.1 Selecting the Most Efficient Treatment Structure

The most efficient experiment answers the required questions, gives the
correct answers, and does so with the least expenditure of resources. For a
specific number of trials, experimenters may have a choice of several
treatment structures. This section provides guidelines for making the most
efficient choice.

Examples 10.7 and 10.8 in Section 10.1.5 describe an experiment with three
factors at two levels. The model developed by this experiment may include up
to eight possible effects. In the second scenario of this example, with an L8 full
factorial treatment structure, all eight effects are estimable. In the first scenario,
with an L4 half factorial treatment structure, only four effects are estimable. In
the example, both B and AC effects are significant. With the L4 treatment
structure, these two effects are aliased, and only their sum is estimable.

Every two-level experiment with k factors and fewer than 2k runs has some
degree of aliasing. The potential effects of aliasing are important to consider
before selecting a treatment structure. But some aliasing is less risky than
other aliasing, because some effects are less likely to be significant than
other effects.

Launsby and Weese (1999) summarize their collective experience with
thousands of experiments into the Pareto chart of the world, shown in Figure
10-51. Main effects dominate the behavior of most processes. Two-factor
interactions are less common than main effects, and when they happen, their
size is usually less than main effects. Also, three-factor and higher interactions
occur, but less frequently. The Pareto chart of the world is representative of

X1: Buffered I/O limit

X2: Direct I/O limit

X3: Block size

X4: Stack depth

X5: File limit

X6: Pipeline width

X7: Cache size

X8: Working set quota

Y1: Graphic test timeOperating system
Y = f(X1,..., X8)

+ Noise
Y2: I/O test time

Figure 10-50 IPO structure for the Operating System Experiment



636 Chapter Ten

many Six Sigma applications, but it may not apply to all industries. As
Launsby and Weese note, two-factor and three-factor interactions may be
the most important effects in chemical and biotechnology industries. In all
industries, process knowledge is critical in the design and interpretation of
an efficient experiment. 

Based on the priorities suggested by the Pareto chart of the world, the first
priority for an experiment is to estimate main effects, followed by two-
factor interactions. A treatment structure with no aliasing of main effects or
two-factor interactions is a good choice for most applications. 

The resolution of a treatment structure is a measure of its degree of aliasing.
Resolution provides a quick way to compare treatment structures, and to
assess the potential impact of aliasing on the objectives of the experiment.

Here are the levels of resolution that a treatment structure might have:

• Resolution II or RII treatment structures have main effects aliased with
each other. For most experimenters, these designs are unacceptable.
However, recent research into “supersaturated” experiments shows that
an RII treatment structure with fewer runs than factors can effectively
screen a large number of factors. This method assumes that most factors
will not have significant effects.

• Resolution III or RIII treatment structures have main effects aliased
with two-factor interactions. When an aliased effect is significant, an
experimenter typically concludes that the main effect is significant, not
the interaction. In Example 10.7, an RIII treatment structure led to an
incorrect conclusion, because both the main effect and its aliased

Main effects 2-way interactions 3-way and higher

Figure 10-51 Pareto Chart of the World
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interaction were significant. In many situations, an RIII treatment
structure is acceptable for a screening experiment, but not for a modeling
experiment.

• Resolution IV or RIV treatment structures have some two-factor inter-
actions aliased with each other. Main effects may be aliased with three-
factor interactions, but they are clear of two-factor interactions. If an
effect representing a group of aliased two-factor interactions is sig-
nificant, the experimenter may choose which one makes more sense
from an engineering point of view. Another option is to augment the
experiment into a “foldover” design, which will estimate the aliased
effects independently. RIV treatment structures are appropriate for
modeling experiments, when few two-factor interactions are expected
to be significant.

• Resolution V or RV treatment structures have all main effects and two-
factor interactions clear of each other. Main effects may be aliased with
four-factor interactions, and two-factor interactions may be aliased
with three-factor interactions. Since three-factor and higher interactions
are rare, the aliasing in RV treatment structures rarely gives misleading
results. RV treatment structures are appropriate for modeling
experiments, but are usually too large for screening experiments.

• Higher resolution numbers follow the same pattern. The Roman
numeral represents the smallest count of effects among pairs of aliased
effects in the experiment.

• Full resolution or RFull treatment structures are full factorial designs,
which can estimate all main effects and interactions.

Figure 10-52 shows a table with the resolutions of various factorial designs
for 2 through 15 factors. To display this table in MINITAB, select Stat 
DOE  Factorial  Create Factorial Design . . . , and then click Display
Available Designs. In this table, RIII designs are color-coded red, RIV

designs are color-coded yellow, and RV and higher designs are color-coded
green. The colors indicate the degree of aliasing among main effects and
two-factor interactions.

For example, suppose an experimenter has six factors at two levels. One
choice is a full-factorial L64 treatment structure. However, the L32
treatment structure is RVI, which is acceptable for modeling, so it is clearly
more efficient than the L64. If runs are expensive, or if very few interactions
are expected, the RIV L16 treatment structure is a viable option for a
modeling experiment. The RIII L8 treatment structure is only advisable for
a screening experiment.
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The Plackett-Burman family of treatment structures has properties that are
particularly useful for screening experiments. The L12 design in the
Taguchi system is a Plackett-Burman treatment structure. MINITAB
functions design and analyze Plackett-Burman experiments with any
multiple of four runs between 12 and 48 runs, except for powers of two,
which are covered by the L16 and L32. A Plackett-Burman treatment
structure with r runs can handle up to factors at two levels. For
example, an L12 treatment structure provides a screening experiment for up
to 11 factors at two levels.

Plackett-Burman designs have Resolution III, because any interaction
between main effects is partially confounded with all other main effects.
Partial confounding is similar to aliasing, because an interaction effect adds
a portion of itself to all estimates of main effects except for the main effects
involved in the interaction. For example, consider an L12 experiment with
11 factors A through K. If the AB interaction is present in the process, a
portion of the AB effect is added to each of the main effects C through K.

For Resolution III screening experiments, partial confounding is an
advantage over aliasing. If an interaction is significant, the contamination of

r � 1

Figure 10-52 Two-Level Treatment Structures Available in MINITAB
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main effects is less with partial confounding. Also, if some estimable effects
are left unassigned, these effects can provide an indication of problems with
interactions. In the analysis of the experiment, if these unassigned effects
are statistically insignificant, this provides some assurance that interactions
are not contaminating the estimates of main effects. For this reason, the
number of factors in a Plackett-Burman experiment should be no more than
75% of the number of runs. For screening experiments with between five
and eight factors, the L12 treatment structure is highly recommended.

Modeling efficiency (EM) is a measure of the relative merit of a treatment
structure as a modeling tool. EM measures the efficiency of the experiment
in providing independent estimates of all effects of interest (EOI). For this
discussion, the set of EOI includes the overall mean, the main effects, and
the two-factor interactions. An experiment with k factors has 
EOI. EM is determined by the alias structure of an experiment, which lists
all the effects added together to form each estimable term in the model. A
two-level experiment with r runs has up to r estimable terms in the model.
MINITAB factorial design functions report the alias structure of any
experiment in the Session window.

For any two-level factorial experiment, EM is defined as

where r is the number of runs in the experiment, and ei is calculated as
follows for each term in the alias structure:

For an example of calculating EM, consider an L16 treatment structure with
six factors. This is an RIV design often used for modeling. This experiment
has EOI. Figure 10-53 shows the MINITAB report on
this treatment structure, including all 16 terms in the alias structure. In the
alias structure, I represents the overall mean, and A through F represent the
six factors. The first seven terms all have exactly one EOI, so ei � 1 for each
of these. There are six terms containing two two-factor interactions, so ei �
0.5 for each of these. One term has three EOI, and two terms have zero EOI,
so ei � 0 for each of these. The total ei is 10 for the 16 terms in the alias
structure. Therefore EM � 10/16 � 0.625 for this treatment structure.

1 � 6 � A62 B � 22

ei � d0 if the term includes 0 EOI

1 if the term includes 1 EOI
1
2 if the term includes 2 EOI

0   if the term includes 3 or more EOI

 

EM �
gall termsei

r

1 � k � Ak2 B
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Table 10-9 lists EM for L4 through L128 treatment structures, with 3
through 9 factors.4 Figure 10-54 is a line graph of these same values.

The rationale behind EM is based on experience with the analysis of many
engineering experiments. When an effect with two EOI is significant, the
experimenter may conclude that one of the EOI is more likely by viewing
plots of the effects and applying engineering knowledge of the system.
However, when a significant term in the model may be the sum of three or
more EOI, the probability of correctly decoding this puzzle is very low,
unless the experimenter performs additional trials.

In this discussion, effects of interest (EOI) include the overall mean, main
effects, and two-factor interactions. Experimenters may alter the definition

Fractional Factorial Design 

Factors:   6   Base Design:         6, 16   Resolution:   IV
Runs:     16   Replicates:              1   Fraction:    1/4
Blocks:    1   Center pts (total):      0

Design Generators: E = ABC, F = BCD

Alias Structure

I + ABCE + ADEF + BCDF

A + BCE + DEF + ABCDF
B + ACE + CDF + ABDEF
C + ABE + BDF + ACDEF
D + AEF + BCF + ABCDE
E + ABC + ADF + BCDEF
F + ADE + BCD + ABCEF
AB + CE + ACDF + BDEF
AC + BE + ABDF + CDEF
AD + EF + ABCF + BCDE
AE + BC + DF + ABCDEF
AF + DE + ABCD + BCEF
BD + CF + ABEF + ACDE
BF + CD + ABDE + ACEF
ABD + ACF + BEF + CDE
ABF + ACD + BDE + CEF

Figure 10-53 Alias Structure for an L16 Treatment Structure with Six Factors

4 Fractional factorial treatment structures are not unique. For a given number of runs and trials, an
experimenter may choose different treatment structures by choosing a different set of generators
for the experiment. MINITAB uses default generators consistent with the recommendations of
Montgomery (2000). Table 10-9 is based on these same default treatment structures.
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of EOI as required. If three-factor interactions are expected, the set of EOI
will include these. In the planning phase of an experiment, people who
know the process well may expect certain interactions, but not others. In this
case, the set of EOI includes only the effects expected to be present. With a
customized set of EOI, the experimenter can recalculate EM for each of the
possible treatment structures. The treatment structure with the highest EM

value is the most efficient for that application.

Table 10-9 Modeling Efficiency for Two-Level Factorial Treatment Structures

Number of Factors

Treatment
Structure 3 4 5 6 7 8 9

L4 0.375

L8 0.875 0.813 0.500 0.125 0.125

L16 0.688 1.000 0.625 0.500 0.563 0.313

L32 0.500 0.688 0.766 0.781 0.750

L64 0.344 0.453 0.578 0.641

L128 0.227 0.289 0.359
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Figure 10-54 Modeling Efficiency of Two-Level Treatment Structures
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Some experimenters try to avoid interactions, either by specifying factors
they do not expect to interact, or by pretending the interactions do not exist.
In fact, many interactions are welcome opportunities to be recognized and
exploited to build a better product. Some interactions provide options to
reduce variation and design a more robust product. Other interactions warn
of unfavorable combinations of factor settings. Because of the profound
knowledge they offer about process behavior, interactions are important
effects to detect and measure. Carefully considering the resolution and
modeling efficiency of a treatment structure provides opportunities for
experimenters to make the best use of interactions in their processes.

Example 10.11 (Flyback Converter)

Marty’s experiment has an IPO structure illustrated in Figure 10-49. With four
factors at two levels, Marty has two options, an L8 or an L16 treatment
structure. Marty has worked with power electronics long enough to expect a
few interactions, but three-factor interactions are rare. Marty has 11 EOI,
including the overall mean, four main effects, and six two-factor interactions.
With full resolution, the L16 estimates each of the EOI independently, so the
modeling efficiency of the L16 is 11/16 � 0.688. The L8 treatment structure is
Resolution IV, because the six two-factor interactions are aliased with each
other in pairs. The modeling efficiency of the L8 is 6.5/8 � 0.813. This suggests
that the decrease in runs from 16 to 8 is a greater benefit than the ability to
estimate all six interactions without aliasing.

An alternative way for Marty to calculate efficiency is to predict which inter-
actions will be present in the system. Based on previous experience plus a little
guesswork, Marty predicts that the AB and BD interactions may have an
effect on load regulation, but none of the other interactions will be present. This
assumption reduces the set of EOI to seven, including the mean, four main
effects, and these two interactions. With this new set of EOI, the modeling
efficiency of the L16 is 7/16 � 0.438, and the modeling efficiency of the L8 is
7/8 � 0.875.

By either method, the L8 is a more efficient way for Marty to construct a model
for this system. Therefore, he chooses the L8 treatment structure. Marty uses
MINITAB to create a design table for this experiment, using the default
settings. Table 10-10 lists the eight runs in this experiment.

A fractional factorial treatment structure does not include all combinations
of levels. Sometimes, an experimenter is particularly interested in a specific
combination of levels. If there is an existing design, this provides a baseline
that ought to be included in the experiment. Experiments in the Taguchi
system generally include one run with low levels of each factor, which the
experimenter assigns to the baseline run. However, the MINITAB factorial
designs will not always include this run. If the treatment structure is missing
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an interesting combination of levels, then swap levels of one or more factors
and regenerate the design.

In the previous example, suppose Marty had built a prototype converter with
a 22 �H inductor, a 4.7 �F output capacitor, a 0.033 �F timing capacitor,
and a Schottky diode. This combination is not included in the run table. If
Marty wanted to include this combination in the experiment, he could swap
the levels of any one of the factors and regenerate the design.

Example 10.12 (Operating System)

Eero is planning a screening experiment with operating system settings, using
the IPO structure illustrated in Figure 10-50. With eight factors in a screening
experiment, the RIII L12 and the RIV L16 designs are both worth considering.
Eero does not know whether the system will have any interaction effects.

Since Eero needs quick answers, he chooses the L12 Plackett-Burman
treatment structure for this experiment. Using MINITAB, he generates a
treatment structure for this experiment, which is listed in Table 10-11.

10.3.2 Calculating Sample Size

The sample size in an experiment is the number of replications. To maintain
orthogonality, an experimenter should replicate the treatment structure as a
whole, with few exceptions.

Table 10-10 Treatment Structure for the Flyback Converter Experiment

StdOrder Inductor CapOut CapTiming Diode

1 22 4.7 0.033 PN

2 47 4.7 0.033 Schottky

3 22 10 0.033 Schottky

4 47 10 0.033 PN

5 22 4.7 0.068 Schottky

6 47 4.7 0.068 PN

7 22 10 0.068 PN

8 47 10 0.068 Schottky
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Table 10-11 Treatment Structure for the Operating System Experiment

StdOrder BuffIO DirectIO BlockSize StackDepth FileLimit PipeWidth Cache WSQuota

1 1 �1 1 �1 �1 �1 1 1

2 1 1 �1 1 �1 �1 �1 1

3 �1 1 1 �1 1 �1 �1 �1

4 1 �1 1 1 �1 1 �1 �1

5 1 1 �1 1 1 �1 1 �1

6 1 1 1 �1 1 1 �1 1

7 �1 1 1 1 �1 1 1 �1

8 �1 �1 1 1 1 �1 1 1

9 �1 �1 �1 1 1 1 �1 1

10 1 �1 �1 �1 1 1 1 �1

11 �1 1 �1 �1 �1 1 1 1

12 �1 �1 �1 �1 �1 �1 �1 �1
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As introduced earlier, here is a simple rule of thumb for calculating
sample size:

“Add 32”

To apply this rule, add 32 to the number of runs in the experiment to get the
number of trials. If the number of trials is not an even multiple of the number
of runs, round up to the next multiple of the number of runs.

In some cases, the “add 32” rule of thumb requires too many resources. In
other cases, more trials are required to improve the probability of detecting
smaller signals. In MINITAB, experimenters can easily calculate the sample
size required for several types of experiments. In the Stat  Power and
Sample Size menu, MINITAB provides sample size calculation functions
for 2-level factorial designs and for Plackett-Burman designs.

Sample size calculations for many statistical tools are difficult, partly
because they require estimates of process characteristics that the exper-
imenter may not have before the experiment. Sample size calculations for
experiments rely on an estimate of the process standard deviation. If any
previous test results are available, the experimenter may estimate standard
deviation from this data. In other cases, the standard deviation might be a
total guess. When no prior information about the process is available, one
strategy is to run a small experiment of two replications and analyze this
data to produce an estimate of standard deviation. The experimenter can use
this estimate to calculate how many additional replications are needed.

In addition to an estimate of standard deviation, MINITAB sample size
functions require any three of the following four values, to calculate the
remaining value.

1. Replicates are the numbers of trials for each corner point run in the
experiment. When calculating sample size, leave this field blank, and
the MINITAB function will calculate the required number of
replicates.

2. Effects are the sizes of signals which the experimenter wants to detect
with high probability. The effect is the difference in average response
between the high and low levels of each factor. Enter the smallest
effect value that would be important to detect.

3. Power values are the probabilities of detecting the effects. Power is
equal to , where � is the probability of not detecting an effect of
the selected size.

1 � �
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4. Number of center points is only used for experiments with all quan-
titative factors; if a center point run is not possible, enter 0. When a
center point run is possible, the experimenter may replicate this run to
improve the power of the experiment. The center point may have a
different number of replicates than the corner points. Some experiments
with very scarce resources have only one replication of corner points,
plus several replicates of a center point. Replicating a center point run
provides an inexpensive way to estimate the process standard deviation.
However, center points provide no information about the effects
caused by the factors.

The default risk of missed detections, �, is 0.05 for the MINITAB sample
size functions. To change this value, click Options and enter the value for �
in the Significance level box.

Example 10.13 (Flyback Converter)

Marty has selected a treatment structure with eight runs to test four factors.
Now he wants to calculate the required number of replications.

To do this calculation, Marty needs an estimate of the standard deviation
between units. Earlier, Marty built three prototype converters using the same
component values. The load regulation of these three converters was 55, 46,
and 61 mV. The sample standard deviation of these three values is 7.55 mV.
Line regulation measurements had a smaller standard deviation than load reg-
ulation. Therefore, Marty decides to use 8 mV as his early estimate of standard
deviation.

Marty decides that an effect of 10 mV is large enough that he wants to have
95% confidence of detecting an effect of that size. Center points are not possible
for this experiment, because there is no middle type of diode between PN and
Schottky. The other three are quantitative, but Marty is restricted to specific
component values, and cannot interpolate between his chosen factor levels.

To calculate sample size in MINITAB, Marty selects Stat  Power and
Sample Size  2-level Factorial Design, and fills out the form as shown in
Figure 10-55. After Marty clicks OK, the MINITAB Session window contains
the report shown in Figure 10-56. The report indicates that an experiment with
five replications has an actual power of 0.969. Therefore, with five replications
and 40 total trials, Marty can be 96.9% confident of detecting any 10 mV effect
in load regulation.

This result is consistent with the “Add 32” rule of thumb, which would add 32
to the 8 runs for 40 total trials.

Many statistical tools address the need to separate signals from the
underlying variation or noise. Measurements of physical objects always
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have variation, because no two physical objects are identical in size or per-
formance. Sometimes measurements are identical when the measurement
system is unable to discriminate between objects with small differences. In
this case, the identical measurements are the result of measurement system
error, another form of variation.

Some experiments on computer systems have zero variation between trials.
In some computerized systems, when the factors have the same settings, the
response always has the same value, regardless of how often the trial is

Figure 10-55 MINITAB Power and Sample Size Form

Power and Sample Size 

2-Level Factorial Design

Alpha = 0.05  Assumed standard deviation = 8

Factors:    4   Base Design: 4, 8
Blocks:  none

Center                Total  Target
Points  Effect  Reps   Runs   Power  Actual Power
    0      10     5     40    0.95      0.969376

Figure 10-56 MINITAB Power and Sample Size Report
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replicated. This is true when a well-defined program processes the same
data and arrives at a calculated result. In cases like this, there is no noise,
and additional replications add no value to an experiment.

However, not all computerized systems have zero variation, depending on
the process and the specific response factors. If there is variation between
replicated trials, then the experiment requires multiple replications to dis-
criminate significant from insignificant effects. The experimenter must
carefully consider whether variation may exist in the process, perhaps
running test trials to answer this question.

Example 10.14 (Operating System)

Eero has selected a 12-run Plackett-Burman treatment structure to determine
which operating system settings effect speed of completing certain computing
tasks.

Since Eero’s process is computerized, he wonders where the time meas-
urements will have variation between trials. Measuring the time to complete a
computer task is not the same as performing a calculation. The time could vary
depending on the processing of interrupts that might arise from a variety of
unpredictable processes. For example, on Eero’s desktop computer, the time to
download a 5 MB file from a remote FTP server varies greatly depending on
network conditions and other processes running in his computer.

However, these conditions do not affect the system of interest in this
experiment. Eero is studying an embedded controller with a real-time operating
system designed to complete specific tasks on schedule. Interrupts happen, but
the operating system carefully manages interrupts so that it completes higher
priority tasks on time.

Eero hypothesizes that the system will complete the benchmark tests in the
same time for every trial. To test this hypothesis, he chooses one of the runs in
the treatment structure and runs each of the benchmark tests six times. The
times for all trials are the same down to the millisecond, which is the resolution
of the time measurement.

Eero decides to accept his hypothesis that there is no variation between replicated
trials. Based on this assumption, he decides to run only one replication of the
twelve trials in the experiment.

10.3.3 Analyzing Screening Experiments

The objective of a screening experiment is to identify the factors with the
largest impact on the responses. Sometimes, a separate modeling experiment
will study these factors further. The most significant effects can be selected
visually using Pareto charts or normal probability plots of the effects.
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Usually, the vital few factors are visually distinct from the trivial many on
such plots.

Many screening experiments have few replications, perhaps only one
replication. A related feature of many screening experiments is that they are
nearly saturated with factors. For example, a 12-run experiment testing 11
factors is a saturated experiment. Statistical tests of significance are possible
for such experiments, but they rely on assumptions that may not be true. The
details of these methods are beyond the scope of this book. Volume II of the
Milliken and Johnson series (1989) covers this problem in detail.

MINITAB analysis functions will attempt to identify significant factors,
even when an experiment has one replication and is saturated. Six Sigma
practitioners should take these determinations as recommendations only.

A secondary objective of a screening experiment is to avoid incorrect con-
clusions caused by aliased interactions. One way to detect such problems is
to verify any conclusions with additional trials. It is also important to
consider whether the conclusions of the experimenter are consistent with
engineering knowledge of the process.

Example 10.15 (Operating System)

Eero performs 12 trials according to the run table listed in Table 10-11. For
each trial, he records Y1, the time required to perform the graphic test, and Y2,
the time required to perform the test. Table 10-12 lists Eero’s meas-
urements of time for each trial.

Eero enters this data into MINITAB and analyzes the experiment. By entering two
column names in the Responses box, Eero can analyze both responses at once.
In the Graphs subform, he asks for residual, Pareto, and normal effects plots.

The residual plot for Y1 is not remarkable, but Figure 10-57 shows the residual
plot for Y2. Notice that the distribution of residuals is split into two distinct
groups, with high values for six trials, and low values for six trials.

To understand what this means, think about what the residuals represent. This
experiment with 12 runs can estimate at most 12 characteristics of the system.
Eero’s model includes nine terms, one mean and eight main effects. The
residuals express the variation left over in the other three system characteristics
that this experiment could have estimated. One explanation for this variation is
random noise between trials. Eero has already tested the system for variation
and found none. Another explanation is that one or more sets of the factors
interact with each other. This makes sense, because in an orthogonal
experiment with 12 runs, an interaction would express itself as six high
residuals and six low residuals.

I>O
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Eero concludes that one or more interactions cause changes in the time to run
the I/O test. With a Plackett-Burman treatment structure, it is impossible to
determine which interaction is present. However, the net effect of this
interaction is small. Notice that the difference between the high and low groups
of residuals is only 0.010 seconds. This is very minor, compared to other effects
in the system, and Eero may choose to ignore it.

Figure 10-58 is the normal probability plot of effects for response Y1. This
plot shows that Cache has a significant positive effect, while FileLimit,
StackDepth, and PipeWidth have significant negative effects on Y1. To
minimize Y1, Eero should set Cache to �1, FileLimit to �1, StackDepth to
�1, and PipeWidth to �1.

Figure 10-59 is the normal probability plot of effects for response Y2. This plot
indicates that all eight factors are statistically significant, but two have far
greater effect than the rest. These two are FileLimit and BuffIO. To minimize
Y2, Eero should set BuffIO to �1 and FileLimit to �1.

With these two responses, Eero has conflicting conclusions about the FileLimit
factor. He must choose one of these two settings. To help resolve this problem,

Table 10-12 Time in Seconds for two Computing Tasks in Each Trial of the 12-Run
Operating System Experiment. Table 10-11 Lists Levels for Each Factor

StdOrder Y1 Y2

1 10.261 4.751

2 9.353 4.565

3 9.953 5.837

4 7.705 4.265

5 9.343 5.113

6 8.267 4.745

7 7.995 5.105

8 9.333 6.133

9 7.511 6.021

10 8.489 5.219

11 8.729 5.479

12 10.005 5.767
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Eero uses the MINITAB factorial response optimizer. He selects Stat  DOE
 Factorial  Response Optimizer. In the Optimizer form, Eero selects
both response variables and clicks Setup.

Figure 10-60 shows the Response Optimizer Setup form. Eero may choose
to minimize, maximize, or hit a target value for each response. Depending on
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this choice, he must enter a lower limit, a target value, and an upper limit for
each. In this case, Eero wants to minimize both responses. If one were more
important than another, he could assign different importance ratings. In this
case, both responses are equally important.

After Eero clicks OK, MINITAB generates a window as shown in Figure 10-61.
MINITAB has found the settings which minimize both response variables. The
little graphs show the effects of each of the factors. The window is only wide
enough for six factors, but Eero uses the scroll bar to see all eight. Notice that
FileLimit has opposite effects on each response. However, since the slope of its
effect on Y1 is less than the slope of its effect on Y2, the optimizer recommends
the low setting of this factor as the best overall choice.

According to the optimizer, operating system settings which minimize time are
BuffIO � �1, DirectIO � �1, BlockSize � �1, StackDepth � �1, FileLimit
� �1, PipeWidth � �1, Cache � �1, and WSQuota � �1. The predicted
times at these settings are Y1 � 7.756 and Y2 � 4.052. The MINITAB response
optimizer window is an interactive graph. The vertical red lines inside each plot
indicate each factor setting. Eero can click and drag these lines to change any
setting and see the result.

The predicted optimal setting, (�1, �1, �1, �1, �1, �1, �1, �1) is not one
of the 12 runs in the experiment. Out of 256 possible combinations of the eight

Figure 10-60 MINITAB Response Optimizer Setup Form
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factors at two levels, it would be highly unusual if the experiment included the
optimal setting. Eero performs a verification run at the predicted optimal
settings. At these settings, he records times of Y1 � 7.691 and Y2 � 4.059,
which are extremely close to the predicted values.

There are unanswered questions about this system, because interactions may be
present. However, the net effect of those interactions must be so small that it is
of no practical significance. Because of the unique features of the Plackett-
Burman treatment structure, these unexpected interactions show up in the
residual plot, and their net effect is too small to matter.

Since the verification run is very close to the predicted values, Eero is happy
with these results. He decides to move forward with the settings used in the ver-
ification run.

With fewer than twenty trials, including preliminary trials to check for vari-
ability and a verification run, Eero found the best setting from among 256
possibilities. The verification run and the residual plots provide a high
degree of confidence that this is indeed the best setting. This is an efficient
experiment.

Figure 10-61 Response Optimizer for the Operating System Experiment. Only Six
of the Eight Factors are Shown
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10.3.4 Analyzing Modeling Experiments

The objective of a modeling experiment is to build a model to explain the
behavior of the process, and usually to find the best settings for future
operation of the process. In a Six Sigma project, experimenters want to
reduce variation and to adjust the average responses so they hit their target
values. Accomplishing all these objectives is relatively simple with a
methodical procedure and capable software tools.

Experimenters need to recognize when factors cause shifts in the average
response, changes in response variation, both, or neither. Figure 10-62
illustrates the four possibilities with four factors A, B, C, and D.

1. Factor A shifts the average response, but not the variation. Factor A is
useful for adjusting the process to hit a target value.

2. Factor B causes a reduction in variation, without changing the
average. Setting B � �1 reduces variation, and is an obvious choice
for future process settings.

3. Factor C changes both average and variation. Setting C � �1 reduces
variation, but this may cause the average to be off target. In this case,
adjusting factor A may compensate for shifts caused by factor C.

4. Factor D has no effect on average or variation, and need not be
included in any model for the process. Factor D may be set at whatever
level is least expensive.

In Step 8 of the 10 step process illustrated in Figure 10-48, the experimenter
decides which factors have significant effects and which factors belong to

A = −1 A = +1

B = −1

B = +1

C = +1

C = −1
D = −1 D = −1

Figure 10-62 Four Ways in Which a Factor May Effect the Average and the
Standard Deviation of a Response
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each of the four categories listed above. Here are the tasks to complete
within Step 8 for a modeling experiment:

1. If the experiment contains only one replication of the corner points,
then jump ahead to paragraph 6. The next four paragraphs discuss
building a model for standard deviation, and this model is not available
for experiments with only one replication.

2. Calculate standard deviation for each run of the experiment. MINITAB
does this with a separate function called Pre-process Responses for
Analyze Variability on the Stat  DOE  Factorial menu.

3. Analyze the standard deviation as a separate response to the
experiment, using a full model with all estimable main effects and
interactions. The MINITAB Analyze Variability function performs an
analysis of variance on the natural log of the standard deviation.
MINITAB analyzes the natural log because this transformation tends
to normalize the skewed distribution of standard deviations, so the
error rates of the analysis are closer to their intended values.

4. View graphs to determine which factors have significant effects on the
standard deviation. Statistical tests of significance may not be reliable
in this case. Significance might be determined by a visual assessment
of which effects are the “vital few” on the Pareto chart. View interaction
plots and main effects plots as needed to understand the meaning of
the significant effects.

5. Repeat the analysis of standard deviation using a reduced model con-
taining only the significant effects. If an interaction is significant, all
effects contained in the interaction must remain in the model, according
to the rule of hierarchy. If required, write out the model from this final
analysis. The model is of the form …, where the
�i are the coefficients from the analysis report.

6. Analyze the response variables from the experiment, using a full
model with all estimable main effects and interactions. The MINITAB
Analyze Factorial Design function performs an analysis of variance
on response variables and produces a variety of graphs.

7. View graphs to determine which factors have significant effects on the
average response value. When the experiment includes more than one
replication, the red significance line on the Pareto chart separates sig-
nificant effects (at 95% confidence) from insignificant ones. View
interaction plots and main effects plots as needed to understand the
meaning of the significant effects.

lns � �0 � �1X1 �
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8. Repeat the analysis of the response variable using a reduced model con-
taining only the significant effects. If an interaction is significant, all
effects contained in the interaction must remain in the model, according
to the rule of hierarchy. If required, write out the model from this final
analysis. The model is of the form …, where the �i

are the coefficients from the analysis report.

9. To identify optimal settings for the process, run the MINITAB
Response Optimizer. This is especially helpful with multiple
response variables to be balanced against each other.

Example 10.16 (Flyback Converter)

Marty designed and executed an L8 experiment with four factors and five repli-
cations, for a total of 40 trials. He built and measured 40 converters using the
parts specified by Table 10-10. Marty randomized the order of building and
measuring the converters to avoid contaminating the data with biases.

Table 10-13 lists Marty’s measurements of line regulation (Y1) and load reg-
ulation (Y2) for all converters. The second column lists factor levels in coded
form. The table also lists the average and standard deviation of the responses
for each run in the experiment.

Marty enters the response measurements into two columns of a MINITAB
worksheet containing the design for the experiment. Next, Marty selects
Stat  DOE  Factorial  Pre-process Responses for Analyze
Variability. Figure 10-63 shows the form that appears, with Marty’s entries.
Since the data is stacked into one column for each response, he sets the
Compute for replicates in each response column check box and completes
the form as shown. After Marty clicks OK, the function adds four new columns
to the worksheet, containing the standard deviations and counts of trials
compiled for each run in the experiment.

The next step is to analyze the standard deviation columns S1 and S2. Marty
selects Stat  DOE  Factorial  Analyze Variability, and selects S1 for the
response. This eight-run experiment can estimate coefficients for eight terms in
the model, one mean and seven other effects. In this case, the seven terms are
A, B, C, D, AB, AC, and AD. This experiment has a Resolution IV treatment
structure, meaning that two-factor interactions are aliased with each other.
Specifically, estimable terms include AB � CD, AC � BD, and AD � BC.
Marty must choose only one from each of the aliased pairs of interactions. In
the Terms subform, he selects the seven terms listed above. In the Graphs
subform, Marty requests Pareto, normal, and residual plots.

Figure 10-64 shows the Pareto chart for s1, the standard deviation of the line
regulation. This chart shows one significant effect, the main effect of factor C,
CapTiming. Marty repeats the analysis of s1, except this time in the Terms

Y � �0 � �1X1 �
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Table 10-13 Response Values for the Flyback Converter Experiment

Coded
Run Factors Y1: Line Regulation (mV) Average Std Dev

1 ���� 56 62 60 58 65 60.2 3.49

2 ���� 56 45 49 61 48 51.8 6.53

3 ���� 72 64 61 66 65 65.6 4.04

4 ���� 55 50 53 51 48 51.4 2.70

5 ���� 50 40 28 47 60 45.0 11.92

6 ���� 59 38 46 17 26 37.2 16.48

7 ���� 48 34 44 67 66 51.8 14.36

8 ���� 31 40 61 55 46 46.6 11.89

Coded
Run Factors Y2: Load Regulation (mV) Average Std Dev

1 ���� 105 100 108 104 103 104.0 2.92

2 ���� 28 76 71 57 67 59.8 19.10

3 ���� 52 22 54 92 88 61.6 28.89

4 ���� 43 53 50 47 65 51.6 8.35

5 ���� 152 91 116 119 121 119.8 21.70

6 ���� 66 69 78 80 76 73.8 6.02

7 ���� 72 74 68 73 77 72.8 3.27

8 ���� 77 81 72 65 30 65.0 20.46

subform, he removes all terms except for the significant factor C. The new
analysis again shows that factor C is significant in changing the standard
deviation of line regulation.

Figure 10-65 is the ANOVA report of the reduced model for s1. Reading the
coefficients from this table, the model for s1 is or

, where X3 is the coded value of the timing capacitor factor.
To minimize variation in line regulation, Marty should choose a 0.033 �F
timing capacitor (X3 � �1), and the predicted value of s1 is 3.97 mV.

s1 � e1.9922�0.6128X3
 

lns1 � 1.9922 � 0.6128X3
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Figure 10-63 MINITAB Form to Pre-Process Data for Analyzing Variability
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The analysis of s2 leads to similar conclusions, that a Schottky diode causes
more variation in load regulation than a PN diode. The predicted standard
deviation of load regulation is 4.68 mV with the PN diode.

Next Marty analyzes Y1, the average line regulation. He selects Stat  DOE 
Factorial  Analyze Factorial Design. He selects a full model in the Terms
subform and requests appropriate graphs. Figure 10-66 shows the normal prob-
ability plot of effects. Factors A and C are significant, and both have negative
effects on line regulation.

Marty removes all terms from the model, except for A and C, and repeats the
analysis of Y1. He reads the coefficients from the ANOVA report and writes
down the following model for Y1: , where X1

and X3 represent coded values of factors A and C.
Y1 � 51.2 � 4.45X1 � 6.05X3 

Analysis of Variability: S1 versus CapTiming 

Regression Estimated Effects and Coefficients for Natural Log of
 S1 (coded units)

                   Ratio
Term       Effect  Effect    Coef  SE Coef      T      P
Constant                   1.9922   0.1009  19.75  0.000
CapTiming   1.226   3.407  0.6128   0.1009   6.07  0.001

R-Sq = 86.02%    R-Sq(adj) = 83.68%

Figure 10-65 Analysis of Factors Significantly Affecting the Variability of Line
Regulation
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Since Y1 is a response that should be minimized, Marty should clearly set
X1 � �1 to minimize line regulation. Unfortunately, the timing capacitor with
coded value X3 presents more of a problem. A low value of the timing capacitor
minimizes variation of line regulation, but a high value of the timing capacitor
minimizes the average of line regulation. Both characteristics are desirable, but
Marty must choose one. This conflict must be resolved before selecting a single
value of timing capacitor.

A good way to resolve this conflict is to calculate the process capability under
both choices for the timing capacitor to see which is better. Table 10-14 shows
the results of these calculations.

Since the line regulation has a unilateral upper specification, CPU is an
appropriate capability metric. The 0.033 �F capacitor leads to a predicted CPU

of 5.64, far superior to the predicted CPU of 1.95 with the 0.068 �F capacitor.
Therefore, the best choices to maximize the capability of line regulation are a
47 �F inductor and a 0.033 �F timing capacitor.

Next, Marty turns his attention to Y2, load regulation. Analyzing Y2 with a full
model shows that factors A, B, C, and interaction AB are significant. The
interaction poses a problem, because the significant interaction could be AB or
CD or a combination of the two. To try to understand which interaction may be
present, Marty generates a complete interaction plot matrix, using the Factorial
Plots function in MINITAB.

Figure 10-67 shows the interaction plot matrix. The two graphs in the upper left
corner of the matrix show the AB interaction, while the two graphs in the
bottom right corner of the matrix show the CD interaction. Marty examines
this plot and compares it to what he knows about power electronics. It makes
sense to Marty that a larger inductor or a larger output capacitor would improve
load regulation, but that increasing both of them would not improve per-
formance much more. This is the effect illustrated in the AB interaction plots.

Next, Marty looks at the CD interaction plots. If these plots are accurate,
changing the timing capacitor completely reverses the effect of the diode type
on load regulation. Marty cannot think of any theory or reason why this sort of
thing might happen. Therefore, Marty decides to assume that the significant
interaction is caused by AB and not CD.

Table 10-14 Comparing Process Capability for two Capacitor Choices, Based on
Models for Average and Standard Deviation

Average Std Dev Upper
Scenario X1 X3 Y1 Y1 Tolerance CPU

CapTiming � 0.033 1 �1 52.8 3.97 120 5.64

CapTiming � 0.068 1 1 40.7 13.53 120 1.95



662 Chapter Ten

The interaction plot also helps Marty reach conclusions about where to set
factors A, B, and C, which have significant main effects on load regulation.
The timing capacitor, factor C, has a positive effect on load regulation.
Therefore, the lower value of timing capacitor, 0.033 �F, is better. Fortunately,
this is consistent with the earlier findings for line regulation.

Factors A and B must be interpreted using the interaction plot, since they have
a significant interaction. To minimize load regulation, both A and B must be
set to their high levels.

Marty removes insignificant terms from the model, leaving only A, B, C, and
AB. The rule of hierarchy states that if an interaction is present in the model,
all included effects must also be included. Since A and B are already in the
model, the rule is satisfied. If Marty had decided to accept CD as a more
plausible interaction effect, then the model would have to include A, B, C, D,
and CD, even though factor D is not a significant main effect.

With only significant terms in the model, the model for load regulation is

.

To summarize the results of the four models derived in this example, Table 10-15
lists the values of each factor required to minimize the average and minimize the
standard deviation of each response. Only one conflict appears, in the choice of
timing capacitor. Marty resolved this conflict by comparing the predicted CPU

with both choices of timing capacitor. If there were other conflicts in this table,
Marty could run the MINITAB response optimizer to sort them out.

Y2 � 76.05 � 13.5X1 � 13.3X2 � 6.8X3 � 9.05X1X2 
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Based on the models, Marty predicts performance for a flyback converter with
a 47 �H inductor, a 10 �F output capacitor, a 0.033 �F timing capacitor, and a
PN diode. He predicts line regulation to have an average of 52.8 mV and a
standard deviation of 3.97 mV, with CPU � 5.64. The load regulation will have
an average of 51.5 mV with a standard deviation of 4.68 mV, with CPU � 4.88.

The final step in this experiment is to verify the conclusions. Marty assembles
five more converters with the chosen component values and measures them.
Table 10-16 lists the results.

The verification units were close enough to the predicted values that Marty is
quite satisfied with the results of the experiment.

10.3.5 Testing a System for Nonlinearity with a Center Point Run

An experiment with two levels per factor can only estimate a model that is
a linear function of the factors. Real processes are rarely exactly linear, but
an estimated linear function is often close enough to be useful. Sometimes,
when the process performance is very nonlinear, the linear model can be

Table 10-15 Factor Levels which Minimize the Average and Minimize the Standard
Deviation of Each Response

Y1 � Line Regulation Y2 � Load Regulation

Chosen
Factor Average Std. Dev. Average Std. Dev. Value

Inductor 47 47 47

Output
capacitor 10 10

Timing
capacitor 0.068 0.033 0.033 0.033

Diode PN PN

Table 10-16 Measurements of Regulation on Five Verification Units

Measurements of 5 Verification Units Average Std Dev

Y1 43 55 57 49 47 50.2 5.76

Y2 58 56 55 35 59 52.6 9.96
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very inaccurate. Realizing this, some engineers want to have three, five, or
more levels per factor. This strategy can easily result in an impossibly large
number of runs.

An inexpensive way to test a system for significant nonlinearity is to add a
center point run to a two-level treatment structure. If the process behaves
linearly, the response at the center point will be the same as the average of
the response at all the corner points. If there is a significant difference
between the response at the center point and at the average of the corner
points, this indicates the presence of nonlinear effects. If the center point
effect is not significant, the experimenter may choose to accept the linear
model as an adequate representation of process behavior.

Center point runs are not possible for all experiments, including most of the
examples in this chapter. If any factor is qualitative (for example, two
suppliers or two machines), there can be no center level of this factor. All
factors must be quantitative before a center point may be used. All
MINITAB two-level factorial and Plackett-Burman functions provide the
option of adding a center point run to the experiment.

The following example illustrates the use of a center point to test for non-
linearity. The example also presents the concept of randomized block design
structures. Randomized block designs are common in Six Sigma experiments,
but many people analyze them as if they are completely randomized.
Frequently, this error results in incorrect conclusions and missed opportunities.

Example 10.17

Jeanne works at a company that manufactures interior components for cars.
She is evaluating a cover and latch assembly used to cover a storage com-
partment in the center console. Figure 10-68 is a cross-sectional view of this
cover, showing the hinge and latch components. When a passenger pushes on
the actuator, the latch releases the striker bar, allowing the cover to open.

Striker bar

Latch

Actuator

Hngei

Y : Force

Figure 10-68 Cross-Sectional View of a Cover Assembly, Showing Latch
Components
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Customers have complained about excessive effort required to open the cover,
so Jeanne is investigating whether misalignment between the striker bar and the
hinge contributes to this problem. The release effort should be 24 � 4 N.

Jeanne has a test fixture that can precisely control the misalignment of the
striker bar, relative to the hinge axis. Figure 10-69 illustrates the three degrees
of freedom controlled by the test fixture. The distance between the two axes has
a nominal value d, but the distance could be misaligned by � = 0 � 1 mm.
There are also two angular misalignments, roll (!) and yaw (θ). Each of the
angular misalignments has a tolerance of 0 � 10°.

The objective for Jeanne’s experiment is to determine how distance, roll, and yaw
between the striker and hinge axes affect the cover release effort. Figure 10-70
illustrates the IPO structure for this experiment. To test these three factors, Jeanne
selects an L8 treatment structure, which will produce a complete model linear in
the three factors.

Jeanne strongly suspects nonlinear behavior. If any of the three factors increases
without limit, the cover will jam and effort will increase dramatically. To test
the process for nonlinear behavior, Jeanne adds a ninth run to test the center of
all factors, (0, 0, 0), which represents perfect alignment between the axes.

If Jeanne chooses a completely randomized design structure for this
experiment, she would need a large number of covers, to have one cover for
each trial. For five replications in a completely randomized design structure,
Jeanne would need 45 covers. Aside from the high cost of parts, this strategy
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Figure 10-69 Three Types of Misalignment between Hinge and Striker Axes

δ: Distance misalignment ± 1

φ: Roll misalignment ± 10

θ: Yaw misalignment ± 10

Cover assembly
Y = f (δ, φ, θ) + noise

Y: Release effort

Figure 10-70 IPO Structure for the Cover Experiment
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does not make sense to Jeanne. Instead, she wants to take five covers and apply
all nine runs to each cover. Intuitively this seems like a more reasonable
experiment. However, all the examples in Jeanne’s DOE class had one new
experimental unit for each trial.

Unsure of what is best, Jeanne seeks the advice of Doug, the company stat-
istician. Doug asks a few questions to understand the situation.

“Suppose you keep the test fixture settings constant. Which do you expect less
variation: repeated measurements on the same cover, or replicated meas-
urements on different covers?” asked Doug.

“Obviously,” said Jeanne, “repeated measurements on the same cover will be
more consistent.”

“In that case, each cover is called a ‘block,’instead of an ‘experimental unit.’Blocks
of material have less variation within blocks than between blocks. We can design
the experiment to take advantage this knowledge. Your idea for this experiment
is a standard technique called a randomized complete block design structure.
The word ‘complete’ means that each block is subjected to all nine runs in the
treatment structure. You can run the experiment with five covers, with nine trials
on each cover. This type of blocked experiment will detect smaller signals with
higher probability than a completely randomized experiment.”

“Oh that’s good!” Jeanne was relieved that her hunch was a good one. “Is the
analysis of a blocked experiment different?”

“Yes it is,” Doug said. “Tell MINITAB about the blocks when you set up the
experiment, and it will analyze it correctly. If you analyze a blocked
experiment as if it were completely randomized, you may reach incorrect
conclusions. I’ll show you how to do it.”

“Thanks!”

Doug shows Jeanne how to generate the design matrix. In the Factorial Design
form, Jeanne clicks Designs and fills out the subform as shown in Figure 10-71.

Figure 10-71 MINITAB Designs Subform for a Randomized Complete Block Design
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Jeanne wants one center point per block, five replications, and five blocks. After
entering in the factor names and levels in the Factors subform, Jeanne clicks
OK to generate the design matrix in a new worksheet.

“By the way,” Doug observes, “this is called a randomized complete block
design because the order of trials is applied to each block using a different
random order for each block. Notice how MINITAB has randomized the order
of the blocks one through five, and also, the order of trials within each block is
randomized. If you follow this order, you’ll have a successful experiment.”

Jeanne conducts the experiment according to the randomized order determined
by MINITAB. Table 10-17 lists her measurements of nine trials conducted on
each of the five covers.

When Jeanne analyzes this data, she views the Pareto chart in Figure 10-72.
This chart shows that the main effect of Distance and the interaction between
Distance and Yaw are significant. If Jeanne were to reduce this model by
removing insignificant terms, she would have to leave the main effect of Yaw in
the model, according to the rule of hierarchy.

In addition to the usual analysis of factorial effects, MINITAB has performed two
additional tests on this data. The report in the Session window summarizes this
analysis in the ANOVA table in Figure 10-73. The first source of variation in the
table is labeled Blocks. This row tests whether the blocks (covers) are significantly
different from each other. Since the P-value for the Blocks test is 0.000, this is very
strong evidence that the blocks have more variation between them than within
them. This is good news, because it verifies Jeanne’s assumption for the experiment.

The ANOVA table also includes a line labeled Curvature. In Jeanne’s data, the
average of the center points is 25.62, while the average of all the corner points
is 27.79. The Curvature line in the table lists a P-value of 0.010. This means
that the process is significantly nonlinear, with a confidence of 99%.

Therefore, Jeanne cannot rely on a model from this experiment for inter-
polation, because of the nonlinearity. But there is a way to add a few more runs
to this experiment and use the combined dataset to create a nonlinear model.
This example will continue later.

The previous example showed how a center point run added to a two-level
experiment may reveal the existence of nonlinearity. Once nonlinearity is
revealed, the experimenter cannot determine which factor or factors have
nonlinear effects from the center point alone. The experimenter can augment the
experiment with additional trials to determine which factors are nonlinear and
how to model the nonlinearity. The next section discusses this method further.

Experimenters should realize that center points are not foolproof; they will
not always reveal nonlinearity. For example, consider the function
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Table 10-17 Effort Measurements for Jeanne’s Cover Experiment

Factors Response: Effort

StdOrder CenterPt Distance Roll Yaw Block 1 Block 2 Block 3 Block 4 Block 5

1 1 �1 �10 �10 19.5 26.1 27.1 25 27.1

2 1 1 �10 �10 28.3 30.4 30.1 28.1 35.4

3 1 �1 10 �10 21 24.1 28.5 23.3 26.4

4 1 1 10 �10 31.2 32.5 35.6 29 32.1

5 1 �1 �10 10 20.5 26.8 26.5 27.1 27.8

6 1 1 �10 10 27.5 28.3 29.4 27.6 33.8

7 1 �1 10 10 21.7 25.7 27.8 26 26.8

8 1 1 10 10 29.1 27.3 32.1 28.4 30.5

9 0 0 0 0 22.3 25.9 27 24.2 28.7
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. The point is a saddlepoint of this function.
A factorial experiment centered on this point will fail to detect nonlinearity,
even with a center point. Despite these rare problems, the use of center
points is a standard technique for practical experimenters who need to
model complex systems efficiently.

10.4 Conducting Three-Level Experiments

Many experimenters need to conduct experiments with more than two levels
per factor. This need arises in two different types of situations. In one situation,
some categorical or attribute factors have three or more levels to be tested.

(A, B) � (0, 0)Y � A2 � B2

Figure 10-72 Pareto Chart of Effects in the Cover Experiment
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Analysis of Variance for Effort (coded units)

Source              DF   Seq SS   Adj SS  Adj MS      F      P
Blocks               4  166.050  166.050  41.512  15.11  0.000
Main Effects         3  263.263  263.263  87.754  31.94  0.000
2-Way Interactions   3   22.769   22.769   7.590   2.76  0.058
3-Way Interactions   1    1.640    1.640   1.640   0.60  0.445
 Curvature          1   20.880   20.880  20.880   7.60  0.010

Residual Error      32   87.930   87.930   2.748
Total               44  562.532

Figure 10-73 ANOVA Report for the Cover Experiment, Including Block and
Curvature effects
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For example, a component may have three, four, or more suppliers. When a
factor has four levels, a two-level treatment structure can be used by assigning
two two-level factors to the one four-level factor. If one factor has three or five
categorical levels, and other factors have two levels, one option is a full
factorial treatment structure containing all combinations of levels of all factors.
Another option is to force all factors into three or five levels, and to use one of
the three-level or five-level experiments in the Taguchi catalog. MINITAB can
generate and analyze these experiments.

This section focuses on the second situation that requires more than two
levels: nonlinear processes. Models derived from two-level experiments can
only represent linear functions of the factors. A linear function may not be
an adequate model for a nonlinear process. Therefore, experimenters need
tools to efficiently measure and model nonlinear process behavior. Models
derived from three-level experiments may include quadratic terms in
addition to linear terms and interactions. Quadratic terms allow the exper-
imenter to design a more robust system by selecting factor levels where the
slope of the model is flatter. This strategy reduces variation in the responses
caused by variation in the factors. For almost every experiment in a Six
Sigma setting, three levels are sufficient to satisfy the objectives of the
experiment.

Efficiency is even more important for three-level experiments than it is for
two-level experiments. A full factorial experiment with five factors at two
levels contains 25 � 32 runs. With three levels, the full factorial experiment
has 35 � 243 runs. The model derived from a 35 full factorial experiment
could have as many as 243 terms, but the vast majority of those terms
represent high level interactions that are unlikely to be present in most
systems. Launsby’s Pareto chart of the world suggests that interactions
involving more than two factors are rare, and when they occur, they have
little impact.

In a Six Sigma experiment with k factors at three levels, the effects of
interest (EOI) include 1 mean, k main effects, two-factor interactions,
and k quadratic effects. The perfectly efficient three-level experiment would
have runs, and it would be able to estimate each of the EOI
independently of each other. Such an ideal experiment does not exist, but
many very efficient options exist for three-level treatment structures.

Figure 10-74 illustrates four treatment structures available for experi-
menting with three factors at three levels. Here are some of the positive and
negative characteristics of each choice.

1 � 2k � Ak2B
Ak2B
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33 full factorial. The 33 full factorial treatment structure contains all 27 com-
binations of the three factors at three levels. This experiment produces an
orthogonal model with all the EOI, but also many unlikely terms such as A2B
and A2B2C. Since there are only 10 EOI with three factors, the modeling
efficiency of this experiment is 10/27 � 0.37. To design a three-level full
factorial experiment in MINITAB, select Stat  DOE  Factorial  Create
Factorial Design and select General full factorial design.

Taguchi L9. The Taguchi L9 orthogonal array can test three or four factors
at three levels with only nine runs. With three factors, the L9 is equivalent
to a 33�1 fractional factorial treatment structure. The model from this
experiment includes main effects and quadratic effects only. If any inter-
actions exist, they are aliased with main effects. Therefore, the modeling
efficiency is very low if interactions are included in the set of EOI. If the
experimenter is willing to assume that interactions are not present, the L9 is
efficient. However, if interactions may be present, the L9 is not rec-
ommended for more than two factors. To design an L9 or any other Taguchi

3 6

33 full factorial
27 runs

Taguchi L9
33−1fractional factorial

9 runs

Box-Behnken
15 runs

Central composite 
20 runs

Figure 10-74 Four Treatment Structures for Three Factors at Three Levels. The
Box-Behnken and Central Composite Options Include the Recommended Number
of Center Point Runs
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experiment in MINITAB, select Stat  DOE  Taguchi  Create
Taguchi Design.

Box-Behnken. The Box-Behnken treatment structure with three factors
includes 12 runs on the edges of the cube, plus a center point run. To make
the experiment orthogonal, the center point must be replicated three times,
for 15 runs total. A Box-Behnken experiment is like a collection of 22

factorial experiments with center points for each of the pairs of factors. A
Box-Behnken experiment produces a model containing the quadratic terms
and linear interactions. Therefore, the modeling efficiency of this choice is
10/15 � 0.67, the highest of the four experiments compared here. To design
a Box-Behnken experiment in MINITAB, select Stat  DOE  Response
Surface  Create Response Surface Design and select Box-Behnken.

Central Composite. The central composite treatment structure (also called
Box-Wilson, after its inventors) contains corner points like a two-level factorial
experiment, plus axial points, plus center points. Each axial point sets one
factor at an extreme level of �� or ��, with all other factors set to their center
levels. For the experiment to have desirable statistical properties, it should have
a specific number of center point runs, and the axial points should be outside
the faces of the cube defined by the two-level factorial experiment. Therefore,
the recommended value of � is greater than 1. A central composite experiment
actually has five levels per factor, but the experiment can only estimate
quadratic models, without higher-order terms. With three factors, a central
composite experiment can estimate all 10 EOI with 20 runs, therefore its
modeling efficiency is 10/20 � 0.50. To design a central composite experiment
in MINITAB, select Stat  DOE  Response Surface  Create
Response Surface Design and select Central composite.

When an experimenter knows in advance that factors have nonlinear effects,
the Box-Behnken treatment structure is often the most efficient choice. For
some delicate processes, Box-Behnken also has the advantage of avoiding
the corner points where the system might fail to function.

The central composite treatment structure is very popular in Six Sigma
experiments, because the experimenter may conduct the experiment in two
phases. In phase one, the experimenter conducts a two-level factorial or
fractional factorial experiment, with a center point run. If the analysis of the
center point indicates that the system is significantly nonlinear, the exper-
imenter may augment the experiment into a central composite experiment by
adding axial points and additional center points. By following this strategy,

Ak2B
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experimenters can avoid the additional complexity of an experiment to model
nonlinear effects when a linear model is adequate.

Example 10.18

In an earlier example, Jeanne conducted an experiment to determine the effects
of distance, roll, and yaw on the effort to release a latch on a cover used in
automotive interiors. Her initial experiment had an L8 treatment structure plus
one center point run. She replicated the experiment five times on five covers,
with each replicate serving as a block in the experiment.

When Jeanne analyzed the data, she found significant evidence of curvature in
the system, since the center points were not the same as the average of the
corner points. The center point does not indicate which factor or factors have a
curved response, only that curvature exists.

To determine which factors have curved effects, Jeanne decides to conduct
additional measurements to augment her L8 experiment into a central
composite experiment. To do this, she needs to perform eleven additional trials
on each cover, including six axial points, and five additional center points.
Combining these 11 trials with the initial nine trials produces the central
composite treatment structure for these three factors.

MINITAB provides an option to add axial points to a factorial experiment in
the Stat  DOE  Modify Design function. In this particular example with
the randomized block design structure, the Modify Design function does not
give the correct results.

Therefore, Jeanne creates a new design matrix by selecting Stat  DOE 
Response Surface  Create Response Surface Design. Jeanne selects
Central composite with three factors and clicks Designs. Figure 10-75 shows
the Designs subform with Jeanne’s choices. She requests five replicates and
selects Block on replicates. In the Factors subform, Jeanne enters factor
names and levels. She leaves the remaining settings as defaults and generates
the design matrix. The result is a worksheet with 100 rows for the 100 trials in
the combined experiment.

Jeanne needs to enter the measurements from the first 45 trials into the worksheet.
To make this easier, she sorts the worksheet by the StdOrder column to enter the
earlier data in a new column. Before running the experiment, she again sorts the
worksheet by the RunOrder column, which restores the random order and leaves
the remaining trials indicated by blank cells in the response column.

Jeanne performs the additional eleven trials on each of the same five covers.
She performs the trials in a random order for each cover and records the data
listed in Table 10-18.

To analyze this data, Jeanne’s first step is to view a residual plot. She analyzes
the data by selecting Stat  DOE  Response Surface  Analyze
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Response Surface Design. In the Graphs subform, she requests the Four in
one residual plot. The plot shows nothing particularly unusual, so she turns her
attention to the analysis report in the Session window. Figure 10-76 shows a
portion of this report, listing all the terms in the model for the experiment.

Jeanne looks for significant effects, indicated by P-values less than 0.05. She
notices that both the main effect Distance and the quadratic effect
Distance*Distance are significant. The quadratic effect Roll*Roll is significant.
By the rule of hierarchy, the main effect of Roll must stay in the model, even
though it is not significant. Further, the system has a significant Distance*Yaw
interaction, so the main effect of Yaw must also stay in the model.

The next step is to reduce the model so it only includes significant terms plus
those included for hierarchy. Jeanne repeats the analysis, but in the Terms
subform, she removes the CC, AB and BC terms, which are not required.

To write out a model for the system, Jeanne refers to a different part of the
report in the MINITAB Session window entitled Estimated Regression
Coefficients for Effort using data in uncoded units. Using this table, Jeanne
writes out this model for factors in uncoded units: 

The table also includes effects for each cover as a separate block. These effects
are of no use to Jeanne, because they only relate to the five covers used in this
experiment. Therefore, she does not include any of the block effects in the model.

� 1.400�2 � 0.004842!2 � 0.06825��

Y � 25.74 � 2.734� � 0.008088! � 0.01282�

Figure 10-75 MINITAB Form to Design a Response Surface Experiment
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Table 10-18 Additional Data to Augment the Cover Effort Experiment into a Central Composite Treatment Structure

Factors Response: Effort

Distance Roll Yaw Block 1 Block 2 Block 3 Block 4 Block 5

�1.682 0 0 20.8 26.7 26.5 23.1 25.0

1.682 0 0 32.5 38.4 34.5 34.2 32.9

0 �16.82 0 21.5 26.2 28.5 26.5 32.0

0 16.82 0 25.3 28.5 26.8 24.0 29.4

0 0 �16.82 23.1 26.1 27.1 24.5 28.6

0 0 16.82 24.0 25.8 27.5 23.8 29.1

0 0 0 21.9 26.2 26.8 23.8 29.0

0 0 0 22.2 26.0 26.9 24.3 28.8

0 0 0 22.5 26.1 27.0 24.0 28.6

0 0 0 22.2 25.8 26.7 24.1 28.7

0 0 0 22.3 26.1 27.1 23.9 28.8
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To understand what this model means, Jeanne needs to view graphs of the
system. With more than two levels per factor, main effects plots and interaction
plots are less effective, and MINITAB does not offer them in the response
surface menu. Instead, Jeanne creates contour plots and surface plots to
visualize the system model.

To create these plots, Jeanne selects Stat  DOE  Response Surface 
Contour/Surface Plots. In the form that appears, she selects both contour and
surface plots, and clicks each Setup button in turn. On each Setup subform,
Jeanne selects Generate plots for all pairs of factors and In separate
panels of the same graph.

Figure 10-77 shows three contour plots generated from the model. Each plot
represents one pair of the three factors, with the third factor held to its center
value. The first graph shows how effort changes as a function of roll and
distance. The light shaded oval represents a region where effort is at a minimum,
and the effort function is nearly flat, near where distance is 1 mm short. As
distance goes long, the effort rises sharply. There is also an increase in effort as
roll changes in either direction from perfect alignment.

The second contour plot shows how effort changes as a function of yaw and
distance. The same distance effect is evident as in the previous plot, but yaw has
a more one-sided effect. When distance is long, increasing yaw in the positive
direction decreases effort. However, when distance is short, increasing yaw in the
negative direction decreases effort. For whatever reason, the distance factor tends
to reverse the effect of yaw. This is the significant interaction effect in the model.

Figure 10-76 Table of Terms and Coefficients for the Cover Experiment

Response Surface Regression: Effort versus Block, Distance, Roll, Yaw 

The analysis was done using coded units.

Estimated Regression Coefficients for Effort

Term                  Coef  SE Coef        T      P
Constant           25.5887   0.2573   99.436  0.000
Block 1            -3.0530   0.2822  -10.819  0.000
Block 2             0.4270   0.2822    1.513  0.134
Block 3             1.4520   0.2822    5.146  0.000
Block 4            -1.2780   0.2822   -4.529  0.000
Distance            2.7336   0.1707   16.011  0.000
Roll                0.0809   0.1707    0.474  0.637
Yaw                -0.1282   0.1707   -0.751  0.455
Distance*Distance   1.4179   0.1662    8.531  0.000
Roll*Roll           0.5022   0.1662    3.021  0.003
Yaw*Yaw             0.1804   0.1662    1.086  0.281
Distance*Roll       0.2775   0.2231    1.244  0.217
Distance*Yaw       -0.6825   0.2231   -3.059  0.003
Roll*Yaw           -0.1625   0.2231   -0.728  0.468

S = 1.411   R-Sq = 86.3%   R-Sq(adj) = 84.2%
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Figure 10-77 Contour Plots of Effort by Pairs of Factors in the Cover Experiment

The third contour plot shows effort as a function of yaw and roll. Since this
graph is all one shade, it means that there is relatively little change as a function
of yaw and roll, at least when � � 0. The shade of the graph indicates that effort
is between 25.0 and 27.5.

Figure 10-78 displays a set of surface plots, showing the same information in
another way. The interpretation of these plots is the same as the contour plots.
In some cases, surface plots are easier to understand, and in other cases, contour
plots are easier to understand. It requires very little effort to generate both kinds
of plots.

Note that the third surface plot of effort versus yaw and roll shows a curved
surface, but the contour plot of the same function looked flat. On the surface
plot, notice that the range of effort values on the vertical scale is very small,
compared to the range of effort in the other plots. In the contour plots, the color-
coded contours are the same for all plots, but in the surface plots, each plot may
have its own scale.
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To conclude this experiment, Jeanne notes that effort to release the cover does
increase sharply, especially as the distance between the hinge and the striker
increases. Roll or yaw makes the effort higher. Since the tolerance for effort is
24 � 4 N, some regions within the tolerances of distance, roll and yaw create
efforts outside this tolerance. Jeanne’s model does not consider variation
between covers, so it is very likely that many covers will have substantially
higher efforts.

This experiment verifies the problem and provides insight into which types of
misalignment change effort the most. Jeanne can use this knowledge to redesign
the cover in the most effective way to solve this problem. In particular, the flat
portion of the model near � � �1 suggests possible redesigns to make the effort
more predictable and consistent. If the distance between the hinge and the striker
axes were increased by 1 mm, perhaps by elongating the cutout in the latch, the
flat spot may move to the point where the axes are aligned. This may eliminate
tolerance conditions where the effort increases beyond tolerable limits.

As measured by modeling efficiency, the Box-Behnken treatment structure
is more efficient than the central composite treatment structure for three
factors. However, the central composite is more popular because of the
option to augment a two-level factorial experiment into a central composite,
as illustrated in the above example.
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Figure 10-78 Surface Plots of Effort by Pairs of Factors in the Cover Experiment
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In a central composite experiment, the location of the axial points and the
number of center points are important to assure that the experiment has
desirable statistical properties. Many variations of the central composite
treatment structure are in common use, including the face-centered design
with star points located on the faces of the factorial hypercube, instead of
outside it. The face-centered option may be more convenient than con-
trolling factors to five levels each. It is also tempting to run fewer than the
recommended number of center points.

Experimenters should be aware of three important statistical properties of
any modeling experiment. These are rotatability, orthogonality, and uniform
precision.

Rotatability. An experiment is rotatable if the prediction model has the
same precision at all points that are the same distance from the center point.
This property is important when the model is used to optimize a process,
because any change indicated by the model has the same uncertainty
regardless of the direction of the change. Two-level factorial and Box-
Behnken designs are rotatable. Central composite designs are rotatable when
the axial points are located at ��, where , and nF is the number
of points in the two-level factorial section. Geometrically, this choice makes
the pattern of points in the treatment structure round, so that the distance
from the center point to any axial point is the same as the distance to any
corner point.

Orthogonality. An experiment is orthogonal if all effects of interest in the
model are estimable independently. When the model includes quadratic
terms, the number of center points is important to assure that all the quadratic
coefficients are independent. Box-Behnken designs with the MINITAB
default number of center points are orthogonal. A rotatable central composite
design is also orthogonal if it includes center
points. (Schmidt and Launsby)

Uniform precision. A rotatable experiment has uniform precision if the
prediction model has the same precision at the center of the design space as
it does at points of unit distance away from the center. Points of unit distance
include the center of any face of the factorial hypercube, and all points on a
hypersphere inscribed within the factorial hypercube. Box and Hunter
(1957) discussed this concept in their analysis of response surface designs,
and Montgomery (2000) calls this property uniform precision. Uniform
precision designs provide greater protection against bias in the model
caused by third-order effects that may be present in the system.

nC � 4(2nF � 1) � 2k 

� � 24 nF 
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A central composite experiment cannot possess all three of these desirable
properties. If the axial points are located at , then the
experiment is rotatable regardless of the number of center points. An exper-
imenter must choose between uniform precision and orthogonality. In the
case of k � 3 factors, uniform precision requires six center points, while
nine center points nearly achieves orthogonality.

With fewer than the orthogonal number of center points, the quadratic coef-
ficients in the prediction model are slightly correlated. However, the correlation
between quadratic coefficients in a uniform precision design is not enough to
be practically significant. The benefits of greater protection from bias caused
by third-order effects, plus the obvious benefit of fewer runs, favor uniform
precision over orthogonality for central composite experiments.

MINITAB response surface design functions will generate central composite
experiments that are rotatable and have uniform precision, with the default
settings for � and the number of center points.

10.5 Improving Robustness with Experiments

If DFSS is the pursuit of balance between cost and quality, then robustness
is the key to DFSS. A process is more robust if it exhibits less variation in
response to changes in control variables and noise variables.

Traditionally, the way to reduce variation has been to tighten tolerances. If all
components, control variables, and noise variables are tightly controlled, then
the process should exhibit less variation. But tightening tolerances is always
costly. If an engineer does not know which tolerances to tighten and opts to
tighten all of them, cost increases dramatically. Since most of these cost
increases are unnecessary, tightening tolerances is a very wasteful practice.

Robust engineering is the process of reducing process variation without
tightening tolerances. Frequently, variation can be reduced by changing the
nominal values of components and control variables, at no additional cost. 
The only challenge is to find these opportunities for robustness that lie
hidden in our processes.

The tools of efficient experiments already introduced are effective in finding
opportunities to improve process robustness. There are three ways for a
factor to affect the variation of a process, and simple two-level and three-
level experiments will detect all of them.

�� � 24 nF 
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Throughout this chapter, process models are represented by Y � f (X ) �
Noise. This generic process has two types of inputs, control inputs (X ) and
noise inputs. The noise inputs may be parameters we choose not to control for
practical reasons. For example, we may choose not to control room humidity
or which person operates a process, because to do so would be impractical.
More often, noise inputs are simply unknown. We only see the effects of
these inputs in the form of unexplained variation in the process outputs.

To reduce process variation, we must reduce the variation induced by
control factors or noise factors, by adjusting nominal values of control
factors. There are only three ways for a control factor to have this effect: it
can reduce variation induced by itself, it can reduce variation induced by
another control factor, or it can reduce the variation induced by noise
factors. Figure 10-79 illustrates this concept with an amplifier that adjusts
the effect of each factor, in response to the levels of other factors.

Factor A in Figure 10-79 controls its own amplifier, so it has greater effect
on the system at some levels than at other levels. The net effect of factor A
is nonlinear. Nonlinear effects reduce variation when the process is operated
on a flatter portion of the function Y � f (X ). To find factors with nonlinear
effects, run an experiment with three levels per factor, such as a Box-
Behnken or a central composite design. Factors with significant quadratic
effects are nonlinear.

Factor B in Figure 10-79 controls the amplifier of factor C, because of an
interaction between factors B and C. At certain settings of factor B, the
effect of factor C is reduced, resulting in reduced variation in the system
responses. Interactions reduce variation when the level of one factor is set to

Control
factors

Noise factors

A

B

C

D

Figure 10-79 Illustration of Three Ways a Control Factor May Reduce Variation
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reduce the slope of the function Y � f (X ) with respect to another factor.
To find factors with interactions, run a factorial experiment with Resolution
V or higher. Box-Behnken and central composite designs also estimate
linear interactions.

Factor D in Figure 10-79 controls the amplifier of a noise factor, which
could be known or unknown to the experimenter. Factor D is called a noise
reducer. At certain settings of factor D, the process displays less variation
caused by the noise factor. Several types of experiments are effective ways
to find noise reducers. Any replicated experiment can reveal noise reducers
if the standard deviation of the response is analyzed as a separate response.

Earlier examples in this chapter have already showed cases of each of these
opportunities for robust design.

Example 10.19

Jeanne conducted an experiment to model the effort required to open a cover
used in an automotive interior. The experiment revealed that distance has a
nonlinear effect on effort. As distance increases, effort increases at a faster rate.
Figure 10-80 illustrates how effort relates to distance. At the nominal distance
� � 0, variation in distance causes variation in effort. But if the distance is
reduced to � � �1, the same variation in distance causes less variation in effort.
Redesigning the system around a nominal value of � � �1 makes the product
more robust.

Example 10.20

Marty conducted an experiment to settle on the design of a flyback converter.
The experiment revealed that load regulation has an interaction between the
inductor and the output capacitor. Figure 10-81 is an interaction plot of load
regulation versus capacitor value, for two values of the inductor. When the
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Figure 10-80 In the Cover Experiment, Moving the Nominal Distance to � � �1
Reduces Variation in Effort
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inductor is 22, variation in the capacitor causes variation in load regulation. But
when the inductor is 47, variation in the capacitor causes less variation in load
regulation. Therefore, setting the inductor at 47 is a robust design choice.

All two-factor interactions can be viewed in two different ways. Figure 10-67
is a matrix showing all interactions affecting load regulation. Each interaction
effect has two plots in this matrix. The other plot for the interaction between
inductor and capacitor has one line for each value of capacitor and inductor
values on the horizontal axis. This plot looks very similar to Figure 10-81.
From this plot, Marty concludes that setting the capacitor to 10 is also a robust
design choice.

The same experiment also has two factors that reduce noise in the system.
Marty knows this because he analyzed the standard deviation of line and load
regulation as additional responses. This analysis shows that variation in the
system is less when the timing capacitor is 0.033 than it is when the capacitor
is 0.068. Therefore, 0.033 is the robust design choice for timing capacitor.
Figure 10-82 illustrates the effect of the timing capacitor. Also, the choice of a
diode changes the standard deviation of load regulation. The PN diode is a
more robust design choice than the Schottky diode.

Robust design opportunities exist in many products and processes. In many
cases, an engineer may miss these opportunities to reduce variation at no
cost. An appropriate experiment can find many ways to improve the
robustness of a product or process.

Before an experiment can be an effective tool for robust design, the exper-
imenter must plan, conduct, and analyze the experiment with robustness as
an objective. A two-level experiment of Resoluton V, with a center point and
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Figure 10-81 In the Flyback Converter, Setting the Inductor to 47 Reduces
Variation in Effort Caused by Variation in the Output Capacitor
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replications can detect all three categories of robust design opportunities.
Analyzing the standard deviation across replications finds noise reducers,
and the Resolution V design estimates all two-factor interactions without
fear of aliasing with other significant effects. If the center point indicates the
presence of nonlinear effects, the experimenter may augment the two-level
experiment into a central composite design to find specific nonlinear effects.
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Figure 10-82 Setting the Timing Capacitor to 0.033 Reduces Variation in Line
Regulation



Chapter

Predicting the Variation
Caused by Tolerances

The previous chapters presented tools for analyzing measurements of
physical systems and inferring conclusions about those physical systems.
This chapter presents tools to infer conclusions about physical systems
using engineering knowledge of a system in place of measurement data.
The tools of tolerance design combine knowledge of component tolerances
with a system transfer function leading to a prediction of variation in system
performance. Since tolerance design enables engineers to predict and
optimize the statistical characteristics of products and processes before
building any prototypes, it is a vital part of the Design For Six Sigma
(DFSS) toolbox.

Statistical models are essential tools for business, engineering, and science.
Experiments on physical systems and simulation of virtual systems are
parallel paths to improving the accuracy and precision of statistical models.
Figure 11-1 illustrates the dual roles of experiments and simulation in
modern engineering. While earlier chapters focused on statistical tools
associated with experiments, this chapter introduces simulation tools.

In the development of a new product or process, tolerance design is the
process of specifying tolerances and capability requirements for all charac-
teristics of components and other inputs. Successful tolerance design
satisfies the customer’s quality and performance requirements at the least
product cost and in the shortest time to market.

To meet these often conflicting objectives, tolerance design requires a clear
understanding of the voice of the customer (VOC). In particular, an engineer
must have clear information about Critical To Quality characteristics
(CTQs) and tolerances before starting tolerance design.
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Analyze
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Y = f (X )
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Gather data
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Plan/
design

Figure 11-1 Experiments and Simulation Provide Parallel Paths to Knowledge in
the Form of Statistical Models

Of all the characteristics of a system, the CTQs are the most critical to perform
consistently around a target value, over time, and between units. As the team
designs the system, they identify CTQs of subassemblies and subprocesses as
the characteristics that cause the most variation of system CTQs. CTQs
usually measure the primary quantifiable functions of a system, or auxiliary
functions that prevent potentially serious failures. Efficient engineering
focuses extra effort on features of particular importance to customers.
Therefore, efficient engineering requires the identification and use of CTQs to
indicate where this extra effort is required.

All system characteristics require tolerances determined by the VOC. A
customer may explicitly specify tolerances, or the project team may specify
them based on their knowledge of customer requirements. For each charac-
teristic, tolerances represent the extreme values that are tolerable for an
occasional, individual unit. As the team designs the system, they set tol-
erances for characteristics of subassemblies and subprocesses to assure that
system characteristics will always be within their tolerances.

Tolerances have many forms. Tolerance design is easier for some types of
tolerances than for others. Most often, tolerances are bilateral, with an upper
tolerance limit (UTL) and a lower tolerance limit (LTL). Unilateral tol-
erances have either an upper or a lower limit, but not both. Tolerances may
also specify a target value for the characteristic. If the target value is (UTL
� LTL)/2, the tolerance is symmetric and bilateral. Asymmetric, bilateral
tolerances specify a target value closer to one tolerance limit than to another.
For example, 1.00 � 0.01 � 0.04 is an asymmetric tolerance with limits of
0.96 and 1.01. Some engineers specify tolerances with the target value
located at one tolerance limit, such as 1.00 � 0.00 � 0.05. This type of
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tolerance cannot be manufactured on target, since the average value cannot
approach the target without causing many parts to fall outside the tolerance
limits. Therefore, tolerances with the target located at one tolerance limit
are inappropriate for a DFSS project.

Many mechanical systems have geometric tolerances as described in ASME
Y14.5M. Geometric dimensioning and tolerancing (GDT) is a system of
tolerances expressing functional relationships between characteristics of
parts. When applied properly, GDT can save time and money in manu-
facturing by allowing wider tolerances on some characteristics if other char-
acteristics stay within narrower tolerances. Since most tolerance design
tools assume that tolerances are fixed and independent, GDT can complicate
the process of tolerance design. One section of this chapter explores
methods for dealing with this issue.

Engineers may practice tolerance design at different levels. At the lowest
level, engineers design parts around their nominal values, without con-
sidering tolerances at all. In some cases, an earlier project team performed
tolerance design on the system, and the new product uses the existing
system design without changes. Applying tolerances from the earlier design
to the new design is appropriate if documented reports exist to support them.

Another situation arises when drawing templates specify a default tolerance,
such as “x.x � 0.1; x.xx � 0.05.” In this case, characteristics specified
without a tolerance have the default tolerance of �0.1 or �0.05, depending
on the number of decimal places in the nominal value. Using these default
tolerances is not just lazy engineering; it simultaneously designs waste into
a product while inviting disaster. Tolerances tighter than customer
requirements are wasteful. Tolerances looser than customer requirements
lead to costly quality and reliability problems.

Fortunately, most responsible engineers apply some form of tolerance design.
A basic level of tolerance design is worst-case analysis (WCA), which
guarantees that Y will be within tolerance if all X variables stay within
tolerance. Customers expect at least this level of tolerance design, to assure
that parts will fit together and function properly. However, WCA alone does
not provide any information about variation or capability. A system charac-
teristic designed using WCA could have a capability index CPK � 0.6, which
is unacceptable, or it could have CPK � 6.0, which is probably better than
required. WCA provides no information about CPK or any other measure of
variation. Therefore, WCA is inappropriate for CTQs, and is only appropriate
for non-CTQs. This chapter describes a technique to perform WCA for linear
transfer functions only.



688 Chapter Eleven

Statistical tolerance design is a higher level of tolerance design that estimates
statistical characteristics of Y caused by variation of X. Since CTQs require
predictions of variation, capability, and other risks, CTQs require statistical
tolerance design. This chapter presents two tools for statistical tolerance
design, root-sum-square (RSS), and Monte Carlo analysis (MCA).

Any product or process has collections of characteristics at many levels.
Figure 11-2 illustrates a system with subsystems, components, and processes
nested within it. The design starts with tolerances and CTQs identified at the
system level from customer requirements. Tolerance design leads to the iden-
tification of lower-level CTQs and tolerances. This is the process of flowing
customer requirements down through the levels of the product and process.
Later, when the team builds and tests prototypes, data collected from these
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Figure 11-2 Every Product and Process Has Multiple Levels of Characteristics. At
Each Level, CTQs are the Most Important for Controlling Variation. As Customer
Requirements Flow Down, Tolerance Design Sets Tolerances and Identifies CTQs at
Lower Levels. In the Verification Phase, Data Flow Up to Verify Conclusions of
Tolerance Design
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tests verifies the conclusions of tolerance design, starting from the lowest
process level and flowing up to the top system level. Figure 11-2 illustrates
these processes of flowing customer requirements down and flowing veri-
fication data up, during the course of a development project. At each level of
the design, the CTQs receive extra attention to assure that CTQ variation is
controlled and minimized.

In addition to a tolerance for Y, tolerance design requires a transfer function
of the form Y � f (X ). The transfer function computes system charac-
teristics Y from lower level characteristics X. The X variables include
characteristics of parts, processes, and environments that have an impact on
the system characteristics Y. Figure 11-3 illustrates a transfer function con-
verting X into Y.

In a DFSS project, engineers may apply tolerance design to any of three
types of transfer functions, called white box, gray box, and black box:

White Box. White box transfer functions are sets of equations computing Y
directly from values of X. Engineers generally derive these equations from
basic physical principles and theories about how the system works. For a
simple example, consider a stud of diameter X1 which must fit through a
hole of diameter X2. The clearance equation Y � X2 – X1 is a white box
transfer function.

System characteristics

Transfer function:
Y = f (X )

X

Y

Part characteristics
Process characteristics

Environmental characteristics

Figure 11-3 Transfer Function Y � f (X ). This Diagram is the Same as an IPO
Diagram From Earlier Chapters, Except That it is Rotated 90". Illustrating the
Transfer Function Vertically is Consistent With the Concept that Requirements Flow
Down and Data Flow Up
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Gray Box. Gray box transfer functions are computer models of the system.
For many systems, a direct solution is not possible, but a tool such as the
Excel Solver can find a numerical solution for Y. Gray box transfer
functions also include CAD models of mechanical structures, SPICE
models of electrical circuits, and more complex computer models used for a
variety of analytical tasks.

Black Box. Black box transfer functions are models derived from experiments
on physical systems. When no theory exists to build an adequate analytical or
computerized model of a system, engineers may use experiments to develop
models, by applying the tools introduced in Chapter 10. The example described
in Section 1.4 illustrates tolerance design and optimization tools applied to a
black box transfer function.

When an organization needs to bring new products to market sooner, tolerance
design is most effective when applied to white box or gray box transfer
functions. These options are available for tolerance design as soon as the team
adds details to the product concept, perhaps long before any prototypes exist.
Maximizing the benefit of DFSS requires the application of tolerance design
tools to white box and gray box models as soon as these models are available.

The analysis required to create white box transfer functions may be
extremely difficult. Except for the special case of linear stacks of
mechanical parts, the generation of transfer functions is an engineering skill
beyond the scope of this book. The tools presented in this chapter assume
that the transfer function Y � f (X ) is available for analysis.

In general, there are two ways to perform tolerance design. These are known
as tolerance analysis and tolerance allocation.

Tolerance Analysis. Tolerance analysis, also called “Roll-Up” analysis, is
the process of predicting variation in system characteristics Y caused by
variation in X. If the results of tolerance analysis are not satisfactory, the
engineer may change nominal or tolerance values for X and repeat tolerance
analysis until the system satisfied the desired levels of quality and cost.

Tolerance Allocation. Tolerance allocation, also called “Roll-Down”
analysis, is the process of directly calculating tolerances for X to satisfy the
quality requirements for Y.

Tolerance allocation is a more direct path to the objective of tolerance design,
because of the iterative nature of tolerance analysis. However, tolerance
allocation is more difficult than tolerance analysis, and tolerance allocation
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tools are not available for all types of systems. Therefore, engineers usually
use tolerance analysis with iterations to optimize their designs.

Figure 11-4 illustrates the process of tolerance design as a loop of five steps,
possibly with iterations. Here are the steps in the process:

1. Step 1: Define the tolerance for Y. The tolerance represents the extreme
values of Y that the customer can tolerate in an occasional, individual
unit. At the system level, the customer may specify the tolerance
directly. At lower levels, tolerance design of upper levels helps to
identify the tolerance for Y.

2. Step 2: Develop the Transfer Function Y � f (X ). An engineer may
derive a white box transfer function from basic principles, or create a
gray box transfer function in a computer application designed to
simulate system performance.

3. Step 3: Compile Variation Data on X. The method of tolerance analysis
determines which specific information is required for each X. Worst-
case analysis requires only tolerance limits for X. Root-sum-square
requires a mean and standard deviation for X. Monte Carlo analysis
requires a distribution to represent random variation of X. When
estimates of the statistical information are unavailable, assumptions
may replace them. Later examples show the impact of various choices
for assumptions.

4. Step 4: Predict Variation of Y. In this step, tolerance analysis predicts
the variation of Y, but the nature of this prediction depends on the
tolerance analysis tool. Worst-case analysis provides only a set of

Transfer function:
Y = f(X )

X

Y

5: Optimize

2: Develop 
transfer function

1: Define tolerance for Y

4: Predict
variation of Y

3: Compile variation data on X

Figure 11-4 Circular Process Flow for Tolerance Design, Centered on the Transfer
Function
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worst-case limits for Y. Root-sum-square provides a mean and
standard deviation for Y. Monte Carlo analysis provides an estimated
distribution for Y. After performing either statistical method, process
capability metrics and defect rates may be predicted using the formulas
from Chapter 6.

5. Step 5: Optimize. In this step, the engineer changes the design to
balance quality and cost. This process requires additional loops
through the process. If the predicted capability of Y is not acceptable,
adjusting nominal or tolerance values for X may improve it. This
process also identifies opportunities to reduce cost by increasing tol-
erances of components that make little contribution to variation of Y.

Many books on tolerance design, including Creveling (1997), Harry and
Stewart (1988), and Spence and Soin (1988) are limited to either electrical or
mechanical engineering applications. This chapter includes examples and
techniques applicable to either discipline. More generally, tolerance design
methods are applicable to any system described by a function of the form
Y � f(X), where X can vary randomly. These applications include chemical,
financial, software, and many other types of systems. Tolerance design applies
to any system where output variation is a result of input variation.

11.1 Selecting Critical to Quality (CTQ) Characteristics

DFSS requires that a development team identify which characteristics are
Critical To Quality (CTQ) at all levels of a product design. CTQs are those
characteristics for which variation must be minimized around a target value
to assure customer satisfaction. When a product is designed for one major
customer, that customer may specify directly what system-level charac-
teristics are CTQs. In other cases, when the intended customers form a
diverse market segment, the development team specifies system-level
CTQs. In either case, the team selects all CTQs at lower product and process
levels, as identified by Figure 11-2.

Understanding and selecting CTQs is difficult for many engineers and
teams. Yet this selection process is critical to the success of a DFSS ini-
tiative. CTQs are the “vital few” characteristics, which become the focus of
statistical analysis, modeling, and verification. If the team selects the wrong
CTQs, the initiative will fail to meet customer or business requirements.
This section provides guidelines for selecting CTQs in a way that enables
the team to succeed in the DFSS initiative.
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One reason why many engineers find CTQs confusing is that they focus
heavily on setting tolerances. In the past, tolerances were the only tool
available to the engineer to control quality. With tolerances as the only
means of control, tightening tolerances becomes the only way to reduce
variation. By instantly making the process less capable, tightening tol-
erances creates expensive problems for manufacturing. The manufacturing
process owners must either spend more money to reduce variation or suffer
the consequences of rework and scrap. To make matters worse, if the tightened
tolerances are inside the limits of tolerable variation in the eyes of the
customer, much of this added manufacturing expense becomes waste.
Tightening tolerances to control variation is a wasteful practice.

Today, in a DFSS environment, engineers have two ways to control the quality
of a characteristic: the tolerance limits and the CTQ designation. The tol-
erances for all characteristics should be set where customers would tolerate an
occasional, individual unit. A CTQ designation on a drawing sends a message
to manufacturing saying that, “This characteristic should aim for the target
value and have a high process capability.” Tolerances are important for both
CTQs and non-CTQs. For CTQs, it is also important that the average value be
close to the target, and that variation be controlled and minimized.

Every product has both CTQs and non-CTQs. The difference is in the
viewpoint of the customer. Figure 11-5 illustrates two ways in which a
customer perceives a characteristic that is off target. If a customer does not
perceive any impact of variation in a characteristic until it exceeds certain
tolerance limits, then the characteristic is not a CTQ. If the customer
perceives an increasing negative impact as the characteristic moves farther
from its target value, then the characteristic is a CTQ.

LTL T UTL

How customers perceive poor quality...

...for CTQs

...for
non-CTQs

...for
non-CTQs

Figure 11-5 The Difference Between CTQs and Non-CTQs is in the Perceptions of
Customers
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Most characteristics are not CTQs because the customer does not notice
any problem until the characteristic is outside certain limits. For example,
the assembly of a mechanism requires that the pieces fit together. If the
pieces do not fit, the assembly team (an internal customer) has a problem.
If the product assembles, but moving pieces are jammed, or if they are so
loose that they fall apart, the end user (an external customer) has a problem.
As long as the components stay within their tolerance limits, the product
will assemble and function without any noticeable problems. The part char-
acteristics determining whether a product can be assembled are generally
not CTQs.

However, there are many exceptions. When the primary function of a
product depends on component characteristics of size and form, these char-
acteristics may be CTQs. For example, consider a clothes dryer, in which
the drum rides on four rollers while a belt rotates the drum. If the rollers are
in perfect alignment, the drum turns with a minimum of friction, and the
mechanism will last essentially forever. But any misalignment increases
friction, reducing life of the belt, bearings, and other mechanical parts.
Since increasing misalignment increases the frequency of repairs, the
alignments of the rollers are CTQs.

Electromagnetic compatibility (EMC) is an example of a non-CTQ. The
reason for this is that a customer will not perceive an EMC problem unless a
product interferes with the operation of another product, or if handling a
product causes it to malfunction. Until this happens, various levels of per-
formance in EMC tests have no perceptible impact on the customer. In
practice, governmental authorities regulate many aspects of EMC. The tol-
erances imposed by these authorities are tight, so that any product that
complies with the regulations is highly unlikely to create a customer problem.
Even though EMC is not a CTQ, it is still a critical business requirement.
Consumer and industrial products must comply with a variety of EMC
requirements simply to gain access to commercial markets.

Often, CTQs are easy to identify because they are related to the primary
function of the product. For example, the primary function of an AC adapter
for a laptop computer is to provide a controlled DC output voltage. The DC
output voltage is a CTQ for the AC adapter. If the voltage is higher or lower
than its target value, the customer will perceive excessive charging time,
reduced battery life, and potentially other problems with the computer.

Figure 11-6 is a decision tree to help in the process of selecting CTQs. This
sequence of decisions will avoid some common traps in the CTQ selection
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Figure 11-6 Process Flow Chart for Deciding Whether a Characteristic is CTQ or Not

process. For each potential CTQ, here are the decisions for the team to
consider.

Is it a Characteristic?

The CTQ designation applies only to characteristics, not to parts or
processes. A part may be critical, but only characteristics of the part can be
CTQs. If a part or process is critical, think of one or more characteristics of
the part or process which measure its impact on the customer most directly.
A different type of error is to designate a group of characteristics as CTQ. It
is more likely that a single characteristic in that group is the most critical.

Does It Vary Between or Within Units?

The practical effect of a CTQ designation is that the development and man-
ufacturing teams work to control and minimize variation. If the charac-
teristic never varies, this work is not necessary. For example, it may be
critical that a part be made of a certain type of stainless steel. However, if
the line on the drawing specifying that type of stainless steel is designated
as a CTQ, what will anyone do differently? Since every part is made of the
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same material, this characteristic is one that never varies. Instead of the
material choice, perhaps some measurable physical property of the steel
part does vary. Perhaps that property should be a CTQ.

Is Minimum Variation Important to the Customer?

This is the critical decision that separates CTQs from non-CTQs. Sometimes,
the customer perceives the effect of variation directly, but most often, the
customer impact is indirect. If variation causes performance to change in any
noticeable way, or if it makes failures more likely, then it is a CTQ.

Is It Measurable?

Characteristics passing the previous three tests are CTQs, but this step is
also critical. If a CTQ is not measurable, then its variation is not con-
trollable. Also, if a CTQ is measured by a pass-fail or attribute measurement
system, then its variation cannot be controlled to high capability levels.
When a CTQ has an attribute measurement system, the team should either
find a variable way to measure the CTQ, or redesign the product so the char-
acteristic is not a CTQ. The earlier the team identifies this problem, the
more options the team has to deal with it.

The process of selecting CTQs involves a variety of tools, and these are
different for system-level CTQs than for lower-level CTQs. At the system
level, the single best tool for identifying CTQs is quality function
deployment (QFD). At the core of QFD is a matrix that identifies rela-
tionships between customer requirements on the rows and product
requirements on the columns. While customer requirements are sometimes
vague, product requirements must be clearly defined and measurable. QFD
identifies which product requirements have the greatest impact on the
customer; these are the CTQs. Chapter 7 of Yang and El-Haik (2003)
provides a good discussion of QFD.

As the team designs a product in top-down fashion, the team identifies
CTQs at each level of assemblies, components, and processes. At each level,
the characteristics that cause the most variation in upper-level CTQs are
CTQs. Many tools are helpful in this process, including the following:

QFD. Many companies apply QFD in up to four phases, with phases 2, 3,
and 4 defining and prioritizing requirements of components, processes, and
process controls. Among these requirements, the ones with the greatest
impact on the upper levels are candidates for CTQs.
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Failure Modes Effects Analysis (FMEA). FMEA is a well-established tool
for identifying and ranking characteristics of parts or processes that may lead
to system failure. During the FMEA process, the team ranks each potential
failure mode according to severity, likelihood of occurrence, and likelihood
of detection. The characteristics with the highest rankings are candidates for
CTQs. The team may decide to designate a characteristic as a CTQ as a
means of reducing the likelihood of occurrence and preventing system
failures. For more information on FMEA, consult the AIAG FMEA manual
(2001), SAE J1739 (2002), or Chapter 11 in Yang and El-Haik (2003).

Tolerance Design. Tolerance design identifies which component or process
characteristics contribute the most to variation in upper-level CTQs. These
lower level characteristics are candidates for CTQs. This chapter describes
tools of tolerance design.

Designed Experiments. A properly designed and analyzed experiment
identifies which factors in the experiment contribute significantly to
variation in upper-level CTQs. These factors are candidates for lower-level
CTQs. Chapter 10 describes the tools of efficient designed experiments.

Once the development team has selected CTQs, they must take specific
actions for each CTQ before production begins. Here are the deliverables
required for each CTQ:

Documentation of Rationale. It is important to document the reasons why
the team selected each CTQ. The rationale behind each CTQ must be
available for anyone who later questions the need for ongoing process control.

Documentation of Relationships to Other CTQs. Part of the rationale for
each CTQ is the impact it has on variation of CTQs at upper levels. These
relationships form a tree structure. A CTQ flowdown graph is a good visual
summary of these relationships on a single sheet. Figure 11-7 illustrates a
CTQ flowdown graph for a product that includes a valve and a driver.

Measurement System Analysis. Each CTQ must be measurable. Therefore,
the measurement system for each CTQ must have acceptable accuracy and
precision. In most companies, a calibration process assures the accuracy of
measurement systems, but the team that uses the measurement system is
usually responsible for assessing its precision. Chapter 5 describes the tools
of measurement system analysis.

Process Capability Analysis. Every CTQ requires data to justify that the
process is stable and capable. For every batch of prototypes, the team should



698 Chapter Eleven

Gas flow accuracy

Positioning accuracy Port width

Driver accuracy Valve accuracy

Calibration process

Input circuit 
accuracy

Feedback
circuit accuracy

Reference voltage

System level CTQs

Component CTQs

Process CTQs

Figure 11-7 CTQ Flowdown Graph, Illustrating the Relationships Between CTQs
at All Levels and the Customer at the Top. This Example Illustrates Relationships
Between CTQs for a Product that Includes a Gas Fuel Valve and Driver

analyze measurements of CTQs for stability and process capability. Before
production starts, a formal process capability study will justify that the
process is in statistical control and has acceptable values of process capability
metrics. Chapter 6 describes process capability studies and metrics.

Control Plan. For each CTQ, there must be a plan to control and minimize
variation through the life of the product. The control plan is prepared by the
development team, including representatives of manufacturing. For
templates and additional information on control plans, see the AIAG manual
Advanced Product Quality Planning and Control Plan (1995).

11.2 Implementing Consistent Tolerance Design

Assumptions introduce risk into a statistical process. This risk is man-
ageable if assumptions are chosen to be conservative, that is, more likely
safe than sorry. Because it is practiced in an engineering environment where
data is scarce, tolerance design relies heavily on assumptions. Therefore,
practitioners must choose and apply assumptions with care. Also, different
engineers may employ very different methods for tolerance design. Because
of varying assumptions and methods, different engineers analyzing the same
problem can derive very different results.
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Companies practicing DFSS must standardize tolerance design procedures. To
assure consistent project results, a tolerance design procedure should specify
assumptions, methods, and reporting procedures for all engineers to follow.

This section presents several questions that an effective tolerance design
procedure needs to answer for any company practicing DFSS. Following
each question is a comparison of various options, and a recommendation for
company procedure.

Question 1. Should I use worst-case or statistical tolerance analysis?

Recommendation. Statistical tolerance analysis is always preferred over
worst-case analysis because it provides essential information about the
variation of new products.

Even in a DFSS environment, worst-case analysis may be useful, but only in
very limited circumstances. Worst-case analysis should only be applied to non-
CTQs with linear transfer functions. All CTQs require statistical tolerance
analysis, and WCA is not reliable when applied to nonlinear systems.

Question 2. Among statistical tolerance design methods, should I use
root-sum-square (RSS) or Monte Carlo analysis (MCA)?

Recommendation. RSS is advisable only for linear transfer functions.
Application of RSS to nonlinear transfer functions requires partial derivatives
which many engineers prefer to avoid. In practice, RSS is advisable only for
linear stacks of mechanical parts, since electrical systems are usually nonlinear.

The best practice is to apply RSS to linear transfer functions in mechanical
systems, and to apply MCA to all other applications.

Many companies apply RSS to component tolerances in an unsafe manner.
The only safe way to apply RSS to component tolerances is by using a
“quality improvement weighting factor” q � 2.6. See Section 11.3.4 for
information on this method.

Question 3. Some Six Sigma metrics are short-term and others are long-
term. Does tolerance design predict short-term or long-term variation?

Options. DFSS projects require predictions of long-term variation. Since
products are designed for production over a long period of time, long-term
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variation is essential to understand. Tolerance design works either with
short-term or long-term variation. Here are the options, with their benefits
and drawbacks:

Option 1: Short-term in, short-term out (STISTO) Most component
data, if it exists, is short-term data. Tolerance analysis uses short-
term component data to predict short-term variation of Y. To allow
for shifts and drifts in production, the estimated mean of Y must be
shifted toward the closest tolerance limit by 1.5 standard deviations.
From this shifted distribution, the engineer can estimate long-term
capability metrics and defect rates. This option may be easier if most
components have estimates of short-term data available, but it
requires the extra step of shifting the Y distribution.

Option 2: Long-term in, long-term out (LTILTO) Tolerance analysis
applied to long-term component data estimates long-term variation
of Y. If long-term component data is unavailable, an engineer may
estimate this from short-term data by inflating the variance of the
short-term estimate. If no data is available, as is often the case, a
long-term assumption is used in place of data. The result of the
analysis is a prediction of long-term variation of Y, including the
effects of shifts and drifts. When component data is scarce, this
method is simpler because it leads directly to the desired long-term
predictions without shifts or corrections.

Recommendation. Either STISTO or LTILTO is a viable option for DFSS
projects. Whichever method is used, a DFSS project requires long-term pre-
dictions of Y variation. Since LTILTO is the most direct path to this
objective, LTILTO is recommended over STISTO.

Both methods require an adjustment for long-term effects. STISTO requires
an adjustment to the output, while LTILTO requires an adjustment to the
inputs. A common mistake is to ignore the need to account for long-term
shifts and drifts entirely. This happens when people assume all components
have “three-sigma” capability and do not add a shift to the predicted dis-
tribution of Y. This error causes predictions of variation to be smaller than
variation actually observed in production. Since this method underestimates
production defect rates, it is dangerous.

A different mistake is to use long-term component data or assumptions, and
then add an additional shift to the long-term output predictions. This
practice results in predictions that are unnecessarily conservative and
designs that are too costly.
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Option 1:
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±3σ normal

(CP = CPK = 1)

±3s normal, with 1.5σ shift 
(CP = 1; CPK = 0.5)

Figure 11-8 Three Optional Default Distributions for Components

Question 4. I have no data to estimate means, standard deviations, or dis-
tributions for components in my system. How can I use statistical tolerance
design without component data?

Options. This situation is very common. Engineers need a default assumption
for all components with unknown capability. For consistency within and
between projects, all engineers should use the same default assumption. The
default assumption must specify two aspects of the component distribution—
the distribution shape and the process capability. These two choices are inde-
pendent of each other. Figure 11-8 illustrates three popular options.

Option 1: Uniform between tolerance limits. Under this assumption, a
characteristic may fall anywhere between the tolerance limits with
equal likelihood. The capability of a characteristic with this dis-
tribution is . This assumption expresses
only a belief that the characteristic will fall within its tolerance limits,
with no knowledge of its actual distribution. This assumption is a
reasonable default assumption for long-term capability, since it
allows for variation caused by a wide range of shifts, drifts, and other
production problems. The uniform distribution does not represent an
estimate of any short-term process distribution, since real distri-
butions very rarely have sharp boundaries like the uniform model.
Therefore, the assumed uniform distribution is suitable for LTILTO
tolerance analysis.

Option 2: Normal distribution with �3 standard deviations between
tolerance limits. This option has two parts, the normal distribution
shape and the assumed �3-sigma capability. Many (but not all)
processes naturally have a normal distribution. If an engineer
assumes a normal distribution, but the true distribution is skewed,

CP � CPK �
1

23
< 0.577
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then the defect rates predicted by the engineer may be very low,
which is dangerous. In the absence of any data to support it, the
default assumption of normality is risky. The second part of this option
is the assumed capability. The capability of a characteristic with �3
standard deviations between tolerance limits is CP � CPK � 1.
If control charts or similar statistical methods control variation in this
characteristic, this is a reasonable assumption for long-term
capability. With active control charting, few processes perform with
worse capability than this. However, without any knowledge of
control charting, this assumption may be acceptable only for
STISTO, but not for LTILTO. Many components have long-term
capability far worse than CP � CPK � 1.

Option 3: Normal distribution with CP � 1 and CPK � 0.5. The net effect
of this is to shift the mean 1.5 standard deviations away from center. In
their 1988 book on mechanical design tolerancing, Harry and Stewart
propose this assumption to account for long-term shifts and drifts, in
their dynamic root-sum-square (DRSS) method of tolerance analysis.

Recommendation. With LTILTO tolerance analysis, the uniform distribution
(Option 1) is the best default assumption for component distributions.

The default component assumption should meet two criteria. First, it should
have worse capability than most real components, so that analytical results
will err on the safe side. Second, any method or software application for
tolerance design should be able to use the assumption easily. When using
the recommended LTILTO method, the only choice meeting both criteria is
Option 1, the uniform distribution between tolerance limits.

Many companies choose Option 2, the �3� normal, as their default dis-
tribution. As noted above, Option 2 is reasonable in the presence of active
statistical process control. Without this specific knowledge, Option 2 only
represents short-term process behavior. If engineers use the STISTO method
of tolerance analysis, which imposes a long-term shift on the output dis-
tribution instead of the inputs, Option 2 is a reasonable default assumption.
However, for LTILTO, the �3� normal assumption assumes better
capability than many processes can provide.

In real life, very few processes have active statistical process control on all
their characteristics. Even though control charts have been available for
nearly a century, engineers cannot safely assume that control charts are in
use, without specific knowledge of that fact. This is true even when the man-
ufacturer is a “Six Sigma” company.
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Harry and Stewart use Option 3 in their DRSS method, and this is a rea-
sonable representation of long-term component variation. However, this
method is impractical for Monte Carlo analysis required for nonlinear
transfer functions. If each component distribution is shifted, which way
does it shift? MCA requires a specific distribution to represent overall
component behavior. The shifted normal represents one particular value of
mean shift, and it cannot represent component behavior over time.

In practice, one or two components dominate the variation of most real
systems. The choice of a distribution only matters for these vital few com-
ponents. After the first round of tolerance analysis, the engineer can collect
real data for these vital few components to replace the default assumption.
This practice makes the impact of this assumption negligible.

The best practice for assumed long-term component distributions is Option 1,
the uniform distribution between tolerance limits. This practice avoids the
practical difficulties with normal distributions, with or without shifts. All
methods of tolerance design can readily use the assumed uniform distribution.

To summarize this section, every company implementing DFSS methods
needs a procedure to specify consistent tolerance design methods. The
following specific procedures are best practices for DFSS projects.

1. Statistical tolerance analysis (RSS or MCA) is required for all
systems. Worst-case analysis is not recommended.

2. Use RSS for linear mechanical stacks. Use MCA for all other appli-
cations.

3. RSS is correctly applied in one of two ways:
a. Use RSS to calculate the standard deviation of Y from the standard

deviations of X, with no weighting factor.
b. Use RSS to calculate tolerances of Y from the tolerances of X,

using a specified quality improvement weighting factor.
4. Use tolerance analysis to predict long-term system variation, based on

long-term component variation. This is the LTILTO method. When
actual component data is used, it should represent all sources of
variation expected over a long time in production.

5. When component data is unavailable, assume that each characteristic
has a uniform distribution between its tolerance limits.

Although statistical tolerance design is preferred to WCA, WCA is still
widely practiced. WCA remains an acceptable way to design linear stacks
of mechanical parts, as long as the linear stack is not a CTQ. Therefore, the
next section describes how to perform WCA in these situations.
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11.3 Predicting the Effects of Tolerances in Linear Systems

Linear stacks of parts are very common in the design of mechanical
systems. Designers must perform tolerance analysis of these stacks to assure
that parts will fit together during assembly, and that they will function
normally. A typical product may have tens or hundreds of linear stacks, each
of which requires a separate tolerance analysis. This section presents
methods for developing transfer functions and performing tolerance analysis
on linear stacks.

A linear stack is any system that may be represented by a transfer function
of this form:

In this formula, X1 . . . Xn represent the sizes of n components, and b1 . . . bn

represent numerical coefficient. In many situations, these coefficients are
either �1 or �1, but they could be any real number. Y is the characteristic of
the system that needs to be analyzed. When determining whether a set of parts
will fit together, Y is a gap with a unilateral lower tolerance limit of zero.

In this section, all examples represent mechanical systems, but the same
methods are applicable to any Y that can be represented by a linear function
of the components Xi.

11.3.1 Developing Linear Transfer Functions

Linear transfer functions are sometimes simple to derive, but often they are
not. One team recently struggled with how their product fits into their
customer’s product. The relationship between these products appeared
complex, but after a few hours of grappling with these issues, the team
derived this transfer function describing the fit of their product: Y � X1 � X2.
Only after discussing the relationships between their product and their
customer’s product did the team recognize this simple solution.

Example 11.1

Figure 11-9 represents a simple system with three blocks that must fit inside a
channel. Figure 11-9 is called a functional drawing, because it shows all four
parts together and illustrates a function of interest, which is assembly in this
case. To assure that the blocks fit inside the channel, the gap Y must be greater
than zero. By inspecting the drawing, the linear transfer function for this system
is Y � X1 � X2 � X3 � X4.

Y � b1X1 � b2X2 � c�bnXn 
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X1

X2 X3 X4

Y

Figure 11-9 Simple System with Three Blocks in a Channel

Most problems are more complex than the above example. This section
introduces vector loop analysis, a simple procedure to derive any linear
transfer function for a stack of mechanical parts. Figure 11-10 is a flow
chart illustrating six steps in this process. Here are the steps required for
vector loop analysis:

1. Define Y, with tolerance. Y represents the characteristic of the
system that needs to be analyzed. Very often in mechanical stacks, Y is
a gap that must be positive for the parts to fit together. This is also a good
time to identify tolerance limits and a target value for Y, considering the
needs and perceptions of the customer. For a simple assembly gap, Y has
a unilateral tolerance with a lower limit of zero. In other cases, the target
value of Y may be zero, with a tolerance limit on either side of zero.

1: Define Y, with tolerance

2: Collect drawings for all components

3: Make functional drawing,
illustrating Y with a vector

4: Add vectors for each Xi,
from the tail of Y to the head of Y

6: Verify transfer function with test cases

5: Write function Y = ΣbiXi, with 
bi determined by the

direction of each vector

Figure 11-10 Process Flow for Vector Loop Analysis, which Derives a Linear
Transfer Function for a Mechanical Stack
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2. Collect drawings for all components. Identify which components have
characteristics relevant to Y, and gather drawings for those parts,
including tolerances for all characteristics.

3. Make functional drawing, illustrating Y with a vector. A functional
drawing is simply a combined sketch showing all parts assembled,
with Y represented by an arrow, or a vector. When the sketch involves
several parts, there could be a gap in several places, where the parts might
touch each other. The functional drawing should show the parts touching
each other in all of these places except for one. Y represents the one
remaining open gap. The function drawing need not be a scale drawing.
It is usually helpful to exaggerate the scale to show more clearly how the
characteristics of each part contribute to Y.

4. Add vectors for each X, from the tail of Y to the head of Y. Add
vectors (arrows) to the drawing representing each characteristic Xi that
contributes to Y. Start at the tail of Y and make a loop of vectors ending
at the head of Y. Label each vector X1, X2, and so on. Each Xi should
be a single characteristic of a component with a specified tolerance.
Sometimes a scaling coefficient is required. In particular, many round
features have a tolerance assigned to their diameter. If one of the vectors
represents the radius of a round feature, it is labeled 0.5Xi.

5. Write the transfer function , with bi determined by the
direction of each vector. For each Xi vector pointing in the same
direction as Y, add the vector to the sum by setting bi �� 1. For each
Xi vector pointing in the opposite direction from Y, subtract the vector
from the sum, by setting bi ��1. If the vector includes a scaling coef-
ficient, multiply this coefficient by the sign �1 or �1 to give bi.

6. Verify transfer function with test cases. Check the transfer function by
substituting in nominal values for each Xi, and verifying that the
computed value of Y is correct.

Example 11.2

Apply vector loop analysis to the previous example with three blocks in a channel.

Solution Follow the six steps in the vector loop analysis procedure.

1. For this system, Y is the gap identified in Figure 11-9. This characteristic
has a unilateral lower tolerance limit of zero.

2. Each of the four parts has only one relevant characteristic, and these are
labeled X1, X2, X3, and X4 in Figure 11-9.

3. Figure 11-11 is a functional diagram for this system, including the vectors.
In a physical assembly, the three blocks could be located anywhere in the
channel, with gaps between them all. The functional diagram shows the
blocks and the channel touching each other, so that Y is the only gap in the
system. In Figure 11-11, a vector pointing to the left represents the gap Y.

Y � gbiXi
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X1

X2 X3 X4

Y

Figure 11-11 Vector Loop Analysis for Three Blocks in a Channel

4. Since the tail of the Y vector touches the edge of the channel, the first
component vector is X1, the width of the channel. At the head of the X1

vector, the channel touches a part with width X2, so X2 is the next vector.
Similarly, vectors X3 and X4 complete the vector loop, ending at the head
of the Y vector.

5. The X1 vector points in the same direction as Y, so X1 is added. The other
vectors point in the opposite direction, so they are subtracted. The resulting
transfer function is Y � X1 � X2 � X3 � X4.

In the above example, it is easy to verify that if the Y vector had been drawn
to the right, the vector loop analysis would produce the same transfer
function. The direction of the Y vector does not matter, as long as all the X
vectors connect head to tail, and form a loop going from the tail of Y to the
head of Y.

Example 11.3

Jim is designing packaging components for a new MP3 player. The package
consists of molded plastic parts that hold the electronics. To make the exterior
flashy and eye-catching, Jim has designed a brushed metal bezel, which is
stamped, formed, and fastened to the plastic case with a sheet of adhesive.
Figure 11-12 shows a cross-sectional view of the bezel, adhesive, and plastic
case, with selected tolerances in mm. This figure does not show the parts to
scale. In fact, the drawing is intentionally distorted so that visualizing the fit of
the three parts is easier.

Jim needs to determine if these three parts will fit together. There are several
functions to be analyzed involving these parts. One of these functions is the gap
between the bezel and the lip on the plastic case, after assembly. The gap cannot
be negative, because then the bezel would not touch the adhesive. In fact, some
gap is required, because the adhesive must be compressed approximately 10%
to properly seal. Therefore, the lower tolerance limit for the gap is 0.009 mm,
10% of the thickness of the adhesive.
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6.400 ± 0.010

6.700 ± 0.025

0.520 ± 0.010

Adhesive:
material thickness 0.086 ± 0.007

Bezel:
material thickness 0.800 ± 0.005

Figure 11-12 Sketch of the Bezel, Adhesive, and Case, Not to Scale

Y
X1

X2

X3

X4

X5

Figure 11-13 Functional Diagram and Vector Loop Analysis for the Gap Between
the Bezel and the Case

Also, the gap cannot be too big, because this invites fingernails and other
objects that could pry up or bend the bezel. The upper tolerance limit is difficult
to identify, and the marketing specification fails to mention this. Jim selects 0.1
mm for the upper tolerance limit, since this is thinner than most potentially
prying objects.

To develop the transfer function, Jim sketches a functional diagram showing all
three parts stuck together. Figure 11-13 shows this function diagram. Jim
draws an arrow representing Y. To complete the vector loop, Jim starts at the
tail of Y and draws X vectors ending up at the head of Y.

Referring to the function diagram and the vector loop, Jim writes down this
transfer function: Y �� X1 � X2 �X3 � X4 � X5.

Example 11.4

Karen is designing a simple plastic enclosure with a metal lid, which is secured
to the box by two screws. Figure 11-14 illustrates the assembly. Figure 11-15
shows selected dimensions and tolerances of the three parts. Karen needs to be
sure that the screws will always fit through the holes in the cover without
binding on the edges of the cover.
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Figure 11-14 Box, Cover, and Two Screws

To solve this problem, Karen makes a simplifying assumption that the screws
are centered in the holes in the plastic box. Once the screw threads engage the
plastic, the box and the screws essentially become one part, with each screw
centered in its hole. So this assumption is safe. She also assumes that the screws
are perpendicular to the plane of the cover. Since plastic and metal tend to warp,
this assumption is less safe. However, the cover sits directly on the box, so the
effect of these angles will be very small. Karen decides to ignore these angles.

Karen identifies three ways in which the parts might not assemble. Each of
these ways has its own transfer function.

• A screw might not fit through its hole in the cover. This can be prevented by
assuring that the hole diameter is larger than the screw diameter. Karen can
analyze this in terms of the simple transfer function Y1 � X1 � X2 If Y1 � 0,
this problem will never happen.

0.0
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Figure 11-15 Part Drawings for the Box, Cover, and Screw
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Y1 Y2 Y3

Figure 11-16 Functional Diagrams Illustrating Three Gaps that Must be Positive
for the Assembly to Fit Together. Screws and Box are Represented as a Single Part.
Scale is Exaggerated for Clarity

Figure 11-17 Vector Loop Analysis for Gap Y2

• The screws might be too far apart. If the cover is touching the outside edge
of one screw, there must be a gap between the cover and the outside edge of
the other screw to prevent this problem. Karen defines Y2 to be the gap
between the cover and the outside edge of one screw, when the cover is
touching the outside edge of the other screw. If Y2 � 0, this problem will
never happen.

• The screws might be too close together. If the cover is touching the inside
edge of one screw, there must be a gap between the cover and the inside edge
of the other screw to prevent this problem. Karen defines Y3 to be the gap
between the cover and the inside edge of one screw, when the cover is
touching the inside edge of the other screw. If Y3 � 0, this problem will
never happen.

Figure 11-16 shows functional diagrams for these three situations, with Y1, Y2,
and Y3 indicated in the figure. Figure 11-16 exaggerates scale for clarity. To
assure that the cover will always fit, Karen must analyze all three of these with
separate transfer functions.

Figure 11-17 is a vector loop diagram illustrating how Karen derives the
transfer function for Y2. The transfer function requires a radius for each screw
and a radius for each hole in the cover. Since the drawings specify diameters for

Y2

Y2 =
+0.5X1 X1 = Cover hole diameter

−0.5X8 X8 = Screw diameter

+X7 X7 = Box location of hole 1
−X6 X6 = Box location of hole 2

−0.5X5 X5 = Screw diameter

+0.5X4 X4 = Cover hole diameter
+X3 X3 = Cover location of hole 2
−X2 X2 = Cover location of hole 1
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each of these features, Karen lists them with a 0.5 coefficient before each one.
Here is the transfer function as listed in Figure 11-17: Y2 � 0.5X1 � X2 � X3

� 0.5X4 � 0.5X5 � X6 � X7 � 0.5X8

Derivation of a transfer function for Y3 is left as an exercise for the reader.

11.3.2 Calculating Worst-Case Limits

This section describes worst-case analysis (WCA) for systems with linear
transfer functions. WCA combines the tolerance limits of the components
through the transfer function, and computes worst-case limits for Y, the
system performance characteristic. Y will not fall outside the worst-case
limits, as long as all the X components stay within their tolerance limits. If
the worst-case limits of Y do not exceed the tolerance limits for Y, the
design is said to be a worst-case design.

WCA provides no information about how much Y will vary within its worst-
case limits, or about how likely Y is to be close to its worst-case limits. When
Y is a CTQ characteristic, WCA is not recommended because of this lim-
itation. However, when Y is not a CTQ characteristic, WCA is a useful, quick
method to determine whether the tolerance limits for Y are appropriate. 

WCA is only recommended for systems with linear transfer functions. For
nonlinear systems, WCA is not reliable, and statistical tolerance analysis
software is now widely available. Therefore, WCA should not be applied to
nonlinear systems. 

To perform WCA on a system with a linear transfer function, follow the four
steps diagrammed in Figure 11-18.

Example 11.5

Figure 11-9 shows a simple system with three blocks inside a channel. The
transfer function for this system is Y � X1 � X2 � X3 � X4. The tolerances of
the four parts are as follows: X1 � 3.4 � 0.2; X2 � 1.5 � 0.1; X3 � 0.50 � 0.04;
X4 � 1.00 � 0.06. Considering the requirement that Y � 0, is this a worst-case
design?

Solution Table 11-1 shows the calculation of worst-case limits for Y.

Using the results from Table 11-1:

YNom � abiNi � 0.40 

YWCMax � YNom � a Zbi ZTi � 0.80

YWCMin � YNom � a Zbi ZTi � 0.00
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Define transfer function as
Y = ΣbiXi

Define tolerance for each Xi as
Ni ± Ti

Compute nominal Y
YNom = ΣbiNi

Compute worst-case Y
YWCMax = YNom + Σ|bi |Ti
YWCMin = YNom − Σ|bi |Ti

Figure 11-18 Process Flow for Worst-Case Analysis of Linear Systems

Table 11-1 WCA Calculations for Three Blocks in a Channel

Component bi Ni Ti biNi |bi |Ti

X1 �1 3.4 0.2 3.4 0.2

X2 �1 1.5 0.1 �1.5 0.1

X3 �1 0.50 0.04 �0.50 0.04

X4 �1 1.00 0.06 �1.00 0.06

,g Zbi ZTi � 0.40gbiNi � 0.40

Since the lower tolerance limit for Y is 0, and YWCMin � 0, this system will
always fit together, as long as each component stays within its tolerance limits.
Therefore, the system is a worst-case design.

Example 11.6

Continuing the example of Jim, who is designing packaging for an MP3 player,
what are the worst-case limits for the gap Y between the case and the bezel? Is
this acceptable? Refer to tolerances given in Figure 11-12.



Predicting the Variation Caused by Tolerances 713

Solution Previously, Jim derived this transfer function: 

Y ��X1 � X2 � X3 � X4 � X5

Table 11-2 shows the calculation of worst-case limits.

Using the results from Table 11-2:

The lower tolerance limit for Y is 0.009, which provides some room to compress
the adhesive. Since YWCMin 	 0.009, the system will always meet this requirement.
However, the upper tolerance limit for Y is 0.100. Since YWCMax � 0.100, the
system will not always meet this requirement, which is not acceptable when
WCA is used.

At this point, Jim has three options:

• Revisit the upper tolerance limit for Y to see if it can be increased.
• Tighten tolerances on one or more components to meet worst-case limits on

both sides. If the upper tolerance limit remains the same, Jim may also have
to change one or more nominal values to satisfy both worst-case limits.

• Perform a statistical tolerance analysis to calculate the probability of
exceeding the upper tolerance limit. In some cases, this probability might be
small enough to be acceptable.

Jim decides to perform a statistical tolerance analysis, using the RSS method.
This example continues in the next section.

Example 11.7

Continuing Karen’s plastic enclosure example, calculate worst-case limits for Y2.
Karen derived the transfer function using the vector loop diagram in Figure 11-17.

Solution Table 11-3 shows the calculation of worst-case limits.

Using the results from Table 11-3:

The lower tolerance limit for Y2 is 0, and YWCMin � 0. Therefore, some com-
binations of these parts might cause the screws to be too far apart to assemble
the cover onto the box.

YWCMin � YNom � a Zbi ZTi � �0.210

YWCMax � YNom � a Zbi ZTi � 0.956

YNom � abiNi � 0.373 

YWCMin � YNom � a Zbi ZTi � 0.009

YWCMax � YNom � a Zbi ZTi � 0.123

YNom � abiNi � 0.066
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Table 11-2 WCA Calculation for Bezel Gap

Symbol Part Feature bi Ni Ti biNi |bi |Ti

X1 Case Lip �1 0.520 0.010 �0.520 0.010

X2 Case Height �1 6.400 0.010 6.400 0.010

X3 Adhesive Thickness �1 0.086 0.007 0.086 0.007

X4 Bezel Thickness �1 0.800 0.005 0.800 0.005

X5 Bezel Height �1 6.700 0.025 �6.700 0.025

g Zbi ZTi � 0.057gbiNi � 0.066
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Table 11-3 WCA Calculation for Y2, the Gap Outside the Two Screws

Symbol Part Feature bi Ni Ti biNi |bi |Ti

X1 Cover Hole dia. �0.5 3.30 0.03 1.65 0.015

X2 Cover Hole 1 loc. �1 4.5 0.1 �4.5 0.1

X3 Cover Hole 2 loc. �1 84.5 0.1 84.5 0.1

X4 Cover Hole dia. �0.5 3.30 0.03 1.65 0.015

X5 Screw Diameter �0.5 2.927 0.053 �1.4635 0.0265

X6 Box Hole 2 loc. �1 85.0 0.2 �85.0 0.2

X7 Box Hole 1 loc. �1 5.0 0.1 5.0 0.1

X8 Screw Diameter �0.5 2.927 0.053 �1.4635 0.0265

g Zbi ZTi � 0.583gbiNi � 0.373
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To improve this design, Karen has three options:

• She could tighten tolerances on one or more parts.
• She could change nominal values on one or more parts. In particular, she

might consider drilling a larger hole in the cover for each screw.
• She could perform a statistical tolerance analysis to compute the probability

that the parts will not fit. In some cases, this probability might be small
enough to be acceptable.

This example continues in the next section.

11.3.3 Predicting the Variation of Linear Systems

This section introduces the Root-Sum-Square (RSS) method of tolerance
analysis. When applied to systems with linear transfer functions, the RSS
method requires simple math and predicts variation accurately.

Suppose a system has the linear transfer function , and the
random components Xi are mutually independent with means �i and
standard deviation �i. Under these conditions, the mean and standard
deviation of Y are given by these formulas:

The sequence of calculations in the latter formula gives the root-sum-square
method its name. It is important to note that the RSS method makes no
assumption about the shape of the distributions of the Xi. No matter how the
random components are distributed, the mean of Y is and the standard
deviation ofY is , as long as the conditions listed above are valid.

It is also important to realize that the RSS method makes no predictions
about the shape of the distribution of Y. In many cases, Y is approximately
normal, regardless of the distribution of the Xi. This is especially true if
there are a large number of Xi with approximately the same standard
deviation1. Therefore, common practice is to predict defect rates with the
assumption that Y is normal with mean �Y and standard deviation �Y.

2g(bi �i)2
gbi �i

�Y � 2a(bi �i)2

�Y � abi �i 

Y � gbiXi 

1 According to the central limit theorem, when , all the (bi �i) are equal and all
the Xi are mutually independent, then Y is asymptotically normal as the number of increases.
Although these conditions are very restrictive, the normal approximation of Y is reasonably
good in most engineering applications of the RSS method. One notable exception occurs when
one bi�i is much larger than the rest. In this case, the distribution shape of Y will be most
similar to the distribution shape of Xi with the largest bi�i . When in doubt about the dis-
tribution shape of Y, perform Monte Carlo analysis instead of RSS. 

Y � gbi �i
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The RSS formula is commonly adapted so it combines tolerances of Xi

directly to produce a tolerance for Y. In a DFSS project, this practice is
acceptable if the formula uses an appropriate weighting factor. See the next
section for more information on the safe way to apply the RSS method to
tolerances.

The contribution to �Y made by each component is measured by bi�i. As
part of an RSS analysis, plotting the bi�i for all components is very
informative. The components with the largest absolute values of bi�i con-
tribute the most to variation. To reduce variation, focus on these vital few
components. Likewise, the components with the smallest absolute values of
bi�i contribute the least to variation. To reduce cost, focus on these com-
ponents. Also, the sign of bi�i indicates the influence each component has
on the average value of Y. A simple bar chart of bi�i provides all this
information in a single graph.

To apply the RSS formula, an engineer must know (or pretend to know) �i for
each Xi. If long-term data is available, �i is best estimated by the sample
standard deviation of that data. Usually, no data is available, so an assumption
is required. Best DFSS practice is to assume a uniform distribution between
tolerance limits for all Xi without long-term data. If the tolerance of Xi is
Ni � Ti, then the standard deviation of Xi is , under the assumption
of a uniform distribution.

Using this assumption for all Xi, the RSS formula simplifies as follows:

Figure 11-19 describes the steps required to apply the RSS method to a
system with a linear transfer function. The last two steps estimate long-term
capability metrics and defect rates. These steps are necessary to interpret the
RSS results in a DFSS environment.

Figure 11-19 gives formulas for PP and PPK, which measure long-term
potential and actual capability, respectively. These metrics are the same as
CP and CPK, except that PP and PPK use a long term estimate of standard
deviation. Since the �i for each component represents long-term variation,
through either data or an assumption, �Y predicts long-term variation of Y.
Therefore, PP and PPK are the most appropriate measures of capability.

The final step is to estimate the long-term defect rate, expressed as defects
per million units, or DPMLT. This formula assumes that Y has a normal

�Y � 21
3a(biTi)2

�i �
Ti

23
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Define transfer function as
Y = ΣbiXi

Define tolerance for each Xi as
Ni ± Ti

Compile long-term estimates of σi or assume
σi  = Ti /√3

Compute average and standard deviation of Y
µY  = Σbi Ni

σY  = √Σ(bi σi)2

Plot contributions bi σi on a bar chart

Predict long-term capability metrics for Y

PP = UTL − LTL 
6σY

PPK = Minimum
UTL − µY

3σY

, µY − LTL
3σY

Predict approximate long-term defect rate

DPMLT =
LTL − µY

σY
Φ Φ ×

µY − UTL
σY

+ 106

Figure 11-19 Process Flow for Root-Sum-Square Analysis of Linear Systems

distribution. To calculate �( ), the normal cumulative distribution function,
in Excel, use the =NORMSDIST function.

Example 11.8

In an earlier example, Jim derived this transfer function for the gap between bezel
and case in a package for an electronic device: Y �� X1 � X2 � X3 �X4 − X5.

Table 11-4 shows the application of the RSS method to this system. Since Jim
has no data on any of these features, he estimates the standard deviation for
each component as 

According to Jim’s calculations, the bezel gap has an average value of �Y �
0.066 and a standard deviation of �Y � 0.01731. Next, Jim creates Figure 11-20,
a Pareto chart of the contributions to variation.

�i �
Ti

23
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Table 11.4 RSS Method Applied to Bezel Gap

Symbol Part Feature bi Ni Ti �i biNi bi �i

X1 Case Lip �1 0.520 0.010 0.00577 �0.520 �0.00577

X2 Case Height �1 6.400 0.010 0.00577 6.400 0.00577

X3 Adhesive Thickness �1 0.086 0.007 0.00404 0.086 0.00404

X4 Bezel Thickness �1 0.800 0.005 0.00289 0.800 0.00289

X5 Bezel Height �1 6.700 0.025 0.01443 �6.700 �0.01443

�Y � 2g(bi�i)2

� 0.01731

�Y � gbiNi

� 0.066
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−0.02 −0.015 −0.01 −0.005 0 0.005 0.01

Bezel
thickness

Adhesive
thickness

Case height

Case lip

Bezel height

Figure 11-20 Pareto Chart of Contributions to Variation. Unlike Other Pareto
Charts, the Direction of the Bars Indicates the Direction in Which Each Component
Affects the GapY.

For greater readability, Jim chooses to create Figure 11-20 as an Excel “Bar
chart” with horizontal bars, instead of a “Column chart” with vertical bars. Jim
discovers that Excel creates a bar chart so that the top row on the spreadsheet
becomes the bottom bar in the chart, and the bottom row becomes the top bar.
Therefore, to create Figure 11-20, he sorts the rows so that the smallest absolute
contribution is on top, and the largest absolute contribution is on the bottom.
Jim thinks that this method of creating a bar chart is a bizarre choice by the
designers of Excel. He wonders why they did not consider the voice of their
customers in the design of the bar chart function. Obviously, the top row on the
spreadsheet ought to be the top row of the chart! He briefly fantasizes about
writing a flaming e-mail to Bill Gates, but instead, he gets back to work.

Next, Jim calculates capability metrics and a long-term defect rate for Y, the bezel
gap. Here are Jim’s calculations, based on tolerance limits of 0.009 and 0.100:

DPMLT � (0.000501 � 0.024998) 
 106 � 25,499

�a�Y � UTL
�Y

b � �a0.066 � 0.100
0.01731

b � �(�1.96) � 0.024998

�aLTL � �Y

�Y
b � �a0.009 � 0.066

0.01731
b � �(�3.29) � 0.000501

PPK � Minimum5PPU, PPL6 � 0.655

PPL �
�Y � LTL

3�Y
�

0.066 � 0.009
3 
 0.01731

� 1.098

PPU �
UTL � �Y

3�Y
�

0.100 � 0.066
3 
 0.01731

� 0.655

PP �
UTL � LTL

6�Y
�

0.100 � 0.009
6 
 0.01731

� 0.876 
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Jim predicts that the bezel gap will exceed tolerance limits on 25,499 units out
of a million. Clearly, the bezel gap is not designed for Six Sigma. Most of the
problem is on the upper side, but even on the lower side, Jim predicts that
PPL � 1.098, which is too low. To qualify as a “Six Sigma” design, this char-
acteristic should have PP � 2.0 and PPK � 1.5. Jim recalls that the worst-
case minimum value for Y is 0.009, exactly at the tolerance limit.

Although the system is designed for worst-case component values at the lower
tolerance limit, this is not good enough for Six Sigma. Jim must allow more margin
between the distribution of Y and the tolerance limits to have a Six Sigma design.

Jim’s bigger problem is at the upper tolerance limit. The RSS method predicts
2.5% of the units will have a gap exceeding the upper tolerance limit of 0.100.
Now Jim wonders where the upper tolerance limit came from, and he realizes
he just made it up. Since tolerances should reflect the voice of the customer,
Jim decides to consult the marketing engineer for further advice on setting tol-
erances for the gap, considering the customer’s viewpoint.

Only moments ago, Jim was mentally pummeling Microsoft for not hearing
their VOC in the design of the bar chart. Now he realizes how easily he fell into
the same trap by not listening to his own VOC and making up tolerance limits
himself. As he walks to the marketing engineer’s cubicle, he ponders the infal-
libility of karma.

Example 11.9

Continuing Karen’s plastic enclosure example from earlier sections, apply the
RSS method to predict capability metrics and a defect rate for Y2. Karen
derived the transfer function using the vector loop diagram in Figure 11-17.
Initially, Karen has no data with which to estimate standard deviations for any
components.
Solution Table 11-5 shows the calculation of worst-case limits. Karen
estimates the standard deviation of each component by

Table 11-5 lists predicted values for the average and standard deviation of Y2.
Using the values in the rightmost column of Table 11-5, Karen prepares a Pareto
chart of contributions to variation. Figure 11-21 shows Karen’s chart.

The gap Y2 has a single lower tolerance limit of zero. Karen calculates the
following predictions of capability metrics and defect rate.

PPK � PPL �
�Y � LTL

3�Y
�

0.373 � 0
3 
 0.1548

� 0.803 

�aLTL � �Y

�Y
b � �a0 � 0.373

0.1548
b � �(�2.41) � 0.007976

DPMLT � 0.007976 
 106 � 7,976

.

�i �
Ti

23



722

Table 11-5 RSS Calculation for Y2, the Gap Outside the Two Screws

Symbol Part Feature bi Ni Ti �i biNi bi �i

X1 Cover Hole dia. �0.5 3.30 0.03 0.0173 1.65 0.00865

X2 Cover Hole 1 loc. �1 4.5 0.1 0.0577 �4.5 �0.0577

X3 Cover Hole 2 loc. �1 84.5 0.1 0.0577 84.5 0.0577

X4 Cover Hole dia. �0.5 3.30 0.03 0.0173 1.65 0.00865

X5 Screw Diameter �0.5 2.927 0.053 0.0306 �1.4635 �0.0153

X6 Box Hole 2 loc. �1 85.0 0.2 0.1155 �85.0 �0.1155

X7 Box Hole 1 loc. �1 5.0 0.1 0.0577 5.0 0.0577

X8 Screw Diameter �0.5 2.927 0.053 0.0306 �1.4635 �0.0153

�Y � 2g(bi�i)2

� 0.1548

�Y � gbiNi

� 0.373
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−0.15 −0.1 −0.05 0 0.05 0.1

Cover hole dia.

Cover hole dia.

Screw diameter

Screw diameter

Cover hole 2 loc.

Cover hole 1 loc.

Box hole 1 loc.

Box hole 1 loc.

Figure 11-21 Pareto Chart of Contributions to Variation in the Box, Cover, and Screws

Since the upper tolerance limit is undefined for Y2, Karen cannot calculate PP.
Chapter 6 describes , an alternative to PP for characteristics with a uni-
lateral lower tolerance limit. However, in this case where there is no target
value, .

Karen predicts that 7976 units out of a million cannot be assembled, because
the screws will bind on the cover. In a DFSS project, this defect rate is too high.

Karen has several options at this point, including the following:

• Tighten tolerances, starting with the components on the top of the Pareto
chart, the box hole locations.

• Change nominal values to move the mean value of Y2 away from the
tolerance limit.

• Collect data and estimate the mean and standard deviation of components,
particularly the ones at the top of the Pareto chart. This method requires
long-term estimates. If only short-term data is available, a reasonable
estimate for long-term variation is �LT � 1.5�ST.

In this example, Karen decides to gather data. Since two box characteristics occupy
the top 2 slots in the Pareto chart, Karen decides to gather data on the box. Using
the first trial run of 12 boxes, she measures the locations of the two holes in each
box. Table 11-6 lists Karen’s measurements and estimates of standard deviation.

Karen substitutes her estimates of �7 � 0.03444 and �6 � 0.03889 into the RSS
formula. Incorporating this new data, she predicts that �Y � 0.09992. This
improves the prediction of capability to PPK � 1.24 and the prediction of
defect rate to DPMLT � 95.

Using real data in place of the default assumptions improves the predictions,
but not enough for the design to be a Six Sigma design.

Next, Karen decides to specify a larger drill for the holes in the cover. Instead
of a 3.3 mm drill, she chooses a 3.4 mm drill. The holes will have the same

P rPL � PPK

P rPL
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Table 11-6 Measurements of 12 Boxes and Estimates of �
LT

for Two Characteristics

Box Location of hole 1 X7 Location of hole 2 X6

1 4.989 84.951

2 5.022 84.963

3 5.018 84.926

4 4.987 84.962

5 4.997 84.936

6 4.996 84.961

7 5.038 84.940

8 5.032 84.996

9 4.964 84.969

10 4.972 85.002

11 5.008 84.915

12 4.991 84.944

5.00117 84.95542

0.02296 0.02593

0.03444 0.03889�^LTi � 1.5�^STi

�^STi � si

�^ i � Xi

tolerance of �0.03 mm with either drill. Since the diameter of each hole is mul-
tiplied by 0.5 in the analysis, increasing the diameter of each hole by 0.1 simply
adds 0.05 to the mean of Y2. The net effect of changing both holes is to add 0.1
to the predicted mean value, so that now �Y � 0.473. The predicted standard
deviation remains the same, �Y � 0.09992. Using these new values, Karen
predicts that PPK�1.58 and DPMLT � 1.1.

After increasing the cover hole diameter by 0.1 mm and incorporating actual
measurement data for the boxes, Karen has achieved a Six Sigma design for
this characteristic.

11.3.4 Applying the Root-Sum-Square Method to Tolerances

Many books and training courses on tolerance design teach this formula to
calculate tolerance limits for Y based on tolerances for X: TY � .2gTi

2
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Sometimes, the formula includes a weighting factor q: .
With a weighting factor, this method is called the weighted root sum square
(WRSS) method.

Using tolerances is very appealing because of its simplicity, and the lack of
any intimidating statistical terminology. In many companies, designers
without engineering training develop most details of mechanical designs.
These people can easily apply RSS or WRSS methods to tolerances, and
perform their own tolerance design without any engineering oversight. For
these companies, simple methods of tolerance analysis are vital.

This section discusses the practice of applying the RSS or WRSS formulas
directly to tolerances in a DFSS initiative. Applying the WRSS formula to
tolerances is appropriate, if it includes an appropriate weighting factor. In a
DFSS initiative, the correct weighting factor is q � 2.6. The weighting
factor q is a quality improvement weighting factor. Applying the WRSS
formula with q � 2.6 to all linear stacks assures that every stack is designed
for Six Sigma. No further calculations of capability metrics or defect rates
are required. The rationale behind q � 2.6 is explained in a sidebar box at
the end of this section.

In a DFSS initiative, applying the RSS formula directly to tolerances
without a weighting factor is always inappropriate, because this method
does not manage risk.

Figure 11-22 illustrates the simplified WRSS method applied to tolerances.
As long as the system is designed so that YNom � YVar are within the
established tolerance limits, the system is designed for Six Sigma.

Example 11.10

In earlier examples, Jim derived this transfer function for the gap between
bezel and case in a package for an electronic device: Y �� X1 � X2 � X3

� X4 − X5.

Table 11-7 shows the calculations for the WRSS method applied to this system.

The lower tolerance limit LTL � 0.009. Since YNom � YVar ��0.012, the
system will not meet this requirement at Six Sigma levels. Jim would have to
adjust one of the nominal values by 0.009 �(�0.012) � 0.021 to satisfy the
lower tolerance limit with Six Sigma capability.

The upper tolerance limit UTL � 0.100. Since YNom � YVar � 0.144. The
system will not meet this requirement either. Adjusting one of the nominal
values by 0.021 will make this problem worse. However, as noted earlier, Jim

TY � q2gTi
2
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Define transfer function as
Y = ΣbiXi

Define tolerance for each Xi as
Ni ± Ti

Compute nominal value of Y
YNom = ΣbiNi

Design system so that
YNom − YVar ≥ LTL and YNom + YVar ≤ UTL

Compute variation of Y
YVar = 2.6√Σ(biTi)

2

Figure 11-22 Process Flow for RSS Method Applied to Tolerances. The Quality
Improvement Weighting Factor, 2.6, is Required to Meet DFSS Objectives

selected the upper tolerance limit somewhat arbitrarily. If the upper tolerance
limit could be changed to 0.144 � 0.021 � 0.165, then the system could be
designed for Six Sigma without tightening any tolerances.

The WRSS method with q � 2.6 assumes that each component is uniformly
distributed between its tolerance limits. If an estimate of long-term standard
deviation is available, this data may be used in place of the tolerance limit
by calculating an empirical component tolerance .

Example 11.11

Continuing Karen’s plastic enclosure example, apply the WRSS method to Y2.

Solution Table 11-8 shows the calculations for the WRSS method.

Since the lower tolerance limit for Y2 is 0, and YNom � YVar ��0.324, the
system does not qualify as a Six Sigma design.

When using the WRSS method, Karen can produce a Pareto chart from the biTi

values, which looks identical to Figure 11-21, with a different scale. Based on
the Pareto chart, she collects data from the prototype run of boxes, and Table
11-6 lists her measurement data. From this data, Karen calculates empirical tol-
erances for X7 andX6 as follows: and

. Using these empirical tolerances in
place of the actual tolerances for X7 and X6, Karen recalculates YVar � 0.445.

Using this measurement data, Karen has shown that YNom � YVar ��0.072,
still not good enough for a Six Sigma design.

T *
6 � �^LT 623 � 0.0388923 � 0.0674

T *
7 � �^LT 723 � 0.0344423 � 0.0597

T *
i � �^LT23
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Table 11-7 WRSS Analysis Applied to the Bezel Gap

Symbol Part Feature bi Ni Ti biNi biTi

X1 Case Lip �1 0.520 0.010 �0.520 �0.010

X2 Case Height �1 6.400 0.010 6.400 0.010

X3 Adhesive Thickness �1 0.086 0.007 0.086 0.007

X4 Bezel Thickness �1 0.800 0.005 0.800 0.005

X5 Bezel Height �1 6.700 0.025 �6.700 �0.025

YVar � 2.62g(biTi)2

� 0.078

YNom � gbiNi

� 0.066
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Table 11-8 WCA Calculation for Y2, the Gap Outside the Two Screws

Symbol Part Feature bi Ni Ti biNi biTi

X1 Cover Hole dia. �0.5 3.30 0.03 1.65 0.015

X2 Cover Hole 1 loc. �1 4.5 0.1 �4.5 �0.1

X3 Cover Hole 2 loc. �1 84.5 0.1 84.5 0.1

X4 Cover Hole dia. �0.5 3.30 0.03 1.65 0.015

X5 Screw Diameter �0.5 2.927 0.053 �1.4635 �0.0265

X6 Box Hole 2 loc. �1 85.0 0.2 �85.0 �0.2

X7 Box Hole 1 loc. �1 5.0 0.1 5.0 0.1

X8 Screw Diameter �0.5 2.927 0.053 �1.4635 �0.0265

YVar � 2.62g(biTi)2

� 0.697

YNom � gbiNi

� 0.373
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Karen decides to use a 3.4 mm drill bit instead of a 3.3 mm drill bit for the
cover holes. The net effect of this change is to increase YNom to 0.473, and
YNom � YVar � 0.028 � LTL � 0.

By incorporating real measurement data for the box and increasing a drill size
for the cover, Karen has improved this design to Six Sigma levels. This result is
identical to the result in the previous section using the RSS method applied to
standard deviations.

Learn more about. . .

The Quality Improvement Weighting Factor

Why does a DFSS initiative require q � 2.6 and not some other value?

To design any characteristic for Six Sigma levels of process capability, it is
necessary to prove that PPK 	 1.50. The definition of PPK is:

PPK represents the distance between the mean and the closest tolerance limit,
divided by three long-term standard deviations. If PPK 	 1.50, this means that
the mean is at least 4.5 long-term standard deviations away from the closest
tolerance limit.

Suppose for a moment that the mean is closer to the lower tolerance limit, so that

Solving this equation for LTL gives .

If the system meets DFSS requirements, then PPK 	 1.50, and 
. Therefore, is a necessary

requirement for DFSS.

Using the RSS method for estimating long-term standard deviation,
, where �i is the long-term standard deviation of component

Xi. In the usual situation, there is no data available to estimate �i, so an
assumption is required. For reasons discussed earlier in the chapter, best DFSS
practice is to assume a uniform distribution between tolerance limits. Under this
assumption, . When this assumption is applied to all components, the RSS
formula simplifies to

.�LT �
1

23
2a(biTi)2

�i �
Ti

23

�LT � 2g(bi�i)2

� � 4.5�LT � LTL� � 3PPK �LT � LTL
� � 4.5�LT �

LTL � � � 3PPK �LT

PPK �
� � LTL

3�LT

PPK � Minimum eUTL � �

3�LT
,

� � LTL

3�LT
f  
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Now substitute this expression for �LT into the necessary DFSS requirement,
and we have

Define YNom to be the predicted mean:

Define YVar to be the limits of variation of Y in a DFSS project:

Therefore, DFSS requires that 

A similar analysis shows that is also a DFSS requirement.

The quality improvement weighting factor q represents the ratio of capability of

Y over the capability of X:

If all components had Six Sigma quality, with their individual PPK values at least
1.5 for all characteristics, then q � 1 would be appropriate. However, today’s
reality is far from this ideal. Even companies who have adopted Six Sigma
methods rarely deliver Six Sigma products. In practice, it is wise to assume that

, based on a uniform distribution between tolerance limits,

unless data proves otherwise. Using this default assumption,

.

The above argument has a flaw. As “Six Sigma” quality has been defined, it has
three requirements: , , and . This der-
ivation of q only assures one of these three requirements. Even if ,
the long term defect rate could be 6.8 DPM with a normal distribution, and it
could be much higher if the distribution is not normal. Much higher values of q
are required to assure all three requirements, especially if the distribution is
unknown. Using Chebychev’s inequality, it can be shown that setting q � 313
will assure that , no matter what distribution Y has.

In practice, values of q higher than 2.6 are excessively conservative, resulting in
unnecessary costs.

Product development is a balancing act. The approximate methods described in
this chapter are only that: approximate methods. Used alone, they assure
nothing. However, when applied thoughtfully with process capability studies to
verify their results, they are powerful tools for efficiently engineering products
and processes with Six Sigma quality.

DPMLT  3.4

PPK � 1.5
DPMLT  3.4PP � 2.0PPK � 1.5

q �
PPK,Y

PPK,X
�

1.5

1>23
< 2.6

PPK,X �
1

23
< 0.577

q �
PPK,Y

PPK,X

YNom � YVar  UTL

YNom � YVar � LTL

YVar � 2.62a(biTi)2

YNom � �Y � abiNi

� �
4.5

23
2a(biTi)2 � � � 2.62a(biTi)2 � LTL
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11.4 Predicting the Effects of Tolerances
in Nonlinear Systems

This section introduces Monte Carlo analysis (MCA), a very flexible tool
for tolerance analysis and tolerance design. MCA produces a forecast of the
distribution of Y, based on a transfer function Y � f (X ) and assumed dis-
tributions for X. MCA is flexible enough to handle many complex situations
that other methods of tolerance analysis cannot handle. Therefore, MCA is
standard and best practice for product designers and DFSS practitioners
who need to predict the effects of tolerances in nonlinear systems.

It is also possible to perform Worst-Case Analysis (WCA) or Root-Sum-
Square (RSS) analysis of nonlinear systems, but these methods are not rec-
ommended. Although many WCA procedures are in use, none provides
assurance of finding the absolute worst-case limits for all transfer
functions. If the worst-case conditions happen to be at an extreme com-
bination of component values, this is a relatively easy problem to solve,
because there are a finite number of these combinations to test. However, if
the worst-case condition is in the interior of the tolerance space, there can
be no guarantee of finding it. Increasing use of robust engineering methods
makes this situation more likely, because it is desirable to design a system
at or near a flat spot in the transfer function to minimize variation. Elaborate
computerized techniques such as genetic algorithms are very successful in
WCA, but since these tools are more complex than Monte Carlo analysis,
and since WCA provides no statistical information, there is little reason to
use WCA.

Root-Sum-Square (RSS) analysis may also be applied to nonlinear systems.
Applying RSS to nonlinear systems requires the evaluation of partial
derivatives and assumes that the transfer function is nearly linear2. MCA
requires no calculus and it makes no assumption of linearity. Therefore,
MCA is preferred to RSS and WCA for nonlinear systems.

Monte Carlo analysis is a computerized process, requiring a large number
of repeated trials controlled by a computer program. Figure 11-23 illustrates

2 When Y � f (X1, X2, . . . , Xn), the approximate mean of Y is �Y � f (�1, �2, …, �n) and the
approximate standard deviation of Y is . These approximations are
based on the first term of a Taylor series expansion of f, assuming that all non-linear and
interactive terms are zero. While these approximations can be accurate, they can also be
seriously inaccurate. In particular, when a system is designed for robustness, using a flat spot
in the transfer function, the RSS method will underestimate �Y.

�Y � 2g C A 'Y'Xi
BX���iD2
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Generate random values for each Xi,
based on assumed distributions for each Xi

Save the forecast value of Y
for later statistical analysis

Enough
trials?

Prepare histogram of Y and
calculate descriptive statistics

Yes

No

Calculate a forecast value of Y
using the transfer functionY = f (X),
and the random values for each Xi

Figure 11-23 Computer Process for Monte Carlo Simulation analysis

what the computer does during MCA. Here is a more detailed description of
the computer process.

• To start each trial, the computer generates a random number for each
input Xi to the transfer function Y � f (X ). The computer generates
these random numbers according to an assumed distribution for each
Xi. A box later in this section describes the process of generating
random numbers in more detail.

• Next, the computer evaluates the transfer function Y � f (X ) using the
random numbers for each Xi. This process produces a forecast value
for Y based on the random values of Xi.

• Next, the computer saves the forecast value of Y in a table to be
analyzed later.

• Next, the computer determines if enough trials have been performed.
The computer could be set to run a fixed number of trials, or the
computer could be set to run until some statistic of interest is known
within a specified precision.

• After enough trials are complete, the computer produces a histogram of
Y and other statistics as required by the user.

Since MCA requires software, companies who perform MCA must select
and purchase MCA software for engineers and DFSS professionals. The
examples in this book use Crystal Ball® risk analysis software. For more
information on selecting MCA software, see the box later in this section,
titled “Learn more about Monte Carlo Analysis Software.”
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Crystal Ball is a commercial product that performs Monte Carlo Analysis
easily and efficiently. Crystal Ball software uses Microsoft Excel as a user
interface, so it is quick to learn. To use Crystal Ball software to analyze a
transfer function, the user must write Excel formulas to express the function
Y � f (X ). Crystal Ball software will perform MCA on any function that
can be expressed as a set of Excel formulas.

To use Crystal Ball software, the first step is to load it. After installing the
software, start Crystal Ball from the Crystal Ball menu. This will start both
Microsoft Excel and Crystal Ball. Once Crystal Ball is loaded, the Excel
window will look like Figure 11-24. The worksheet menu bar will have
three new menus named Define, Run, and Analyze. The Help menu has a
new menu item called Crystal Ball. Also, the Crystal Ball toolbar appears
below the existing Excel toolbars.

Figure 11-24 and all the illustrations in this book represent Crystal Ball 7.
Earlier versions of Crystal Ball have a different user interface and different
functions. Users of earlier versions of Crystal Ball will enjoy many benefits
by upgrading to version 7.

Once Crystal Ball is loaded, Figure 11-25 describes the general process of
performing MCA with Crystal Ball. The following example works through
these steps in detail, using a simple transfer function. This example also
illustrates some tips that make it easier to use Crystal Ball.

Example 11.12

Figure 11-9 shows a simple system with three blocks inside a channel. The
transfer function is Y � X1 � X2 � X3 � X4. Table 11-9 lists the assumptions
about distributions for each component. Since no data is available, the initial
assumption is that each component has a uniform distribution between its
tolerance limits.

Figure 11-24 Excel Window with Crystal Ball Loaded. Crystal Ball Adds the
Define, Run, and Analyze Menus. The Help Menu Includes Crystal Ball Help. The
Crystal Ball Toolbar Provides Alternate Ways to Access Crystal Ball Functions
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Figure 11-25 Process Flow for Setting up and Running Monte Carlo Analysis Using
Crystal Ball

Table 11-9 Assumed Distributions for the Three Blocks and Channel

Component Distribution Lower limit Upper limit

X1 Uniform 3.2 3.6

X2 Uniform 1.4 1.6

X3 Uniform 0.46 0.54

X4 Uniform 0.94 1.06

Develop transfer function Y = f(X )
express transfer function as a set of Excel formulas

Specify a distribution for each assumption variable X

Designate each Y as a forecast variable

Set run preferences

Run simulation

View histograms of Y and descriptive statistics

Create and interpret sensitivity charts

Predict long-term capability metrics for Y

PP = UTL − LTL 
6sY

PPK = Minimum
UTL − mY

3sY

, mY − LTL
3sY

Predict approximate long-term defect rate

DPMLT =
Number of trials < LTL or > UTL

×106
Total number of trials

The first step in the MCA process is to create an Excel worksheet containing
the information in Table 11-9 and the transfer function. Figure 11-26 shows a
worksheet containing this information. The table with component
information contains three columns with the minimum, maximum, and
nominal values of each.
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Figure 11-26 Excel Worksheet Containing the Transfer Function for Three Blocks
in a Channel

Cell D8 contains an Excel formula representing the transfer function Y � X1 �
X2 � X3 � X4. The Excel formula in this cell is =D3-D4-D5-D6, which refers
to the cells containing the nominal values. To check this formula, the value in
cell D8, 0.4, is the size of the gap Y with all components at their nominal
values. Since this value matches the nominal Y value calculated in Table 11-1,
this verifies the formula.

This is a good opportunity to format the X and Y cells with a useful number of
decimals. Figure 11-27 shows these cells highlighted and formatted to have
three decimals after the decimal point. Figure 11-27 highlights the “Increase
Decimal” button on the formatting toolbar, which is a convenient way to
format cells. If cells have a specific number format, Crystal Ball will take
that format and use it in all its reports. If the cells are left in their default,
general format, Crystal Ball will format its reports with two decimals after
the decimal point. This format may not match the spreadsheet, and it may
not be appropriate for the problem. Therefore, it is a good idea to format
cells before assigning Crystal Ball properties to them.

The next step is to specify a distribution for each random input to the system. In
Crystal Ball, each random input is called an assumption. To start this process,

Figure 11-27 Adding Decimal Digits to the Random Cells. If the Cells are Left in
Their Default (General) Format, Crystal Ball Will Format All Reports with Two
Decimal Places
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Figure 11-28 Crystal Ball Distribution Gallery

select cell D3, with contains the value of the first random input in the system. In
the Define menu, select Define Assumption. The Distribution Gallery appears,
containing a selection of available distributions, as shown in Figure 11-28. In this
figure, the Define Assumption button in the Crystal Ball toolbar is selected. Any
Crystal Ball function may be accessed by either a menu item or a toolbar button.
Select a uniform distribution in the distribution gallery and click OK.

Next, the Define Assumption form appears. This form has text boxes for the
name, minimum, and maximum of the uniform distribution, as shown in
Figure 11-29. The user can directly enter this data, but when the data exists in
the spreadsheet, Crystal Ball provides a better way. Click the small icon to the
right of the name box. Then click in cell A3 where the name is located. This
enters the Excel formula =A3 as a reference to the name for the assumption.
Likewise, enter references for the minimum value to cell B3 and the maximum
value to cell C3. Click Enter to update the picture of the distribution. Each of
these boxes containing an Excel formula instead of a value turns yellow as a
reminder that it has a formula. Click OK to finish the process of defining cell
D3 as an assumption. Crystal Ball turns Cell D3 green as a reminder that it is
an assumption.
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Figure 11-29 Define Assumption Form for the Uniform Distribution. The Name,
Minimum, and Maximum Values May be Entered Directly, but it is Often Easier to
Use Cell References

The user could repeat the above process for the remaining assumptions in cells
D4, D5, and D6. But Crystal Ball provides an easier way to copy and paste
Crystal Ball data. Click in cell D3 to select the cell. Then select Define  Copy
Data. Next, select cells D4, D5, and D6 and select Define  Paste Data.
Figure 11-30 highlights the Paste Data button in the Crystal Ball toolbar, with
the Copy Data button on its left and the Clear Data button on its right.

Figure 11-30 Spreadsheet Ready to Copy Crystal Ball Data to the Remaining
Assumptions
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Figure 11-31 Define Forecast Form

The process of pasting Crystal Ball data defines assumptions for all these cells.
Since the name, minimum, and maximum fields of cell D3 referred to Excel
cells, the new assumptions in D4, D5, and D6 have these properties defined by
cells on their respective rows of the table. To verify this, select Define
Assumption for any of these cells.

The next step in the process is to tell Crystal Ball where the output of the transfer
function is located. In Crystal Ball, each output is called a forecast. Select cell
D8 and then select Define  Define Forecast. Alternatively, click the Define
Forecast button in the Crystal Ball toolbar, highlighted in Figure 11-31. The
Define Forecast form appears, as in Figure 11-31. Since the label “Y” is next
to the cell, Crystal Ball picks up this label and suggests it as a name for the
forecast. Click OK to define the cell as a forecast. Crystal Ball turns this cell
blue as a reminder that the cell is a forecast.

Before running the simulation, select Run  Run Preferences to set options
which control how the simulation runs. The Run Preferences form appears as
in Figure 11-32. This figure also shows the Run Preferences button in the
Crystal Ball toolbar highlighted. In the Trials tab, enter 1000 in the Number of
trials to run box.

Although the following settings are optional, they would allow the reader to
duplicate the results in this book. Since MCA is based on random numbers,
repeating the analysis of the same problem will give close, but not identical
results. To use the same sequence of random number each time and get the
same results, select the Sampling tab in the Run Preferences form, and set
the Use same sequence of random numbers check box. To duplicate the
results in this book, enter 999 in the Initial seed value box. Also, set the Latin
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Figure 11-32 Run Preferences Form

Hypercube sampling check box. Latin hypercube sampling is a technique
that causes simulation results to converge slightly faster. Click OK to exit the
Run Preferences form.

To run the simulation, select Run  Start simulation. Crystal Ball will
generate random numbers for the assumptions and collect the forecast values
for 1000 virtual assemblies. Figure 11-33 shows the Crystal Ball control panel

Figure 11-33 Crystal Ball Control Panel and Forecast Frequency Chart
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Figure 11-34 Sensitivity Chart Showing Contributions to Variation Caused by Each
of the Components

and forecast window at the end of the simulation. The forecast window displays
a histogram of the 1000 forecast values.

In the menu of the forecast window, select View  Statistics. This replaces the
histogram with a table of descriptive statistics computed from the forecast
values. This table reports that the mean and . The
reader can verify that the RSS method applied to this system matches these pre-
dictions of the mean and standard deviation to three digits.

To find out which assumptions contribute most to variance in the forecast,
Crystal Ball provides a visual analysis called a sensitivity chart. To view the
sensitivity chart, select Analyze  Sensitivity Charts. In the Sensitivity
Charts form, click the New button. Next, the Choose Forecast window
appears, showing all forecasts in all open Excel workbooks. Each sensitivity
chart represents the sensitivity of one forecast with respect to all the
assumptions. Select the forecast of interest and click OK. Crystal Ball then
displays a sensitivity chart as in Figure 11-34.

The sensitivity chart displays the percentages of variation in Y that are caused
by each of the assumptions X1 through X4. Since increasing X1 in this
example causes an increase in Y, its sensitivity bar is drawn to the right. Since
increasing any of the other assumptions causes a decrease in Y, their sensitivity
bars are drawn to the left.

Now that Crystal Ball has done its part, the next step is to calculate capability
metrics and predict defect rates. This system has a single lower tolerance limit
of zero, since the only criterion is for the three blocks to fit inside the channel.
Here is the prediction for PPK based on the sample mean and standard
deviation from the Monte Carlo simulation:

PPK �
Y � 0

3sY
�

0.400
3 
 0.136

� 0.980 

sY � 0.136Y � 0.400
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Since the minimum value of Y in the simulation is a positive number, none of
the trials caused a defect, and the prediction of long-term defect rate is
DPMLT � 0. This is consistent with the earlier finding that the worst case
minimum value of Y is zero.

Even though this system is designed for worst-case components, it is not designed
for Six Sigma. To meet DFSS criteria, one or more components must be changed
so that PPK 	 1.50. This provides margin for the occasional problem caused by
a component outside tolerance limits, and by other unforeseen problems in
manufacturing .3

One of the most common questions by practitioners of MCA is how many
trials they need to run. One of the most common answers is “1000,” perhaps
because 1000 trials completes in a relatively short time for most problems.
However, now that computers are faster and programs are more efficient,
should we run 10,000 or 100,000 or even 1,000,000 trials?

While more trials always provide more information, additional trials provide
diminishing returns. For instance, the standard error of the mean is one way of
measuring these returns. The standard error of any statistic is the standard
deviation of that statistic. In the case of the sample mean , the standard error
is estimated to be , which is the sample standard deviation of
the forecast values, divided by the square root of the number of trials. Therefore,
to double the precision of , the number of trials must quadruple. The sample
mean is the only statistic with a simple formula for its standard error, but
most other statistics have a similar law of diminishing returns4.

The best number of MCA trials is the smallest number that allows us to
estimate population characteristics of interest with sufficient precision to make
the decisions we need to make. Crystal Ball provides a precision control
feature, which runs the simulation until selected population characteristics can
be estimated to a specified level of precision. The simulation stops either when
the specified precision is achieved, or when the maximum number of trials are

Y
Y

sY �
sY

2n

Y

3 Many engineers are surprised to learn that worst-case designs may not be good enough to be
Six Sigma designs. A common belief is that WCA is a very conservative method that is not sta-
tistically realistic. However, for many systems with few components, WCA is not conservative
enough for a DFSS project. In this example, the system meets worst-case design criteria, but
does not have PPK 	 1.50, as required for DFSS.

4 Notable exceptions to this rule include the sample maximum, sample minimum and sample
range. If the true population distribution is unbounded, like a normal distribution, the
maximum, minimum and range statistics do not converge to finite answers. As more trials are
run, the maximum and minimum will continue to creep toward infinity. For this reason, Crystal
Ball does not provide precision control for the 0 or 100 percentiles of a forecast.
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Figure 11-35 Schematic Diagram for Undervoltage Detector Circuit in a 5 Volt
Power Supply

complete. For any forecast in the system, the user can designate its mean, its
standard deviation, or any percentile as population characteristics of interest
for precision control. The next example illustrates the use of precision control.

Like most real systems, the system in the next example has more than one
characteristic of interest. In Crystal Ball, each forecast is analyzed sep-
arately, with its own forecast window and sensitivity charts. Crystal Ball
also provides trend charts and overlay charts, which are useful tools for
visualizing multiple forecasts at once.

Example 11.13

Debbie is designing a 5 Volt power supply, which includes a circuit to detect
undervoltage conditions. This circuit is critical to the safe operation of the
system. If the 5 Volt output of the power supply drops too low, the undervoltage
detector forces the microprocessor into a safe shutdown state. When the power
supply turns on, the 5 Volt output rises slowly. The undervoltage detector must
hold the microprocessor in a safe state until the supply voltage is acceptable.

The circuit has two critical parameters, VTrip-Up and VTrip-Down. VTrip-Up is the
voltage on the 5 Volt bus when the detector changes state, as the voltage is
rising. Similarly,VTrip-Down is the voltage on the 5 Volt bus when the detector
changes state, as the voltage is falling. The power supply should regulate its
output to 5V � 2%, which is 4.90 � 5.10 V. The microprocessor requires
5V � 5%, which is 4.75 � 5.25 V. Therefore, both trip points of the under-
voltage detector must be between 4.75 and 4.90 V. For the circuit to work
properly, it must be designed so that VTrip-Up � VTrip-Down. This avoids unstable
or bouncy output signals. Debbie decides to set the upper tolerance limit of
VTrip-Up to 4.90 and the lower tolerance limit of VTrip-Down to 4.75.

Figure 11-35 is a schematic of a circuit Debbie designs to meet these
requirements. The circuit includes VR1, a reference diode, and U1, a comparator.



Predicting the Variation Caused by Tolerances 743

Figure 11-36 Excel Worksheet Containing Calculations for both Trip Voltages

Resistors R1 and R2 set the trip voltages, while resistor R3 provides positive
feedback to assure that VTrip-Up � VTrip-Down.

Debbie analyzes the circuit and derives these transfer functions for the trip
voltages5:

To perform tolerance analysis on this problem, Debbie sets up an Excel
worksheet as shown in Figure 11-36. Debbie wants to calculate the tolerance
limits in Excel, so she starts with two columns containing the nominal values
and tolerances for each component. The Lower and Upper columns contain
formulas to calculate the limits. For example, cell D4 contains the formula
=B4*(1-C4) and cell E5 contains the formula =B4*(1+C4). Debbie only needs
to enter these formulas once, and then she can copy and paste these cells down
to fill the table.

VTrip�Down � (VVR1 � VOffset ) c1 �
R1(R3 � R4)

R2(R1 � R3 � R4)
d

VTrip�Up � (VVR1 � VOffset) c1 �
R1(R2 � R3)

R2R3
d  

5 This analysis of the circuit assumes away many characteristics of the components with minor
impact. These include the current regulation of VR1, the bias current of U1, the output sat-
uration voltage of U1, and many other characteristics. Deciding which characteristics to ignore
is an important task, which generally requires engineering judgment and experience. For
analog circuits, playing with these parameters in a circuit simulator can help decide which are
significant and which are ignorable. If an engineer finds that measurements of physical systems
do not match the predictions of their models, these assumptions ought to be re-evaluated. 
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Figure 11-37 Define Forecast Dialog with Precision Control Options

The last row of the table is an exception, because the tolerance of the offset
voltage is not a percentage of nominal. So cell D9 contains the formula =B9-C9,
and cell E9 contains the formula =B9+C9.

By having Excel calculate the tolerance limits for each component, Debbie
makes it easier to try out different component values and tolerances later, if the
first design is not acceptable.

In column F, Debbie enters a copy of the nominal values. Cells F4 through F9
will contain the random values generated by Crystal Ball. Below that, Debbie
enters formulas to calculate the trip voltages.

The next step is to define the assumption variables. Debbie selects cell F4 and
clicks the Define Assumption button in the Crystal Ball toolbar. She defines
this assumption to be a uniform distribution, with a reference to cell A4 for the
name, cell D4 for the minimum and E4 for the maximum value. Next, Debbie
copies the Crystal Ball data from cell F4 and pastes it into cells F5 through F9.
This creates uniformly distributed assumptions for all six components.

The next step is to define forecast variables, using the formulas in cells F13 and
F14. Debbie selects cell F13 and clicks the Define Forecast button in the
Crystal Ball toolbar. Many options are available for each forecast, but they do
not normally appear in the window. To see these options, click the button to the
right of the Name box, with the double down arrow on it. This displays the
options for the forecast organized in four tabs, as shown in Figure 11-37.
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Figure 11-38 Run Preferences Form

Now is the time for Debbie to decide how much information she needs from
the simulation. Since her project is using DFSS methods, she will have to
calculate statistics using the mean and standard deviation of each forecast.
Therefore, she wants to run the simulation until both the mean and standard
deviation are known to a precision of 1%. Figure 11-37 illustrates the settings
in the Precision tab of the Define Forecast form.

After defining the forecast for cell F13, Debbie copies the Crystal Ball data
from this cell into cell F14. This applies the same precision control settings to
both forecasts.

Before starting the simulation, Debbie opens the Run Preferences form, as
shown in Figure 11-38, and asks for a maximum of 100,000 trials. Crystal Ball
will run trials until all four precision criteria are satisfied, or until 100,000
trials, whichever happens first.

This form contains another setting for precision control, which is the con-
fidence level. Crystal Ball calculates confidence intervals with the specified
confidence level for each population characteristic selected for precision
control. The width of the confidence interval is used to determine whether the
precision control criterion is satisfied. The default setting of 95% confidence is
usually sufficient. A higher confidence level results in longer simulation runs.

Using these settings, Debbie runs the simulation. Crystal Ball performs 16,000
trials before meeting the precision criteria and stopping. This set of 16,000 runs
takes less than five seconds on Debbie’s computer. To maximize speed, she
selects Extreme speed and Suppress chart windows on the Speed tab of
the Run Preferences form.
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Figure 11-39 Forecast Frequency Plot (Histogram) of VTrip-Up. The Arrow Indicates
the Upper Tolerance Limit, 4.90. In the Simulation, Only 96.921% of the Trials were
Within Tolerance

After the simulation, she views forecast windows for each forecast. Figure 11-39
shows the frequency plot of VTrip-Up. Debbie enters the tolerance limits of 4.75
and 4.90 in the boxes controlling the range selection. This causes the portion of
the frequency plot outside those limits to turn red, indicating defective
assemblies. Crystal Ball reports “Certainty =96.921%,” meaning that about 3%
of the undervoltage comparators will trip at a voltage outside the tolerance limits.
The standard deviation of VTrip-Up is 0.0258 in this simulation. The frequency plot
and standard deviation of VTrip-Down are similar.

The variation in this system is obviously too large. The reason for this is clear
in the sensitivity chart. Figure 11-40 shows that the comparator offset voltage
is responsible for 43.6% of the variation in VTrip-Up. The sensitivity chart for the
other forecast, VTrip-Down looks similar.

The first change Debbie considers to reduce variation is to change the com-
parator. Since the comparator offset voltage dominates the sensitivity charts,
the comparator is the first priority for design changes.

For a small additional cost, Debbie decides to change the LM2903 comparator
to an LM293 comparator. This will control the offset voltage to 0 � 9 mV,
including temperature effects. To simulate the effect of this design change,
Debbie changes cell C9 in her spreadsheet from 0.015 to 0.009. Organizing the
spreadsheet with nominal and tolerance values in separate columns makes these
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changes easy. Since references to the nominal and tolerance cells determine the
limits of variation for the assumptions, the Crystal Ball assumptions will auto-
matically update.

To predict the effect of this change, Debbie resets the simulation and runs it
again. With the improved comparator, the standard deviation of VTrip-Up is now
0.0221. Reducing the tolerance of the offset voltage from 0.015 to 0.009 mV
reduced variation in VTrip-Up from 0.0258 V to 0.0221 V.

Since this system has two forecasts of interest, it is useful to visualize the
variation of both forecasts on the same chart. Crystal Ball provides two types of
plots for this purpose. Figure 11-41 shows an overlay chart of the two forecasts
in this system. To generate this graph, Debbie follows these steps:

• Select Overlay charts from the Analyze menu, or click the Overlay charts
button on the Crystal Ball toolbar.

• In the Overlay chart form, click New.
• In the Choose forecasts form, select both Vtrip-down and Vtrip-up

forecasts, and click OK.
• The overlay chart shows both histograms, but one of them hides part of the

other. To make the histograms transparent, select Preferences  Chart
on the overlay chart menu. In the General tab, select Transparency.
Figure 11-41 uses the default setting of 50% transparency.

• To add reference lines, select the Chart Type tab. In the Marker lines box,
scroll down and select the Value. . . option. A Value form appears. In the
Value box, enter 4.75, and in the Label box, enter “LTL.” Click Add.
Similarly, add another line at 4.90 with label “UTL.” Click OK in the forms
to add the marker lines to the plot.

Voffset

R2

R1

VR1

R4

R3 0.0%

0.0%

4.6%

25.6%

43.6%

−26.2%

−24.0% −12.0% 0.0% 12.0%

Sensitivity: Vtrip-up
24.0% 36.0% 48.0%

Figure 11-40 Sensitivity Plot for VTrip-Up
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Figure 11-42 Trend Chart Showing Percentiles of Both Forecasts

Next, Debbie creates a Trend chart shown in Figure 11-42. To generate this
chart, she follows these steps:

• Select Trend chart from the Analyze menu, or click the Trend chart button
on the Crystal Ball toolbar.

• On the Trend chart form, click New.
• On the Choose forecasts form, select both Vtrip-down and Vtrip-up

forecasts, and click OK.
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The process capability of this system is still inadequate for a DFSS project.
Debbie has several options for further improvements to this circuit, including:

• Tighten tolerances further. She could choose another comparator with
lower offset voltage, or she could choose resistors for R1 and R2 with
tighter tolerances.

• The overlay chart suggests that if the two distributions were closer together,
the probability of producing a defective assembly would be less. Debbie
could reduce the difference between VTrip-Up and VTrip-Down by adjusting the
value of R3.

• She could choose a matched pair of resistors for R1 and R2. Debbie realizes
that the trip voltages depend heavily on the ratio of R1/R2, so controlling the
ratio might work well.

This example continues in the next section with an evaluation of this last option.

This section introduces Monte Carlo analysis as the best practice for
tolerance analysis for nonlinear systems. As shown in the first example,
MCA is also useful for linear systems. With convenient software tools,
MCA is often easier and simpler than the RSS method for linear systems.

Learn more about . . .

Monte Carlo Analysis Software

MCA requires computers, and computers require software. Although most of
this book illustrates tools using MINITAB, MINITAB is a clumsy software tool
for MCA. To realize the benefits of simulations in a DFSS initiative, practi-
tioners need separate MCA software. This book illustrates MCA with Crystal
Ball, but other products may be better suited for specific applications of MCA.

In general, there are three families of software applications for performing
Monte Carlo analysis. Each is suited to specific types of problems.

• MCA engines with an Excel interface. Crystal Ball an example in this
category. These products will analyze any transfer function that can be rep-
resented as a set of Excel functions, possibly including programs written in
Visual Basic for Applications (VBA).

• Discrete Process Modeling (DPM) engines. SigmaFLOW® (www.sigmaflow.
com) is an example in this category. DPM engines allow the user to model a
process, generally using a graphical interface like a flow chart. Random
variations in the process might include process times, defect introduction and
fluctuations in supply, demand, or resources. The DPM engine allows the
user to simulate the process over time, identify and remove constraints, and
optimize the process. DPM is a powerful tool for Lean Six Sigma initiatives,
and for anyone who is designing a new process or fixing an old one.

www.sigmaflow.com
www.sigmaflow.com
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• Platform-specific MCA engines. Many types of transfer functions cannot be
represented easily in Excel. In many cases specialized engineering software
provides “gray box” transfer functions by simulating the performance of the
system. One example is a mechanical CAD system used by many companies
to design products. Engineers can derive transfer functions from a CAD
model and enter them into Excel manually, but this process creates delay
and errors. Other examples include analog and digital circuit analyzers,
finite element analyzers, and computational flow dynamic analyzers. It is
practically impossible to analyze these types of problems in Excel. Many of
these programs have platform-specific MCA engines that work directly with
the simulation model.

Another option for engineers with gray box transfer functions is to perform a
computerized experiment on the system, develop a linear model representing the
system in the region of interest, and then simulate that model in Excel. Efficient
tools for this task are subjects of continuing research. Saltelli, Chan, and Scott
(2000) discuss the various methods researchers use to perform sensitivity
analysis on highly complex computerized models.

To select the best MCA software requires an understanding of the types of
transfer functions to be analyzed. Many companies with DFSS initiatives will
need more than one MCA software tool. While most of their practitioners will
have best results with Crystal Ball, those in process disciplines may prefer a DPM
tool like SigmaFLOW. Electrical engineers may need a SPICE simulator with
Monte Carlo capability. CAD designers and mechanical engineers may need a
tolerance analysis tool designed to integrate directly with their CAD system.

Since it may not be possible for every employee to use the same Monte Carlo
software, the procedures of tolerance design need to be documented and con-
sistently applied across all projects. Regardless of the software tool, engineers
must be able to provide the same information in their reports. See Section 11.2
for specific points that a tolerance design procedure must address.

Before selecting any software, consider these factors:

• Maturity of the product, size of the user base, and quality of support offered
by the manufacturer.

• Flexibility to handle different distributions and real data, when available.
• Output graphs including histograms and sensitivity charts at a minimum.
• Reports with terminology and measures consistent with use in a Six Sigma

environment.
• Capability for automated optimization.

Crystal Ball is particularly useful in a DFSS environment because of these
features:
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• Crystal Ball is a mature product with thorough verification and validation
and excellent technical support. Crystal Ball enjoys a large, international
user base. There is now an annual Crystal Ball Users Conference.

• The numbers of assumptions (inputs Xi to the function) and forecasts
(outputs Yi from the function) are limited only by the capacity of the user’s
computer and of Microsoft Excel.

• The complexity of the transfer function Y � f (X) is limited only by the
ability of Microsoft Excel to express it. Even functions with iterative
solutions may be programmed using Visual Basic for Applications (VBA),
and these functions may also be analyzed by Crystal Ball.

• Crystal Ball provides options to end the simulation after a fixed number of
trials, or when selected statistics have been determined within a specified
precision and confidence.

• Extreme speed, a new feature in Crystal Ball 7.1, greatly speeds up most
simulations by performing the calculations outside of the Excel environment.

• The user may designate decision variables for characteristics that might be
changed to improve system performance. For example, decision variables
might include nominal values of certain components. Crystal Ball can scan
through ranges of decision variables to find the best results.

• OptQuest®, a stochastic optimizer provided as part of Crystal Ball
Professional Edition, searches and finds values of decision variables to
optimize system performance.

• Crystal Ball provides a variety of graphs and reports, making it easy to
interpret simulation results.

As nice as it is, Crystal Ball is not the Monte Carlo tool for everybody. The main
limitation of Crystal Ball is the requirement that transfer functions be rep-
resented in the form of an Excel worksheet. However, for most Six Sigma and
DFSS applications, Crystal Ball is the clear leader in its field.

Learn more about. . .

Random Number Generators

Monte Carlo Analysis relies heavily on the quality of the algorithm used to
generate random numbers. This box provides more information on how a digital
computer creates sequences of numbers that appear to be random and follow a
selected probability distribution. In fact, a digital computer cannot create random
numbers. However, a computer can create the illusion of random numbers in two
steps. The first step is to generate a uniform pseudo-random number; the second
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step is to transform the uniform pseudo-random number into the required dis-
tribution.

The primary limitation of a digital computer is that it must represent the infinite
set of real numbers by a finite set of digital representations of numbers. The
word length and number format dictate the maximum number of digits available
to represent the significant digits in the number. For example, Excel represents
numbers using a maximum of 15 digits plus an exponent. Any function can only
return representations of numbers within the limits of its platform. Even so, a
“random” number generator that returns all possible representations of numbers
between 0 and 1 with equal probability would be acceptable.

The next limitation of a digital computer is its inherently sequential nature. All
“random” number generators in digital computers are actually pseudo-random
number generators, which provide the next value in a sequence of values. The
sequence of values eventually repeats, but hopefully not for a very, very long time.

Although other methods are also used, a common method of generating pseudo-
random sequences of numbers with a nearly uniform distribution is the multi-
plicative congruential method. In one such algorithm, let Ri be any odd integer
represented digitally by B bits. The next number in the sequence is Ri�1 � Ri

(2P � K ) Mod 2B�1, where P is a number between 0 and B � 1, and K is an
odd number. This sequence is expressed as a uniform number between 0 and 1
by scaling: . As reported by Chen (1971), the length of the
sequence before repeating and the uniformity of the distribution depend heavily
on the particular choices of P and K.

One of the improvements Microsoft introduced in Excel 2003 is a change to the
RAND() function to lengthen the repeat length of the sequence. Crystal Ball and
MINITAB each generate their own random numbers with algorithms that have
been extensively tested and verified. Creating and verifying an algorithm that
causes a deterministic machine to act random takes a lot of effort. Using an
untested or unverified random number generator is unwise. This is especially
true now that Monte Carlo simulations can easily require millions or billions of
random numbers.

Once uniform random numbers are available, these can be transformed into any
other distribution. When a simulation requires normal random numbers, Box
and Muller (1958) found that these functions transform two independent
uniform random numbers U1 and U2 into two independent standard normal
random numbers Z1 and Z2:

Z1 � 2�2ln U1 cos (2�U2)

Z2 � 2�2ln U1 sin (2�U2)

Ui � Ri>(2B�1 � 1)
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Figure 11-43 The Cumulative Distribution Function (CDF) Maps any Random Variable
into a Uniform Random Variable Between 0 and 1. Similarly, the Inverse CDF Maps a
Uniform Random Variable Back into the Random Variable Described by the CDF. This
Mapping Transforms Uniform Random Numbers into any Distribution Required

A more general technique can transform a uniform random variable into any
other distribution. The probability distribution of any random variable X may be
expressed as a cumulative distribution function (CDF) FX(x), defined as

. The CDF is a function is a continuous function which
starts at 0 at and increases to 1 at .

The CDF function has an important property known as the probability integral
transform, which states that any random variable mapped through its own CDF
has a uniform distribution between 0 and 1. In symbols, .

Figure 11-43 illustrates this concept visually. In the middle of the graph are three
CDFs of three random variables. The first one is normal, the second is exponential
and the third is just strange. The probability density functions of these three
random variables are shown below each CDF. The CDF of each random variable
maps each random variable into a uniform random variable between 0 and 1.

Because FX(x) is monotonically nondecreasing, it has a unique inverse function
F�1(u) such that , except for sets of zero probability, which don’t
matter anyway. It follows that the inverse CDF F�1(u) maps a uniform random
variable to the distribution described by FX(x).

So if we have a way to evaluate F�1(u), we can convert uniform random
numbers into random numbers with any distribution we choose.

Excel has functions for calculating F�1(u) for many common distributions. For
example, to generate a standard normal random number, enter =NORMSINV
(RAND()) into any cell. To generate a normal random number with any mean �
and standard deviation �, enter =NORMINV(RAND(),�,�) into any cell. Many
of these functions have improved precision in Excel 2003. For more information
on improvements to statistical functions in Excel 2003, search for the “Excel
2003 Statistical Function Resource Center” at office.microsoft.com. 

F�1(F(x)) � x

FX (X)~ Uniform(0, 1)

x � �`x � �`
FX (x) � P [X  x]
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11.5 Predicting Variation with Dependent Components

By default, tolerance design tools assume that components are mutually
independent. However, in many real situations, components are not mutually
independent. Successful DFSS practitioners must recognize these situations
and adapt their tolerance design methods to consider the dependencies
between components.

In general, there are two common types of dependencies between com-
ponents, called positive and negative correlations. Components are positively
correlated if larger values for one component are associated with larger
values of another component. Components are negatively correlated if larger
values for one component are associated with smaller values of another
component.

There are other types of dependency between components, which the cor-
relation coefficient does not measure. In fact, the following section on
geometric dimensioning and tolerancing discusses an example in which two
dependent variables have zero correlation. This section examines only linear
relationships between components, which the correlation coefficient
measures well.

Some types of dependencies cause the system to have more variation than it
would if the components were independent. This situation can be dangerous
if it is not recognized and incorporated into the analysis. The most common
situation of this type is a height of a stack of identical items. If this situation is
analyzed as if the items are independent, when in fact the items have pos-
itively correlated heights, the predicted variation of the stack height will be
too small. This error increases as the stack contains more items.

Other types of dependencies cause the system to have less variation than it
would if the components were independent. This situation is generally a
good thing, and one we want to design into our products. Tolerance design
tools must be modified to correctly predict variation from situations like
these.

Here are three approaches people often use to perform tolerance analysis on
systems with dependent components:

• Assume that positively correlated components are identical. This
approach produces predictions of variation that are too large, but this is
a safe, conservative error to make. This approach is also very easy. It
does not work for negatively correlated components.
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• Estimate the correlation between components, and include this in the
tolerance analysis. If parts are available for analysis, the correlation
between features is easy to measure and estimate. Either the RSS or
MCA methods have simple modifications to include the effects of cor-
relation between components.

• Change the transfer function so that it uses independent parts of the
dependent components. For example, if X1 and X2 are positively cor-
related, it may be safe to assume that the average and difference of
the two components are independent. Let  and X4 �

, and then substitute X1 � X3 � X4 and X2 � X3 � X4

into the transfer function. Now the transfer function is written in terms
of components X3 and X4, which are assumed to be independent.

Each of the following examples illustrates one of the three methods for per-
forming tolerance design with dependent components.

Example 11.14

Johnny is designing a plastic bobbin as part of a power transformer with a
laminated steel core. The core of the transformer provides a path for magnetic
flux. The design of the core determines many important performance parameters,
such as efficiency and self-heating. To reduce losses caused by eddy currents, the
core may be a stack of thin steel laminations. In this transformer, the core consists
of a stack of 50 steel laminations, each one with a thickness of 0.5 � 0.05 mm.
Johnny needs to predict the height of the stack of 50 laminations to allow enough
room on the inside of the bobbin.

The worst-case stack height is 25.0 � 2.5 mm. However, Johnny believes that
the probability that all the laminations are near their upper or lower limits
simultaneously is extremely small. Johnny applies the weighted RSS method to
calculate a tolerance for the stack height Y:

Based on this calculation, Johnny decides that the Six Sigma tolerance for the
stack height is 25.00 � 0.92 mm. Accordingly, he designs the bobbin with a
clearance for the core stack of 26.02 � 0.10 mm. This clearance needs to be as
small as possible to provide the most room for wiring.

After the first bobbins are molded, and the first transformers are assembled,
Johnny realizes he has made a serious error. Many of the stacks of 50 laminations

� 0.92 

� 2.6250 
 (0.05)2

� 2.6250T 2
1

TY � 2.62T 2
1 � T 2

2 � c� T 2
50

1
2(X1 � X2)

X3 �
1
2(X1 � X2)
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are larger than 26 mm so they will not fit through the bobbin. Frustrated, Johnny
opens a different box of laminations from a different lot. He is surprised to find
that stacks of 50 laminations from this different lot are less than 24 mm tall, also
outside the Six Sigma tolerance limits of 25.00 � 0.92 mm. Johnny measures
individual laminations from each lot and finds every lamination to be within its
tolerance limit of 0.50 � 0.05 mm.

Suddenly, Johnny realizes the error in his initial calculation. The RSS and
weighted RSS methods of tolerance analysis assume that all components are
independent of each other. Thinking about how laminations are made, Johnny
realizes this assumption is incorrect. Laminations are stamped out of long
sheets or rolls of steel. Laminations in the same box are probably stamped from
the same sheet of steel, and they are very nearly the same thickness. If the sheet
of steel is thicker than 0.5 mm, all the laminations stamped from that sheet are
also thicker than 0.5 mm. Some boxes of laminations are all thicker than 0.5
mm, while other boxes are all thinner than 0.5 mm. Therefore, the laminations
in the same stack are positively correlated.

The easiest way to analyze this system is to assume that all the laminations in
the core are exactly the same thickness. This changes the transfer function to
Y � 50X1. The worst-case limits of the stack height are 25.00 � 2.50 mm, the
same as if the laminations were independent. However, with only one
component in the system, the tolerance of Y according to the weighted RSS
method is TY � 2.6 
 50 
 0.05 � 6.5 mm.

Johnny concludes that this is an impractically wide tolerance, so he needs to
redesign the system. Johnny reviews his calculations leading to the specification
of 50 laminations. He decides that the total thickness of metal is more important
to the performance of the core than the exact number of laminations. To meet
design requirements, the core thickness must be at least 23.0 mm. He changes
the design of the transformer so that the core will contain as many laminations
as will fit in the bobbin, instead of a specific count of laminations. Johnny
decides not to change the bobbin, which has a clearance of 26.02 � 0.1 mm.

While this design change solves the problem of lamination stacks not fitting in
the bobbin, it raises another problem. Johnny must specify a number of lami-
nations on the bill of materials for the product. How many laminations are
required for each transformer? This question is easy to answer with a quick
Monte Carlo analysis. The analysis will also predict the capability of the core
stack thickness to exceed its lower tolerance limit of 23.0 mm.

In a new Excel worksheet, Johnny sets up a Monte Carlo analysis using Crystal
Ball. Figure 11-44 shows Johnny’s worksheet. In this analysis, Johnny assumes
that all laminations in the same stack are exactly the same thickness. The analysis
has the following assumptions and forecasts:

• Assumption X1, in cell F4, is the bobbin clearance, which is uniformly dis-
tributed between 25.92 and 26.12.
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Figure 11-45 Forecast Histogram of the Number of Laminations Required Per
Stack. Marker Lines Indicate the Mean and 75th Percentile

• Assumption X2, in cell F5, is the thickness of each lamination, uniformly
distributed between 0.45 and 0.55.

• Forecast Y1, in cell F7, is the number of laminations that fit in the bobbin.
The formula for this forecast is =INT(F4/F5).

• Forecast Y2, in cell F8, is the thickness of the core. The formula for this
forecast is =F5*F7.

Using Crystal Ball, Johnny runs the simulation for 10,000 trials. Figure 11-45
is the frequency plot for forecast Y1, the number of laminations. The mean
number of laminations is 51.71. Johnny selects Preferences  Chart from the
forecast chart menu. On the Chart Type tab, he adds marker lines at the mean
and the 75th percentile, which is 54. If the population of laminations actually

Figure 11-44 Worksheet for Monte Carlo Analysis to Predict the Number of
Laminations and Stack Thickness
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Figure 11-46 Forecast Histogram of the Stack Height. Marker Lines Indicate the
Lower Tolerance Limit and Six Standard Deviations Below the Mean. This
Characteristic Now has Excessive Quality and is a Candidate for Cost Reduction

has a mean thickness of 0.50 mm, 52 laminations per transformer will be suf-
ficient. Johnny decides to list 54 laminations on the bill of materials, which
should provide a small number of extra parts.

Figure 11-46 is a forecast chart showing the distribution of the stack thickness.
On this chart, he adds a marker at the lower tolerance limit of 23, and another
one at six standard deviations below the mean. For this forecast, the mean is
25.77 and the standard deviation is 0.15, so .

From a quality perspective, the stack thickness is actually too good. The stacks
are now thicker than they need to be. Johnny could consider a cost reduction by
reducing the size of the hole in the bobbin, which would push the stack
thickness closer to its tolerance limit. Besides reducing the cost of laminations,
this would allow more room for wiring, potentially making the transformer
more efficient.

In the above example, the engineer started with the false assumption that
parts are independent, when in fact they are highly positively correlated.
When he changed the analysis to reflect this correlation, he realized that the
design is not feasible. Since this is a DFSS project, the engineer has many
options to design or specify the product differently. In this example, he
changed the specification of the product from a fixed number of laminations
to a flexible number. Monte Carlo analysis helped the engineer decide what
quantity to list on the bill of materials.

PPK �
25.77 � 23
3 
 0.15 � 6.16
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The next example involves two characteristics that are obviously correlated,
with data to support this conclusion. In this situation, the tolerance design
procedures are easy to modify to account for the correlation. If the cor-
relation were ignored, the design appears to be unacceptable.

The Root-Sum-Square (RSS) method uses the following formulas when the
Xi are independent:

If the Xi are correlated, and #ij is the correlation coefficient between Xi and
Xj, the RSS formulas change to:

Regardless of the distribution shape of the components, these RSS formulas
calculate the exact mean and standard deviation of Y for systems with linear
transfer functions.

Example 11.15

Bianca is designing a system in which a belt rides on an idler roller, illustrated
in Figure 11-47. If the roller is out of alignment, the belt may ride to one edge
of the roller and contact another part of the machinery. A critical characteristic
of the idler roller is the difference in diameters between X1 and X2. Each
diameter has an individual tolerance of 5.0 � 0.5 mm. Bianca has assigned a
cylindricity tolerance to require that |X2 � X1| $ 0.1 mm.

�Y � abi�i 

�Y � Åa
i

(bi�i)2
� 2a

i�j
abibj#ij �i�j

�Y � abi�i 

�Y � 2a(bi�i)2

φ X1 φ X2

Belt

Idler roller Roller-belt assembly with
correct alignment

Effects of
incorrect alignment

Figure 11-47 Idler Roller and Belt Assembly. Belt Reliability Depends on Proper
Alignment of the Roller
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Table 11-10 Sample Statistics from 90 Idler Rollers

Diameter X1 Diameter X2

Sample mean 5.01531 4.98576

Sample standard deviation 0.05408 0.05509
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Figure 11-48 Scatter Plot of Measurements of X1 and X2 for a Sample of Rollers

To predict the standard deviation of X2 � X1, Bianca consults a database of
measurements from 90 rollers manufactured over several weeks. Table 11-10
lists descriptive statistics derived from this sample.

Since the tolerance of each characteristic is 5.0 � 0.5 mm, the process
capability is quite good. If this sample represents long-term variation, then
PPK is nearly 3.0 for both characteristics.

Bianca wants to analyze Y � X2 � X1 from this data. She can predict the mean
of Y with . This formula to estimate the mean of Y is
valid whether X1 and X2 are independent or dependent.

If X1 and X2 are independent, the estimated standard deviation of X2 � X1 is
. According to the cylindricity tolerance, X2 � X1 must

be between –0.1 and +0.1. Therefore, PPK is 0.304, which is clearly unac-
ceptable. However, this is an incorrect analysis.

X1 and X2 are not independent. Figure 11-48 is a scatter plot of the 90 obser-
vations of X1 and X2, showing that they are highly positively correlated.
In fact, the correlation coefficient from the sample is 0.9667. Since higher

2s2
1 � s2

2 � 0.07720

X2 � X1 � �0.02955
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Figure 11-49 Define Correlation Form, which is Accessible from the Define
Assumption Form

values of X1 are associated with higher values of X2, we should expect X2 � X1

to have less variation than if X1 and X2 were independent.

Applying the RSS formula with correlations to the situation when Y � X2 �
X1 gives this formula: .

Using estimates of the standard deviation and correlation coefficient
from the observed data, the predicted standard deviation of Y is

. Based on this
estimate of standard deviation,

which is a very good number.

Bianca could also analyze this system in Crystal Ball to predict the effects of
correlation between X1 and X2 using Monte Carlo analysis. Figure 11-49
shows a worksheet Bianca set up to do this. Since Bianca has a sample of data,
which appears to be normally distributed, she chooses a normal distribution for
both assumptions. When she defines the assumption cell for X2 in cell E5, she
clicks the Correlate button. Next, Crystal Ball asks her to choose which

PPK �
�0.02955 � 0.1

3 
 0.01412
� 1.66

2.054082 � .055092 � 2(.9667)(.05408)(.05509) � 0.01412

�Y � 2�2
1 � �2

2 � 2#12�1�2
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Figure 11-50 Forecast Histogram of from a Monte Carlo Analysis
Including the Correlation

Y � X2 � X1

assumption to correlate with X2. She selects X1 and clicks OK. Next, the define
correlation form appears as shown in Figure 11-49. Here, Bianca can either
enter the correlation coefficient directly or refer to a cell reference, which is D4
in this case. The scatter plot illustrates an example of the joint distribution of
X1 and X2 with the selected correlation coefficient.

Bianca defines a forecast Y � X2 � X1 and runs a simulation with 10,000
trials. Figure 11-50 is a histogram of Y with the axis reflecting the tolerance
limits of �0.1 and �0.1. In the simulation, the mean of Y is �0.0294 and the
standard deviation of Y is 0.0135, so

which is very close to the results calculated by the RSS method.

Another way to analyze a system with dependent components is to redefine the
transfer function in terms of independent components. Very often, these inde-
pendent components no longer correspond to physical parts of the real system.

Example 11.16

This continues an example from the previous section, in which Debbie analyzed
an undervoltage detector circuit in a power supply. She found that variation in
its trip voltages is too high. Her first design change was to use a comparator
with lower offset voltage, but this was not enough.

PPK �
�0.0294 � 0.1

3 
 0.0135
� 1.74
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±0.2%
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1.2M ±1%
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10 K
±1%

U1
LM293
Voffset = 0 ± 9 mV

R5
750 ±1%

Figure 11-51 Schematic Diagram of the Undervoltage Detector, Using a Matched
Pair of Resistors in Place of R1 and R2

Next, Debbie decides to use a matched pair of resistors in place of R1 and R2,
as shown in the schematic diagram in Figure 11-51. This part contains two 10
kΩ, 1% resistors, fabricated on a single die so that the ratio of the parts is
tightly controlled. The ratio tolerance for R1/R2 is 1 � 0.025%. In effect, the
values of R1 and R2 will match within 2.5 Ω. Since both resistors in the
matched pair have the same nominal value, 10 kΩ, Debbie adds a separate
resistor, R5, in series with R2 to tune the trip voltages. She also changes R3 to
1.2 MΩ to control the difference between VTrip-Up and VTrip-Down.

Debbie can no longer model this circuit treating R1 and R2 as independent
components. Instead, she decides to model the matched pair of resistors by a
circuit shown on the right side of Figure 11-52. Instead of a single resistor R2,

Ratio = 
1 ± 0.025%

R1:
10 kΩ, ±1%,

R2 = R1

R2A = 0 ±  2.5 Ω

10 kΩ, ±1%,

Figure 11-52 The Resistor Network Shown at Left May be Modeled as Shown
at Right. The Physically Impossible 0 � 2.5 Ω Resistor is Acceptable in a
Mathematical Model
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Figure 11-53 Worksheet Revised to Use the Matched Resistor Pair Instead of Discrete
Resistors. The Model Includes New Assumptions R2A and R5. Old Assumption R2 is
Cleared and Replaced With a Formula Calculating R1 � R2A � R5

Debbie’s model has two resistors in series. The first resistor has identically the
same value as R1. The second resistor is 0 � 2.5 Ω. The series combination of
these two behaves like a resistor with the same value as R1 and a tolerance of
� 2.5 Ω. It is impossible for a physical resistor to have negative or zero
resistance, but this works fine in the mathematical world of the simulation.
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In the spreadsheet with the Crystal Ball model, Debbie inserts two new rows for
R2A and R5, the two new random components in the system. In the old R2 row, she
clears the Crystal Ball data and inserts a formula to compute R1 + R2A � R5. The
formulas for both forecasts automatically use this sum in place of R2. Figure 11-53
shows the spreadsheet with these changes.

After Debbie runs the simulation of this new model, Figure 11-54 shows an
overlay chart of the two forecasts in this system. With this new design, both trip
voltages have PPK � 1.50, meeting DFSS requirements.

11.6 Predicting Variation with Geometric Dimensioning
and Tolerancing

ASME Y14.5M defines a system of geometric dimensioning and tol-
erancing (GD&T) which many companies apply to all mechanical
drawings. The GD&T system provides a method of expressing functional
relationships between features that traditional tolerances cannot. For
example, the position of a hole might have a diametral (circular) tolerance
zone instead of a rectangular tolerance zone. If the function of the hole is to
contain another round feature, such as a shaft, the diametral tolerance zone
gives the largest possible tolerance for the hole that allows it to perform its
intended function.

GD&T affects engineers in a DFSS project in several ways. One of these is
the need to understand GD&T symbols and terminology to interpret part
drawings and to develop transfer functions. Although this is beyond the
scope of this book, many good books like Foster (1993) present the concepts
in ways that are easy to understand. With an understanding of GD&T,
engineers can develop transfer functions expressing critical relationships
between parts.

Another way GD&T affects engineers is by creating tolerance zones with
round, triangular or other shapes. Tolerance analysis methods discussed in
this chapter assume that the tolerance for each component is independent
of the values of all other components. With GD&T, this assumption may
not be true.

One benefit of GD&T is the ability to specify some tolerances at maximum
material condition (MMC). MMC is the smallest size for a hole or the
largest size for an outside dimension. When the feature is not at MMC, the
location of the feature may have a larger tolerance. This gives the manu-
facturer the flexibility to trade feature size tolerance for feature location
tolerance, and to select the most economical way to make the part.
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Figure 11-55 Geometric Dimensioning and Tolerancing (GD&T) Callout
Specifying the Diameter and True Position Tolerances for a Hole

Example 11.17

This example first appeared in Chapter 2. Eric is specifying tolerances for a
critical hole in a water valve using GD&T. Figure 11-55 shows the tolerance
callout for this hole, which specifies both size and location.

According to the callout, the diameter of the hole may be anywhere between the
tolerance limits of 0.350 and 0.360. The box under the size tolerance is called a
feature control frame. The first symbol in the box, , indicates that the feature
control frame specifies a tolerance for the true position of the hole, which is
the location of a point in the center of the hole. Other tolerances not shown in
Figure 11-55 specify where the target location is, relative to datums on the part.
The next symbol in the box, Ø, specifies that the hole has a diametral (circular)
tolerance zone. Next, 0 (zero) indicates the diameter of the tolerance zone.

So far, this feature control frame specifies an impossible tolerance of �0. The
next symbol, M specifies that the � 0 tolerance applies only when the hole is at
MMC. When the hole has a diameter of 0.350, which is its MMC, the true
position of the hole must be perfect, with �0 tolerance. If the hole diameter is
not at MMC, the difference between its diameter and MMC becomes the
diameter of its true position tolerance zone. For example, if the hole has a
diameter of 0.355, this is 0.005 larger than MMC. The diameter of the true
position tolerance for the hole is now 0.005, which is � 0.0025. The MMC
modifier in this feature control frame makes an otherwise impossible tolerance
possible to manufacture. The remaining modifiers in the feature control frame
refer to datums A, B, and C, which are defined elsewhere on the part drawing.

The result of this feature control frame is a cone-shaped tolerance zone for the
hole. Figure 11-56 illustrates this tolerance zone. On the vertical axis,
the diameter ranges from 0.350 to 0.360. When the diameter is 0.350, the true
position of the hole has � 0 tolerance. When the diameter is 0.360, the true
position of the hole must be within inside a circular zone of diameter 0.010.
These boundaries define the conical tolerance zone for this feature.

Eric wonders how features with this type of feature control are actually manu-
factured. To study this, he finds a hole in a similar part with the same GD&T
feature control method. From Eric’s company database of measurement data,
he compiles measurements of this hole from 730 recently manufactured parts.
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These measurements include the diameter and the true position in X and Y
directions. Figure 11-57 is a marginal plot of hole diameter and true position of
the hole in the X direction.

The marginal plot is a unique feature of MINITAB combining a scatter plot
with histograms, dot plots, or box plots of each variable. In this example, Eric
can visualize the triangular shape of the joint distribution, the triangular shape
of the true position distribution, and the skewed shape of the diameter dis-
tribution, all on a single graph.

Another way to visualize this data is with a scatter plot matrix, shown in Figure 2-46
in Chapter 2. The scatter plot matrix illustrates other cross-sections of the conical
tolerance zone.

Figure 11-57 illustrates two random variables that are dependent on each
other and have zero correlation coefficient. When the correlation coefficient
is zero, this does not mean that the random variables are independent6.
Scatter plots are always helpful to visualize complex relationships between
random variables.

6 If X and Y are independent random variables, then their correlation coefficient # � 0.
However, if X and Y are random variables whose correlation coefficient # � 0, they might not
be independent. An exception occurs when X and Y are normally distributed. If X and Y are
normally distributed random variables whose correlation coefficient # � 0, then they are inde-
pendent. The normal distribution is the only family of random variables with this property.
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Figure 11-56 The tolerance zone for the hole is shaped like a cone, with its point at
maximum material condition (MMC) and the largest true position tolerance at least
material condition (LMC)
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When GD&T creates non-rectangular tolerance zones, Monte Carlo
analysis is the best tolerance analysis tool. One way to simulate components
like these is to apply a filter to the randomly generated component values,
selecting only the ones that fall within the tolerance zone. The goal is to
generate sets of component values that are uniformly distributed within
their tolerance zone. Here are the steps required to accomplish this task with
Crystal Ball:

• Define tolerances for each assumption which are as wide as they might
be for any other assumption in the system

• Define each assumption with a uniform distribution over its tolerance
zone.

• Create a logical formula that is TRUE when the assumptions are within
their GD&T tolerance zone, and FALSE otherwise. Define a name for
this cell, like InTol.

• For each assumption cell, create a new cell with a formula like this:
=IF(InTol,<assumption_cell>,NA()). In the formula, substitute the
address of the assumption cell in place of <assumption_cell>. This
formula will return the assumption value only if the system is within
tolerance, and the error value #N/A if it is not.

True position, X direction
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Figure 11-57 MINITAB Marginal Plot of Measurements of Hole Diameter and True
Position in the X Direction From a Large Sample of Parts. The Shape of the
Distribution of Points Represents a Cross Section through the Conical Tolerance Zone
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Figure 11-58 GD&T Callout Specifying the Diameter and True Position Tolerance
for a Shaft. In This Case, MMC is at the Largest Shaft Diameter

• Write all formulas for forecasts and intermediate calculations in terms
of the copies of the assumption cells that might have the value #N/A.

• In the Trials tab of the Run Preferences form, clear the Stop on cal-
culation errors check box.

Example 11.18

In Eric’s water valve, the hole illustrated in Figure 11-55 must contain a shaft.
The shaft has its own GD&T callout illustrated in Figure 11-58. The shaft
diameter may range from 0.340 to 0.350, and the diameter of its true position
tolerance zone is the difference between 0.350 and the actual diameter of the
shaft. Like the hole, the tolerance zone for the shaft diameter and true position
is conical, with the point at 0.350 diameter and the largest true position
tolerance at 0.340 diameter.

Figure 11-59 shows a cross-sectional view of the shaft in the hole. The dashed
circle represents MMC for both parts. The shaft surface must be entirely within
the dashed circle, and the hole surface must be entirely outside the dashed circle.

Eric must calculate the maximum gap between the hole and the shaft, rep-
resented by Y in Figure 11-59. Here is the transfer function for Y in terms of
hole and shaft diameters and true positions represented by X and Y coordinates:

Eric constructs a spreadsheet with Crystal Ball assumptions and forecasts as
shown in Figure 11-60. Column F lists all the formulas used in column E. Here
are the steps Eric followed:

• Eric defined a maximum tolerance for each assumption, which is 0 � 0.005
for all true position coordinates.

• He defined each of the six assumptions with a uniform distribution between
its tolerance limits.

�2(HTPX � STPX)2 � (HTPY � STPY)2
 

Y �
HDiam � SDiam

2
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• He defined a cell with a formula that is TRUE only when the hole is in its
geometric tolerance. That is, this cell is true only if 

. He named this cell HoleInTol and used it in formulas for
cells E5-E7, which display only hole dimensions which are in tolerance.

• He took the same steps for the shaft characteristics.
• He entered a formula in a cell to calculate Y, based on the formulas in

column E.


HDiam � 0.350

2  

2HTPX2 � HTPY 2

eloH

htobrofCMM
tfahsdnaeloh

tfahS
Y

Figure 11-59 Drawing Showing the Effect of Variation in Shaft and Hole. The Dashed
Circle Represents MMC for Both Parts, Where Each Part has Zero True Position
Tolerance. Y is the Largest Gap between the Surfaces of the Hole and the Shaft

Figure 11-60 Excel Worksheet with Formulas and Crystal Ball Data to Analyze
Variation in the Maximum Gap between Shaft and Hole. Column F Lists the
Formulas Used in Column E
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Figure 11-61 Forecast Histogram for the Maximum Gap between Hole and Shaft

Normally, error codes in any forecast cell cause the Crystal Ball simulation to
stop. To ignore the #N/A cases and keep running, Eric opens the Run
Preferences form and clears the Stop on calculation errors check box. In
the Precision tab of the Define Forecast form for Y, Eric chooses to run the
simulation until the mean of Y can be estimated to within 1%.

The simulation runs for 30,400 trials until it satisfies the precision control
criterion. Of these 30,400 trials, only 2044 trials had both hole and shaft inside
their respective tolerance zones. Figure 11-61 shows the histogram of Y, which
Eric labeled MaxGap. The histogram shows only the 2044 trials for which
both hole and shaft are in tolerance.

11.7 Optimizing System Variation

This section introduces stochastic optimization, perhaps the most powerful
tool in this book. Given a system transfer function Y � f (X), optimization
is the process of finding a setting for X that best meets a specified criterion
for Y. Both X and Y could represent one or several variables each.

There are two broad categories of optimization algorithms: deterministic
and stochastic. Many users of Excel are familiar with the Solver add-in.
Chapter 10 of this book introduced the response optimizer which is part of
the DOE menu in MINITAB. Both of these tools are deterministic optimizers,
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Deterministic optimization Stochastic optimization

Y = f (X )
Y = f (X )

Figure 11-62 Deterministic Versus Stochastic Optimization for a Simple Curved
Function. Deterministic Optimization Cannot Distinguish Between the Two
Solutions at X1 and X2. Stochastic Optimization can determine that X2 Induces
Less Variation in Y

which will find a single value of X that maximizes Y, minimizes Y, or
causes Y to reach a target value. There may be many such solutions, and the
optimizer will return one of these.

Stochastic is an adjective referring to chance or probability. Stochastic opti-
mization considers uncertainty and random variation in the optimization
process. Stochastic optimization finds characteristics of X that best optimize
characteristics of Y. These characteristics of Y could be statistical properties
or point values. Therefore, deterministic optimization is a subset of sto-
chastic optimization.

Figure 11-62 illustrates the difference between deterministic and stochastic
optimization. Suppose Y � f(X) is a curved function as shown, and the
engineering objective is to find X so that Y � Y0. There are two values of
X which solve this problem, since Y0 � f (X1) and Y0 � f (X2). A deter-
ministic optimizer such as the Excel Solver will find one solution or the
other. To the Solver, one solution is equally as good as the other.

In a DFSS project, these two solutions are not equally good. At X � X1, the
slope of f(X) is very steep, so that variation of X around X1 causes a lot of
variation in Y. However, at X � X2, the slope of f(X) is less steep, so that
variation of X around X2 causes less variation in Y. Stochastic optimization
recognizes this difference by performing a Monte Carlo simulation at each
test value of X. The optimizer can select the best value of X based on sta-
tistical characteristics of the distribution of Y.
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Chapter 10 discussed three ways to make a system more robust without
tightening tolerances. Each of these robustness methods requires finding a
robustness control variable with one of these three effects:

• It could reduce variation induced by itself, if the variable has a
nonlinear effect.

• It could reduce variation induced by other control factors, if the variable
has a significant interaction effect with other control factors.

• It could reduce variation between units induced by uncontrolled noise
factors.

Deterministic optimizers can only identify this last category of robustness
control variable. Further, this is only possible if the design and analysis of
the experiment identified factors with significant effects on variation.
Stochastic optimizers can identify all three types of robustness control
variables, if they are included in the model Y � f (X). For this reason, sto-
chastic optimization is a powerful and essential tool in the DFSS toolbox.

This section illustrates stochastic optimization using a software application
called OptQuest, which is part of Crystal Ball Professional Edition.
OptQuest searches for values of cells identified as decision variables that
maximize or minimize an objective function, subject to constraints and
requirements. To do this, OptQuest performs MCA on the system with
Crystal Ball, and searches for the best settings of the decision variables.

The methods used by OptQuest to search and find optimal settings are
beyond the scope of this book. Practitioners need not understand the search
methodology to use the tool successfully. Those who want to understand the
optimization algorithm further can refer to Glover (1998) or two papers by
Laguna (1997). These papers are available at www.crystalball.com. The
reference section provides the complete URLs for each paper.

Two examples later in this section illustrate OptQuest in action. The box
provides definitions of terms used with OptQuest and provides instructions for
performing stochastic optimization on a typical DFSS problem using OptQuest.

How to. . .

Perform Stochastic Optimization with OptQuest

At times, the terminology used by OptQuest can be confusing, so here is a quick
glossary of important terms. Many of these terms are shared by Crystal Ball, but
some are specific to OptQuest.

www.crystalball.com
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• Assumption: An assumption is a variable that varies randomly according to
a particular probability distribution. Assumptions are the random X
variables in the transfer function Y � f (X).

• Forecast: A forecast is a random Y output variable in the function Y �f (X).
• Decision variable: A decision variable is a cell containing a single numeric

value that controls some aspect of f (X). A decision variable could
determine a parameter of an assumption, or it could change the formulas
determining f (X). When the user selects a decision variable, the user
specifies the range of its possible values. OptQuest will search for the best
values of the decision variables.

• Trial: One trial is one calculation of forecast values (Y ) for one randomly
generated set of assumption values (X).

• Simulation: One simulation comprises a number of trials. Crystal Ball run
preferences determine the number of trials in each simulation. The sim-
ulation might have a fixed number of trials, or it might run until one or more
forecasts meets selected precision control criteria. In some cases, OptQuest
stops a simulation early when it clearly produces undesirable results.

• Optimization: One optimization comprises a series of simulations
performed to search for the best values of the decision variables. OptQuest
controls the length of the optimization. OptQuest can stop the optimization
after a specified length of time, or after a number of simulations with no
further improvement. In some systems with a finite number of decision
variable values, OptQuest may stop the optimization early, once it has
evaluated all these values.

• Objective: The objective is a forecast that OptQuest uses to decide whether
one simulation is better than another simulation. OptQuest will either
minimize or maximize a statistical characteristic of the objective. For
example, OptQuest could maximize the mean or minimize the standard
deviation of the objective. The formula in the forecast cell designated as the
objective should reflect all the aspects of desirability in an ideal system.
A Six Sigma project often looks for settings at which the mean of Y equals
a target value T with minimum variation of Y. To reflect both these
requirements in a single forecast cell, calculate a loss function such as
L � (Y � T)2, where T is the target value. Minimizing the mean of L will
simultaneously adjust the mean of Y to T and minimize the variation of Y.

• Constraint: A constraint is a relationship between the decision variables
that must be true in the physical system. Often the ranges of decision
variable values include combinations of values that are impractical or
impossible. Constraints specify restrictions on decision variables that
OptQuest will not violate.

• Requirement: A requirement is an upper or lower bound applied to a sta-
tistical characteristic of one or more forecasts. OptQuest considers simu-
lations that do not meet all the requirements to be infeasible. OptQuest
searches for a set of decision variable values that both minimizes
(maximizes) the objective and satisfies all the requirements.
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Figure 11-63 Illustration of the Objective, Constraints, and Requirements, all
Terms used by OptQuest.

Figure 11-63 illustrates these terms with an example optimization. This system
has one assumption X, one forecast Y and one decision variable that controls
�X, the population mean of X. The optimization has constraints that limit �X to
values between XL and XU. The objective of the optimization is to minimize SY,
the sample standard deviation of Y, with the additional requirement that , the
sample mean of Y, falls somewhere between YL and YU. After each simulation,
if OptQuest finds that is outside those limits, it declares those values of
decision variables “infeasible,” and continues the search for a feasible solution.

To use OptQuest to find settings that simultaneously adjust the mean Y to its
target value and minimize the variation of Y, follow these steps:

1. Set up an Excel worksheet with the formulas to evaluate the transfer
function Y � f (X ) .

2. For each assumption X, use separate cells for parameters such as nominal
or tolerance values that might change in an effort to optimize the system. In
the Define Assumption form, use references to these cells instead of
entering parameter values directly.

3. Define decision variables for each cell containing nominal or tolerance
values that might change. In the define decision variable form, enter upper
and lower bounds for the decision variable. If the decision variable is
restricted to discrete values, choose the discrete option and enter a step size.

4. Define forecast variables for each Y variable computed by the transfer
function Y � f (X ) .

5. Enter a formula in another cell representing a loss function. If the system has a
single Yvariable with target value T, enter a formula to calculate L� (Y�T)2.
If the system has more than one Yi with target values Ti and tolerances
UTLi and LTLi, enter a formula to calculate .L � giwiA Yi � Ti

UTLi � LTLi
B2

Y

Y
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In this formula, wi represent optional weights representing the relative
importance of each Yi. Define this cell as a forecast with the name Loss.

6. Perform an initial simulation with Crystal Ball to check that the formulas
are correct. In the Run Preferences form, choose settings that allow the
simulation to complete in a reasonably fast time. For most optimizations,
1000 trials are sufficient. If OptQuest must distinguish between very small
differences in means or standard deviations, use precision control with a
larger maximum number of trials.

7. In the Sampling tab of the Run Preferences form, check the Use same
sequence of random numbers check box. OptQuest is somewhat more
reliable when using this option. As with all MCA, Latin hypercube sampling
is recommended.

8. Select Run  OptQuest in the Excel worksheet menu.
9. Click New to set up a new optimization. If the OptQuest Wizard appears,

click OK to proceed.
10. In the Decision Variable Selection form, verify that all the decision

variables appear with correct upper and lower bounds. All decision variables
will be constrained to be within these bounds. To exclude any of the decision
variables from the optimization, clear the check box by those decision
variables. Click OK to proceed.

11. In the Constraints window, enter equations representing additional constraints
between decision variables. If all combinations of decision variables between
their upper and lower limits are acceptable, then no constraints are necessary.
OptQuest version 2.2, which ships with Crystal Ball 7.1, is very particular about
the format of constraint equations. Equations that do not meet OptQuest’s
format requirements do not always cause error messages. Click Help to read
these requirements before entering constraint equations. Click OK to proceed.

12. In the Forecast Selection form, find the forecast with the loss function. In
the Select column on that line, choose Minimize Objective. In the
Forecast Statistic column, choose Mean.

13. Enter additional requirements on this form using the Select column. To
enter a requirement for the same forecast chosen to be the objective, select
Edit � Duplicate in the OptQuest menu. Click OK to proceed.

14. The Options form contains settings that control the length of the opti-
mization. The default setting is to run for 10 minutes. After 10 minutes,
OptQuest offers an option to continue or stop. The user always has the
option to stop the optimization early. Click OK to proceed.

15. Next, OptQuest asks if the user wants to start the optimization. Click Yes to start.
16. During the optimization, OptQuest displays a graph of the objective value

for each simulation and a table of decision variables and objective values for
the best and current simulations.

17. After the optimization, select Edit  Copy to Excel to copy the best
settings back into the decision variables in the Excel worksheet.

18. Return to Excel and run another Crystal Ball simulation to verify that all
forecasts have desirable results.



Predicting the Variation Caused by Tolerances 777

The following two examples illustrate the use of stochastic optimization in
DFSS projects. The first example is the same example first presented in
Chapter 1, but with more explanation of the role of stochastic optimization.
In this example, OptQuest finds optimal settings for a system based on a
black box transfer function derived from a designed experiment. The second
example involves a white box transfer function representing a simple
mechanical system. In this case, OptQuest helps the engineer find and utilize
opportunities for robust design before building or testing any prototypes.

Example 11.19

Bill is an engineer at a company that manufactures fuel injectors. Together with
his team, Bill has designed a new injector, and prototypes are now ready to test.
The primary function of this product is to deliver 300 � 30 mm3 of fuel per
cycle. Therefore, fuel volume per cycle is one of the Critical To Quality (CTQ)
characteristics of the injector.

As detailed in Chapter 1, Bill’s team designed, executed, and analyzed an
experiment to determine how three important components affect fuel volume.
The three factors in the experiment are spring load, nozzle flow, and shuttle lift.
Bill analyzes a full model from the factorial experiment and then removes
insignificant effects. From the MINITAB report, he writes out the following
model representing volume of fuel delivered by the injector as a function of the
three factors:

In the above model, A, B, and C represent the three factors coded so that they
range from �1 at the low level to �1 at the high level. MINITAB reports that this
model explains 99% of the variation in the dataset, which is a very good number.
MINITAB also estimates the variation between injectors to be s � 8.547.

Armed with this information, Bill turns to the world of simulation. In the
designed experiment, procedures assured tight control over the values of each
factor. In a real system, these settings may vary within their tolerance limits. The
next step is to determine how much variation the tolerances of the three com-
ponents induce in the distribution of fuel volume, using Monte Carlo analysis.

Bill enters the model from MINITAB into an Excel spreadsheet. In Chapter 1,
Figure 1-7 shows Bill’s spreadsheet prepared for MCA, and Figure 1-8 shows
the resulting histogram of fuel volume. The distribution of volume predicted

Y � 240.75 � 20.42A � 71.58B � 17.92C � 38.08AC

A �
SpringLoad � 700

200

B �
NozzleFlow � 7.5

1.5

C �
ShuttleLift � 0.45

0.15
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Figure 11-64 Excel Worksheet Set Up for Stochastic Optimization Using OptQuest

by this simulation has a mean of 280.59 and a standard deviation of 14.51, so
PPK � 0.24.

Bill’s next step is to prepare the spreadsheet for optimization with OptQuest.
Figure 11-64 shows the spreadsheet as prepared by Bill. To make the opti-
mization process easier, Bill organizes the spreadsheet in specific ways. In par-
ticular, note the following points:

• The table in rows 4-7 recaps the designed experiment and provides the
uncoded values of each factor at high and low levels. The rest of the
spreadsheet refers to factors A, B, and C in coded units.

• The table in rows 9-15 list coefficients in the reduced model. Bill read these
values from the Coef column of the report in the MINITAB Session
window. Figure 11-65 shows this section of the MINITAB report. The final
term in the model, labeled “s,” is the residual standard deviation of variation
between units not explained by the terms in the model. This value comes
from the last line of the MINITAB report in Figure 11-65.

• The table in rows 17-20 lists the three factors A, B, and C, which become
three assumptions in the Crystal Ball model. Each assumption has a uniform
distribution between the lower and upper limits listed in the table. Note that
the tolerances for each factor determine these limits, and not the levels used
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Factorial fit: flow versus A, B, C 

Estimated effects and coefficients for flow (coded units)

Term      Effect    coef  SE coef       T      P
Constant          240.75    1.745  138.00  0.000
A         -40.83  -20.42    1.745  -11.70  0.000
B         143.17   71.58    1.745   41.03  0.000
C          35.83   17.92    1.745   10.27  0.000
A*C       -76.17  -38.08    1.745  -21.83  0.000

S = 8.54657   R-Sq = 99.22%   R-Sq(adj) = 99.05%

Figure 11-65 MINITAB Report from Experimental Analysis. The Coefficients and
Standard Deviation Listed in this Report form the Transfer Function for Optimization

in the experiment. The experiment intentionally explored a region much
bigger than the tolerance zone, in the hope of finding better operating con-
ditions. The nominal values in column B and the tolerance in column C are
both in coded units.

• Row 21 contains a fourth assumption, named “s,” which is a normal random
variable with mean zero and standard deviation referred to cell B15.

• Cell F23 contains the formula predicting volume based on the black box
model. The formula has several parts:
• =B10 [the mean value from the model]

�SUMPRODUCT(B11:B13,F18:F20) [the A, B and C terms]
�B14*F18*F20 [the AC interaction term]
�F21 [random variation between units]

Bill follows the 18 steps described in the box titled, “How to Perform Stochastic
Optimization with OptQuest.”

1. Bill’s Excel worksheet contains the formulas to evaluate the transfer
function Y � f (X ).

2. Rows 18-20 in the worksheet define the three assumptions using the
nominal values in column B and the tolerances in column C. These cells
control the minimum and maximum parameters of the assumptions.

3. To determine the best nominal values for each component, Bill defines cells
B18, B19, and B20 to be decision variables. He defines each decision
variable to vary between �1 and �1.

4. Cell F23 contains the formula to evaluate Y, the fuel volume delivered on
each cycle. Bill defines cell F23 to be a forecast.

5. Cell F25 contains this formula to calculate loss: =(F23-300)^2. Bill defines
cell F25 to be a forecast with the name Loss.

6. Bill has already performed MCA with Crystal Ball. The mean value of Y
matches the mean value predicted by MINITAB from the designed
experiment.

7. In the Sampling tab of the Run Preferences form, Bill sets the Use same
sequence of random numbers check box with a seed value of 999.
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Figure 11-66 OptQuest Decision Variable Selection Form

Figure 11-67 OptQuest Forecast Selection Form

Figure 11-69 OptQuest Status and Solutions Window, listing All the Best Solutions
Found During the Optimization

Figure 11-68 OptQuest Performance Graph Tracking the Objective Value Each
Time OptQuest Finds a New Best Solution
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He also selects Latin hypercube sampling. In the Speed tab, Bill selects
Extreme speed.

8. In the Run menu, Bill selects OptQuest.
9. Bill clicks New to set up a new optimization, and clicks OK in the

OptQuest Wizard.
10. Figure 11-66 shows the Decision Variable Selection form. All three

decision variables are selected with the correct lower and upper bounds. The
suggested value is the initial design settings expressed in coded units. Bill
clicks OK to proceed.

11. Bill has no constraints to enter, so he clicks OK to proceed.
12. Figure 11-67 shows the Forecast Selection form. Here, Bill selects

Minimize Objective for the forecast named Loss.
13. This optimization has no additional requirements, so Bill clicks OK to

proceed.
15. Bill accepts the default options to run the optimization for 10 minutes and

clicks OK to proceed.
16. Bill clicks Yes to start the optimization.
17. During the simulation, Bill watches the OptQuest performance graph, as

seen in Figure 11-68. This graph shows the value of the objective Loss for
all the simulations. OptQuest almost immediately finds a better solution
than the initial values. Bill lets the optimization run for about two minutes
and stops it when it no longer finds significant improvement. During the two
minutes, OptQuest ran 200 simulations at extreme speed, each with 1000
trials. Figure 11-69 shows the OptQuest Status and Solutions window.
This table lists the decision variable and objective values for each of the best
simulations found in the optimization. In the time before Bill stopped the
simulation, the best settings were A � 0.59, B � 0.94, and C �� 0.60,
with each rounded to two digits. In uncoded units, these optimal settings are
spring load � 818, nozzle flow � 8.91, and shuttle lift � 0.36.

18. Bill selects Edit  Copy to Excel which copies the best decision variable
values back to the Excel spreadsheet. In Excel, Bill rounds these values to
two digits.

19. To verify the results predicted by OptQuest, Bill runs another Crystal Ball
simulation. From this simulation, the mean volume is 300.1 with a standard
deviation of 8.96. Based on these values, Bill predicts that PPK � 1.11 at
the new nominal values for the three components.

In a matter of minutes, Bill identified new nominal values for the three com-
ponents that adjust mean volume to its target value and cut its standard
deviation from 14.5 to 9.0 units. This change improves PPK from 0.24 to 1.11
without tightening any tolerances.

In the above example, if Bill had used the response optimizer in MINITAB, he
would have found a different solution: spring load � 900, nozzle flow � 8.77,
and shuttle load � 8.31. This solution causes the mean flow to be 300, but the
standard deviation of flow is much higher than at the optimal settings found
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X1
X2 X3

X4

Figure 11-70 Cross-Sectional View of a Solenoid-Operated Gas Shutoff Valve. The
Arrows at the Bottom of the Figure Indicate the Direction of Gas Flow.

by OptQuest. This is the difference between deterministic optimization and
stochastic optimization. Deterministic optimizers cannot find solutions that
optimize any statistical characteristic other than the mean response.

The previous example illustrates how stochastic optimization works with a
transfer function developed from an experiment on physical systems. The
next example shows how an engineer uses stochastic optimization to make a
new design robust before building the first prototype. In a DFSS envi-
ronment, this application of stochastic optimization has the greatest potential
impact. When engineers integrate stochastic optimization into the earliest
phases of designing and detailing new products, they can achieve startling
levels of quality at low cost, and without the time required for successive
prototype cycles. More so than any other DFSS tool, stochastic optimization
can break the costly cycle of building, testing, and fixing prototypes.

Example 11.20

Jack is designing a solenoid operated shutoff valve. The valve allows gas fuel
to flow to an engine. A solenoid holds the valve open when electric current
energizes it. When the current stops, a spring closes the valve. Figure 11-70
shows a cross-sectional view of major parts of the valve. The shaded part is a
plate that moves up to open the valve or down to close it. The figure shows the
plate held in the open position by the energized solenoid. The spring is located
around the outside edge of the plate, where it can push the plate down to shut
off gas flow.

The force exerted by the spring is a Critical To Quality (CTQ) characteristic. If
the spring exerts too much force, the solenoid might not open the valve or hold
it open. If the spring exerts too little force, the force of the inlet gas pressure
might push the valve open. Jack calculates that the spring must exert a force of
22 � 3 N when the valve is open.
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The spring has its spring rate specified as shown in Figure 11-71. The spring
must exert a force of X7 N when compressed to a length of X5 mm. The spring
exerts a force of X8 N when compressed further to a length of X5 � X6 mm.

Table 11-11 lists the eight component characteristics that determine spring force
in this system, with their initial lower and upper tolerance limits selected by Jack.

The transfer function for spring force Y is determined by this transfer function:

In the above function, R represents the spring rate and L represents the length
of the spring with the solenoid energized.

Jack performs MCA on this system, assuming that X1 through X8 have a
uniform distribution between their tolerance limits. He runs the simulation
using precision control, stopping when the mean of the spring force is known to
within 0.05 N, with 95% confidence. This requires approximately 10,000 trials.

Figure 11-72 is the histogram of spring force predicted by Jack’s first sim-
ulation. The distribution is somewhat skewed, and Crystal Ball predicts that
only 97.73% of the assemblies will have a spring force within the tolerance
limits. The mean spring force in the simulation is 21.598 with a standard
deviation of 1.233. From these statistics, Jack predicts that PPK � 0.70.

At this point, Jack wonders if there are different nominal values that will
produce a more robust product. He decides to use OptQuest to search for
nominal values of X1 through X8 that will adjust the mean force to the target
of 22 N, and reduce variation. For each nominal value, Jack defines a range of
feasible values that he wants to explore. Table 11-12 lists lower and upper
bounds for each nominal value.

Y � X7 � R 
 (X5 � L)

R �
X8 � X7

X6
 

L � �X1 � X2 � X3 � X4

X7
X8

X5 X6

Figure 11-71 Method of Specifying and Testing the Spring
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Figure 11-72 Forecast Histogram for Spring Force from the Initial Design

Table 11-11 Characteristics Affecting Spring Force in the Shutoff Valve

Lower Upper 
Tolerance Tolerance

Symbol Part Characteristic Limit Limit Units

X1 Plate Lip Height 2.90 3.10 mm

X2 Plate Plate Height 4.90 5.10 mm

X3 Stator Well Depth 6.00 6.20 mm

X4 Stator Spring Gap 10.25 10.75 mm
Depth

X5 Spring Initial 5.70 6.70 mm
Compression

X6 Spring Incremental 0.18 0.22 mm
Compression

X7 Spring Force 1 22.1 22.5 N

X8 Spring Force 2 22.8 23.2 N
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Table 11-12 Bounds and Constraints for the Decision Variables

Initial Lower Upper 
Symbol Nominal Bound Bound Units Constraints

X1 3.0 2.0 5.0 mm

X2 5.0 4.0 7.0 mm X2 � X1 	 0.2

X3 6.1 5.0 7.0 mm

X4 10.5 8.0 20.0 mm X4 � X3 	 0.2

X5 6.2 5.0 15.0 mm

X6 0.2 0.1 3.0 mm

X7 22.3 15.0 35.0 N

X8 23.0 15.0 35.0 N X8 � X7 	 0.5

Table 11-12 also lists constraints that the components must satisfy to have a
viable design. The first constraint, X2 � X1 	 0.2, assures that the plate has a
lip to contain the end of the spring. The next constraint, X4 � X3 	 0.2, assures
that the stator has a feature to contain the other end of the spring. The third con-
straint, X8 � X7 	 0.5, assures that the spring has a positive spring rate which
is reasonable to manufacture and to measure.

Jack sets up an Excel worksheet as shown in Figure 11-73. Column F contains
the eight decision variables for the nominal values. Each decision variable
has a formula for its name (for example, �CONCATENATE(“Nom”,A6)
which returns the string “NomX1”) and cell references to columns D and E
for the lower and upper bounds. After defining the first decision variable in
this way, Jack copies and pastes the Crystal Ball data to the remaining
decision variables.

Column J contains the eight random assumptions. These assumptions reference
the minimum and maximum values in columns H and I, which in turn reference
the nominal and tolerance values in columns F and G.

Cells J15, J16, and J17 contain the formulas to evaluate the spring force. Cell
J18 is the desired nominal value. Cell J19 is a loss function with the formula
=(J17-J18)^2.

Jack is now ready to start OptQuest from the Run menu. Jack clicks OK to
accept the eight decision variables and their bounds that OptQuest read from
the Crystal Ball data. Next, in the Constraints window, Jack enters formulas
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Figure 11-73 Excel Worksheet Set up for Stochastic Optimization with OptQuest

Figure 11-74 OptQuest Constraints form listing the Three Constraints Required for
this Problem

representing the three constraints on the nominal values, shown in Figure 11-74.
The format of these formulas is critical. The right side of each constraint
inequality must be a constant. For example, NomX2��NomX1�0.2 is not a
valid constraint for OptQuest.

In the Forecast Selection window shown in Figure 11-75, Jack selects Minimize
Objective for the Loss forecast. Jack accepts the default settings and starts the
optimization.

In 10 minutes, OptQuest completes over 500 simulations on Jack’s computer.
Figure 11-76 shows the mean loss for the best simulations. The first simulation,
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Figure 11-75 OptQuest Forecast Selection Form

at the initial settings, had a mean loss of 1.7. OptQuest found the best results in
simulation 401, with a mean loss of 0.022. This represents a stunning reduction
in system variation.

Table 11-13 compares the initial settings with the optimal settings found by
OptQuest.

In terms of the physical system, what changes does OptQuest recommend? The
overall height of the plate is essentially unchanged, but the lip height is reduced,
allowing a longer space for the spring. The stator well depth is reduced, but the
spring gap depth is increased. This also allows a longer space for the spring.
The spring itself has a longer initial length, with a larger incremental com-
pression. This change reduces the effects of inaccuracies involved in the
process of manufacturing and measuring the spring. The force exerted by spring
at the two compressions is nearly unchanged. The spring rate has changed from
4 N/mm to 0.81 N/mm.

To predict the impact of these changes, Jack copies the optimal values back into
the Excel spreadsheet and runs another Monte Carlo analysis with Crystal Ball.
Figure 11-77 is the frequency plot of the spring force using the new optimized

Figure 11-76 OptQuest Performance Graph, Showing the Dramatic Reduction in
Loss during Ten Minutes of Optimization
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Table 11-13 Initial and Optimized Nominal Values

Initial Optimal 
Symbol Part Characteristic Nominal Nominal Units

X1 Plate Lip Height 3.0 2.03 mm

X2 Plate Plate Height 5.0 4.93 mm

X3 Stator Well Depth 6.1 5.23 mm

X4 Stator Spring Gap Depth 10.5 14.38 mm

X5 Spring Initial 6.2 12.12 mm
Compression

X6 Spring Incremental 0.2 1.85 mm
Compression

X7 Spring Force 1 22.3 22.0 N

X8 Spring Force 2 23.0 23.5 N
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Figure 11-77 Forecast Histogram of Spring Force Using Optimized Nominal Values
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nominal values. The mean force in this simulation is 22.056, with a standard
deviation of 0.295. Based on these statistics, Jack predicts that PPK � 3.33 for
spring force.

At this point, Jack is amazed that he has found a way to increase PPK from 0.7
to 3.33 by changing only nominal values and without tightening any tolerances.

Since PPK � 3.33 is much better than a DFSS project requires, Jack wants to
look for cost reduction opportunities. Figure 11-78 is a sensitivity chart from
Jack’s last simulation with the optimized components. This chart shows that
X6 and X8 contribute essentially nothing to the variation in spring force. Since
both these characteristics are associated with the spring, Jack will examine
opportunities to reduce cost by loosening tolerances on these features.

At this point, Jack has more work to do. He needs to evaluate the design for man-
ufacturability. If the spring, stator, or plate cannot be manufactured using the
optimal settings, Jack may need to repeat the optimization process using additional
constraints. Later, when physical parts are available to measure, Jack will verify
that the predictions of his simulation match the performance of actual parts.

By simulating and optimizing his design before building any prototypes, Jack
has drastically shortened the time to market for this new product. He rightfully
expects that the very first prototypes will be close to an optimal, robust design
that achieves balance between cost and quality.

0.0%
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−2.2%

−13.4%
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64.6%
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X4
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X5

20.0%

Sensitivity: Fs
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Figure 11-78 Sensitivity Chart for Spring Force. Spring Characteristics are both the
Top Two and Bottom Two Contributors to Variation. Further Efforts to Balance Cost
and Quality Must Focus on the Spring Design
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Table A: Factors for Control Charts

Subgroup Factors for Average Factors for Standard Deviation Factors for Range
size Control Charts Control Charts Control Charts

n A2 A3 B3 B4 c4 dS D3 D4 d2 dR

2 1.8806 2.6587 0 3.2665 0.7979 0.876 0 3.267 1.128 0.876

3 1.0231 1.9544 0 2.5682 0.8862 0.915 0 2.574 1.693 0.907

4 0.7285 1.6281 0 2.2660 0.9213 0.936 0 2.281 2.059 0.913

5 0.5768 1.4273 0 2.0890 0.9400 0.949 0 2.114 2.326 0.906

6 0.4833 1.2871 0.0304 1.9696 0.9515 0.957 0 2.004 2.534 0.893

7 0.4193 1.1819 0.1177 1.8823 0.9594 0.963 0.0756 1.924 2.704 0.878

8 0.3726 1.0991 0.1851 1.8149 0.9650 0.968 0.1361 1.864 2.847 0.862

9 0.3367 1.0317 0.2391 1.7609 0.9693 0.972 0.1840 1.816 2.970 0.845

10 0.3082 0.9754 0.2837 1.7163 0.9727 0.975 0.2231 1.777 3.078 0.828

11 0.2851 0.9274 0.3213 1.6787 0.9754 0.2556 1.744 3.173

12 0.2658 0.8859 0.3535 1.6465 0.9776 0.979 0.2831 1.717 3.258 0.796

792
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13 0.2494 0.8495 0.3816 1.6184 0.9794 0.3072 1.693 3.336

14 0.2353 0.8173 0.4062 1.5938 0.9810 0.3281 1.672 3.407

15 0.2231 0.7885 0.4282 1.5718 0.9823 0.983 0.3466 1.653 3.472 0.753

16 0.2123 0.7626 0.4479 1.5521 0.9835 0.3631 1.637 3.532

17 0.2028 0.7391 0.4657 1.5343 0.9845 0.3778 1.622 3.588

18 0.1943 0.7176 0.4818 1.5182 0.9854 0.3913 1.609 3.640

19 0.1866 0.6979 0.4966 1.5034 0.9862 0.4035 1.597 3.689

20 0.1796 0.6797 0.5102 1.4898 0.9869 0.987 0.4147 1.585 3.735 0.691

Note: To calculate c 4 for larger values of n, the formula is:

In Excel, evaluate �(x) with =EXP(GAMMALN(x)).
Values of dS and dR are as listed in Table 1 of Bissell (1990).

c4 �
�An2 B

�An � 1
2 B 2

2
n � 1



Table B: Probabilities of the Standard Normal Distribution

This table lists the probability P that a standard normal random variable is
greater than Z.
When Z � 0, �(�Z) � P
When Z � 0, �(Z) � 1 � P
Z is the sum of the row and column headings.
To calculate P in Excel, use =NORMSDIST(-Z)

Z 0.00 0.01 0.02 0.03 0.04 0.05 0.06 0.07 0.08 0.09

0.00 0.500000 0.496011 0.492022 0.488034 0.484047 0.480061 0.476078 0.472097 0.468119 0.464144

0.10 0.460172 0.456205 0.452242 0.448283 0.444330 0.440382 0.436441 0.432505 0.428576 0.424655

0.20 0.420740 0.416834 0.412936 0.409046 0.405165 0.401294 0.397432 0.393580 0.389739 0.385908

0.30 0.382089 0.378280 0.374484 0.370700 0.366928 0.363169 0.359424 0.355691 0.351973 0.348268

0.40 0.344578 0.340903 0.337243 0.333598 0.329969 0.326355 0.322758 0.319178 0.315614 0.312067

0.50 0.308538 0.305026 0.301532 0.298056 0.294599 0.291160 0.287740 0.284339 0.280957 0.277595

0.60 0.274253 0.270931 0.267629 0.264347 0.261086 0.257846 0.254627 0.251429 0.248252 0.245097

0.70 0.241964 0.238852 0.235762 0.232695 0.229650 0.226627 0.223627 0.220650 0.217695 0.214764

0.80 0.211855 0.208970 0.206108 0.203269 0.200454 0.197663 0.194895 0.192150 0.189430 0.186733

0.90 0.184060 0.181411 0.178786 0.176186 0.173609 0.171056 0.168528 0.166023 0.163543 0.161087

1.00 0.158655 0.156248 0.153864 0.151505 0.149170 0.146859 0.144572 0.142310 0.140071 0.137857

P

Z
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1.10 0.135666 0.133500 0.131357 0.129238 0.127143 0.125072 0.123024 0.121000 0.119000 0.117023

1.20 0.115070 0.113139 0.111232 0.109349 0.107488 0.105650 0.103835 0.102042 0.100273 0.098525

1.30 0.096800 0.095098 0.093418 0.091759 0.090123 0.088508 0.086915 0.085343 0.083793 0.082264

1.40 0.080757 0.079270 0.077804 0.076359 0.074934 0.073529 0.072145 0.070781 0.069437 0.068112

1.50 0.066807 0.065522 0.064255 0.063008 0.061780 0.060571 0.059380 0.058208 0.057053 0.055917

1.60 0.054799 0.053699 0.052616 0.051551 0.050503 0.049471 0.048457 0.047460 0.046479 0.045514

1.70 0.044565 0.043633 0.042716 0.041815 0.040930 0.040059 0.039204 0.038364 0.037538 0.036727

1.80 0.035930 0.035148 0.034380 0.033625 0.032884 0.032157 0.031443 0.030742 0.030054 0.029379

1.90 0.028717 0.028067 0.027429 0.026803 0.026190 0.025588 0.024998 0.024419 0.023852 0.023295

2.00 0.022750 0.022216 0.021692 0.021178 0.020675 0.020182 0.019699 0.019226 0.018763 0.018309

2.10 0.017864 0.017429 0.017003 0.016586 0.016177 0.015778 0.015386 0.015003 0.014629 0.014262

2.20 0.013903 0.013553 0.013209 0.012874 0.012545 0.012224 0.011911 0.011604 0.011304 0.011011

2.30 0.010724 0.010444 0.010170 0.009903 0.009642 0.009387 0.009137 0.008894 0.008656 0.008424

2.40 0.008198 0.007976 0.007760 0.007549 0.007344 0.007143 0.006947 0.006756 0.006569 0.006387

2.50 0.006210 0.006037 0.005868 0.005703 0.005543 0.005386 0.005234 0.005085 0.004940 0.004799

2.60 0.004661 0.004527 0.004396 0.004269 0.004145 0.004025 0.003907 0.003793 0.003681 0.003573

(Continued)



Table B: Probabilities of the Standard Normal Distribution (Continued)

Z 0.00 0.01 0.02 0.03 0.04 0.05 0.06 0.07 0.08 0.09

2.70 0.003467 0.003364 0.003264 0.003167 0.003072 0.002980 0.002890 0.002803 0.002718 0.002635

2.80 0.002555 0.002477 0.002401 0.002327 0.002256 0.002186 0.002118 0.002052 0.001988 0.001926

2.90 0.001866 0.001807 0.001750 0.001695 0.001641 0.001589 0.001538 0.001489 0.001441 0.001395

3.00 0.001350 0.001306 0.001264 0.001223 0.001183 0.001144 0.001107 0.001070 0.001035 0.001001

Z 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

3 1.350E-03 9.676E-04 6.871E-04 4.834E-04 3.369E-04 2.326E-04 1.591E-04 1.078E-04 7.235E-05 4.810E-05

4 3.167E-05 2.066E-05 1.335E-05 8.540E-06 5.413E-06 3.398E-06 2.113E-06 1.301E-06 7.933E-07 4.792E-07

5 2.867E-07 1.698E-07 9.964E-08 5.790E-08 3.332E-08 1.899E-08 1.072E-08 5.990E-09 3.316E-09 1.818E-09

6 9.866E-10 5.303E-10 2.823E-10 1.488E-10 7.769E-11 4.016E-11 2.056E-11 1.042E-11 5.231E-12 2.600E-12

7 1.280E-12 6.238E-13 3.011E-13 1.439E-13 6.809E-14 3.191E-14 1.481E-14 6.803E-15 3.095E-15 1.395E-15

8 6.221E-16 2.748E-16 1.202E-16 5.206E-17 2.232E-17 9.480E-18 3.986E-18 1.659E-18 6.841E-19 2.792E-19

9 1.129E-19 4.517E-20 1.790E-20 7.022E-21 2.728E-21 1.050E-21 3.997E-22 1.508E-22 5.629E-23 2.081E-23

10 7.620E-24 2.762E-24 9.914E-25 3.523E-25 1.240E-25 4.319E-26 1.490E-26 5.089E-27 1.721E-27 5.763E-28
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Table C: Quantiles of the Standard Normal Distribution

This table lists the quantile Zα of a standard normal
random variable with proability α greater than Z.
To calculate Zα in Excel, use =-NORMSINV(α)

α Zα

0.5 0.0000

0.4 0.2534

0.3 0.5244

0.25 0.6745

0.2 0.8416

0.15 1.0364

0.1 1.2816

0.05 1.6449

0.04 1.7507

0.03 1.8808

0.025 1.9600

0.02 2.0538

0.015 2.1701

0.01 2.3264

0.005 2.5758

0.004 2.6521

0.003 2.7478

0.0025 2.8070

0.002 2.8782

0.0015 2.9677

0.001 3.0902

0.0005 3.2905

0.00025 3.4808

0.0001 3.7190

α
Zα



798 Table D: Quantiles of the (Student’s) t Random Variable

This table lists t�,DF, the (1�α)-quantile of the t random variable with DF degrees of freedom.
To calculate tα,DF in Excel, use = TINV (2*α, DF)

DF α�0.1 α�0.05 α�0.025 α�0.01 α�0.005 α�0.0025 α�0.001

1 3.0777 6.3138 12.7062 31.8205 63.6567 127.3213 318.3088

2 1.8856 2.9200 4.3027 6.9646 9.9248 14.0890 22.3271

3 1.6377 2.3534 3.1824 4.5407 5.8409 7.4533 10.2145

4 1.5332 2.1319 2.7764 3.7469 4.6041 5.5976 7.1732

5 1.4759 2.0151 2.5706 3.3649 4.0321 4.7733 5.8934

6 1.4398 1.9432 2.4469 3.1427 3.7074 4.3168 5.2076

7 1.4149 1.8946 2.3646 2.9980 3.4995 4.0293 4.7853

8 1.3968 1.8596 2.3060 2.8965 3.3554 3.8325 4.5008

9 1.3830 1.8331 2.2622 2.8214 3.2498 3.6897 4.2968

10 1.3722 1.8125 2.2281 2.7638 3.1693 3.5814 4.1437

11 1.3634 1.7959 2.2010 2.7181 3.1058 3.4966 4.0247

12 1.3562 1.7823 2.1788 2.6810 3.0545 3.4284 3.9296

tα,DF

α



13 1.3502 1.7709 2.1604 2.6503 3.0123 3.3725 3.8520

14 1.3450 1.7613 2.1448 2.6245 2.9768 3.3257 3.7874

15 1.3406 1.7531 2.1314 2.6025 2.9467 3.2860 3.7328

16 1.3368 1.7459 2.1199 2.5835 2.9208 3.2520 3.6862

17 1.3334 1.7396 2.1098 2.5669 2.8982 3.2224 3.6458

18 1.3304 1.7341 2.1009 2.5524 2.8784 3.1966 3.6105

19 1.3277 1.7291 2.0930 2.5395 2.8609 3.1737 3.5794

20 1.3253 1.7247 2.0860 2.5280 2.8453 3.1534 3.5518

21 1.3232 1.7207 2.0796 2.5176 2.8314 3.1352 3.5272

22 1.3212 1.7171 2.0739 2.5083 2.8188 3.1188 3.5050

23 1.3195 1.7139 2.0687 2.4999 2.8073 3.1040 3.4850

24 1.3178 1.7109 2.0639 2.4922 2.7969 3.0905 3.4668

25 1.3163 1.7081 2.0595 2.4851 2.7874 3.0782 3.4502

26 1.3150 1.7056 2.0555 2.4786 2.7787 3.0669 3.4350

27 1.3137 1.7033 2.0518 2.4727 2.7707 3.0565 3.4210

28 1.3125 1.7011 2.0484 2.4671 2.7633 3.0469 3.4082

799
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800 Table D: Quantiles of the (Student’s) t Random Variable (Continued)

DF α�0.1 α�0.05 α�0.025 α�0.01 α�0.005 α�0.0025 α�0.001

29 1.3114 1.6991 2.0452 2.4620 2.7564 3.0380 3.3962

30 1.3104 1.6973 2.0423 2.4573 2.7500 3.0298 3.3852

35 1.3062 1.6896 2.0301 2.4377 2.7238 2.9960 3.3400

40 1.3031 1.6839 2.0211 2.4233 2.7045 2.9712 3.3069

45 1.3006 1.6794 2.0141 2.4121 2.6896 2.9521 3.2815

50 1.2987 1.6759 2.0086 2.4033 2.6778 2.9370 3.2614

60 1.2958 1.6707 2.0003 2.3901 2.6603 2.9146 3.2317

70 1.2938 1.6669 1.9944 2.3808 2.6479 2.8987 3.2108

80 1.2922 1.6641 1.9901 2.3739 2.6387 2.8870 3.1953

90 1.2910 1.6620 1.9867 2.3685 2.6316 2.8779 3.1833

100 1.2901 1.6602 1.9840 2.3642 2.6259 2.8707 3.1737

150 1.2872 1.6551 1.9759 2.3515 2.6090 2.8492 3.1455

200 1.2858 1.6525 1.9719 2.3451 2.6006 2.8395 3.1315

∞ 1.2816 1.6449 1.9600 2.3264 2.5758 2.8070 3.0902



Table E: Quantiles of the χ2 Random Variable

This table lists χ2
α,DF, the (1 − α)-quantile of the χ2 random variable with DF degrees of freedom.

To calculate χ2
α,DF in Excel, use =CHIINV(α,DF).

DF α � 0.999 α � 0.995 α � 0.99 α � 0.975 α � 0.95 α � 0.9 α � 0.1 α � 0.05 α � 0.025 α � 0.01 α � 0.005 α � 0.001

1 1.571E-06 3.927E-05 1.571E-04 9.821E-04 0.003932 0.01579 2.706 3.841 5.024 6.635 7.879 10.828

2 0.002001 0.01003 0.02010 0.05064 0.1026 0.2107 4.605 5.991 7.378 9.210 10.597 13.816

3 0.02430 0.07172 0.1148 0.2158 0.3518 0.5844 6.251 7.815 9.348 11.345 12.838 16.266

4 0.09080 0.2070 0.2971 0.4844 0.7107 1.064 7.779 9.488 11.143 13.277 14.860 18.467

5 0.2102 0.4117 0.5543 0.8312 1.145 1.610 9.236 11.070 12.833 15.086 16.750 20.515

6 0.3811 0.6757 0.8721 1.237 1.635 2.204 10.645 12.592 14.449 16.812 18.548 22.458

7 0.5985 0.9893 1.239 1.690 2.167 2.833 12.017 14.067 16.013 18.475 20.278 24.322

8 0.8571 1.344 1.646 2.180 2.733 3.490 13.362 15.507 17.535 20.090 21.955 26.124

9 1.152 1.735 2.088 2.700 3.325 4.168 14.684 16.919 19.023 21.666 23.589 27.877

10 1.479 2.156 2.558 3.247 3.940 4.865 15.987 18.307 20.483 23.209 25.188 29.588

11 1.834 2.603 3.053 3.816 4.575 5.578 17.275 19.675 21.920 24.725 26.757 31.264

12 2.214 3.074 3.571 4.404 5.226 6.304 18.549 21.026 23.337 26.217 28.300 32.909

χ2
α,DF

α

801
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802 Table E: Quantiles of the χ2 Random Variable (Continued)

DF α�0.999 α�0.995 α�0.99 α�0.975 α�0.95 α�0.9 α�0.1 α�0.05 α�0.025 α�0.01 α�0.005 α�0.001

13 2.617 3.565 4.107 5.009 5.892 7.042 19.812 22.362 24.736 27.688 29.819 34.528

14 3.041 4.075 4.660 5.629 6.571 7.790 21.064 23.685 26.119 29.141 31.319 36.123

15 3.483 4.601 5.229 6.262 7.261 8.547 22.307 24.996 27.488 30.578 32.801 37.697

16 3.942 5.142 5.812 6.908 7.962 9.312 23.542 26.296 28.845 32.000 34.267 39.252

17 4.416 5.697 6.408 7.564 8.672 10.085 24.769 27.587 30.191 33.409 35.718 40.790

18 4.905 6.265 7.015 8.231 9.390 10.865 25.989 28.869 31.526 34.805 37.156 42.312

19 5.407 6.844 7.633 8.907 10.117 11.651 27.204 30.144 32.852 36.191 38.582 43.820

20 5.921 7.434 8.260 9.591 10.851 12.443 28.412 31.410 34.170 37.566 39.997 45.315

21 6.447 8.034 8.897 10.283 11.591 13.240 29.615 32.671 35.479 38.932 41.401 46.797

22 6.983 8.643 9.542 10.982 12.338 14.041 30.813 33.924 36.781 40.289 42.796 48.268

23 7.529 9.260 10.196 11.689 13.091 14.848 32.007 35.172 38.076 41.638 44.181 49.728

24 8.085 9.886 10.856 12.401 13.848 15.659 33.196 36.415 39.364 42.980 45.559 51.179

25 8.649 10.520 11.524 13.120 14.611 16.473 34.382 37.652 40.646 44.314 46.928 52.620

26 9.222 11.160 12.198 13.844 15.379 17.292 35.563 38.885 41.923 45.642 48.290 54.052



27 9.803 11.808 12.879 14.573 16.151 18.114 36.741 40.113 43.195 46.963 49.645 55.476

28 10.391 12.461 13.565 15.308 16.928 18.939 37.916 41.337 44.461 48.278 50.993 56.892

29 10.986 13.121 14.256 16.047 17.708 19.768 39.087 42.557 45.722 49.588 52.336 58.301

30 11.588 13.787 14.953 16.791 18.493 20.599 40.256 43.773 46.979 50.892 53.672 59.703

35 14.688 17.192 18.509 20.569 22.465 24.797 46.059 49.802 53.203 57.342 60.275 66.619

40 17.916 20.707 22.164 24.433 26.509 29.051 51.805 55.758 59.342 63.691 66.766 73.402

45 21.251 24.311 25.901 28.366 30.612 33.350 57.505 61.656 65.410 69.957 73.166 80.077

50 24.674 27.991 29.707 32.357 34.764 37.689 63.167 67.505 71.420 76.154 79.490 86.661

60 31.738 35.534 37.485 40.482 43.188 46.459 74.397 79.082 83.298 88.379 91.952 99.607

70 39.036 43.275 45.442 48.758 51.739 55.329 85.527 90.531 95.023 100.425 104.215 112.317

80 46.520 51.172 53.540 57.153 60.391 64.278 96.578 101.879 106.629 112.329 116.321 124.839

90 54.155 59.196 61.754 65.647 69.126 73.291 107.565 113.145 118.136 124.116 128.299 137.208

100 61.918 67.328 70.065 74.222 77.929 82.358 118.498 124.342 129.561 135.807 140.169 149.449

150 102.113 109.142 112.668 117.985 122.692 128.275 172.581 179.581 185.800 193.208 198.360 209.265

200 143.843 152.241 156.432 162.728 168.279 174.835 226.021 233.994 241.058 249.445 255.264 267.541

803



804 Table F: 95th Percentiles of the F Random Variable

This table lists F0.05,DF1,DF2, the 0.95-quantile of the F random variable
with DF1 and DF2 degrees of freedom.
To calculate Fα,DF1,DF2 in Excel, use =FINV(α,DF1,DF2).

DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1

DF2 =1 =2 =3 =4 =5 =6 =7 =8 =9 =10 =11 =12 =13 =14 =15 =19 =24 =29 =39 =49

1 161.4 199.5 215.7 224.6 230.2 234.0 236.8 238.9 240.5 241.9 243.0 243.9 244.7 245.4 246.0 247.7 249.1 250.0 251.1 251.7

2 18.51 19.00 19.16 19.25 19.30 19.33 19.35 19.37 19.39 19.40 19.41 19.41 19.42 19.42 19.43 19.44 19.45 19.46 19.47 19.48

3 10.13 9.552 9.277 9.117 9.013 8.941 8.887 8.845 8.812 8.786 8.763 8.745 8.729 8.715 8.703 8.667 8.639 8.620 8.596 8.582

4 7.709 6.944 6.591 6.388 6.256 6.163 6.094 6.041 5.999 5.964 5.936 5.912 5.891 5.873 5.858 5.811 5.774 5.750 5.719 5.701

5 6.608 5.786 5.409 5.192 5.050 4.950 4.876 4.818 4.772 4.735 4.704 4.678 4.655 4.636 4.619 4.568 4.527 4.500 4.466 4.446

6 5.987 5.143 4.757 4.534 4.387 4.284 4.207 4.147 4.099 4.060 4.027 4.000 3.976 3.956 3.938 3.884 3.841 3.813 3.777 3.755

7 5.591 4.737 4.347 4.120 3.972 3.866 3.787 3.726 3.677 3.637 3.603 3.575 3.550 3.529 3.511 3.455 3.410 3.381 3.343 3.321

8 5.318 4.459 4.066 3.838 3.687 3.581 3.500 3.438 3.388 3.347 3.313 3.284 3.259 3.237 3.218 3.161 3.115 3.084 3.046 3.022

9 5.117 4.256 3.863 3.633 3.482 3.374 3.293 3.230 3.179 3.137 3.102 3.073 3.048 3.025 3.006 2.948 2.900 2.869 2.829 2.805

10 4.965 4.103 3.708 3.478 3.326 3.217 3.135 3.072 3.020 2.978 2.943 2.913 2.887 2.865 2.845 2.785 2.737 2.705 2.664 2.639

11 4.844 3.982 3.587 3.357 3.204 3.095 3.012 2.948 2.896 2.854 2.818 2.788 2.761 2.739 2.719 2.658 2.609 2.576 2.534 2.509

12 4.747 3.885 3.490 3.259 3.106 2.996 2.913 2.849 2.796 2.753 2.717 2.687 2.660 2.637 2.617 2.555 2.505 2.472 2.429 2.403

0.05

F0.05,DF1,DF2



13 4.667 3.806 3.411 3.179 3.025 2.915 2.832 2.767 2.714 2.671 2.635 2.604 2.577 2.554 2.533 2.471 2.420 2.386 2.342 2.316

14 4.600 3.739 3.344 3.112 2.958 2.848 2.764 2.699 2.646 2.602 2.565 2.534 2.507 2.484 2.463 2.400 2.349 2.314 2.270 2.243

15 4.543 3.682 3.287 3.056 2.901 2.790 2.707 2.641 2.588 2.544 2.507 2.475 2.448 2.424 2.403 2.340 2.288 2.253 2.208 2.180

19 4.381 3.522 3.127 2.895 2.740 2.628 2.544 2.477 2.423 2.378 2.340 2.308 2.280 2.256 2.234 2.168 2.114 2.077 2.030 2.001

24 4.260 3.403 3.009 2.776 2.621 2.508 2.423 2.355 2.300 2.255 2.216 2.183 2.155 2.130 2.108 2.040 1.984 1.945 1.896 1.865

29 4.183 3.328 2.934 2.701 2.545 2.432 2.346 2.278 2.223 2.177 2.138 2.104 2.075 2.050 2.027 1.958 1.901 1.861 1.809 1.777

39 4.091 3.238 2.845 2.612 2.456 2.342 2.255 2.187 2.131 2.084 2.044 2.010 1.981 1.954 1.931 1.860 1.800 1.759 1.704 1.670

49 4.038 3.187 2.794 2.561 2.404 2.290 2.203 2.134 2.077 2.030 1.990 1.956 1.926 1.899 1.876 1.803 1.742 1.699 1.643 1.607
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806 Table G: 97.5 Percentiles of the F Random Variable

This table lists F0.025,DF1,DF2, the 0.975-quantile of the F random variable with
DF1 and DF2 degrees of freedom.
To calculate Fα,DF1,DF2 in Excel, use =FINV(α, DF1, DF2).

DF2 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1 DF1

�1 �2 �3 �4 �5 �6 �7 �8 �9 �10 �11 �12 �13 �14 �15 �19 �24 �29 �39 �49

1 647.8 799.5 864.2 899.6 921.8 937.1 948.2 956.7 963.3 968.6 973.0 976.7 979.8 982.5 984.9 991.8 997.2 1000.8 1005.3 1007.9

2 38.51 39.00 39.17 39.25 39.30 39.33 39.36 39.37 39.39 39.40 39.41 39.42 39.42 39.43 39.43 39.45 39.46 39.46 39.47 39.48

3 17.44 16.04 15.44 15.10 14.89 14.74 14.62 14.54 14.47 14.42 14.37 14.34 14.30 14.28 14.25 14.18 14.09 14.09 14.04 14.01

4 12.22 10.65 9.979 9.605 9.364 9.197 9.074 8.980 8.905 8.844 8.794 8.751 8.715 8.684 8.657 8.575 8.511 8.468 8.415 8.383

5 10.01 8.434 7.764 7.388 7.146 6.978 6.853 6.757 6.681 6.619 6.568 6.525 6.488 6.456 6.428 6.344 6.278 6.234 6.179 6.146

6 8.813 7.260 6.599 6.227 5.988 5.820 5.695 5.600 5.523 5.461 5.410 5.366 5.329 5.297 5.269 5.184 5.117 5.072 5.017 4.983

7 8.073 6.542 5.890 5.523 5.285 5.119 4.995 4.899 4.823 4.761 4.709 4.666 4.628 4.596 4.568 4.483 4.415 4.370 4.313 4.279

8 7.571 6.059 5.416 5.053 4.817 4.652 4.529 4.433 4.357 4.295 4.243 4.200 4.162 4.130 4.101 4.016 3.947 3.901 3.844 3.809

9 7.209 5.715 5.078 4.718 4.484 4.320 4.197 4.102 4.026 3.964 3.912 3.868 3.831 3.798 3.769 3.683 3.614 3.568 3.510 3.475

10 6.937 5.456 4.826 4.468 4.236 4.072 3.950 3.855 3.779 3.717 3.665 3.621 3.583 3.550 3.522 3.435 3.365 3.319 3.260 3.224

11 6.724 5.256 4.630 4.275 4.044 3.881 3.759 3.664 3.588 3.526 3.474 3.430 3.392 3.359 3.330 3.243 3.173 3.125 3.066 3.030

12 6.554 5.096 4.474 4.121 3.891 3.728 3.607 3.512 3.436 3.374 3.321 3.277 3.239 3.206 3.177 3.090 3.019 2.971 2.911 2.874

0.025

F0.025,DF1,DF2



13 6.414 4.965 4.347 3.996 3.767 3.604 3.483 3.388 3.312 3.250 3.197 3.153 3.115 3.082 3.053 2.965 2.893 2.845 2.784 2.747

14 6.298 4.857 4.242 3.892 3.663 3.501 3.380 3.285 3.209 3.147 3.095 3.050 3.012 2.979 2.949 2.861 2.789 2.740 2.679 2.641

15 6.200 4.765 4.153 3.804 3.576 3.415 3.293 3.199 3.123 3.060 3.008 2.963 2.925 2.891 2.862 2.773 2.701 2.652 2.590 2.552

19 5.922 4.508 3.903 3.559 3.333 3.172 3.051 2.956 2.880 2.817 2.765 2.720 2.681 2.647 2.617 2.526 2.452 2.402 2.338 2.298

24 5.717 4.319 3.721 3.379 3.155 2.995 2.874 2.779 2.703 2.640 2.586 2.541 2.502 2.468 2.437 2.345 2.269 2.217 2.151 2.110

29 5.588 4.201 3.607 3.267 3.044 2.884 2.763 2.669 2.592 2.529 2.475 2.430 2.390 2.355 2.325 2.231 2.154 2.101 2.033 1.990

39 5.435 4.061 3.473 3.135 2.913 2.754 2.633 2.538 2.461 2.397 2.344 2.298 2.257 2.222 2.191 2.096 2.017 1.962 1.891 1.846

49 5.347 3.981 3.396 3.060 2.838 2.679 2.559 2.464 2.387 2.323 2.268 2.222 2.182 2.146 2.115 2.018 1.937 1.881 1.808 1.762
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808 Table H: T2(n, α) Factors for Confidence Intervals of the Standard Deviation 

To calculateT2(n, α) in Excel, enter =SQRT(CHIINV(1-α,n-1)/(n-1)).

n T2(n, 0.995) T2(n, 0.99) T2(n, 0.975) T2(n, 0.95) T2(n, 0.9) T2(n, 0.1) T2(n, 0.05) T2(n, 0.025) T2(n, 0.01) T2(n, 0.005)

2 2.8070 2.5758 2.2414 1.9600 1.6449 0.1257 0.0627 0.0313 0.0125 0.0063

3 2.3018 2.1460 1.9207 1.7308 1.5174 0.3246 0.2265 0.1591 0.1003 0.0708

4 2.0687 1.9446 1.7653 1.6140 1.4435 0.4414 0.3425 0.2682 0.1956 0.1546

5 1.9275 1.8219 1.6691 1.5401 1.3946 0.5157 0.4215 0.3480 0.2725 0.2275

6 1.8303 1.7370 1.6020 1.4880 1.3591 0.5675 0.4786 0.4077 0.3330 0.2870

7 1.7582 1.6739 1.5519 1.4487 1.3320 0.6061 0.5221 0.4541 0.3812 0.3356

8 1.7020 1.6246 1.5125 1.4176 1.3102 0.6362 0.5564 0.4913 0.4207 0.3759

9 1.6566 1.5847 1.4805 1.3923 1.2924 0.6604 0.5844 0.5220 0.4537 0.4099

10 1.6190 1.5516 1.4538 1.3711 1.2773 0.6805 0.6078 0.5478 0.4817 0.4391

11 1.5871 1.5235 1.4312 1.3530 1.2644 0.6975 0.6277 0.5698 0.5058 0.4643

12 1.5596 1.4992 1.4116 1.3374 1.2532 0.7121 0.6449 0.5890 0.5269 0.4865

13 1.5357 1.4781 1.3945 1.3237 1.2433 0.7248 0.6599 0.6058 0.5455 0.5061

14 1.5145 1.4594 1.3794 1.3116 1.2345 0.7360 0.6732 0.6207 0.5621 0.5237



15 1.4957 1.4428 1.3659 1.3007 1.2266 0.7459 0.6851 0.6341 0.5770 0.5395

16 1.4788 1.4278 1.3537 1.2909 1.2195 0.7548 0.6957 0.6461 0.5904 0.5538

17 1.4635 1.4142 1.3427 1.2820 1.2130 0.7629 0.7054 0.6571 0.6027 0.5669

18 1.4495 1.4019 1.3326 1.2739 1.2071 0.7702 0.7142 0.6670 0.6139 0.5789

19 1.4368 1.3906 1.3234 1.2664 1.2016 0.7769 0.7223 0.6762 0.6243 0.5900

20 1.4250 1.3801 1.3149 1.2596 1.1966 0.7831 0.7297 0.6847 0.6338 0.6002

21 1.4142 1.3705 1.3071 1.2532 1.1919 0.7888 0.7366 0.6925 0.6427 0.6097

22 1.4041 1.3616 1.2998 1.2473 1.1875 0.7940 0.7429 0.6998 0.6509 0.6185

23 1.3947 1.3533 1.2930 1.2418 1.1835 0.7989 0.7489 0.7065 0.6586 0.6268

24 1.3860 1.3455 1.2867 1.2366 1.1797 0.8035 0.7544 0.7129 0.6658 0.6345

25 1.3778 1.3382 1.2807 1.2318 1.1761 0.8077 0.7596 0.7188 0.6726 0.6418

26 1.3701 1.3314 1.2751 1.2272 1.1727 0.8117 0.7645 0.7244 0.6789 0.6487

27 1.3628 1.3249 1.2698 1.2229 1.1695 0.8155 0.7691 0.7297 0.6850 0.6552

28 1.3560 1.3189 1.2648 1.2189 1.1665 0.8191 0.7734 0.7347 0.6906 0.6613

29 1.3495 1.3131 1.2601 1.2150 1.1637 0.8224 0.7775 0.7394 0.6960 0.6671

809 (Continued)



810 Table H: T2(n, α) Factors for Confidence Intervals of the Standard Deviation (Continued)

n T2(n, 0.995) T2(n, 0.99) T2(n, 0.975) T2(n, 0.95) T2(n, 0.9) T2(n, 0.1) T2(n, 0.05) T2(n, 0.025) T2(n, 0.01) T2(n, 0.005)

30 1.3434 1.3076 1.2556 1.2114 1.1610 0.8256 0.7814 0.7439 0.7011 0.6726

32 1.3320 1.2975 1.2473 1.2046 1.1559 0.8315 0.7886 0.7522 0.7106 0.6829

34 1.3217 1.2884 1.2398 1.1985 1.1514 0.8368 0.7952 0.7597 0.7193 0.6923

36 1.3123 1.2800 1.2329 1.1929 1.1472 0.8417 0.8012 0.7666 0.7272 0.7009

38 1.3037 1.2723 1.2266 1.1877 1.1433 0.8462 0.8066 0.7729 0.7345 0.7087

40 1.2957 1.2652 1.2208 1.1829 1.1397 0.8503 0.8117 0.7788 0.7412 0.7160

42 1.2883 1.2586 1.2154 1.1785 1.1364 0.8541 0.8164 0.7842 0.7474 0.7228

44 1.2815 1.2525 1.2103 1.1744 1.1333 0.8576 0.8207 0.7893 0.7533 0.7291

46 1.2751 1.2468 1.2056 1.1705 1.1304 0.8609 0.8248 0.7940 0.7587 0.7350

48 1.2691 1.2415 1.2013 1.1669 1.1277 0.8640 0.8286 0.7984 0.7638 0.7405

50 1.2635 1.2365 1.1971 1.1636 1.1252 0.8668 0.8321 0.8025 0.7685 0.7457

60 1.2400 1.2155 1.1798 1.1493 1.1145 0.8789 0.8471 0.8199 0.7887 0.7677

70 1.2218 1.1992 1.1663 1.1382 1.1061 0.8882 0.8587 0.8334 0.8043 0.7848

80 1.2071 1.1861 1.1555 1.1293 1.0993 0.8957 0.8680 0.8443 0.8169 0.7985



90 1.1951 1.1753 1.1465 1.1219 1.0938 0.9019 0.8757 0.8532 0.8274 0.8100

100 1.1849 1.1662 1.1389 1.1157 1.0890 0.9070 0.8822 0.8608 0.8362 0.8196

150 1.1505 1.1354 1.1133 1.0945 1.0729 0.9245 0.9041 0.8865 0.8662 0.8525

200 1.1301 1.1171 1.0981 1.0819 1.0632 0.9348 0.9171 0.9018 0.8841 0.8722
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812 Appendix

Table I: T3(n, α) Factors for Confidence Intervals of Ratios of Standard Deviations

To calculateT3(n, α) in Excel, enter =1/SQRT(FINV(α,n-1,n-1)).

n T3(n,0.2) T3(n,0.1) T3(n,0.05) T3(n,0.025) T3(n,0.01) T3(n,0.005)

2 0.3249 0.1584 0.07870 0.03929 0.01571 0.007854

3 0.5000 0.3333 0.2294 0.1601 0.1005 0.07089

4 0.5836 0.4307 0.3283 0.2545 0.1843 0.1451

5 0.6347 0.4934 0.3956 0.3227 0.2502 0.2078

6 0.6700 0.5381 0.4450 0.3741 0.3020 0.2587

7 0.6964 0.5722 0.4832 0.4145 0.3437 0.3005

8 0.7171 0.5992 0.5139 0.4474 0.3782 0.3355

9 0.7340 0.6214 0.5393 0.4749 0.4073 0.3652

10 0.7480 0.6401 0.5609 0.4984 0.4323 0.3910

11 0.7599 0.6562 0.5795 0.5187 0.4541 0.4136

12 0.7703 0.6701 0.5957 0.5365 0.4734 0.4336

13 0.7793 0.6824 0.6101 0.5524 0.4906 0.4515

14 0.7874 0.6933 0.6229 0.5666 0.5060 0.4676

15 0.7946 0.7032 0.6345 0.5794 0.5200 0.4823

16 0.8010 0.7121 0.6450 0.5911 0.5328 0.4957

17 0.8069 0.7202 0.6546 0.6018 0.5446 0.5080

18 0.8123 0.7276 0.6634 0.6116 0.5554 0.5194

19 0.8172 0.7344 0.6716 0.6207 0.5654 0.5300

20 0.8218 0.7408 0.6791 0.6291 0.5747 0.5398

21 0.8260 0.7466 0.6861 0.6370 0.5834 0.5490

22 0.8300 0.7521 0.6927 0.6443 0.5916 0.5576

23 0.8336 0.7572 0.6988 0.6512 0.5992 0.5657

24 0.8371 0.7620 0.7046 0.6577 0.6064 0.5734

25 0.8403 0.7665 0.7100 0.6638 0.6132 0.5806
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Table I: T3(n, α) Factors for Confidence Intervals of Ratios of Standard Deviations
(Continued)

n T3(n,0.2) T3(n,0.1) T3(n,0.05) T3(n,0.025) T3(n,0.01) T3(n,0.005)

26 0.8433 0.7708 0.7151 0.6696 0.6197 0.5874

27 0.8462 0.7748 0.7200 0.6751 0.6258 0.5939

28 0.8489 0.7786 0.7246 0.6803 0.6316 0.6001

29 0.8514 0.7823 0.7289 0.6852 0.6371 0.6059

30 0.8539 0.7857 0.7331 0.6899 0.6424 0.6115

32 0.8584 0.7921 0.7408 0.6987 0.6522 0.6220

34 0.8625 0.7979 0.7479 0.7067 0.6612 0.6316

36 0.8663 0.8033 0.7544 0.7141 0.6695 0.6405

38 0.8698 0.8082 0.7604 0.7209 0.6772 0.6487

40 0.8730 0.8128 0.7660 0.7273 0.6843 0.6564

42 0.8760 0.8171 0.7711 0.7332 0.6910 0.6635

44 0.8787 0.8210 0.7760 0.7387 0.6973 0.6702

46 0.8813 0.8247 0.7805 0.7439 0.7031 0.6764

48 0.8838 0.8282 0.7848 0.7487 0.7086 0.6824

50 0.8860 0.8315 0.7888 0.7533 0.7138 0.6879

60 0.8957 0.8454 0.8058 0.7729 0.7360 0.7118

70 0.9032 0.8563 0.8192 0.7883 0.7536 0.7307

80 0.9093 0.8651 0.8301 0.8008 0.7679 0.7462

90 0.9144 0.8725 0.8392 0.8113 0.7799 0.7592

100 0.9186 0.8787 0.8470 0.8203 0.7902 0.7703

150 0.9332 0.9001 0.8736 0.8511 0.8257 0.8088

200 0.9420 0.9130 0.8897 0.8699 0.8475 0.8325



814 Table J: Detectable Shifts in a One-Sample t-Test

This table lists λ1, the number of standard deviations between µ0 and µβ which can be detected with α risk of false detections and β risk of missed detections.
This table is for a one-sided test. For a two-sided test with false detection risk α, look up λ1 for risk α/2.
This calculation is not available in Excel. In MINITAB, use Stat  Power and Sample Size 1-sample t.

β � 0.1 β � 0.05 β � 0.01

α � α � α � α � α � α � α � α � α � α � α � α � α � α � α �
n 0.1 0.05 0.025 0.01 0.005 0.1 0.05 0.025 0.01 0.005 0.1 0.05 0.025 0.01 0.005

2 3.7638 7.4350 14.824 37.028 74.048 4.4849 8.8593 17.664 44.122 88.233 5.8941 11.643 23.215 57.986 115.958

3 1.9624 2.7766 3.9234 6.1987 8.7637 2.2659 3.1846 4.4870 7.0776 10.0011 2.8487 3.9735 5.5801 8.7857 12.4073

4 1.5189 1.9641 2.5069 3.4315 4.3380 1.7423 2.2282 2.8270 3.8537 4.8634 2.1662 2.7331 3.4425 4.6687 5.8797

5 1.2935 1.6099 1.9659 2.5223 3.0271 1.4806 1.8189 2.2039 2.8105 3.3634 1.8337 2.2158 2.6580 3.3632 4.0103

6 1.1491 1.4010 1.6704 2.0689 2.4125 1.3140 1.5799 1.8672 2.2957 2.6672 1.6246 1.9182 2.2409 2.7284 3.1547

7 1.0456 1.2587 1.4788 1.7922 2.0528 1.1951 1.4180 1.6504 1.9839 2.2628 1.4762 1.7185 1.9751 2.3482 2.6631

8 0.9665 1.1534 1.3418 1.6026 1.8137 1.1043 1.2986 1.4960 1.7713 1.9955 1.3634 1.5721 1.7873 2.0911 2.3408

9 0.9033 1.0713 1.2375 1.4626 1.6412 1.0320 1.2057 1.3789 1.6151 1.8035 1.2736 1.4587 1.6455 1.9033 2.1109

10 0.8513 1.0049 1.1546 1.3541 1.5097 0.9724 1.1306 1.2859 1.4942 1.6575 1.1998 1.3672 1.5334 1.7587 1.9370

11 0.8075 0.9496 1.0866 1.2667 1.4053 0.9222 1.0683 1.2098 1.3970 1.5419 1.1377 1.2913 1.4419 1.6429 1.7998

12 0.7698 0.9027 1.0295 1.1943 1.3199 0.8792 1.0153 1.1460 1.3168 1.4475 1.0845 1.2271 1.3652 1.5476 1.6882



13 0.7371 0.8622 0.9806 1.1332 1.2484 0.8417 0.9697 1.0914 1.2491 1.3686 1.0382 1.1717 1.2998 1.4673 1.5951

14 0.7082 0.8267 0.9382 1.0807 1.1874 0.8087 0.9297 1.0441 1.1909 1.3013 0.9974 1.1232 1.2431 1.3984 1.5160

15 0.6825 0.7953 0.9009 1.0349 1.1346 0.7793 0.8944 1.0025 1.1402 1.2432 0.9611 1.0804 1.1934 1.3385 1.4476

16 0.6594 0.7673 0.8677 0.9945 1.0882 0.7529 0.8628 0.9655 1.0956 1.1922 0.9286 1.0422 1.1492 1.2857 1.3877

17 0.6385 0.7421 0.8380 0.9585 1.0471 0.7291 0.8344 0.9324 1.0558 1.1470 0.8991 1.0078 1.1096 1.2388 1.3348

18 0.6195 0.7192 0.8112 0.9262 1.0104 0.7074 0.8087 0.9025 1.0201 1.1066 0.8723 0.9766 1.0739 1.1967 1.2875

19 0.6021 0.6983 0.7868 0.8969 0.9773 0.6875 0.7852 0.8753 0.9878 1.0702 0.8478 0.9482 1.0415 1.1587 1.2450

20 0.5861 0.6792 0.7645 0.8703 0.9472 0.6692 0.7636 0.8504 0.9585 1.0372 0.8252 0.9221 1.0118 1.1241 1.2064

21 0.5713 0.6615 0.7440 0.8459 0.9198 0.6523 0.7438 0.8276 0.9316 1.0071 0.8044 0.8981 0.9846 1.0924 1.1712

22 0.5576 0.6452 0.7250 0.8235 0.8946 0.6367 0.7254 0.8065 0.9068 0.9795 0.7851 0.8759 0.9595 1.0633 1.1389

23 0.5448 0.6300 0.7075 0.8028 0.8714 0.6221 0.7083 0.7870 0.8840 0.9540 0.7671 0.8553 0.9362 1.0364 1.1092

24 0.5329 0.6158 0.6911 0.7835 0.8499 0.6085 0.6924 0.7688 0.8627 0.9305 0.7503 0.8360 0.9145 1.0115 1.0817

25 0.5217 0.6026 0.6759 0.7656 0.8300 0.5957 0.6775 0.7518 0.8430 0.9086 0.7345 0.8180 0.8943 0.9883 1.0562

26 0.5112 0.5902 0.6616 0.7489 0.8114 0.5837 0.6635 0.7359 0.8246 0.8881 0.7197 0.8012 0.8754 0.9666 1.0324

27 0.5013 0.5785 0.6482 0.7332 0.7939 0.5724 0.6504 0.7210 0.8073 0.8691 0.7058 0.7853 0.8576 0.9463 1.0101

28 0.4920 0.5675 0.6356 0.7185 0.7776 0.5618 0.6380 0.7070 0.7911 0.8511 0.6926 0.7703 0.8409 0.9273 0.9893
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816 Table J: Detectable Shifts in a One-Sample t-Test( Continued)

β � 0.1 β � 0.05 β � 0.01

α � α � α � α � α � α � α � α � α � α � α � α � α � α � α �
n 0.1 0.05 0.025 0.01 0.005 0.1 0.05 0.025 0.01 0.005 0.1 0.05 0.025 0.01 0.005

29 0.4832 0.5571 0.6237 0.7046 0.7622 0.5517 0.6263 0.6937 0.7758 0.8343 0.6802 0.7562 0.8251 0.9093 0.9696

30 0.4748 0.5473 0.6124 0.6915 0.7477 0.5421 0.6153 0.6812 0.7613 0.8184 0.6684 0.7428 0.8102 0.8924 0.9511

32 0.4593 0.5290 0.5916 0.6674 0.7211 0.5244 0.5948 0.6580 0.7347 0.7892 0.6465 0.7181 0.7826 0.8612 0.9171

34 0.4452 0.5125 0.5728 0.6456 0.6971 0.5083 0.5762 0.6371 0.7108 0.7629 0.6267 0.6956 0.7577 0.8330 0.8865

36 0.4323 0.4975 0.5557 0.6259 0.6754 0.4936 0.5593 0.6181 0.6890 0.7391 0.6086 0.6752 0.7350 0.8075 0.8588

38 0.4205 0.4837 0.5400 0.6078 0.6555 0.4801 0.5438 0.6006 0.6691 0.7174 0.5920 0.6565 0.7143 0.7841 0.8335

40 0.4096 0.4710 0.5256 0.5912 0.6374 0.4677 0.5295 0.5846 0.6509 0.6975 0.5766 0.6392 0.6952 0.7627 0.8104

42 0.3995 0.4592 0.5123 0.5760 0.6206 0.4562 0.5163 0.5698 0.6340 0.6792 0.5624 0.6232 0.6776 0.7430 0.7891

44 0.3902 0.4483 0.5000 0.5618 0.6051 0.4455 0.5040 0.5560 0.6184 0.6622 0.5492 0.6084 0.6612 0.7247 0.7694

46 0.3814 0.4381 0.4885 0.5486 0.5908 0.4355 0.4925 0.5433 0.6039 0.6465 0.5369 0.5946 0.6460 0.7077 0.7510

48 0.3732 0.4286 0.4777 0.5364 0.5774 0.4262 0.4819 0.5313 0.5904 0.6318 0.5254 0.5817 0.6318 0.6919 0.7340

50 0.3656 0.4197 0.4677 0.5249 0.5648 0.4174 0.4718 0.5201 0.5778 0.6181 0.5146 0.5696 0.6185 0.6770 0.7180

60 0.3332 0.3822 0.4255 0.4768 0.5125 0.3805 0.4297 0.4732 0.5248 0.5608 0.4691 0.5187 0.5626 0.6150 0.6515



70 0.3082 0.3533 0.3929 0.4399 0.4725 0.3519 0.3971 0.4370 0.4842 0.5170 0.4338 0.4794 0.5196 0.5674 0.6006

80 0.2881 0.3300 0.3669 0.4105 0.4406 0.3289 0.3710 0.4080 0.4518 0.4821 0.4055 0.4479 0.4852 0.5294 0.5600

90 0.2714 0.3109 0.3454 0.3862 0.4144 0.3099 0.3494 0.3842 0.4251 0.4534 0.3821 0.4218 0.4568 0.4981 0.5267

100 0.2574 0.2947 0.3273 0.3658 0.3923 0.2939 0.3313 0.3640 0.4027 0.4293 0.3623 0.3999 0.4329 0.4718 0.4987

150 0.2099 0.2400 0.2664 0.2973 0.3185 0.2396 0.2698 0.2962 0.3272 0.3485 0.2954 0.3257 0.3523 0.3834 0.4048

200 0.1816 0.2076 0.2303 0.2569 0.2751 0.2074 0.2334 0.2561 0.2827 0.3010 0.2557 0.2818 0.3046 0.3313 0.3496
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818 Appendix

Table K: T7(n, �) Factors for Confidence Intervals of Means

To calculateT7(n, α) in Excel, enter =TINV(2*�, n-1)/SQRT(n).

n T7(n,0.2) T7(n,0.1) T7(n,0.05) T7(n,0.025) T7(n,0.01) T7(n,0.005)

2 0.9732 2.1763 4.4645 8.9846 22.5005 45.0121

3 0.6124 1.0887 1.6859 2.4841 4.0210 5.7301

4 0.4892 0.8189 1.1767 1.5912 2.2704 2.9205

5 0.4208 0.6857 0.9534 1.2417 1.6757 2.0590

6 0.3754 0.6025 0.8226 1.0494 1.3737 1.6461

7 0.3423 0.5442 0.7345 0.9249 1.1878 1.4013

8 0.3168 0.5003 0.6698 0.8360 1.0599 1.2373

9 0.2963 0.4656 0.6199 0.7687 0.9655 1.1185

10 0.2794 0.4374 0.5797 0.7154 0.8922 1.0277

11 0.2650 0.4137 0.5465 0.6718 0.8333 0.9556

12 0.2527 0.3936 0.5184 0.6354 0.7846 0.8966

13 0.2420 0.3762 0.4943 0.6043 0.7436 0.8472

14 0.2326 0.3609 0.4733 0.5774 0.7083 0.8051

15 0.2241 0.3473 0.4548 0.5538 0.6776 0.7686

16 0.2166 0.3352 0.4383 0.5329 0.6506 0.7367

17 0.2097 0.3242 0.4234 0.5142 0.6266 0.7084

18 0.2035 0.3143 0.4100 0.4973 0.6050 0.6831

19 0.1978 0.3052 0.3978 0.4820 0.5856 0.6604

20 0.1925 0.2969 0.3867 0.4680 0.5678 0.6397

21 0.1877 0.2892 0.3764 0.4552 0.5516 0.6209

22 0.1832 0.2821 0.3669 0.4434 0.5368 0.6036

23 0.1790 0.2755 0.3581 0.4324 0.5230 0.5878

24 0.1750 0.2693 0.3498 0.4223 0.5103 0.5730

25 0.1714 0.2636 0.3422 0.4128 0.4984 0.5594

26 0.1679 0.2582 0.3350 0.4039 0.4874 0.5467

(Continued)
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Table K: T 7(n, �) Factors for Confidence Intervals of Means (Continued)

n T7(n,0.2) T7(n,0.1) T7(n,0.05) T7(n,0.025) T7(n,0.01) T7(n,0.005)

27 0.1647 0.2531 0.3283 0.3956 0.4770 0.5348

28 0.1616 0.2483 0.3219 0.3878 0.4673 0.5236

29 0.1587 0.2437 0.3159 0.3804 0.4581 0.5131

30 0.1560 0.2394 0.3102 0.3734 0.4495 0.5032

32 0.1509 0.2315 0.2997 0.3605 0.4336 0.4851

34 0.1462 0.2243 0.2902 0.3489 0.4193 0.4688

36 0.1420 0.2177 0.2816 0.3384 0.4063 0.4540

38 0.1381 0.2117 0.2737 0.3287 0.3944 0.4405

40 0.1345 0.2061 0.2664 0.3198 0.3836 0.4282

42 0.1312 0.2010 0.2597 0.3116 0.3735 0.4168

44 0.1282 0.1962 0.2534 0.3040 0.3643 0.4063

46 0.1253 0.1918 0.2476 0.2970 0.3556 0.3966

48 0.1226 0.1876 0.2422 0.2904 0.3476 0.3875

50 0.1201 0.1837 0.2371 0.2842 0.3401 0.3790

60 0.1094 0.1673 0.2157 0.2583 0.3087 0.3436

70 0.1012 0.1547 0.1993 0.2384 0.2847 0.3166

80 0.09461 0.1445 0.1861 0.2225 0.2655 0.2951

90 0.08914 0.1361 0.1752 0.2095 0.2497 0.2775

100 0.08453 0.1290 0.1660 0.1984 0.2365 0.2626

150 0.06892 0.1051 0.1351 0.1613 0.1920 0.2130

200 0.05964 0.09092 0.1169 0.1394 0.1658 0.1839



820

Table L: Detectable Shifts in a Two-Sample t-Test

This table lists λ2, the number of standard deviations between µ1 and µ2 which can be detected with α risk of false detections and β risk of missed detections.
This table is for a one-sided test. For a two-sided test with false detection risk α, look up λ2 for risk α/2.

This calculation is not available in Excel. In MINITAB, use Stat  Power and Sample Size  2-sample t.

β � 0.1 β � 0.05 β � 0.01

α � α � α � α � α � α � α � α � α � α � α � α � α � α � α � 

n 0.1 0.05 0.025 0.01 0.005 0.1 0.05 0.025 0.01 0.005 0.1 0.05 0.025 0.01 0.005

2 3.3990 4.8092 6.7956 10.737 15.179 3.9247 5.5159 7.7717 12.259 17.323 4.9340 6.8823 9.6650 15.217 21.490

3 2.3617 2.9393 3.5892 4.6051 5.5267 2.7031 3.3209 4.0237 5.1312 6.1408 3.3478 4.0454 4.8528 6.1403 7.3218

4 1.9562 2.3548 2.7666 3.3529 3.8405 2.2358 2.6528 3.0876 3.7115 4.2334 2.7617 3.2150 3.6951 4.3930 4.9821

5 1.7140 2.0326 2.3480 2.7752 3.1140 1.9580 2.2877 2.6162 3.0644 3.4218 2.4165 2.7676 3.1221 3.6113 4.0051

6 1.5462 1.8183 2.0806 2.4255 2.6910 1.7659 2.0456 2.3167 2.6751 2.9525 2.1786 2.4727 2.7610 3.1460 3.4464

7 1.4205 1.6616 1.8899 2.1840 2.4060 1.6222 1.8688 2.1035 2.4073 2.6376 2.0009 2.2581 2.5051 2.8278 3.0742

8 1.3216 1.5401 1.7445 2.0040 2.1971 1.5092 1.7320 1.9413 2.2081 2.4074 1.8612 2.0922 2.3109 2.5920 2.8032

9 1.2410 1.4423 1.6288 1.8629 2.0353 1.4171 1.6218 1.8122 2.0521 2.2293 1.7475 1.9588 2.1567 2.4078 2.5944

10 1.1737 1.3612 1.5337 1.7484 1.9051 1.3402 1.5306 1.7062 1.9256 2.0862 1.6526 1.8484 2.0302 2.2587 2.4269

11 1.1164 1.2926 1.4537 1.6529 1.7973 1.2747 1.4533 1.6171 1.8203 1.9679 1.5718 1.7550 1.9239 2.1346 2.2885

12 1.0667 1.2335 1.3852 1.5717 1.7062 1.2180 1.3868 1.5408 1.7307 1.8679 1.5018 1.6745 1.8329 2.0292 2.1717

13 1.0232 1.1818 1.3256 1.5015 1.6277 1.1683 1.3287 1.4744 1.6533 1.7818 1.4405 1.6043 1.7539 1.9382 2.0713



14 0.9846 1.1362 1.2731 1.4400 1.5593 1.1242 1.2774 1.4160 1.5855 1.7068 1.3861 1.5423 1.6843 1.8586 1.9838

15 0.9501 1.0955 1.2264 1.3855 1.4988 1.0848 1.2316 1.3641 1.5255 1.6406 1.3375 1.4870 1.6225 1.7881 1.9067

16 0.9190 1.0589 1.1846 1.3369 1.4450 1.0493 1.1905 1.3175 1.4718 1.5815 1.2937 1.4373 1.5670 1.7251 1.8379

17 0.8907 1.0258 1.1468 1.2930 1.3966 1.0170 1.1532 1.2755 1.4235 1.5285 1.2539 1.3923 1.5169 1.6684 1.7762

18 0.8650 0.9956 1.1124 1.2532 1.3527 0.9876 1.1192 1.2372 1.3797 1.4805 1.2176 1.3512 1.4714 1.6169 1.7203

19 0.8413 0.9679 1.0809 1.2169 1.3128 0.9606 1.0881 1.2022 1.3397 1.4368 1.1843 1.3136 1.4297 1.5700 1.6694

20 0.8195 0.9424 1.0520 1.1836 1.2762 0.9357 1.0594 1.1700 1.3030 1.3967 1.1536 1.2790 1.3914 1.5270 1.6228

21 0.7993 0.9188 1.0253 1.1529 1.2426 0.9126 1.0330 1.1403 1.2692 1.3598 1.1252 1.2470 1.3560 1.4873 1.5799

22 0.7805 0.8970 1.0005 1.1245 1.2115 0.8912 1.0084 1.1127 1.2378 1.3258 1.0987 1.2173 1.3232 1.4506 1.5402

23 0.7630 0.8766 0.9775 1.0981 1.1826 0.8712 0.9854 1.0871 1.2088 1.2941 1.0741 1.1897 1.2927 1.4165 1.5035

24 0.7466 0.8575 0.9559 1.0734 1.1557 0.8525 0.9640 1.0631 1.1816 1.2647 1.0510 1.1638 1.2642 1.3846 1.4692

25 0.7313 0.8397 0.9358 1.0504 1.1305 0.8349 0.9439 1.0407 1.1563 1.2371 1.0294 1.1395 1.2376 1.3549 1.4372

26 0.7168 0.8229 0.9168 1.0288 1.1069 0.8184 0.9251 1.0196 1.1325 1.2113 1.0091 1.1168 1.2125 1.3270 1.4072

27 0.7032 0.8071 0.8990 1.0084 1.0848 0.8029 0.9073 0.9998 1.1101 1.1871 0.9899 1.0953 1.1889 1.3007 1.3790

28 0.6903 0.7921 0.8822 0.9893 1.0639 0.7882 0.8905 0.9811 1.0890 1.1642 0.9717 1.0750 1.1666 1.2760 1.3524

29 0.6781 0.7780 0.8663 0.9712 1.0442 0.7742 0.8746 0.9634 1.0690 1.1426 0.9546 1.0558 1.1456 1.2526 1.3274
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822 Table L: Detectable Shifts in a Two-Sample t-Test (Continued)

β � 0.1 β � 0.05 β � 0.01

α � α � α � α � α � α � α � α � α � α � α � α � α � α � α � 

n 0.1 0.05 0.025 0.01 0.005 0.1 0.05 0.025 0.01 0.005 0.1 0.05 0.025 0.01 0.005

30 0.6666 0.7646 0.8512 0.9540 1.0256 0.7610 0.8595 0.9466 1.0501 1.1222 0.9383 1.0376 1.1256 1.2305 1.3036

32 0.6451 0.7397 0.8232 0.9223 0.9911 0.7365 0.8316 0.9155 1.0152 1.0845 0.9081 1.0039 1.0887 1.1895 1.2598

34 0.6256 0.7172 0.7979 0.8935 0.9599 0.7142 0.8062 0.8873 0.9835 1.0503 0.8806 0.9733 1.0551 1.1524 1.2201

36 0.6077 0.6965 0.7747 0.8673 0.9314 0.6939 0.7830 0.8616 0.9546 1.0192 0.8555 0.9453 1.0245 1.1186 1.1839

38 0.5913 0.6776 0.7535 0.8432 0.9054 0.6751 0.7617 0.8380 0.9282 0.9907 0.8324 0.9196 0.9964 1.0875 1.1508

40 0.5762 0.6601 0.7339 0.8211 0.8814 0.6579 0.7421 0.8162 0.9038 0.9645 0.8111 0.8958 0.9705 1.0590 1.1203

42 0.5622 0.6439 0.7158 0.8006 0.8592 0.6418 0.7239 0.7960 0.8812 0.9402 0.7913 0.8739 0.9466 1.0325 1.0921

44 0.5491 0.6289 0.6989 0.7816 0.8387 0.6269 0.7070 0.7773 0.8603 0.9177 0.7729 0.8534 0.9243 1.0080 1.0659

46 0.5369 0.6148 0.6832 0.7638 0.8195 0.6130 0.6912 0.7598 0.8408 0.8967 0.7558 0.8344 0.9035 0.9851 1.0416

48 0.5255 0.6017 0.6685 0.7473 0.8016 0.6000 0.6764 0.7435 0.8225 0.8771 0.7397 0.8165 0.8841 0.9637 1.0188

50 0.5148 0.5894 0.6548 0.7317 0.7848 0.5878 0.6625 0.7281 0.8054 0.8588 0.7246 0.7998 0.8658 0.9437 0.9975

60 0.4696 0.5374 0.5967 0.6664 0.7143 0.5362 0.6041 0.6636 0.7335 0.7816 0.6610 0.7293 0.7890 0.8594 0.9079

70 0.4345 0.4971 0.5518 0.6159 0.6600 0.4961 0.5588 0.6136 0.6779 0.7221 0.6117 0.6746 0.7296 0.7943 0.8388



80 0.4063 0.4647 0.5157 0.5754 0.6164 0.4639 0.5224 0.5735 0.6333 0.6745 0.5720 0.6306 0.6819 0.7420 0.7834

90 0.3830 0.4379 0.4859 0.5420 0.5804 0.4373 0.4923 0.5403 0.5965 0.6351 0.5391 0.5943 0.6425 0.6989 0.7377

100 0.3632 0.4153 0.4607 0.5138 0.5501 0.4147 0.4668 0.5123 0.5655 0.6020 0.5113 0.5636 0.6091 0.6625 0.6992

150 0.2964 0.3387 0.3755 0.4185 0.4479 0.3384 0.3807 0.4176 0.4607 0.4901 0.4172 0.4596 0.4966 0.5397 0.5692

200 0.2566 0.2931 0.3249 0.3620 0.3874 0.2929 0.3295 0.3614 0.3985 0.4238 0.3612 0.3978 0.4297 0.4669 0.4923
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824

Table M: Factors for One-Sided Tolerance Bounds

This table lists k1(n,α,P).
Either: Proportion P of the population is less than + k1(n, α, P) s with 100(1 – α)% confidence
or: Proportion P of the population is greater than with 100(1 � α)% confidence.
when and s are calculated from a sample of size n.

P � 90% P � 95% P � 99%

n α � 0.1 α � 0.05 α � 0.01 α � 0.1 α � 0.05 α � 0.01 α � 0.1 α � 0.05 α � 0.01

2 10.2527 20.5815 103.0290 13.0897 26.2597 131.4260 18.5001 37.0936 185.6170

3 4.2582 6.1553 13.9954 5.3115 7.6559 17.3702 7.3404 10.5527 23.8956

4 3.1878 4.1619 7.3799 3.9566 5.1439 9.0835 5.4382 7.0424 12.3873

5 2.7424 3.4066 5.3617 3.3998 4.2027 6.5783 4.6660 5.7411 8.9390

6 2.4937 3.0063 4.4111 3.0919 3.7077 5.4056 4.2425 5.0620 7.3346

7 2.3327 2.7554 3.8591 2.8938 3.3995 4.7279 3.9720 4.6417 6.4119

8 2.2186 2.5819 3.4972 2.7543 3.1873 4.2853 3.7826 4.3539 5.8118

9 2.1329 2.4538 3.2404 2.6499 3.0312 3.9723 3.6414 4.1430 5.3889

10 2.0657 2.3546 3.0479 2.5684 2.9110 3.7383 3.5317 3.9811 5.0737

11 2.0113 2.2753 2.8977 2.5026 2.8150 3.5562 3.4434 3.8523 4.8290

12 1.9662 2.2101 2.7767 2.4483 2.7363 3.4099 3.3707 3.7471 4.6330

X
X � k1(n, �, P)s
X



13 1.9281 2.1554 2.6770 2.4024 2.6705 3.2896 3.3095 3.6592 4.4720

14 1.8953 2.1088 2.5931 2.3631 2.6144 3.1885 3.2572 3.5845 4.3372

15 1.8668 2.0684 2.5215 2.3290 2.5660 3.1024 3.2118 3.5201 4.2224

16 1.8418 2.0330 2.4594 2.2990 2.5237 3.0279 3.1721 3.4639 4.1233

17 1.8195 2.0017 2.4051 2.2724 2.4863 2.9627 3.1369 3.4144 4.0367

18 1.7995 1.9738 2.3570 2.2486 2.4530 2.9052 3.1054 3.3703 3.9604

19 1.7815 1.9487 2.3142 2.2272 2.4230 2.8539 3.0771 3.3308 3.8924

20 1.7652 1.9260 2.2757 2.2078 2.3960 2.8079 3.0515 3.2952 3.8316

21 1.7503 1.9053 2.2408 2.1901 2.3714 2.7663 3.0282 3.2628 3.7766

22 1.7366 1.8864 2.2091 2.1739 2.3490 2.7285 3.0069 3.2332 3.7268

23 1.7240 1.8690 2.1802 2.1589 2.3283 2.6940 2.9873 3.2061 3.6812

24 1.7124 1.8530 2.1536 2.1451 2.3093 2.6624 2.9692 3.1811 3.6395

25 1.7015 1.8381 2.1290 2.1323 2.2917 2.6332 2.9524 3.1580 3.6011

26 1.6914 1.8243 2.1063 2.1204 2.2753 2.6062 2.9368 3.1365 3.5656

27 1.6820 1.8114 2.0852 2.1092 2.2601 2.5811 2.9222 3.1165 3.5326

28 1.6732 1.7993 2.0655 2.0988 2.2458 2.5577 2.9085 3.0978 3.5019
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826 Table M: Factors for One-Sided Tolerance Bounds (Continued)

P � 90% P � 95% P � 99%

n α � 0.1 α � 0.05 α � 0.01 α � 0.1 α � 0.05 α � 0.01 α � 0.1 α � 0.05 α � 0.01

29 1.6649 1.7880 2.0471 2.0890 2.2324 2.5359 2.8958 3.0803 3.4733

30 1.6571 1.7773 2.0298 2.0798 2.2198 2.5155 2.8837 3.0639 3.4465

32 1.6427 1.7578 1.9984 2.0629 2.1968 2.4782 2.8617 3.0338 3.3977

34 1.6298 1.7403 1.9703 2.0478 2.1762 2.4451 2.8419 3.0070 3.3543

36 1.6182 1.7246 1.9452 2.0341 2.1577 2.4154 2.8241 2.9828 3.3154

38 1.6076 1.7103 1.9224 2.0216 2.1409 2.3885 2.8079 2.9609 3.2804

40 1.5979 1.6972 1.9017 2.0103 2.1255 2.3641 2.7932 2.9409 3.2486

42 1.5890 1.6852 1.8828 1.9998 2.1114 2.3418 2.7796 2.9227 3.2195

44 1.5808 1.6741 1.8655 1.9902 2.0985 2.3214 2.7672 2.9058 3.1929

46 1.5732 1.6639 1.8494 1.9813 2.0865 2.3025 2.7556 2.8903 3.1684

48 1.5661 1.6544 1.8346 1.9730 2.0754 2.2851 2.7449 2.8759 3.1457

50 1.5595 1.6456 1.8208 1.9653 2.0650 2.2689 2.7349 2.8625 3.1246

60 1.5320 1.6089 1.7641 1.9333 2.0222 2.2024 2.6935 2.8071 3.0383



70 1.5112 1.5812 1.7216 1.9090 1.9899 2.1526 2.6623 2.7654 2.9739

80 1.4947 1.5594 1.6883 1.8899 1.9644 2.1138 2.6377 2.7327 2.9237

90 1.4813 1.5416 1.6614 1.8743 1.9438 2.0823 2.6176 2.7061 2.8832

100 1.4701 1.5268 1.6390 1.8613 1.9265 2.0563 2.6009 2.6840 2.8497

150 1.4328 1.4778 1.5658 1.8182 1.8698 1.9713 2.5458 2.6114 2.7405

200 1.4113 1.4496 1.5240 1.7933 1.8372 1.9229 2.5141 2.5697 2.6786

∞ 1.2816 1.2816 1.2816 1.6449 1.6449 1.6449 2.3264 2.3264 2.3264

827



828 Table N: Factors for Two-Sided Tolerance Bounds

This table lists k2(n, α, P ).
Proportion P of the population is within the range with 100(1 − α)% confidence
when and s are calculated from a sample of size n.

P � 90% P � 95% P � 99%

n α � 0.1 α � 0.05 α � 0.01 α � 0.1 α � 0.05 α � 0.01 α � 0.1 α � 0.05 α � 0.01

2 15.9777 32.0185 160.1935 18.8001 37.6744 188.4907 24.1672 48.4299 242.3017

3 5.8467 8.3796 18.9305 6.9186 9.9157 22.4008 8.9738 12.8613 29.0552

4 4.1662 5.3692 9.3984 4.9427 6.3699 11.1501 6.4399 8.2994 14.5276

5 3.4945 4.2749 6.6118 4.1515 5.0787 7.8550 5.4228 6.6339 10.2603

6 3.1310 3.7123 5.3366 3.7228 4.4140 6.3453 4.8704 5.7747 8.3013

7 2.9016 3.3686 4.6129 3.4518 4.0074 5.4877 4.5206 5.2482 7.1868

8 2.7427 3.1358 4.1473 3.2640 3.7317 4.9355 4.2776 4.8906 6.4683

9 2.6256 2.9670 3.8223 3.1253 3.5317 4.5499 4.0980 4.6309 5.9659

10 2.5353 2.8385 3.5821 3.0184 3.3794 4.2647 3.9593 4.4329 5.5942

11 2.4633 2.7372 3.3970 2.9331 3.2592 4.0449 3.8487 4.2766 5.3075

12 2.4044 2.6550 3.2497 2.8633 3.1617 3.8700 3.7580 4.1495 5.0791

X
X �  k2(n, �, P)s



13 2.3553 2.5868 3.1295 2.8051 3.0808 3.7271 3.6821 4.0440 4.8925

14 2.3136 2.5292 3.0294 2.7556 3.0124 3.6081 3.6177 3.9549 4.7370

15 2.2776 2.4799 2.9446 2.7129 2.9538 3.5073 3.5622 3.8785 4.6053

16 2.2463 2.4371 2.8717 2.6757 2.9029 3.4207 3.5136 3.8120 4.4919

17 2.2187 2.3995 2.8084 2.6429 2.8583 3.3453 3.4709 3.7538 4.3934

18 2.1942 2.3663 2.7527 2.6138 2.8188 3.2792 3.4329 3.7021 4.3068

19 2.1722 2.3366 2.7034 2.5877 2.7835 3.2205 3.3989 3.6560 4.2300

20 2.1525 2.3099 2.6594 2.5643 2.7518 3.1681 3.3682 3.6145 4.1614

21 2.1345 2.2858 2.6198 2.5430 2.7231 3.1210 3.3404 3.5770 4.0997

22 2.1182 2.2638 2.5839 2.5235 2.6970 3.0783 3.3150 3.5429 4.0439

23 2.1032 2.2437 2.5513 2.5057 2.6731 3.0396 3.2918 3.5117 3.9931

24 2.0895 2.2253 2.5215 2.4894 2.6512 3.0041 3.2704 3.4830 3.9466

25 2.0767 2.2083 2.4941 2.4742 2.6310 2.9715 3.2506 3.4566 3.9039

26 2.0650 2.1926 2.4689 2.4602 2.6123 2.9415 3.2323 3.4320 3.8645

27 2.0540 2.1780 2.4455 2.4472 2.5949 2.9137 3.2152 3.4093 3.8281

28 2.0438 2.1644 2.4239 2.4350 2.5787 2.8879 3.1993 3.3881 3.7943
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830 Table N: Factors for Two-Sided Tolerance Bounds (Continued)

P � 90% P � 95% P � 99%

n α � 0.1 α � 0.05 α � 0.01 α � 0.1 α � 0.05 α � 0.01 α � 0.1 α � 0.05 α � 0.01

29 2.0342 2.1517 2.4037 2.4236 2.5636 2.8638 3.1844 3.3682 3.7627

30 2.0252 2.1398 2.3848 2.4130 2.5494 2.8414 3.1704 3.3497 3.7333

32 2.0089 2.1181 2.3505 2.3935 2.5236 2.8006 3.1450 3.3159 3.6798

34 1.9943 2.0987 2.3202 2.3761 2.5006 2.7645 3.1222 3.2857 3.6324

36 1.9812 2.0814 2.2931 2.3605 2.4800 2.7322 3.1018 3.2587 3.5902

38 1.9693 2.0658 2.2688 2.3464 2.4614 2.7033 3.0832 3.2343 3.5521

40 1.9585 2.0516 2.2467 2.3336 2.4445 2.6770 3.0665 3.2122 3.5177

42 1.9487 2.0387 2.2267 2.3219 2.4291 2.6531 3.0511 3.1920 3.4864

44 1.9397 2.0268 2.2084 2.3112 2.4150 2.6313 3.0370 3.1734 3.4577

46 1.9313 2.0159 2.1915 2.3012 2.4019 2.6113 3.0240 3.1563 3.4314

48 1.9236 2.0057 2.1760 2.2920 2.3899 2.5927 3.0119 3.1405 3.4071

50 1.9164 1.9963 2.1616 2.2835 2.3787 2.5756 3.0008 3.1259 3.3846

60 1.8870 1.9578 2.1029 2.2484 2.3328 2.5057 2.9547 3.0656 3.2928



70 1.8650 1.9291 2.0596 2.2223 2.2987 2.4541 2.9204 3.0208 3.2250

80 1.8478 1.9068 2.0260 2.2018 2.2720 2.4141 2.8936 2.9859 3.1725

90 1.8340 1.8887 1.9990 2.1853 2.2506 2.3819 2.8719 2.9577 3.1303

100 1.8225 1.8738 1.9768 2.1716 2.2328 2.3555 2.8539 2.9343 3.0955

150 1.7851 1.8254 1.9052 2.1271 2.1751 2.2702 2.7954 2.8586 2.9835

200 1.7640 1.7981 1.8651 2.1019 2.1425 2.2224 2.7623 2.8158 2.9207

∞ 1.6449 1.6449 1.6449 1.9600 1.9600 1.9600 2.5758 2.5758 2.5758
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